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Abstract

This thesis presents a new computational learning algorithm that is capable of learning new concepts 

for the game of Go from both textual descriptions and pictorial examples. The 'GOaL' (GO and 

Learn) computational model uses this algorithm to learn descriptions of concepts that it studies. These 

descriptions enable the model to recognise a variety of positions by allowing the recognition of salient 

features of concepts. Experimental results are included that are derived from work on computational 

learning in cognitive science. A comparison is made between machine learning done by the model and 

learning done by people. It is shown that the 'GOaL' model, when learning and completing 

performance tasks, behaves in similar way to that of the people that were studied. This thesis answers 

the research question: can a computational model learn new concepts about the game of Go, at 

different levels of expertise, from lessons containing both textual descriptions of concepts together 

with pictorial examples and some simple facts about the board geometry.

This work provides an original contribution to knowledge in the sphere of machine learning, in the 

form of a computational model. This work also assists in the understanding of how people learn 

concepts for the game of Go. The contribution to knowledge is significant in that it shows that it is 

possible for a computational model to learn not only from pictorial examples but also from textual 

descriptions. People use complex, conceptual knowledge to plan and reason and, in studying and 

playing the game of Go, they acquire general principles of play from specific cases. An important 

aspect of the model is that it demonstrates that it is possible to learn representations that are defined in 

terms of abstract features that may be used in the identification of spatially varied instances of 

concepts.
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Chapter 1

An Introduction to the Project

1.1 Introduction

The nature of the game of Go endows it with a number of unique properties that make it a particularly 

valuable area of study in cognitive science. Traditionally, the game of chess has taken precedence as a 

sphere of study in computational game playing and learning. However, the difficulties inherent in 

developing computational models of Go playing appear to make it a more attractive domain within 

which to pursue studies in cognitive science. In particular the intractability of subjecting the game of 

Go to look-ahead search, as chess often is, appears to necessitate a more knowledge driven approach 

to problem solving than the exploitation of the computer's power in terms of 'brute force1 searching 

techniques.

The motivation for the work is to provide a better understanding of the areas of learning primarily and 

of perception and memory in cognition in game playing. In particular, the work is concerned with the 

problem area of how people learn concepts for the game of Go from both textual and pictorial 

information. It is of interest how textual and pictorial information is used together by people in 

learning new concepts for the game of Go. It also is of interest how these concepts are represented in 

memory and subsequently recalled to enable people to recognise particular instances of concepts and 

solve problems in the game of Go by selecting appropriate moves. For this purpose a computational 

model of concept learning in the game of Go has been developed. A particular concern is the role of 

the aspects of cognition in learning and in expert problem solving. For the task the expert's acquisition 

and use of knowledge in the game of Go has been studied. The game of Go serves as an ideal 

drosophila for a number of reasons. In Go, the consequences of actions are easily quantified. In 

addition, the game of Go provides us with a well-defined task element of sufficient difficulty such that 

a non-trivial solution is required but not to the extent that it becomes intractable to develop a 

computational model of learning and game play. The chosen problem domain also enables us to better 

understand how to enable computational models to choose actions in complex, adversarial domains in 

which decisions lead to uncertain outcomes.

1.2 Requirements

In order to answer the research question a number of criteria have been identified for a computational 

model of game learning from the literature on computational game learning. Each criterion contributes



independently to a program that is capable of modelling, correctly, how people learn novel conceptual 

representations of primitives.

1. The generality of representations.

2. The ability to interpret and learn from text in lessons.

3. A dynamic memory model.

4 The recognition of overlapping conceptual instances.

5. The representation of conceptual representations within a hierarchy.

6. The representation of strategies at various levels within a hierarchy.

7. The evaluation of positions in terms of learnt conceptual knowledge.

1.2.1 Generality of Representations

One of the main problems that has been answered is how to develop a knowledge representation for 

concepts in Go that is both general enough to enable the recognition of many spatially different 

instances and be learned by a computational model. Cognitive models of Go playing in the literature 

such as Interim, [Reitman and Wilcox, (1978a, 1978b and 1979)], YUGO, [Shirayanagi, (1990)], and 

models of playing other games such as HOYLE, [Epstein, (1992 and 1994a)] tend to rely on many 

specific instances of patterns for their performance. The perceptual behaviour evidenced in these 

models, however, does not correspond with psychological research in game playing by theorists such 

as [Bratko and Kopec, (1982)], [Saariluoma, (1985)] and [Pfau and Murphy, (1988)]. [Bratko and 

Kopec, (1982)] suggested that the expert chess player's performance is explained by the ability to 

conceive of positions in terms of conceptual features. [Saariluoma, (1985)] concluded that '..skill 

differences in chess can be partially explained by the ability to discern distinctive features in positions, 

in perceptual learning, a skill that is developed with practice'. [Pfau and Murphy, (1988)] found, in 

experiments involving tasks that required players to respond verbally to questions about chess 

strategies, the quality of the responses correlated with chess rating more highly than success in recall 

experiments. They offered the explanation that as skill increases there is a corresponding increase in 

the verbal knowledge used to recognise instances of concepts. There appears to be a clear exigency for 

a faithful, computational model of learning in Go that incorporates conceptual representations such 

that each can be used in the recognition of many instances of concepts.



1.2.2 The Ability to interpret and learn from Text in Lessons

The use of text in conjunction with pictorial examples in lessons is not represented by the literature 

describing computational models of game learning. Most cognitive models of playing the game of Go 

that incorporate learning mechanisms such as [Enderton, (1991)], [Cazenave, (1996, 1998 and 1999)], 

and Kojima's work on both EBL in Go, [Kojima, (1995)], and on evolutionary learning in Go, 

[Kojima, (1998)] and [Yoshikawa, Kojima and Yasuka, (1999)] have tended to concentrate on 

learning from examples only. The model also should be capable of learning from pictorial examples 

while avoiding the combinatorial explosions that otherwise may be incurred by employing a 

knowledge-based representation that describes concepts instead of a specific array based one that 

enumerates every instance of concepts. However, many sources of knowledge about the game of Go 

such as: [Smith, (1956)], [Lasker, (I960)], [Hideo, (1992)] and [Chikun, (1994)] contain both textual 

and pictorial information in order to teach concepts. A research question that the work provides 

information about is the identification of the processes that take place during learning from textual 

descriptions together with pictorial diagrams. This information was used to enable the computational 

model to acquire conceptual knowledge from lessons containing both text and pictorial diagrams.

1.2.3 A Dynamic Memory Model

[Simon and Gilmartin, (1973)] estimated the number of patterns that experts required to reach their 

level of performance in the game of chess to be around 50,000. Due to its complexity it is not 

unreasonable perhaps to suggest that a similar figure is required to reach expert level in the game of 

Go. If this is the case then expertise in Go apparently requires a large amount of knowledge about the 

game. The nature of Go is such that many choices exist at each stage of the game. In order to play 

effectively, players must be capable of reconciling the large number of choices with the large amount 

of knowledge such that the acquisition of new knowledge neither significantly compromises the time 

needed to respond to moves nor impairs the quality of the responses made. On the contrary, the speed 

and quality of responses generally should both improve with the acquisition of new knowledge. The 

implication is that a computational model of people's behaviour must possess a dynamic memory 

structure that is capable of the self-organisation of any knowledge that it acquires into a form, which 

allows for the efficient retrieval of that knowledge. Familiar tasks have to be performed quickly by the 

model and less familiar tasks have to be performed using old knowledge as much as possible. It was 

found to be important, however, that the model does not pre-determine the organisation and re 

organisation of its memory as new knowledge is acquired else it would contain a pre-characterisation 

of the domain in which it performs. The resulting memory model thus is flexible and open.



1.2.4 The Recognition of Overlapping Conceptual Instances

[Chase and Simon, (1973a and 1973b)] thought that chunks of information in long term memory 

(LTM) are specific instances of patterns and that they exist in strictly nested hierarchies. A criticism of 

this idea, made by [Reitman, (1976)], is how can it be that people are able to recognise overlapping 

patterns using such a structure. Previous experiments employed inter-response time (IRT) and between 

glance latency partitioning to identify chunks held in subjects' long term memories during piece 

placement in recall tasks. A limitation of these forms of partitioning is that they rely on the premise 

that people do not mentally partition the board into overlapping groups of pieces to aid recall. The 

experiments thus were not capable of identifying overlapping chunks. A new partitioning technique 

proposed by [Reitman, (1976)] led subsequently to the theory that patterns are not organised as strictly 

nested hierarchies. A criterion of this work is the ability to recognise overlapping patterns by a 

hierarchical representation. This thesis demonstrates that it is the nature of the conceptual 

representations that differs from those in the original theory and not the nature of the structure that 

those concepts are represented in.

1.2.5 The Representation of Conceptual Representations within a Hierarchy

[Reitman's, (1976)] recall experiments demonstrated that experts appear to be able to retain in 

memory, temporarily, more individual pieces than short term memory (STM) limitations should allow 

if the pieces are being held individually in STM. A possible explanation for this phenomena is that the 

individual pieces are 'chunked' in STM using concepts that are held in long term memory (LTM) 

within a hierarchical structure. In this explanation, conceptual representations in LTM chunk the lower 

order sub-patterns into small numbers of higher order patterns such that a relatively small number of 

'labels' may be used to reference many pieces by the name of the concepts that they form rather than 

by their individual locations.

1.2.6 The Representation of Strategies at Various Levels within a Hierarchy

[Holding, (1985)] suggested that a realistic computational model of human chess playing should 

include the capacity to represent strategies at various levels. At the most primitive levels, tactical ploys 

should be represented. Tactics are applicable to localised areas of a board and consider only the short- 

term aspects of a game. Further up the hierarchy, strategies that are applicable to larger areas of the 

board, in some cases even the whole board, that consider the game in the long term should be 

represented. From the early research done into chunking in board games by [De Groot, (1965)], 

[Chase and Simon, (1973a and 1973b)] a number of models both of chess and Go playing have 

represented plans at varying levels within a hierarchy. One example is [Cazenave's, (1996 and 1998)]



model of learning and playing the game of Go where concepts are represented by arrays each 

representing a specific board position with accompanying features that allow some abstraction. An 

example of such a feature is that a particular group of pieces is relatively safe from capture for the 

time being. At the primitive levels of the conceptual hierarchy, plans deal with the placing of specific 

pieces relative to a certain position. Further up the hierarchy, larger positions, often defined in terms of 

lower level positions are represented. However strategies at this level still involve placing individual 

pieces relative to the array-represented positions.

The representation of strategies within the computational model are important when one application of 

the work done in Go to other domains is considered. Models of Go playing often are compared with 

models of corporate decision making. Local, tactical decisions are made at the lower levels of the 

corporate hierarchy, while more global, strategic decisions are made by upper levels of management. 

It is unlikely that upper levels of management will be concerned with the aspects of decision-making 

made at lower levels of the corporate hierarchy. It is more likely that information will reach them in 

higher level, more abstract terms from their subordinates. Traditionally strategies are represented at 

the level of primitives throughout the hierarchy.

1.2.7 The Evaluation of Positions in Terms of Learnt Conceptual Knowledge

[Berliner, (1978)] said about chess that 'even a bad plan is better than no plan at all'. The reason for 

this perhaps is that one can evaluate the consequences of a bad plan and choose to alter or discard that 

plan from a repertoire accordingly. However, evaluating a game from position to position makes it 

difficult to improve on a poor performance since it is often difficult to remember what it was that a 

player was trying to achieve at each stage of a game.

A criterion of the computational model is that it should represent plans as sequences of 

transformations between states where each state is a network representation of a particular position. 

High level strategies should be evaluated in terms of progressively lower level strategies down to the 

level of individual piece placements. Given a position, the model should be able to evaluate the 

consequences of a particular plan and judge whether or not the goal state of a plan can be reached. 

One benefit of this technique is that the model can make more intelligent choices about where to play 

based on previous knowledge. Another benefit is that it can also explain why it is making particular 

move choices in terms of learnt concepts, providing its teacher with useful information about the 

model's decision making abilities.



1.3 Research Methodology

The research methodology adopted for this work is described in this section. The research 

methodology for the project consisted of a number of varied research activities. This section defines 

the various research activities that were done in the course of the project and how each activity 

proceeded to the next. It shows how the progress from each activity was measured and for each 

section what constituted its successful completion.

The first stage of the project consisted of a study and evaluation of previous computational and 

cognitive theories of learning, perception and memory in the literature. This first phase was considered 

to be successful as a better understanding of the current state of machine learning was gained. In 

addition to this phase an examination was conducted in some detail of the concepts taught in Go 

textbooks and 'book moves' which are available to people learning the game of Go. Successful 

completion of this phase resulted in an understanding of the methods and materials used to concepts 

for the game of Go.

Proceeding on from the initial analyses of textbooks, precursory experimental studies involving 

suitable task analyses were developed and conducted to give a basic understanding of how people use 

the materials found in Go textbooks to learn concepts and use them in subsequent concept recognition 

tasks. This phase was considered to be successful as it provided suitable information for the 

development of a number of initial hypotheses of learning, perception and memory for the domain of 

Go. These hypotheses provided the underlying framework for the theoretical model of learning in Go.

The next phase, the development of the theoretical model, resulted in the architecture of the various 

components of the computational model. Successful completion of this phase resulted in a design that 

could be implemented as a computational model. Progress from this phase of the project involved 

implementing the design specification incorporating all of the design aspects into the final 

computational model. A successful implementation phase produced a computational model that could 

generate results that could be compared against results of the behaviour of people. The final stage of 

the project was to justify the computational model with suitable experimental studies. The results of 

the experimental studies involving people were used to compare against the results of predictions 

about human performance made by the model. Completion of this stage provided information about 

the extent to which the program models human behaviour in learning the game of Go and in solving 

various performance tasks.



1.3.1 Development of the Model

Concepts in the game of Go often have many, spatially varied instances associated with them. These 

concepts however, typically can be represented by a description that encompasses all of the possible 

instances. Given that a vast number of instances potentially can be represented by a single brief 

description it is difficult to imagine that a person remembers not the description but every enumerated 

instance. In computational models, there exist physical limitations that prevent some concepts being 

explicitly represented by every possible instance. One such example is that of the string in Go. The 

description of a string may be given in a few short sentences. Put simply, a string consists of one or 

more pieces. Each piece in a string is connected immediately (either vertically or horizontally) to 

another piece in the string. Each piece in the string must be the same colour. Finally, at least one piece 

in a string must be (either horizontally or vertically adjacent) to an unoccupied point. It can be 

imagined that, although the description is relatively brief, a vast number of spatially varied, possible 

instances exist for this concept. Another such example in the game of Go is that of a cut. Illustrations 

together with a brief description of the concept of a cut are given below.

Fig. 1.1 Lesson teaching the concept of cuts.

In the game of Go it is often advisable for a player to prevent a move being played that joins two 

strings into one. The lesson above teaches that in order to prevent such a move being made by the 

opponent, the player should play on the 'cutting' point first. In the examples above, in fig.1.1, the 

'cutting points' each are marked with an 'X'. The lesson is from the perspective of black and black 

should play on 'X' in each case to prevent white playing there and joining his strings. In the third 

example it may be seen that playing on the cutting point also joins the two black strings together 

although this is just a characteristic of the diagram; extraneous information that is not salient for the 

concept.



Fig. 1.2 Moves chosen in spatially varied 'cutting point' problems

It can be seen in the diagrams above, in fig. 1.2, that the ability to recognise rotated, mirrored, inverted 

or noisy versions of the examples studied would not be sufficient to recognise the cut points and select 

the correct moves in the examples problems above. Perhaps the most spatially varied problems are the 

first two in which the player is asked to find cut points that are adjacent to the two strings, as the 

lesson states. In these two examples, however, the strings are diagonally adjacent to each other rather 

than horizontally or vertically adjacent as in the examples studied in the lesson. The ability to learn to 

recognise spatially varied conceptual instances is a common trait amongst people as much of the 

literature on the psychology of game playing suggests.

There are two important issues that needed to be considered in the development of the model. The first 

is that the model be capable of learning from both textual descriptions and pictorial examples of 

concepts. The second is that the model should acquire not only specific examples of concepts but 

rather general descriptions. For example, rather than using one representation for a string (which could 

best be represented by a description) and one for other concepts (than may best be represented by 

specific examples) the model should employ only one representational formalism for all of the 

concepts that it remembers.

1.4 Overview of the Thesis

This thesis describes the theoretical, psychological work leading to the development of a 

computational, cognitive model of learning in the game of Go. The early parts of the thesis provide a 

background to the work in the form of a literature survey detailing the work done to date in relevant 

areas of research. Further chapters describe the theoretical work and experimental studies done in the 

development of the model. Later chapters provide designs of the various components of the 

computational model and relate them to the underlying hypotheses. Finally the thesis presents a



comparison of human and computational learning in the game of Go before discussing the work 

presented here and summarising the conclusions.

Although popular in Asia, the game of Go arguably has yet to gain the popularity in Western countries 

that chess enjoys. Since the game may be unfamiliar to some readers of this thesis, a brief introduction 

to the game is presented in chapter two. In this chapter a background to the game, the rules and some 

introductory concepts are presented to facilitate the understanding of later chapters. Chapter three 

presents a summary of the literature on cognitive psychology and computational modelling that is 

relevant to this project. The works described in this chapter have been influential on the development 

of the model and illustrate the developments made in the field of cognitive, computational modelling. 

Chapters four and five describe the theoretical work in the development of the knowledge 

representation and learning mechanism respectively.

Chapter six provides a design for the computational model. This chapter explains the decisions that 

were made in the development of the model. Design issues surrounding the memory model are 

presented in this chapter together with how knowledge is stored and represented. Next, decisions 

surrounding the development of the learning mechanism are described. With the aid of suitable 

examples, it is shown how the model may learn concepts from both lessons with textual and pictorial 

components. Design issues surrounding the recognition of novel instances of concepts are presented in 

this chapter. It also is presented in this chapter decisions about how the model, in solving problems, 

should use its knowledge of strategies about the game of Go. Chapter seven provides a specification 

for the implementation of the computational model. The chapter provides technical details for the 

various components of the computational model. The processes involved in parsing textual inputs into 

a simplified representation are described and it is described how the model processes textual 

descriptions of concepts. It also is described in this chapter how the memory model is updated and 

used by the learning mechanism in the study of new concepts. It is shown how the computational 

model learns new concepts and uses them, subsequently, to complete tasks involving the recognition 

of familiar concept instances and the selection of moves as responses to presented situations. An 

overview of the model may be found in the appendix. The appendix illustrates the interface for the 

model describing how both graphical and textual components of lessons are entered into the system. 

The appendix also includes a diagram depicting the major components of the computational model, 

the relationships between them and an example walkthrough in order to aid clarity.

Chapter eight presents a comparison between human and computational learning in Go. It is the aim of 

this chapter to describe the results of studies into how accurately computational models imitate how 

people learn the game of Go. This chapter begins by summarising the work done in the understanding 

of how both people learn to play the game of Go and in the development of computational models to



perform this task. Comparisons then are drawn between the two fields of study and contrasts between 

them are highlighted. Chapter nine is a discussion of the work done on the development of the 

computational model. This chapter describes the benefits of the model, its application to other 

domains and areas of research and limitations of the current model together with some suggestions for 

work that may lead to their solutions. This chapter presents the conclusions and reiterates the original 

contribution to knowledge resulting from this project.

10



Chapter 2

The Game of Go

2.1 Introduction

According to [Brown and Dowsey, (1979)], the game of Go is thought to have originated in China 

around 4000 years ago. It is thought that the game was invented by the Chinese emperor 'Shun' (who 

reigned from 2255 to 2206 BC) in order to strengthen the mental faculties of his son 'Shokun'. This 

seems plausible as, in more modern times, it has been noticed that the game seems to heighten the 

intellectual abilities of players. For example, the memory of some players seems to be improved to the 

extent that more experienced players are able to recall, precisely, every move of a particular game. 

[Lasker, (I960)], however, suggests a different origin for the game. Lasker suggests that the game was 

invented by a vassal of the Emperor Ketsu named 'U' putting the invention of the game some five 

hundred years hence. Later, during the seventh century BC the game appears to have spread to Japan 

and Korea where it continues to enjoy immense popularity even today.

In China, in the early days of Go, the game appears to have flourished during times when the arts were 

the most popular. Eventually, Go came to be regarded as one of the three fine arts along with painting 

and music. Certainly, the game of Go has served as the inspiration for many works of literature, 

paintings and pottery designs etc. However, the game was inevitably to be connected with warfare. In 

more recent history, it has been recognised that the strategic principles that could be learned from 

playing the game were more closely related with modern warfare, rather than the more traditional 

organised methods. This, perhaps, will be seen more readily when some basic principles and more 

advanced concepts of the game of Go are introduced in this chapter.

It is the aim of this chapter to introduce and provide a background to the game of the Go in order to 

facilitate the reader's understanding of subsequent chapters. Firstly, the chapter begins by presenting, 

with the aid of illustrations, the basic principles of the game of Go. Following this brief introduction to 

the basic ideas of the game, some additional ideas in the game are described. Finally, in this chapter, 

some of the named configurations and some of the concepts of the game are introduced.

2.2 Basic Principles of Go

According to [Brown and Dowsey, (1979)], Go is a very simple game. The fundamentals are so simple 

that they have not been altered since its original conception. The game of Go is usually played on a

board of 19 horizontal and 19 vertical, intersecting lines forming a grid of 361 points as shown in
11



fig.2.1 below. Games may also be played on 13x13, 11x11 and 9x9 boards. These latter boards tend to 

be favoured for shorter games of Go. There are two players involved in the game represented by black 

and white 'stones'. These stones are placed, in turn, on the intersecting points of the board. During the 

course of the game, the two players compete for territorial control of the playing area. An area of the 

board is said to come under territorial control by a particular player when it is or may be completely 

surrounded by that player's pieces. Due to the nature of the game, Go thus is a two-person board game 

of perfect information. That is both players are fully aware, at each stage of the game of the complete 

state of play save for the intentions of their opponent.

Play progresses in Go with each player placing one stone in each turn. There are very few restrictions 

regarding where plays may be made on the board. These restrictions will be covered in detail at a later 

point. Once plays are made on the board they remain there until the end of the game unless they are 

removed by capture. Due to the nature of the stones on the board it may be imagined that the game is a 

very static one. However, there is, in fact a powerful feeling of movement over the board even though 

the stones themselves remain stationary once placed. A sense of sides advancing and retreating and 

escaping and pursuing etc. can be felt as play progresses. In the shifting combat, stones considered to 

be in a strong position at one moment may subsequently become troubled later. Starting with an empty 

board then, the two players sketch out their areas, contest them and finally complete them at which 

point the winner is determined.

19

18

17

16

15

14

13

12

11

10

ABCDEFGHJ KL MNOPQRST

Fig.2.1 Typical 19x19 Go board of intersecting lines
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Stones are the basic building blocks in Go out of which all concepts in the game are constructed. The 

first principle covered by most Go textbooks is that of how single stones may be connected to form 

what is known variously as strings, chains or more commonly groups of stones. As a closely related 

topic, the idea of liberties is also covered. Stones that are connected via a path of stones of the same 

colour separated by lines on the Go board, that is those that are connected via horizontally or vertically 

adjacent points (not diagonals) are considered to be members of a string. Alternatively a stone that is 

not immediately, horizontally or vertically adjacent to any other stone of its own colour is also said to 

be a string. The diagram fig.2 illustrates this concept.

Fig.2.2 A number of strings

In fig.2.2, there are two black strings in the diagram. One string has each of its members labelled with 

an 'A' and another with a 'D'. There are also three white strings with members labelled with 'B','C' 

and 'E' respectively. Each group occupies one or more points on the board, the group 'A1 , for example, 

occupies four points. It can be seen that all stones that are members of a particular string are linked to 

every other member of that group via a path of stones connected along either horizontally and/or 

vertically adjacent points. Thus, the white groups B and C are not in fact one group but two despite 

their close proximity. It can be seen, then, that groups may consist of only one stone, or they may 

consist of a number of horizontally or vertically connected stones. Diagonal connections, however, do 

not count. Each string on the board has associated with it a number of liberties. Liberties (alternatively 

known as 'freedoms') are those unoccupied points that are immediately, horizontally or vertically 

adjacent to the member(s) of a string. Thus, returning to fig.2.2, it can be seen that the string 'A' has 

six liberties and the string 'D' has four. The diagram, fig.2.3, below, illustrates this idea of 'liberties' 

more clearly.
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Fig.2.3 Liberties belong to strings

Fig,2.3 contains three strings: a white string near the lower left of the position, a black string near the 

upper right and a string consisting of a single black stone. The white string's liberty points are each 

denoted with the letter 'A'. The liberties belonging to the black string in the upper right of the position 

are each denoted with the letter 'B' and the single black stone's liberties each with the letter 'C'. This 

diagram also illustrates that a liberty may be shared by two strings in proximity to each other even if 

those strings are of opposing colours. The point marked 'A/C' is a shared liberty of both the white 

string and the string consisting of the single black stone. It is also the case that strings of the same 

colour may share liberties. However, each string on the board must have associated with it, at least one 

liberty, whether shared or not.

This leads into how stones are captured. In Go, when a string has no liberties remaining, typically 

because an opponent has placed his stones on them, that string is captured and its member stones are 

removed from the board. In fact, it thus is slightly misleading to think of individual stones being 

captured since it is more correct to say that it is strings that are captured.

The capture of strings, however, is not the main goal for Go players. The primary aim for players 

engaged in a game of Go is the capture of territory or areas of vacant points on the board. Territory is 

captured in much the same way as strings are captured. It is captured by being surrounded by stones in 

such a way that if one were to choose any captured point of territory, a path, along the intersecting 

lines of the board, could not be traced without passing through a stone belonging to the capturing 

player or the edge of the board.
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The diagram below, fig.2.4, illustrates how a player captures territory. In the diagram black has 

captured, through the placing of his stones, the points marked with 'X's. It can be seen, that from each 

point 'X' there is no path that may be traced along horizontal and/or vertical lines that does not cross a 

black stone or reach the edge of the board.

x-x-x-x-x x
I I I I Ix-x-x-x-x-
X

Fig.2.4 The capture of territory

Territory may be captured by other means, however. The position below, in fig.2.5, is taken from the 

end position of a game by Honinbo Shuwa and Honinbo Shusaki. In the position, it can be seen that 

the blockade of black stones surrounding the captured, territorial points marked with 'X's is 

interrupted by a white stone. However, if it is black's turn to play, black can play at the head of the 

two white stone's resulting in their capture. If it is not black's turn to play then there is no invasion 

that white may make that will result in his stone's not being captured assuming black plays well 

enough. For each captured stone the capturing player receives one point. In addition a player receives 

one point for each captured point of territory. This means that a failed invasion, by white, that caused 

black to fill in part of his territory would result in black being compensated. For each point of territory 

that black was forced to fill in he would gain an additional point from the capture of a white stone. The 

marked region in the diagram below thus unconditionally belongs to black even though he has not 

entirely surrounded it.

x-x-x-x-x 
x-x-x-x-x
X 
X

Fig.2.5 Position where it is unavoidable that territory may be captured
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Players thus may score points in Go in two ways. Firstly, an opponent's stones on the board may be 

captured giving one point for each captured stone. Secondly, one point is given for each point of 

territory enclosed by a player. It can be seen then, that in effect, there are two points available for each 

captured stone. One point is given for the actual capture and one point for the area enclosed by the 

capturing stones that is freed by the departure of the captured stone. It is the capture of territory that is 

the main aim of the game with capture only being of secondary consideration, coming about as a result 

of the player's attempts to secure territory on the game board.

2.3 Additional Principles

There are a number of additional principles of Go that deal with the restriction of where moves may be 

made. The first of these is the principle of 'ko'. In Go it is possible for one player to capture a single 

stone by creating a new string of one solitary stone. If it is then possible for his opponent to capture his 

single stone also creating a single, isolated stone then this is termed the 'ko' situation. Such a struggle 

may carry on indefinitely with no progress being made. The word 'ko' literally means eternity. The 

diagram below, in fig.2.6, illustrates ko.

Fig.2.6 A 'ko' situation

Fig2.6 illustrates a possible ko situation. In the initial position, on the left, in the diagram, the white 

stone marked 'A' is captured in the second diagram by the black stone marked 'B'. White is not 

allowed to retake the black piece, 'B', by placing a stone on the now vacant point. White must now 

play elsewhere. White may, if he chooses and one exists, continue a ko fight on another part of the 

board. However if, at any point of the game, there are three ko situations being fought simultaneously 

then the game must come to an end since no progress will be made. In addition to ko situations, there 

is another situation in which the placing of stones is restricted in Go. Under some sets of rules of Go, 

the placing of stones that result in 'suicide' is not allowed. However, other sets of rules actually allow 

suicide. 'Suicide' alters the nature of games slightly since players may conceivably use it as a tactic. 

When the term 'suicide' is used, it does not refer to the situation in which a player makes a move that

16



will lead to the sacrifice of his stones so that he may gain a greater advantage. Variations of this tactic 

are taught in a number of Go textbooks and sacrifice is allowed in Go. A move, however, that results 

in the immediate capture of a player's own piece(s) is sometimes forbidden in Go. The diagram in 

fig.2.7, below, graphically illustrates this.

Fig.2.7 Suicide is not allowed

Fig.2.7 illustrates the placing of a single, isolated stone that, once positioned, is immediately captured. 

There are however other situations in which suicide is not allowed. The diagram below, fig2.8, 

illustrates that it is not only illegal to place a stone that is immediately captured, it is also illegal to 

place a stone that results in the capture of a string that it forms a part of.

Fig.2.8 Causing the death of a player's own string is forbidden

In the diagram above, the white stone, if placed, would reduce the number of liberties of the white 

string to zero. If allowed, the white string would be immediately captured. It may seem odd to Go 

beginners that a player may choose this tactic. However more experienced players occasionally find 

this a useful tactic since it sometimes results in a favourable 'shape' for them that allows them to gain 

more points than they lost initially. This, of course, is assuming that they are playing under a rule set

that allows suicide. A play that reduces a player's own string to a liberty count of zero is not always
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forbidden however. In some cases two or more strings will be sharing a liberty. A player may be able 

to make a move that captures an opponent's string at the same time as reducing the liberties of his own 

string to zero. In such a situation, vacant points created by the removal of the captured opponent's 

string will make liberties for the player's keeping it alive. Fig.2.9, below, illustrates this principle.

Fig.2.9 If a play results in an opponent's capture then it is not suicide

In the diagram, above, the black string in the centre of the white stones lives. This is due to the fact 

that a black move (where white plays in the diagram) would capture the white string creating liberties 

to replace the final liberty that it covers up. This principle of sacrifice is covered here, despite that not 

all rule sets insist that sacrifice is illegal in Go. This principle has been illustrated since, for this 

project, it has been assumed that sacrifice is illegal. It thus is not taught as a tactical concept to the 

model and the rule checking components of the model forbid the suicide of stones.

2.4 Concepts in Go

The basic principles of Go described above, although simple, are enough to enable a beginner to play 

his first game. In addition to the basic principles of Go, explained thus far in this chapter, however, 

there are a number of concepts and named configurations in the game. It would be remiss, perhaps, not 

to include at least a cursory explanation of some of these concepts in order to explain some of the 

complexity of the game and introduce the types of concepts that the model is intended to learn. It is 

not the intention of this section to provide an exhaustive guide to the concepts of Go however. Merely 

it is the intention to provide brief examples of some well-known concepts in the game to illustrate how 

conceptually rich the game is. It is also the intention to indicate why Go is considered to have a depth 

of game-play that surpasses most other board games. Pritchard (1973) writes that 'Go abounds in 

technical terms, mostly of Japanese origin'. It certainly appears to be the case that an improvement in 

the game can be gained from the study of the myriad concepts, many of which have Japanese names.

18



Arguably one of the most important concepts to a Go player is the knowledge of the concept of 'me' 

which literally mean 'eyes'. If a player's stones manage to surround a point of territory or reach a 

stage where they may unconditionally surround a point then that point is said to be an 'eye'. The 

diagram below, fig2.10, illustrates three situations in which black has managed to gain one eye for his 

stones.

Fig.2.10 Different configurations each contain one 'eye'

The creation of a single eye, however, does not protect those stones surrounding it from capture. In the 

diagram below, fig.2.11, white has managed to surround the black stones with his own pieces. In each 

position, it simply remains for white to 'fill in' the eye, resulting in the capture of the black stones.

Fig.2.11 One eye does not guarantee 'life' for stones

One of the first concepts that a player needs to know in order to improve his game of Go is how to 

create two eyes for his stones. If a group of stones manage to surround two eyes, then those stones are 

said to be alive. The reason for this is that while the opposing player could play on one eye at a time, 

resulting in the immediate suicide of his stone. The opposing player thus can never play on both eyes. 

It follows, then, that the stones that surround two eyes are safe from capture. The diagram, below, 

fig2.12 illustrates such a situation. In the diagram the white string is safe from capture because it has 

managed to form two eyes along the edge of the board.
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Fig.2.12 Two eyes means that a string is alive

In addition to being able to create eyes for his stones, it is important that a player learns to recognise 

when his pieces can be saved. When a player has acquired the ability to make good appraisals of 

whether his stones can be saved by creating eyes he is said to know which stones are 'alive' and which 

are 'dead', 'cannot be saved'. Knowledge of 'life and death' is important for any Go player.

Another concept that is important to improving a player's game of Go, early on, is the concept of 

'shicho' which literally translates as the ladder. [Pritchard,(1973)] gives the three basic positions for 

an attack against a single stone. In each the important feature to notice is that the threatened stone is 

isolated and has only two liberties. The diagrams from Pritchard are reproduced below in fig2.13.

Fig.2.13 The three basic positions of attack against a single stone

An inexperienced player, black, may attempt to extend his string in the first of the three positions in 

the diagram above, this initially would have the effect of creating more liberties for his string. This 

however may result in a sequence that leads to the ultimate capture of the black string. This sequence 

is shown in the diagram, fig.2.14 below.
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Fig.2.14 Shicho can lead to capture - but only through good play

In the example on the left of fig.2.14, above, the shicho sequence continues from the original position, 

marked with 'X's. It can be seen that by the ninth move, by white, that the black string has been 

captured. A more experienced player would have seen this trap and abandoned the single black piece 

'X' without pursuing the shicho. In the diagram on the right it is white's turn to play and he should 

play at 'B' next to continue the ladder since it will end in his favour. If white were to play at 'A' then 

white would be able to create three liberties for himself with a play at 'B' rather than the one available 

to him had white played at 'B'. Following this black would be able to attack white's pieces with a play 

at 'C' or 'D'. Each play simultaneously threatens two of white pieces and since he is unable to protect 

both of them one is certain to be captured. This type of play is sometimes known as a double atari 

since the term atari means to place a string in the state that it has only one liberty remaining. There is 

another issue connected with shicho and that is the 'ladder breaker'. Simply put, this is a stone placed 

in the path of any potential ladder such that were the ladder to continue, the threatened stones would 

be able to link up with the 'ladder breaking' stone in its path. This would give the threatened string 

some much-needed 'breathing space' in the form of more than one liberty. The threatened string 

would then be able to turn the tables on the attacking player by attacking his stones.

An apparently simple concept, 'hane' is, in fact, deceptively abstruse. The term hane means an 

attachment to an enemy stone or string played diagonally adjacent to a friendly stone that is already in 

contact with the stone or string. Hane is a move that threatens a stone or string and also serves to halt 

expansion. The diagram below, fig2.15, provides two examples of hane.
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Fig.2.15 Two examples of 'hane'

In the diagram above, the black move, T, in the example on the left hanes the white stone in the 

position, threatening it by reducing its liberty count and hindering any expansion in certain directions 

for the stone. The example on the right of the diagram contains a position in which white hanes, with 

white T, at the head of the two black stones. This illustrates that there are different configurations in 

which the concept of hane applies. The position on the right is, in fact, follows one of the famous Go 

proverbs that states: 'always hane at the head of two stones'. Of course this is not to be obeyed 

literally, for there occasionally may be more urgent plays to be made on the board. The proverb is 

meant to imply, however, that it is often an important move to halt the expansion of the opponent with 

a hane. From the perspective of the player on the receiving end of a hane there is another, proverb that 

applies: 'there is death in the hane'.

Part of the complexity of this concept of hane stems from knowing when to play such moves and how 

to follow them up successfully. A player must also know when to abandon stones that can not avoid 

capture as a result of a successful hane. The diagram, below fig.2.16 contains an example of hane that 

is spatially different but conceptually identical to the two examples seen previously.

Fig.2.16 A further hane example

In the example above, the initial position on the left requires a hane by white to capture the black 

string. The white move Tin the position on the right is the hane move. The sequence that follows 

ending with white '5' kills the black string since it is now unavoidable that it will be captured. It is not 

always the case that a hane move should be played however. There are other conditions that influence 

the decision of whether to hane or not. In the case of the position in fig.2.16, a different number of 

black stones in the row may mean that a hane would not result in the capture of the black string. A
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different number of black stone may mean, for example, that it could make two eyes and save itself 

following a white attack.

There are many other named configurations, in Go, that have not been covered here. Examples of 

simple configurations include geima, ogeima and ikken tobi. More complex examples include miai, 

aji, kikashi, sabaki, karui and omoi. Often new concepts taught to Go players refer to these concepts 

by their Japanese titles and thus a knowledge of such concepts and configurations is important to the 

repertoire of any Go player.

In summary, the concepts that have been seen in this section are mainly relevant to the middle game of 

Go. Different types of concepts occur at each phase of the game of Go, however, and each phase 

appears to have its own character. During the opening phase, the game requires the players to employ 

their creative and artistic talents in constructing the initial positions. Unlike some other games, the 

opening phase of the game is the most important in Go. A good opening position usually assures 

victory for the player, providing that the two players are of equal proficiency in the game. In the 

opening game sequences of moves called 'joseki' tend to be recalled by players and adapted to 

situations as they arise. The middle game tries the players' skills in close hand-to-hand fighting as the 

areas claimed in the opening phase are now fought over. In this phase, concepts such as eye formation 

are used to gain tactical advantages on local areas of the board. By the end game, the territories are 

well defined and require the calculation of their sizes. However, during this final stage, plays are still 

important as a mistake could yet lead to territory being given away. All three phases of the game test 

the players' skills in visual perception in that they all require a keen eye. The player has to possess the 

ability to quickly recognise areas of the board where advantageous plays may be found and where 

situations requiring urgent responses exist.

It may be thought that due to the comparative simplicity of the fundamentals of the game of Go that it 

is essentially a very simple game to play. However, due to the size of the full 19 by 19 board, and the 

number of concepts and named configurations in the game, a considerable depth of game-play is 

ensured as complex strategies develop over the whole board. Thus, as Brown and Dowsey (1979) 

concur, a depth of game-play may be found in the game of Go that is unrivalled in any other board 

game.
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Chapter 3

A Literature Review

3.1 Introduction

The motivation, in compiling this literature review is to consolidate the knowledge that has been 

accumulated as a result of analysing various works in the fields of the psychology of board-game 

playing and computational board game playing. It is an intention of the work that each contribution to 

the literature that has been encountered be reviewed in the context of other works on the same subject. 

Hence, rather than discussing individual papers, in each section a particular field of study together 

with its corresponding works is presented.

Individual works are presented and it is shown how each contributes to a particular field of study. The 

literature on the psychology of board game playing is vast, as is the literature on computational, 

cognitive models. However, by limiting the survey to only that which is relevant to this work then 

valuable contributions to the various fields are concentrated upon.

Ultimately it is the aim of this work to discover how people learn to play the game of Go for the 

purpose of constructing a computational model. However, perhaps there is much to be learnt from 

studying not only the literature directly addressing this topic, but also that which addresses how other 

games are played, and models that do not represent human cognitive abilities in their game playing 

and learning. The literature review thus reflects this. However, works that appear to offer nothing such 

as computational models that concentrate exclusively on search and techniques for searching ever 

more deeply are largely ignored. The literature survey begins, below, with a look at the wider field of 

machine learning and places the work described in this thesis in context.

3.2 Machine Learning

There are many different paradigms within the sphere of machine learning. This section looks at the 

most well known paradigms. It is not the intention of this section to describe, in great detail, any of the 

paradigms however. Rather it is the intention to provide an overview of the major areas of work in 

machine learning.

The first paradigm in machine learning that this section addresses is that of empirical learning 

methods. Empirical learning methods such as those described below tend to learn from both positive

and negative examples unlike the model described in this thesis. Within the sphere of empirical
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learning exist three types of machine learning: decision tree learning, inductive learning, and concept 

learning. A type of inductive learning (learning from examples): decision tree learning, [Russell and 

Norvig, (1995)] and [Bigus and Bigus, (1997)], is considered first. One of the most well known 

examples of decision tree learning, perhaps, is Quinlan's 'IDS' algorithm, [Quinlan, (1990)]. Decision 

tree learning algorithms require a set of classified training examples. Each classified example may 

have a number of categories of features associated with it. It is the task of the learning algorithm to 

begin constructing a tree by starting with the root node (all of the training instances) then iteratively 

extending the tree by selecting which features to use to split the set of instances. It can be imagined 

that the best feature to use at each stage of the iterative process is that which contains the largest 

number of different values so that the most branches can be created. This is done so that new examples 

may be classified more efficiently. Once the decision tree has been formed it is then represented as a 

number of production rules. Appropriate problems for decision tree learning are classification 

problems in which new instances are classified into one of a set of possible categories according to 

their features.

Also contained within the sphere of empirical learning is another form of inductive learning: rule 

induction learning from examples. Perhaps the most famous example of this is Winston's arch learner, 

[Winston (1992)]. This type of learning involves presenting an initial example to the model. The 

model then creates hypothetical rules from this example. Further positive examples are used to 

generalise the model. In [Winston's (1992)] model further positive examples that differ from the initial 

example are used to generalise the model. If a further positive example is identical to the initial 

example save for the fact that one component differs from the component in the original then 

[Winston's (1992)] model generalises that it does not matter what that object is and will remove the 

component from the model. Further negative examples are used to specialise the model. [Winston's 

(1992)] arch learner uses 'near miss' negative examples to specialise his model. Near misses that 

contain some of the features of the initial example but not all emphasise the importance of the features 

that are not present in the near miss. Near misses that contain the features in the initial example and 

some additional ones emphasise the importance that these additional features should not be present. 

Winston's model constructs schema representations from examples. The model described in this work 

also creates schema similar to [Winston's (1992)]. However, a totally different (analytical) learning 

mechanism is used to generate the schema.

The final paradigm within empirical learning is that of concept learning. Concept learning can be 

thought of as searching through the version space for a hypothesis or hypotheses that are consistent 

with the set of both positive and negative training examples. The version space is represented by two 

sets of hypotheses: the set of the most specific hypotheses that are consistent with the training set and

the set of the most general hypotheses that are consistent with the training set. For example in the
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training set, a candidate elimination algorithm will perform the following tasks. For each positive 

example it will remove from the set of the most general hypotheses any that are inconsistent with the 

example. The algorithm also will add to the set of the most specific hypotheses, minimum 

generalisations that are consistent with the training example. For each negative example in the training 

set the algorithm will remove from the set of most specific hypotheses any that are inconsistent with 

the example. The algorithm will also add to the set of the most general hypotheses all minimum 

specialisations that are consistent with the example. In this way the set of the most general hypotheses 

and the set of the most specific hypotheses converge until the correct concept has been learnt.

The second paradigm that this section looks at is that of analytical learning. The form of analytical 

learning that will be the most familiar, perhaps, is explanation based learning. One model of 

explanation based learning is Winston's Macbeth model, [Winston (1980 and 1982)]. Explanation 

based learning mechanisms such as Macbeth require a functional description of the concept being 

learnt, information about the domain in which the concept is being studied in the form of precedents 

and a physical description of the concept. The domain precedents tell the model which features of the 

physical description are salient and the physical description tells the model which precedents to use in 

the learning process. The mechanism proves, using backward chaining reasoning (with the 

precendents), that the physical description of the concept is an example of the concept. The 

mechanism produces an explanation tree as proof of this. In effect, the mechanism groups together the 

salient precedents that form higher level concepts. In this respect, the explanation based learning 

mechanism is similar to the mechanism used by the computational model described in this work.

The third paradigm that this section looks at is reinforcement learning. In reinforcement learning, an 

agent learns how to behave in a domain by receiving rewards for certain actions and punishments for 

others. In this way it learns to behave in such a way that it maximises the rewards that it receives. One 

of the most well known models of reinforcement learning is Tesauro's TD-Gammon model, [Tesauro 

(1992, 1994 and 1995)]. One of the major problems faced by developers of reinforcement learning 

models is how to solve the problem of handling situations in which rewards are not received instantly. 

In board games such as backgammon, [Tesauro (1992, 1994 and 1995)], chess and Go this problem is 

especially relevant. A move that leads to the reward of winning a game may be made very early in the 

game and may bring no other immediate reward. In some cases a move that brings only punishment in 

the form of an immediately worsened situation may in fact turn out to be a game-winning move, for 

example a sacrifice in chess. This problem is known as the credit assignment problem. The solution is 

to employ a technique known as temporal difference learning in which the reward signal is 

backpropagated through the sequence that led to it and averaged over many sequences.
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The fourth paradigm that this section looks at is learning by discovery. Learning by discovery systems 

suggest random hypotheses, analyse them using existing knowledge and retain those that it finds to be 

the most 'interesting' through some measure and different to existing hypotheses. One of the most 

well known model's of learning by discovery is Lenat's AM program, [Lenat, (1983 and 1984)]. AM 

provided with heuristics, from basic concepts of set theory was able to discovered for itself 

mathematical concepts. A problem with the program, however, was that it stopped making discoveries 

after a while. [Lenat's (1983)] claim was that there were simply not enough heuristics known to the 

program. It was claimed that more heuristics were required by the program in order to make more 

discoveries. Lenat's solution to this problem was to develop the Eurisko model, [Lenat (1983)]. The 

Eurisko model developed its own heuristics (to work on other heuristics as well as math concepts) 

along with other discoveries and was more successful. [Purse's (1990)] criticism of [Lenat's (1983 and 

1984)] work is that in real life mathematicians do not work in isolation, they interact with each other 

and share proofs from previous work with each other. AM, however, works in isolation, it does not 

transmit or receive proofs to other networked copies of AM and thus cannot develop beyond a certain 

point.

A fifth paradigm in machine learning is case based learning [Shank, (1994)]. Case based learning 

systems (or case based reasoning systems since learning is inherent in case based reasoning) induce 

generalisations based on the similarities between cases. The systems acquire, store and index cases for 

future use. Case based learning systems learn from the experience of others. The systems are based on 

theories of human learning; people also take into account past experiences and use them to make 

decisions. The systems work by noticing the similarity of new cases to known cases. Previous 

solutions then are recalled in solving new problems. In recalling a previous solution, a system will 

look for a case in memory that shares most of the features of the new case that it is being presented 

with. The system then will match features that are semantically similar. One problem that 

programmers of case based learning systems face is in the retrieval and selection of relevant cases. 

Correct retrieval depends on good indexing of the known cases. Another problem faced by developers 

is that in order to make retrieval efficient, previous cases have to be organised in an efficient manner.

The sixth paradigm in machine learning that this section looks at is cognitive architectures that 

incorporate learning. Perhaps the two most well known architectures are SOAR, [Laird, Newell and 

Rosenbloom, (1987)] and [Newell, (1990)] and ACT*, [Anderson, (1993)]. One of the main ideas 

behind the SOAR architecture, [Newell, (1990)], is that all cognitive behaviour can be thought of as 

search through a problem space. In the SOAR model there is no distinction between procedural and 

declarative learning. SOAR learns by chunking together stages of solutions to problems into higher 

level chunks. SOAR's learning mechanism works by solving problems by searching through its

productions. Chunking takes place when the system reaches an impasse and resolves it in the problem
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solving process. The lower level production chunks in the problem solution now form one higher level 

chunk. If the same input condition is seen again, it is not necessary for SOAR to go through each of 

the problem solving stages again, SOAR merely can fire the last production in the sequence thus it has 

become more efficient. In the Act* system, [Anderson, (1993)], knowledge is presented to it in a 

purely declarative form. The system learns procedural knowledge from this declarative knowledge. 

Act* possesses three types of memory. Long term declarative memory represents knowledge as 

objects within a semantic net. Long term procedural memory represents knowledge as a set of 

production rules and working memory contains those objects in long term memory that are the most 

highly activated (used most recently and most often). The Act* model incorporates three types of 

learning, generalisation of productions, specialisation of productions and strengthening of some 

productions to make them be applied more often. The model learns new productions by the 

conjunction and disjunction of known productions. Act* is an important system because it 

incorporates both propositional and procedural representations of knowledge.

The seventh paradigm in machine learning considered here is that of imitation learning. Imitation 

learning involves recording a sequence of actions or, in the case of programming by example, a set of 

input output pairs. It then is the task of the model to generalise from the information it has received 

and proceduralise it into a resultant program. One example of imitation learning is the LA WE model 

[Furse, (1999 and 2001)]. LA WE is an example of programming by demonstration, the model records 

a sequence of actions, generalises them and creatures a new, generalised, procedure that may be used 

to solve new problems. Another example of programming by demonstration is Lieberman's Tinker 

model, [Lieberman, (1993)]. Lieberman's model synthesizes LISP code. One drawback to the Tinker 

model, however, is that it requires some knowledge of LISP in order to be able to use the system.

The final paradigm looked at in this section is that of biologically inspired learning. There are two 

types of learning within this paradigm: selectionist learning and connectionist learning. The type of 

selectionist learning considered here is that of genetic algorithms invented by [Holland, (1975 and 

1976)]. Genetic algorithms are a metaphor for evolution by natural selection. Genetic algorithms are 

designed to solve optimisation problems and work by introducing a population of character strings to a 

particular search space. Each member of the population competes for the resources within the search 

space. The algorithm also is given a 'fitness' function for the population that specifies the most 

desirable properties of a member. Each member of the population represents a stage in the solution to 

the problem and is a possible solution. Through a process of natural selection evolution, crossover 

(mating) and mutation (random modifications to character strings) and favouring those strings that 

more closely meet the requirements of the fitness function the population evolves to the desired state 

and the solution to the problem. The second type of learning within the paradigm of biologically

inspired learning is that of connectionist learning. The type of connectionist learning looked at here
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are neural networks. Neural networks are an analogy for the brain. The models work by learning to 

recognise regularity in data. Neural network models contain many small processing units that model 

neurons. Each of these units are interconnected within a network and fire when they receive a 

sufficiently strong signal from other nodes. The thresholds of each node can be altered to perform a 

variety of tasks. During learning the thresholds of these individual units will be altered such that new 

classification tasks can be performed by the network. A limitation of neural networks is that the user 

must carefully decide how many neurons, inputs, outputs, hidden layers that the network has before 

learning takes place. The wrong choices may lead to the model giving a poor performance.

3.3 Computational Models of Game-Playing

This section looks at attempts to construct computational models of game playing. Here, it is the aim 

to understand the various techniques involved in constructing computational models and to discover 

the extent to which psychological theories of perception, memory, problem solving and learning have 

influenced their development. Thus, the majority of the models surveyed in this section attempt to 

represent human cognitive abilities in some way. This section begins by examining computational 

models that possess the ability to learn in order to improve their performance at game playing.

3.3.1 Learning and Adaptive Models

[Samuel's, (1959 and 1967)] model of playing the game of checkers possessed the capacity to learn 

from both the experience of playing a version of itself and from reading book games. Essentially the 

model worked by updating a polynomial evaluation function. In order to assign credit to moves 

Samuel compared the results of a relatively shallow search with a deeper search used as the 

performance standard. A hill-climbing algorithm discovered the optimum combination of weights for 

features to obtain the best results. Samuel wanted the model to discover for itself the best features to 

use rather than hand-coding them. Term-selection was the technique used that involved the program 

selecting 16 features that had the highest weights from a total of 32 and then as a result of using the 

features adding some and discarding others. Samuel suggested that this was an inadequate solution and 

proposed that the program should discover new features for itself. Samuel also used the updating of 

signature tables from book moves as a method of learning. Signature table updating demonstrated a 

'much improved performance' over polynomial evaluation function updating. In 1970 the Euratom 

committee considered the possibility of applying the checkers systems to the domain of chess, [Euwe, 

(1970)]. However, it was eventually decided against due in part to the sheer volume of data that would 

be generated. The committee suggested that '[this made] ..the idea of learning the specific 

consequences of particular moves an unattainable aim'.
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[Remus, (1962)] devised a theoretical and computational model capable of learning and playing the 

game of Go. A feature of Remus' model is that it possesses the capacity to learn new concepts and to 

refine its existing knowledge. The model begins by playing random moves almost exclusively. 

However as the model learns, it relies more and more on a heuristic computer and later on a lexicon to 

select its moves. Thus the model gradually improves its performance in terms of the quality of the 

moves that it plays. Much of the work done in computational game playing and learning apparently 

has been done in the game of chess. [Nitsche's, (1982)] model of adaptive learning in the game of 

chess called ORWELL, although a model of learning in chess, is of interest to this survey perhaps 

since it was capable of learning strategic and tactical concepts from book games, from an opponent 

and from playing itself. In Nitsche's model book games played by experienced players are used in 

which every move is assumed to be of a high standard for credit assignment. Through an iterative 

process of updating the co-efficients (or weights) for heuristics (or features) that are given to the 

program by the programmer, ORWELL learns to improve its play. The level of improvement, 

however, is determined by the level of play of its opponent.

In an 'advice taking program' developed by [Zobrist and Carlson, (1973)] for the game of chess, an 

attempt was made to combine a strategic element with the ability to learn new information. During a 

game, the program takes 'snapshots' of positions recording the weights for piece and positional values. 

Such positions are then used by a plausible-move generator to restrict the number of moves generated 

at each stage of the forward search. The advice taking facility is limited in that it is capable only of 

accepting new pattern descriptions. In 1973, the program remembered around 50 patterns playing at a 

level between a 1200 and 1500 rating. In tournament play, the program failed to win against other 

programs that employed full width search indicating that the pattern learning component was 

inadequate to provide the program with accurate criteria for restricting potential moves from forward 

search.

Learning components were added to the BEBE chess program, [Scherzer, Scherzer and Tjaden, 

(1990)] as a result of the program losing the same game repeatedly in an 8-hour speed chess 

tournament. The problem was that BEBE, like most chess programs was deterministic. That is, the 

same move for a given position will be made again and again even if prior experience should have told 

the program that the move is a poor one. The algorithm consists of two processes. In the first process, 

LTM entries are created at the end of searches so that, should a familiar position occur in a subsequent 

game, then the results of the search will already be known. LTM entries are also created from alternate 

lines of play (those not actually executed) considered by the program. LTM is limited in BEBE, not 

because of storage capacity constraints but due to the fact that the algorithm's second process the 

transformation of LTM to STM would quickly become slow. LTM entries are not retrieved directly by

the program. Instead entries are copied from LTM to STM at the beginning of searches. In addition to
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the program now being able to play at tournaments without needing program or book changes between 

matches, the most significant side-effect of the learning algorithm is that searches are carried out at a 

much faster rate.

Shiryanagi's program YUGO (7ou can t/pdate the GO program), [Shirayanagi, (1990)] represents 

knowledge explicitly within a tree structure in the form of specialised terms and pattern knowledge. 

The knowledge has been represented symbolically rather than arithmetically in order that the 

representation is made easier to refine. Learning takes place in the program with the addition of new 

nodes and changing of the priority of nodes in the priority tree. When deciding on which move to 

make, the program firstly examines the last move made by the opponent. The move is named and the 

meaning of the move in the local context retrieved. An appropriate name response such as 'do hane to 

tsuki' is retrieved from the priority tree and the corresponding move is then made. Regarding the 

performance of YUGO, in 1990 the program had yet to exceed 15 kyu (around intermediate rating) in 

tournament play.

The N-N/Tree program, [Flax, Gelfand, Land and Handleman, (1990)], employs a neural network to 

learn values for patterns on a three by three board. In training, the program plays against an expert 

computer program that may make errors as much as 5 per cent of the time. In actual play, N-N/Tree 

uses a three-ply forward search together with the trained neural network to make evaluations of the 

positions reached. Even after 1000 training games, the program still loses eight per cent of the games 

it plays. The level of performance attained by the model implies that pattern recognition even when 

combined with forward search is still not enough to learn the simple games that can be played on a 

three by three board. Another program that relies on game specific knowledge is MORPH, [Levinson 

and Snyder, (1991)]. MORPH is a purely reactive program in the sense that it performs no forward 

search, planning or reasoning. The program reacts only to the patterns it encounters on the board. 

Patterns in MORPH are more sophisticated than the sorts of templates used by other programs. In the 

MORPH model, patterns are learned and stored as labelled graphs that remember the functional 

relationships contained within patterns. Tested on the game of tic-tac-toe, the model learned to play 

perfectly after 250 training games, retaining 50 patterns to enable it to do so.

The DOOZE model, by Esfahany and described in [Epstein, (1994b)], remembers a number of 

classifiers and patterns to use in game play. Classifiers take the form of 'when position is empty and 

the others have the following content then move to position i'. The content of the other positions is 

remembered in the form of the patterns. Patterns are stored as three by three boards in which each 

position holds an X, O, blank or 'don't care' symbol. The DOOZE program possesses a number of 

learning components that allow for the model to acquire new classifiers and remove unwanted ones as

a result of playing games. The performance of the model demonstrates that it can learn to play simple
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games such as tic-tac-toe perfectly. However, applying the model to games with slightly larger boards 

indicated that learning only control rules can require too much memory to learn to perform effectively 

at the games. The HENRI program developed by [Painter, (1992)] is a model that is capable of 

learning different games on a three by three board and like DOOZE relies on pattern specific 

knowledge. HENRI learns the relative values of particular patterns on the board from the outcome of 

the game that the pattern occurred in. By studying a number of book games, HENRI acquires a 

repertoire of patterns and associated values. When the program takes part in a game, it considers, at 

each stage, the possible, legal moves available to it. For each legal move, it examines the value of the 

pattern it produces and plays the move that generates the highest possible pattern value. Although 

HENRI learns to play very well, the author is not sure how many patterns it would take to play perfect 

games or if it ever could due to the ambiguity of the method of pattern learning. That is, the outcome 

of games may not be the most accurate method of assigning credit to patterns.

Finally, in this section is the HOYLE model developed by [Epstein, (1990a and 1990b)], [Gelfand and 

Epstein, (1995)] and [Gelfand, Epstein and Lesniak, (1996)]. Edmond HOYLE, incidentally, was an 

eighteenth century expert on games who codified the rules for many games that were popular in his 

time. HOYLE is a program that was developed to play and learn to improve its performance in two 

person board games of perfect information. The program is based on a more general learning and 

problem solving architecture known as FORR (FOr the Right Reasons) [Epstein, (1994b)]. Hoyle 

begins with the rules for a new game and some general knowledge about games such as how to make 

moves in turns etc. Learning takes place with the program playing against a 'hand-crafted expert 

program'. The program uses a number of heuristic advisors in the form of procedures, given to it by 

the programmer. These advisors are updated during play by a number of processes that use 

explanation-based learning and induction learning algorithms.

The learning algorithms in HOYLE, retain new knowledge, generalise previous knowledge and may 

even choose to discard old knowledge as a result of playing against an expert. The advantages of the 

HOYLE program are that it does not rely on massive memory stores or on forward search to achieve 

its performance. Rather it is the structure of the representations used that explains the performance of 

the program, HOYLE is able to become an expert in a number of games within as few as 14 contests 

and rarely exceeding 100 contests. A limitation of HOYLE is that it has only been tested on simple 

games such as tic-tac-toe and achi that are both played on small boards. It is unclear whether the 

system would be able to achieve the same level of performance when tested on more complex games 

such as chess and Go.
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3.3.2 General Models of Game Play

This section focuses on general models of game play that incorporate enough aspects to enable the 

programs to actually play games or at least perform problem solving tasks rather than concentrating on 

one aspect such as learning. The majority of models considered in this section use the domain of Go 

since the techniques that are of interest such as the use of knowledge in decision making have tended 

to be used in models of Go rather than chess playing. The majority of the latter tend toward the use of 

brute force search techniques that are not applicable (or practicable) to Go and as such are not 

included in this survey.

[Zobrist, (1969 and 1970)] developed one of the earliest attempts at creating a computer program to 

play the game of Go. Zobrist employed a hierarchy of internal representations that recognised higher 

levels of organisation such as 'groups'. Move selection in Zobrist's program is determined primarily on 

template matching where the presence of patterns on the board generate canned responses. The 

program also possesses a forward search with an evaluation function that was rarely used by the 

program. Zobrist's program competed against a number of other computer programs and people to be 

awarded a 31 kyu ranking (four steps above a complete novice). Often the program makes some 

elementary mistakes that even complete beginners should normally avoid. The program often lost by 

a substantial margin against both novice players and the other computer programs that were around at 

the time. Shortly after, [Ryder, (1971)], the son of the then president of the American Go association 

developed a program to play Go. Ryder's program, like Zobrist's, also uses a hierarchical system of 

representation. Play in Ryder's program is determined by a static analysis of the current board position. 

No memory of any strategy in progress is used nor is any forward search. The program conducts an 

analysis and evaluation, according to a number of Go specific criteria, of the positions generated from 

each legal move from the current board position. The performance of Ryder's program was of a similar 

level to Zobrist's. Ryder reported that the only games the program had played were against novice 

human players. The program, however, ultimately always lost to the novice players by a considerable 

amount.

A program developed by [Church and Church, (1977)] was assembled with the aim of playing speed 

chess. Church and Church believe that good chess programs must be modelled on human thought 

processes, a view shared by [Botvinnik, (1970)] et al. In blitz moves, human thought processes must 

depend very little on forward search, relying instead on other processes to achieve the speed and 

accuracy necessary for the task. The Church and Church program remembers a number of goals 

specific to each of the stages of a chess game (i.e. the opening, middle and end-games). For each 

position encountered, the program conducts a static analysis in order to determine what goals are

attainable. When this is done, the program uses plans (sets of evaluative routines) that suggest moves
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that are known to be useful in attaining a particular goal and also serve to restrict the search to only 

those moves that are strictly relevant.

In the Interim programs developed by [Reitman and Wilcox, (1978a and 1978b)], a multi-level 

perceptual network is used to store a large amount of information about the game board and the 

current state of play. The Interim. 1 program, unlike the earlier programs of Zobrist and Ryder, keeps 

track of what happened at each move. However, the program uses no look-ahead search, reacting only 

to local tactical considerations and the opponent's last move.

The Interim.2 program, that had an improved performance on the Interim. 1 program, boasts a number 

of additions to the original system. Most notably, the way in which the program visually perceived the 

board is more complex. The program employed a new component, PROBE that conducts a tactical 

analysis of board positions by means of a look-ahead. PROBE also re-evaluates previously considered 

tactical analyses when relevant board positions change. Thus PROBE gives a strategic continuity to 

play. However, neither of the Interim programs uses information regarding the overall board position. 

The perceptual network that the Interim.2 program uses employed three new components, namely the 

WEB, EDGE and LENS components, [Reitman, (1979)]. The WEB component includes tactical 

information about the area surrounding each group on the game-board. The EDGE component 

provides useful information regarding the edge of the game-board. The LENS component recognises 

and monitors patterns and the sequences of moves that transform them. Information from these three 

components are used by the main representation of the game-board that possesses information on a 

number of levels. From contests against human players, the Interim. 1 program was recorded as being 

ranked at around 27 kyu. The second of the two Interim programs, Interim.2 was better, being ranked 

at around the 20-kyu mark. However, this is still quite a low rating.

The KYU program, [Sander and Davies, (1983)], is organised on two levels. Firstly, the program has a 

number of low-level perceptual functions. These functions are concerned with representing board 

positions and extracting useful information about them. Stones are ordered into a hierarchy of 

constructs, namely strings, groups and armies. KYU also keeps a record of the influence exuded by 

each stone and hence knows those points of territory that are controlled by each player. The data 

structures in the kyu program are incrementally updated as each player makes a move, to reflect the 

changing board positions. KYU possesses a hierarchical organisation consisting of high-level 

strategies, goals and tactics (move generation). Strategies are general units of high level Go 

knowledge and are applicable to every game of Go. [Sander and Davies, (1983)] maintain that there 

should be different strategies for each stage of the game of Go, i.e. the opening, middle and end game. 

KYU actually only possesses strategies for the opening game of Go and in this sense it is severely

limited. Goals, in the KYU program, are instantiations of strategies on the specific game position.
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Typically, a goal derived from a strategy would be its application to a particular group(s) or local 

configuration in the corner of the board. The tactical component of the KYU program deals with the 

actual selection of local moves to achieve a particular goal according to some strategy. A plausible 

move generator exists in the system to restrict the number of moves considered for evaluation by the 

system. Each plausible move identified is then summarily identified as to its overall purpose or goal. 

KYU only performs a static evaluation of each move and has no look-ahead facility. KYU enjoyed 

only limited success, progressing no further than the opening moves of a game. In fact the program ran 

out of steam at around the twenty fifth move, declaring that it had run out of strategies to use.

The PARADISE model, [Wilkins, (1977 and 1980)], although a chess playing program, is of interest 

to this project perhaps since it is one of few such programs to incorporate knowledge sources to 

achieve its performance. The majority of chess programs appear to rely on look-ahead search with 

static evaluation functions to select lines of play. PARADISE, however, retains knowledge about 

chess in the form of production rules. Each production possesses a condition part and an action part. 

The condition part is in the form of a complex, interrelated set of features. The model incorporates the 

ability to represent higher level concepts such as the idea that a king position is weakly defended. The 

action part of productions is in the form of concepts that instantiate variables and suggests lines of 

play for the model to consider. A limitation, perhaps, of the conceptual representations in PARADISE 

is that only single objects such as pieces and higher level objects such as enpris and mobil are 

described. The relations themselves between objects may not be represented in the model. Another 

limitation, perhaps, is that it is not a simple task to augment the knowledge base that PARADISE 

possesses. Despite the fact that higher level abstract concepts in chess may be represented, they are 

'hard-coded1 into the representation. A human teacher thus would require the skills of a computer 

programmer for the task of adding concepts to the model's knowledge base.

The Many Faces of Go, [Fotland, (1993)], arguably one of the strongest Go playing programs in 

existence, employs pattern based knowledge in order to achieve its level of performance. Patterns in 

The Many Faces of Go are stored as arrays of bits. A typical pattern would use one array to represent 

the positions of the black pieces and others to represent the positions of the white pieces, the vacant 

points, and positions where the state is not important, the so called 'don't care' points. Although the 

program's knowledge base may be updated, the patterns have to be manually entered by the user. 

Fotland attempted to include a pattern learning mechanism that would, when studying a book game or 

one of the model's previous games, identify when 'good' moves were played. The mechanism would 

then take a 'snapshot' of a small section of the board, usually a square of twenty five points, and with it 

associate the move that was played. This mechanism was found not to produce very reliable results. 

The difficulties, that Fotland experienced in replicating the success of the moves in the original
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scenarios, were attributed to the fact that the snapshots were too small and did not take into account 

the influence of surrounding patterns.

3.4 Psychological Studies in Game Playing

This survey now looks at psychological studies and theoretical models of aspects of human game 

playing. The significance of the literature reviewed in this section is that it contributes toward the aim 

of endeavouring to understand the roles of perception, memory, problem solving and learning in game 

playing. This section first looks at visual imagery and attempts to understand how people perceive 

states of play in board games and the representation, in memory, of the knowledge used. In particular 

this survey is interested in the interrelation between perception and memory.

3.4.1 Studies in Perception and Memory

One of the main focuses of the early work on visual perception in board game playing was in the area 

of blindfold play in chess and how the board was imagined. In 1897 Binet, reproduced and translated 

in [Binet, (1966)], began his studies in chess perception by making the assumption that players in 

blindfold games rely on quite realistic visual images to achieve their efficacy at the task. The protocols 

he obtained from subjects, however, led him to abandon this view. It was found, from protocol 

analyses and diagrams drawn by subjects, that the majority of players appeared to use only an abstract 

form of visual imagination and that verbal processes played a much larger part than was first 

anticipated. [Binet, (1966)] does concede however that players utilise a visual memory but points out 

that a chess player's visual memory is different from that of a painter for example, lacking the 

concrete, pictorial quality of the latter, 'though visual, it is an abstract kind of memory'. Binet's 

eventual conclusion was that blindfold play required 'acquired knowledge, abstract imagination and 

memory'.

A criticism made by [Fine, (1965)], suggests that 'blindfold chess depends on the ability to visualise 

the board with full clarity1 . A number of the reports obtained from Binet's subjects indicated a reliance 

on a concrete visual memory, for example Blackburne: who said he viewed the imaginary board 'just 

as if before the eyes'. However, other reports indicated a more abstract visual memory, for example, 

Forsyth: 'I do not see a chessboard at all, nevertheless I think of a chessboard' and Rosenthal: 

[referring to the analogy of opening a familiar closet] 'you know where every object is and yet you do 

not see them at all'. A compromise position is found, however, in a number of other protocols obtained 

by Binet in which players report 'seeing' the squares but not the shape and colour of the pieces, rather 

they apply verbal labels to the pieces. In addition a number of players report visualising piece-to-

square and square-to-square relations and lines of direction, i.e. the reach of particular pieces.
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Later works on chess imagery have concentrated on other aspects such as the meaning of move 

sequences. [Charness, (1977)] reported experimental results that showed that players were able to 

place pieces on empty boards from aural descriptions more correctly when the descriptions followed 

meaningful sequences (when pieces were linked by attack and defence relations etc.). However, as 

Holding (1985) argues 'it is unclear [from this experiment] that memory encoding in terms of chess 

relationships requires a visual form of processing'. [Milojkovic, (1982)] investigated the impact that 

the distance between pieces had on player's visual imagery. It was found that class C players tended to 

take longer to make mental (hypothetical) captures the further apart the pieces were. The same was 

true of the single class A player participating in the experiment, however the expert's increase in 

reaction time was not as great as the average increase of the class C players.

Further aspects influencing visual imagery are suggested by [Church and Church, (1977)] in two 

experiments. In the first, an experienced chess player was asked to indicate whether a position was a 

check or not in positions containing only a white queen, rook or bishop versus a black king. It was 

noticed that the reaction time was significantly faster when the queen was checking the king on 

horizontal or vertical lines (behaving as a rook) then when on a diagonal line (behaving as a bishop) 

when the distances, in squares, were the same. The implication is that more than just physical distance 

affects the reaction time. Class A players tended to display faster decision times than class C players 

in these immediate check problems. However, in the second experiment, when presented with 'check 

in one move' tasks the decision times were approximately the same. The class C players took about 

the same amount of time regardless of the distance between the pieces, while the class A players were 

slightly faster when the pieces were closer together and slightly slower when the pieces were further 

apart. Church and Church suggested that the reason for this was that the class C players were always 

mentally making the move, while the class A players were responding on the basis of pattern 

recognition when the pieces were significantly close.

In studying perception and memory in chess, [De Groot, (1965)] performed a series of experiments in 

which expert and non-expert chess players were presented with problems (particular board situations 

requiring a response by the player). It was noticed that players appeared to begin their evaluation of 

positions in a highly specific direction. That is, players, at the initial stage and subsequent imaginary 

stages of lookahead limit the moves that they consider to a very small number. The reason for this, De 

Groot conjectured, was that experts built up a knowledge about positions (in the form of patterns) and 

their associated most plausible moves that they were recalling upon presentation of the problems. [De 

Groot, (1965 and 1966)] then attempted to determine the structure of these patterns. To do this he 

conducted a further set of experiments that he called 'perception tasks'. In these experiments, de Groot

analysed protocols of players reconstructing briefly exposed board positions that were out of view at
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the time of reconstruction. Analyses of the inter response times (IRTs) of the reconstruction were done 

in order to partition the placing of pieces into chunks. De Groot believed that players form the 

positions into chunks in short term memory in order to achieve a more accurate recollection.

[Chase and Simon, (1973a and 1973b)] conducted similar studies in which they videotaped players 

reconstructing positions in order to partition the pieces into IRT chunks. Chase and Simon also 

conducted studies in which players were asked to reconstruct positions that were in full view all of the 

time. In these experiments, glances across to the original board were used to partition the pieces into 

chunks (this method is known as between-glance latency partitioning). As a result of conducting both 

types of experiments it was deduced that experts constructed, in short term memory, chunks that 

together formed the position. In the experiments it was found that with short exposure times (five 

seconds) to the patterns, experts were able to reconstruct 'non-random' board positions more accurately 

than the non-experts and 'random' patterns with the same poor level of accuracy. Thus it was inferred 

that the experts were forming chunks from patterns that were familiar to them and that fell into certain 

categories such as attack/defence relationships and known pawn structures etc.

[Simon and Gilmartin, (1973)] had approximated the figure of chunks that experts could recognise to 

be typically 50,000 for expert chess players - roughly the same size as the vocabulary for an adult 

English speaker. It was [Charness, (1976 and 1977)], however, as a result of carrying out his own 

studies in chess perception, who suggested that experts hold a repertoire of familiar chunks in long 

term memory. Short-term memory trace is more easily affected by proactive interference while long- 

term memory tends to be more resistant. Charness showed that interference did not have a substantial 

effect on players' efforts at reconstruction, thus indicating that chunks are held in long-term memory. 

This two-store memory model of chunk building and long-term memory storage is a theoretically slow 

process according to [Newell and Simon, (1972)], however the expert's superiority is explained by 

their larger repertoire.

[Reitman, (1976)] conducted perceptual studies in the game of Go. In Reitman's experiments expert 

Go players were asked to 'pencil 1 what they felt to be the lines of partition around chunks on the board. 

Reitman, was using this method of partitioning as an alternative to the IRT and between-glance 

latency partitioning used previously. It was expected that experts would pencil around sub-patterns 

and then enclose them in higher level patterns. However, it was discovered that occasionally sub- 

patterns formed part of more than one higher level pattern and that they often overlapped other sub- 

patterns. Reitman suggested that this is perhaps a problem with the use of IRTs and within-glance 

latencies as a tool for partitioning chunks; that 'patterns may not be strictly nested hierarchies', 

[Reitman, (1976)].
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[Saariluoma's, (1985)] criticism of chunking is that there is no information that the mechanism that is 

said to exist, which uses the repertoire of patterns and chunks improves any task other than recall as 

new patterns are learned. It was found that there were no significant differences in the abilities of 

unskilled and skilled chess players in reconstruction tasks where the aim is to reproduce all pieces. 

However, when the aim was changed so that only task-relevant pieces were to be reproduced then the 

experts were able to significantly outperform the non-experts. Saariluoma concluded that'... chunking 

is not the sole explanation for skill differences in chess', rather it is the ability to discern distinctive 

features in positions, in perceptual learning a skill that is developed with practice.

Another criticism of the chunk partitioning experiments, made by [Lories, (1987)], is that, from 

experiments it was noticed that longer exposure times (sixty seconds) to chess positions results in an 

increase in the accuracy of reconstruction of random pieces for experts. Lories' explanation for this 

phenomenon is that the identification of incomplete or noisy pattern chunks (compared to known 

chunks) that exist in random positions takes longer. Another explanation adduced by Lories is that the 

encoding method, previously thought to be the primitive relations between pieces, no matter what the 

distance (as the smallest level chunks), is not the correct one. Lories believed that relations such as 

pins and captures etc. exist even on random boards, however it takes longer to form a perception of the 

board in this way. Eye movement studies conducted by [Tikhomirov and Poznyanskaya, (1966)] 

appear to support this explanation as it was found that players tend to concentrate their attention on the 

relations between the most active pieces on the board when perceiving positions presented to them.

[Chi, (1978)], found that children used their knowledge of chess to gain superiority in recall tasks over 

adults (who were less knowledgeable about the game) even though the adults who were tested 

possessed slightly superior digit spans. [Chi, (1978)] suggested that a rich knowledge base of 

'knowledge-specific' strategies and tactics should improve players recall of positions. [Holding and 

Reynolds, (1982)] found that experts can find better moves and generally make better evaluations even 

when presented with random positions. [Holding, (1985)] suggested that it is unlikely that the chunks 

used in reconstructing positions are of much use to players attempting to evaluate situations in game- 

play. [Pfau and Murphy, (1988)] suggested a model of human chess playing in which verbal 

knowledge together with a 'game-relevant pattern-recognition mechanism' is used to make search 

'profitable'. It is suggested that the verbal knowledge could be used to encode typical plans as well as 

to evaluate positions. Pfau and Murphy conducted recall experiments involving tactical positions (i.e. 

those involving precise calculation of the position) and verbal knowledge experiments involving 

players being asked questions about chess strategies and asked to respond verbally. It was found that 

an ability to perform well in the verbal experiment correlated more highly with chess rating than 

success in the recall experiment but only for the non-expert players. Pfau and Murphy offered the
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explanation that as skill increases with a corresponding increase in verbal knowledge then the ability 

to recognise specific patterns becomes a more important part of the skill of a player.

[Eisenstadt and Kareev, (1975)] examined the perception of board states for the games Go-Moku and 

Go. A hypothesis made by them was that what is 'seen' on a board refers to what is perceived, and the 

perceptual organisation is dependent on an internal representation that may differ for different 

analyses of the same scene. To illustrate this point, a board is shown and pieces arranged so that it 

could refer to a stage in a Go game or a Go-Moku game (both use the same pieces and board). For 

each game the position is thought of as being taken from, different pieces are shown to be relevant. To 

substantiate their hypothesis, Eisenstadt and Kareev conducted an experiment in which a position said 

to be from a Go-Moku game and a rotated, mirrored and inverted version of the board said to be from 

a Go game were presented to subjects. For each position a different six pieces were established as 

being important (depending on the game). The subjects in most cases correctly identified the pieces 

for the game that they were told the position was from. In [Eisenstadt and Kareev's, (1975)] model , 

when a player is scanning the board, one of four activities takes place. These activities are: 

'confirmatory' where a player ensures that what he believes to be present at a particular location is 

actually there, 'revival' where the player is less sure about a position and will return constantly to 

satisfy his doubts, 'exploratory' where the player attempts to discover a particular situation in a 

position and 'imaginary' where the player considers places to make future moves. In the model, each of 

these activities combines to provide a player with an internal representation of a position.

[Shirayanagi, (1990)] suggested that people remember pattern-based concepts in the game of Go by 

their name and meaning. Shirayanagi believed that players use pattern based knowledge in the 

identification of moves by name on the board. According to [Shirayanagi, (1990)] '...almost all move 

names are uniquely determined by their visual pattern. In the theory, players remember standard 

patterns of a number of move names. Responding to an opponent's move, the name of which the 

player would have previously identified, involves selecting an appropriate name response (often taken 

from Go proverbs such as do hane to tsuki) and then selecting a move in accordance with that name 

response.

In a more recent work, and in defence of chunking theory, [Gobet and Simon, (1996)] re-examined the 

chunking hypotheses of perception and memory in game play. The explanation for the 'slight' 

perceived superiority in experts recall over non-experts in random positions is explained by the fact 

that search processes uncover features such as offensive and defensive relations between pieces that 

are not part of the immediate perception of a position. Gobet and Simon expect that a higher level 

player would be more likely to recognise such features given a longer exposure time to the random

positions. In a comparison between chunking theory and higher level descriptions (HLDs) Gobet and
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Simon write that in experiments, occasionally players can reconstruct chess positions without being 

able to label them verbally. An argument is also put forward that lacking in the HLDs is the '..strong 

visuospatial character' of chess positions.

3.4.2 Studies in Skill and Problem Solving

In the above section, a survey was presented of a number of works that attempted to understand the 

nature and mechanisms of human perception and memory in board game playing. The above section 

briefly examined the differences in them between various levels of skill. This section first considers 

works that examine memory as one of the main determinants of skill at board game playing and 

considers in further detail how memory contributes to skill. Other aspects of skill that have been 

considered by researchers are the ability to plan and generate hypothetical move sequences and the 

ability to evaluate board positions effectively.

One of the main hypotheses considering memory as a factor in skill at board games is known as 

recognition theory, [Chase and Simon, (1973a and 1973b)]. The theory has been applied to chess 

predominantly, however other board games such as Go have also been studied in the literature. The 

theory is derived from work by [De Groot, (1965 and 1966)] who noticed the superior abilities of 

experts in perceptual tasks and [Jongman, (1968)] who noticed that experts were able to chunk board 

positions into STM using labels to remember the information. Essentially, the theory, as [Chase and 

Simon, (1973a)] describe it, is that the expert builds up in LTM a number of chunks that consist of 

configurations of pieces forming certain functional relationships such as attack/defence relations. 

These chunks explain the expert's superior performance in perceptual tasks by allowing the player to 

chunk together familiar parts of positions to avoid over-burdening his STM with individual piece 

locations. Instead, only the labels or some other reference to the chunks need be stored. In problem 

solving and game play the expert's superior level of skill is explained by the fact that certain 'good' 

moves are associated with the patterns allowing faster response times and better replies. Chase and 

Simon equate the connection between pattern and associated move in LTM with 'production rules' in 

computer terminology. They explain that the pattern acts as the condition part of the production and 

the move behaves as the action part. Chase and Simon also suggested that the expert's superiority is 

further explained by his storing of larger chunks and having access to a greater number of chunks. 

[Holding, (1985)] adds that as chess positions near completion in reconstruction tasks, then there is a 

greater redundancy for expert players. That is, when the chunks from STM have been placed, then 

'unremembered' pieces can be recovered to an extent by deriving them from familiar 'prototype' 

positions held in LTM.
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[Holding's, (1985)] criticism of the recognition theory is that, from his own analysis of board positions 

used in the recognition tasks of [Chase and Simon, (1973a)], the chunks identified do not correspond 

to known functional relationships as Chase and Simon suggested was the case. Holding continues by 

pointing out that chunks used by the experts in the recognition tasks may be different to the chunks 

used in problem solving tasks and in actual game play that do conform to known functional 

relationships such as attack/defence etc. Holding suggests that if this is the case then this fact alone 

significantly weakens the theory that the ability to perform well in recognition tasks is a determinant 

of skill at chess. Holding also argues that chunking in STM alone to give the experts superior abilities 

may not be the case, citing the research done by [Charness, (1976)] and [Frey and Adesman, (1976)], 

that used proactive interference to show that chunking was taking place in LTM. Holding talks about 

experiments involving the recall of multiple boards that should overload even a master's STM with 

often many more than seven chunks being required in the tasks. In fact there tends to be only a small 

reduction in accuracy in such experiments despite the increased burden on STM indicating that 

information may be retained in LTM rather than STM.

[De Groot's, (1965)] work in attempting to understand the nature of human chess skill showed that 

people tend to construct very small search trees (usually between thirty and one hundred imaginary 

positions in their lookahead memory) when attempting to find the best move in a given position. Data 

obtained by [Charness, (198la)] and [Holding and Reynolds, (1982)] show that expert players are able 

to search further ahead than less experienced players however. De Groot's findings led Bratko and 

Kopec (1982) to suggest that the expert player's superior problem solving abilities rely not on feats of 

memory or of calculation but rather on the ability to conceive of positions in terms of conceptual 

features. [Holding, (1985)] however suggests that it is the structure of the experienced player that 

differs from that of the less experienced player. The experienced player is '..more sensitive to positive 

and negative outcomes, [thus] the search is more extensive and heuristically selective'. [Chase and 

Simon, (1973a and 1973b)] suggested that as soon as a pattern match is found on the board then the 

correct move to play is automatically generated. However it is difficult to see how experts still manage 

to suggest correct plays more often in unfamiliar positions. [Pfau and Murphy, (1988)] offer the 

explanation that if a mismatch is found in the automatically generated move then this will evoke the 

relevant verbal knowledge and evaluation functions that a player may possess that may allow him to 

select the best move in positional, complex or unfamiliar positions.

In the recognition theory model of [Chase and Simon, (1973a and 1973b)], forward search is 

characterised by a number of features. Hypothetical future positions can be easily stored in STM by 

experts using labels for the positions as are positions in recall tasks. Once the intermediate positions 

from the current position to the end position have been generated then players can reduce the amount

that they need to remember by only storing the starting move and the end result position. In the model,
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positions are remembered not only in terms of functional relationships but also in terms of geometric 

(spatial) terms also. Positions are considered not only including the immediate focus of a player's 

attention (normally an area of 2x2 squares) but also that which is contained in peripheral vision.

In [Eisenstadt and Kareev's, (1975)] analysis, when players plan ahead they perform a type of 

lookahead search known as progressive deepening. This work is derivative of earlier findings by [De 

Groot, (1965)] and [Newell and Simon, (1972)]. Progressive deepening is characterised by having 

little or no branching and limited backup capability. [Eisenstadt and Kareev's, (1975)] model achieves 

progressive deepening by utilising the constraints of human working memory. They believe that 

humans use the limitation both to guide search and to automatically constrain it. The superiority of 

expert problem solving behaviour is explained by the model by the fact that at any point in the search 

where experts recognise a familiar situation then they will be able to extend their search depth without 

actually doing the extra work of the extended look-ahead sequence. The expert will automatically 

know the move tree associated with the position from only a static analysis. In order to consider 

alternative plans, however, players must at some point backup the search. To backup one or two 

moves requires adding to working memory and is thus expensive, however to backup more than this 

often results in an abandonment of previous search and the search begins again in a new direction. 

There must however be some memory for positions previously evaluated, as [Eisenstadt and Kareev, 

(1975)] note. Regarding the actual moves considered during the search, players tend to spend more 

time on the analysis of their own hypothetical moves in lookahead and do not analyse the moves of 

their opponent quite so intensely. [Rayner, (1958b)] noticed a similar phenomenon amongst most age 

groups in attacking moves in the game of Go-Moku. The 7 year old age group, however, unlike 

younger or older age groups, did tend to attempt to stop moves of their opponent thus spending a 

considerable amount of time considering their opponent's moves along with their own.

[Bratko and Kopec, (1982)] suggested that people tend to use knowledge applicable to positional play 

rather than tactical analysis (in terms of extensive calculation of positions and search) to achieve their 

superiority in game play. This view is supported with an experiment in which twenty-four chess 

positions, for which the best moves are known, were presented to a number of expert players. In the 

experiment a certain type of positional move (known as a 'lever') was required in the positional 

problems the knowledge of which, [Bratko and Kopec, (1982)] believed, plays an important part of the 

strong player's repertoire when looking for the best move in a position. It was found that the players 

found the correct moves more often in positional problems rather than tactical problems, unless the 

positional move also led to a gain within the player's search.

[Charness, (1977)] believed that goals played an important part in forward search. [Church and

Church, (1977)] suggested that players begin their search by identifying some goal that they want to
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achieve and then simultaneously search forward from the current position and backwards from the 

goal state thus reducing the amount of information that STM has to bear. In the Church and Church 

model players perceive tactical themes within patterns in a position. Goals and plans, perhaps even 

specific moves, are associated with these themes and recalled upon recognition. During the forward 

search, according to [Church and Church, (1987)], if a recognised pattern occurs then the 'process of 

search becomes a process of planning1 that greatly simplifies the task. This may not be the only form 

of planning that players perform however. [Holding, (1985)] suggests that a plan may be as general as 

playing for a draw or as explicit [and immediate] as playing a spite check in the next move.

In addition to memory (the recognition theory) and the ability to plan ahead being considered in the 

literature as determinants of skill at game playing there is a third determinant that features 

prominently. The ability to evaluate positions correctly has been considered by researchers as a factor 

in the skill of a player. [Newell and Simon, (1972)] made one of the earliest suggestions that related 

evaluation to skill. Newell and Simon noted that integral to performing forward search was the ability 

to evaluate the end positions reached. They went on to speculate that the ability to make the correct 

evaluations of positions perhaps was a determinant of chess skill. [Charness, (1981b)], through 

experiments involving end-game positions in chess, found a correlation between the accuracy of 

evaluation (whether the position would result in a win, lose or draw) and skill level of the player. Not 

only did the more experienced players produce more accurate evaluations, they also responded more 

quickly with times of under ten seconds indicating only static evaluation was taking place. The less 

experienced players tended to respond with slower times indicating that there was some search being 

done with evaluation according to Charness. Incidentally, [Holding, (1985)] notes that, given more 

time in tasks, less experienced players do not tend to improve their accuracy of evaluation. Holding 

infers that the ability to evaluate correctly is an important part of chess skill.

[Holding and Reynolds, (1982)] thought that skill in evaluation may depend on memory processes. In 

an experiment in which players were asked to evaluate random positions both the experienced and the 

less experienced players demonstrated a poor performance compared to non-random positions. 

[Holding and Reynolds, (1982)] suggest that a mitigating factor in this may be the fact that the 

evaluation is made more difficult by the 'confusing tactical situations' present in these positions. 

However the fact that these positions must be unfamiliar must devalue the accumulated memory of the 

players. Holding and Reynolds note that the player's accuracy of evaluation was impaired almost as 

much by the random positions as in the recall tasks described earlier.
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3.4.3 Studies in Learning

This final section on the psychology of board game playing concentrates on attempts to understand 

how people learn to improve their performance in games. Although this is the most important section 

from the point of view of the work, it appears to possess the least number of works of the aspects of 

the psychology of board game playing thus far.

An early attempt to understand learning in chess was [Cleveland's, (1907)] investigations of the 

various stages of learning. Cleveland concluded that there were five stages of learning in chess. He 

then attempted to describe the nature of these stages. The first stage simply involved learning the 

names and moves of the pieces. The second stage had player's learning individual moves of offence 

and defence. In the third stage players acquired some feeling for the relationship of pieces, including 

checks, and foreseeing their own move sequences. By the fourth stage of learning players develop a 

systematic knowledge of the game. Finally, in the fifth stage, players attain a well-developed position 

sense. Essentially a well-developed position sense equates to the ability to evaluate positions correctly.

[Rayner, (1958a and 1958b)] investigated players of various age groups learning the game of Go- 

Moku. He suggested that players build up a repertoire of peg patterns that are known to be '..either 

dangerous or potentially winning'. Players would use such a repertoire in game play by projecting 

ahead to a familiar pattern, simplifying the choice-of-move problem by allowing the player to plan 

ahead using the familiar pattern as a goal that he would like to achieve. The repertoire would not have 

to include specific patterns however, indeed Rayner suggests that this would be too limiting. He 

believes that a repertoire of patterns could be significantly broadened by some spatial generalisation. 

Later works have conjectured however that other forms of representation are built up as a result of 

learning. [Fine, (1965)] investigated past associative learning in chess. Fine believed that this method 

of learning facilitates a player's recall in individual games. If a particular part of a game can be 

encoded in terms of a Ruy Lopez opening and a Sicilian defence for example, then the particular 

associated moves will either be known or at least they will be 'highly predictable' according to Fine.

In addition to investigating how particular representations are learned, research has also been done 

into how players learn move sequences from book games of chess and Go. [Chase and Simon, 

(1973b)] investigated players learning from book games using a sample game consisting of 25 moves. 

As expected, the experts took less time than the lower ranked players to learn the game. In recall of the 

game, the experts demonstrated that they held less and larger chunks than non-experts (as in the 

perception tasks). Early moves of the game tended to be remembered individually and, during the 

middle and end games, occasionally moves are replayed in a sequence as a short burst of speed. This

led Chase and Simon to suggest that perhaps move sequences are chunked as well as patterns on the
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board. They even classify the moves under such categories as exchange, defence, strategic 

manoeuvring etc. An indication that stronger players were using their knowledge to predict moves in 

the sequence is that exchanges and moves in quiescent positions (moves that have to be determined by 

some kind of forward search) took longer to be recalled. In immediate recall tasks using move 

sequences, stronger players performed with a higher degree of accuracy than the weaker players 

indicating they have some LTM structure or mechanism that facilitates the learning of sequences in 

book games. As in the perceptual tasks, the experts performed better than the non-experts with 

meaningful and random sequences, however all players, regardless of the level of skill, demonstrated a 

decrease in the level of accuracy when reproducing random move sequences.

More recently, [Epstein, (1994a)] and [Epstein and Ratterman, (1995)] have carried out work on 

learning in the simpler games of Tic-Tac-Toe and Morris. [Epstein, (1992)] explains that the 

underlying principles for her work are derived from certain types of regularities that people come to 

expect. People compile regular knowledge about domains that is '..experienced as reactive behaviour', 

i.e. people respond instinctively without being able to explain their actions. According to Epstein, 

people also categorise regularities as classes of objects. Citing the work done by [Schank and Abelson, 

(1977)], Reitman explains that people expect events to take place in a certain order in certain scenarios 

that are recorded as scripts. Finally there are regularities known as 'meta-principles 1 that guide 

behaviour. It is suggested that it is these regularities that explain in part how people are able to behave 

appropriately and learn quickly so an expert will learn 'compiled knowledge, categories, scripts and 

principles and know when and how to apply them 1 . People retain a minimal amount of useful 

knowledge (that is relevant and correct) and then apply it in a flexible manner according to Epstein. A 

person will then use knowledge in the form of one of the four categories to learn by watching people 

play games or by playing the game themselves through trial and error.
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Chapter 4

Theoretical Knowledge Representation for the Game of Go

This chapter describes and justifies the psychological basis for the knowledge representation used in 

this work. The knowledge representation is compared against other theoretical and computational 

knowledge representations that are prominent in the cognitive psychological literature on game 

playing. One representation that people are thought to possess takes the form of a hierarchy of patterns 

formed of strictly nested sub-patterns, [De Groot, (1965)] and [Chase and Simon, (1973a and 1973b)]. 

In this 'pattern-based' representation, only specific pattern instances are held in long term memory 

(LTM). However, a number of theories have arisen to explain how the patterns are generalised in 

memory to allow the recognition of a number of pattern instances using a representation held in LTM. 

The second type of knowledge representation that people are thought to use takes the form of higher 

level descriptions (HLDs) of concepts, [Bratko and Kopec, (1982)], [Saariluoma, (1985)] and [Pfau 

and Murphy, (1988)]. HLDs allow for the recognition of more spatially varied instances of known 

concepts. This ability is explained by the fact that HLDs provide descriptions in terms of conceptual 

features rather than purely spatial ones. This allows for the recognition of a greater range of patterns.

The chosen knowledge representation models the HLDs that some researchers suggest are used by 

people to remember concepts. This chapter illustrates how concepts describing positions in Go and 

those that describe strategies may both be represented by HLDs. In this chapter, the results of two 

experiments are reported that demonstrate that HLDs embody a more cognitively faithful 

representation of people's memory for concepts in the game of Go. The first experiment shows that 

people may recognise instances of concepts that share homogenous features with those studied that are 

spatially different. The second experiment indicates that people are able to select the correct strategies 

even in novel positions to those studied as long as they share certain abstract features. The 

experiments demonstrate that pattern based representations of individual patterns do not provide the 

generality required to recognise the range of concept instances that people can. It may be shown that 

this is true even if the individual pattern based representations are generalised by people using 

techniques described in the literature.

4.1 Introduction

There are two knowledge representations that are prevalent in the literature on cognitive psychology in 

game playing. The pattern based representation may be found in work done in the recognition theory. 

The HLD representation appears to have arisen largely as a result of criticisms of the limitations of the

pattern based representation. The pattern based representation does not appear to explain all of the
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phenomena observed in experimental studies. In game play, both representations are capable of 

allowing both the recognition of concepts as configurations of pieces and the selection of an 

appropriate strategy that is associated with a particular pattern or patterns of stones. The pattern based 

representation, however, tends to represent highly specific instances of concepts rather than the more 

generalised descriptions of the HLD representation. Suggestions of how people generalise pattern 

based representations include incorporating, within patterns, regions that do not take any specific 

form. These so-called 'don't care' regions allow patterns to take on shapes other than rectangular 

regions containing only the salient parts of the pattern. Another suggestion of how people generalise 

patterns is the inclusion of external 'qualifiers' that prescribe conditions for regions of patterns. 

Examples of such 'qualifiers' are that a string contained within a pattern region must be alive or that a 

string must be capable of linking to a string nearby that is external to the focus of the pattern.

The 'pattern based' representation is embodied in the recognition theory in the literature. The 'pattern 

based' representation arises from [De Groot's, (1965)] and [Chase and Simon's, (1973a and 1973b)] 

research in perception in the game of chess. The theory underlying the first form of knowledge 

representation is termed the 'recognition theory' since it is derived from work done in recognition and 

recall experiments in the games of chess and Go. The recognition theory suggests that people 

remember concepts for games such as chess and Go in terms of specific pattern instances. Hierarchies 

of patterns are said to be remembered by people in LTM containing higher level patterns higher in the 

hierarchy and lower level, more primitive patterns, lower in the hierarchy. Higher level patterns do not 

define more abstract concepts however. Concepts that are higher in the hierarchy merely are described 

using larger patterns. Strategies associated with patterns in the recognition theory take the form of 

specific moves played relative to certain patterns. Concepts that exist lower down in the hierarchy 

contain patterns and associated 'best moves' that are useful for local tactical situations that are 

relevant to the short term only. Concepts that exist further up the hierarchy contain larger patterns with 

associated 'best moves' that usually are more global, i.e. take into account a greater region of the 

board, and are used in more long term strategies for the game as a whole.

The theory that people remember concepts in terms of HLDs appears to have originated as a result of 

criticisms of the recognition theory by researchers such as [Bratko and Kopec, (1982)], [Saariluoma, 

(1985)] and [Pfau and Murphy, (1988)]. In the game of chess, [Bratko and Kopec, (1982)] suggested 

that the expert player's performance is explained not by the ability to interpret positions in terms of 

spatial features that match those known to the player. Rather it is by the ability to conceive of even 

novel positions in terms of conceptual features. [Pfau and Murphy, (1988)] found, in experiments 

involving tasks that required players to respond verbally to questions about chess strategies, the 

quality of the responses correlated with chess rating more highly than success in recall experiments.
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They offered the explanation that as skill increases there is a corresponding increase in the verbal 

knowledge used to recognise instances of concepts.

An implication of the work done in HLDs is that the recognition theory alone does not explain how 

people are able to recognise spatially novel instances of concepts to those already studied. One 

explanation put forward by supporters of the recognition theory is that people are able to recall more 

effectively patterns that are presented to them that are spatially different to those already studied. This 

however, does not explain how it is that people still are able to recognise patterns that have never 

before been seen by learners. However, by using descriptions of concepts, 'HLDs', with associated 

abstract strategies that can be adapted to apply to a wide variety of spatially different pattern instances 

the performance of experienced Go players can be explained.

4.2 Representation of Conceptual Instances

A number of psychological research efforts are based on the premise that people remember specific 

pattern hierarchies in long term memory. Computational, cognitive models have also tended to use this 

form of representation for concepts in Go. However, while the pattern based representation appears to 

be useful for recalling previously seen patterns, HLDs that incorporate abstract conceptual features 

appear to be more useful for recognising novel instances of concepts.

4.2.1 Recognition Theory

In the recognition theory, small configurations of pieces are 'chunked' together over time into larger 

configurations in LTM until a large repertoire of patterns has been acquired by the learner. When 

faced with the task of remembering a novel position for the purpose of reconstructing that position, the 

configuration to be remembered may be chunked in short term memory STM into chunks that are 

familiar because they exist in LTM. Thus the position may be encoded in terms of labels and relative 

position rather then entire groups of pieces, lessening the burden on short term memory that, for most 

people, has a limit on the number of items that it can hold. In the diagram below, fig.4.1, a position in 

Go that is to be remembered and recalled is shown.
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Fig.4.1 A Go position to be remembered and recalled.

In the diagram above, there are eighteen pieces to be recalled. For most people the limits of STM 

mean that no more than seven items typically can be remembered. The solution to remembering the 

entire position is for the learner to chunk together the position into familiar sub patterns. The diagram 

below, fig.4.2 illustrates how the position above may be 'chunked' into three sub-patterns using some 

familiar patterns from LTM.

Fig.4.2 Chunking hierarchy for the Go position.

In the diagram above, the three highest level sub-patterns are those that a learner may hold in STM 

together with their relative positions to encode the position for recall. The six patterns in the second 

tier of the hierarchy are familiar sub-patterns retrieved from long term memory to encode the chunks 

of pieces. Not all of the chunks taken from LTM may have arisen from previous study of Go lessons. 

Some of the chunks such as the two, adjacent, white stones appear to be so primitive that perhaps a 

learner would have been in possession of them within his repertoire anyway as part of his geometric

knowledge. In the third tier it can be seen that two sub-patterns are used to encode a sub-pattern in the
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second tier. Perhaps over time if this pattern is seen often the two chunks in the third tier will be 

chunked together in LTM to form the one in the second tier.

The recognition theory, then, explains how it is that people are able to remember patterns for the 

purposes of recall. However in game play people often are faced with instances of concepts that they 

have studied that vary spatially from the examples that they have seen before. A number of theories 

embodied in cognitive computational models have arisen to explain how it is that the pattern based 

representation can generalise concepts sufficiently to be useful in actual game-play. The diagram, 

below, illustrates how a pattern may be generalised to an extent embodying some of the techniques 

described in the literature on cognitive models of playing the game of Go.

String must be alive

Stone must be alive

')Cs denote 'don't 
care region

Associated 'best1 move

Fig.4.3 Generalised pattern including 'don't care' region, external abstract 'qualifiers' and 'best' 

move.

In the diagram above, a pattern describing one instance of the concept of 'hane' is shown. In the 

example a region, denoted by 'X's shows a part of the array that may be either a black stone, a white 

stone or a blank space and the pattern will still match. The other regions of the pattern: the white 

string, the black stone and the blank spaces all must be exactly as they appear in the pattern. External 

qualifiers: that the string and the stone must be alive are added to the pattern so that conditions 

external to the pattern's region on the board are considered. An associated best move is included in the 

pattern. For further generalisation, the pattern may still be recognised even if the target pattern is 

rotated, mirrored or the black and white stones are colour inverted.

4.2.2 Higher Level Description Theory

In the HLD theory, [Bratko and Kopec, (1982)], [Saariluoma, (1985)] and [Pfau and Murphy, (1988)], 

descriptions of patterns are acquired by the learner that, in turn together form successively higher level 

descriptions of concepts. When faced with remembering a position for subsequent recall the position
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may be chunked together in STM into patterns using familiar descriptions rather than specific sub- 

patterns in LTM. Patterns, comprised of lower level chunks, therefore need not take the form of 

specific pattern based representations in LTM. A chunk may be a generalised higher level description 

of a concept that is defined in terms of lower lever descriptions. The diagram below, fig.4.4, illustrates 

how descriptions of concepts in LTM may be chunked together to form instantiated specific 

descriptions of chunks that form the pattern to be remembered in fig.4.1.

Fig.4.4 Stylised representation of hierarchical HLD representation of a position.

In order to remember the position shown in fig.4.1, in the previous section, for recall, descriptions in 

LTM, in the second and third tiers in the diagram above, are used. These are used to form descriptions 

of the components of the pattern and then instantiated with the specifics of the pattern. This theory of 

people's representation of concepts explains how experienced players are able to remember chunk 

together concepts in STM for recall. The theory also explains how people are able to recognise novel 

instances of concepts. In the diagram below a general description of the concept of 'hane' is shown.
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Fig.4.5 HLD representation of HANE

In the diagram above, a description of hane is used rather than specifying many specific instances of 

hane, one of which was seen in the previous section. The representation includes the components of a 

string, a stone and a vacant point. A lower-level general description of a string in terms of stones and 

vacant points would underlie this description. Also illustrated in the diagram are the relationships 

between the components and the associated 'best' move. The 'best' move is described in suitably 

abstract terms to enable a player to find the best move even in novel positions. This representation can 

be used to explain how people are able to recognise potentially many, spatially different, instances of 

the concept.

4.3 Representation of Strategies

Associated with conceptual representations are strategies in both the recognition theory and in the 

HLD theory. In the recognition theory, strategies are represented as sequences of specific moves and 

move alternatives relative to specific patterns. Since rotations, mirrors, reflections and noisy versions 

of patterns are recognised, associated best moves may be adapted to fit the various pattern matches 

that may exist. In the HLD theory, strategies are represented as sequences of moves that are defined in 

more abstract terms. An example of such a strategy would be to play on any vacant point that is 

adjacent to a particular group of pieces and that is also adjacent to a particular stone. As with the 

recognition of concept instances, HLDs that incorporate abstract conceptual features appear to be 

more useful for selecting the best strategies relative to novel instances.

4.3,1 Strategies in the Recognition Theory

In the recognition theory move sequences that represent strategies, like the patterns themselves, are 

quite specific. Moves are associated with particular patterns. In patterns for the game of Go, a
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particular vacant point within a pattern will be remembered as the best move by a player. Playing this 

move will lead to a new position that may also contain an associated best move. In this way sequences 

of moves are represented. In a sequence of moves, both the players and the opponents 'best' moves 

may be included within a sequence. Alternative sequences are represented by the inclusion of more 

than one move for a specific pattern leading to alternate lines of play. During the evaluation of a move 

sequence, a player will mentally imagine the consequences of playing each line to determine if he can 

reach the end of that sequence. In the diagram below, fig.4.7 an example of a move sequence of 

patterns is shown. In the diagram an alternate line of play can be seen that stems from an alternate 

move from the initial position.

Fig.4.7 Move sequence represented within the pattern based representation.

There is a limitation of the representation of strategies within the pattern representation such as the 

one in the example above. The limitation is that, as with the recognition of conceptual instances, if a 

novel instance is encountered, this representation alone does not explain how people can adapt the 

suggested best moves to the novel situation.

4.3.2 Strategies in the HLD Theory

In the HLD theory, moves are represented as part of the general description of a concept. Rather than 

describing specific plays relative to a position, moves are represented as transformations on a 

description. As in the pattern based representation strategies are represented as sequences. In the 

pattern based representation however, strategies take the same form at each level of the hierarchy of

patterns. Strategies that are more global and far reaching simply are represented by larger patterns
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with associated moves. Strategies that are more global and far reaching in the HLD theory may be 

represented in successively more abstract terms. Thus at higher levels of the hierarchy plans that more 

closely resemble those made by people such as to play for a draw may be represented. In the diagram 

below, fig.4.8 an example of a move sequence of patterns in the HLD theory is shown. Again, in the 

diagram, an alternate line of play can be seen that stems from an alternate move from the initial 

position.
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Fig.4.8 Move sequence represented within the HLD representation.
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Chanter 5

Theoretical Study of Concent Learning in Go

Approaches to computational game learning have mostly concentrated on learning from pictorial 

examples only. Many sources of knowledge about the game of Go that are available to students of the 

game, such as textbook lessons and recorded games, however, use both textual descriptions alongside 

pictorial examples. In an effort to explain how people use these two methods of presenting Go 

knowledge to learn concepts it is investigated how lessons teach concepts for the game. In particular, 

in this chapter, an attempt is made to explain how textual descriptions relate to pictorial diagrams and 

what the benefits are of having the pictorial diagrams from the perspective of the learner. This section 

also investigates the learning and perceptual mechanisms used by people during the process of 

studying lessons and attempts to identify the types of tasks that people may accomplish once the new 

knowledge has been acquired.

5.1 Introduction

This chapter describes an investigation into how lessons that contain a textual description along with 

pictorial examples teach new knowledge about the game of Go. Specifically this chapter attempts to 

discover the benefits for the learner of having pictorial examples provided along with the text. In order 

to do this it is first considered how textual descriptions and pictorial examples are represented in the 

textbooks. Next, using suitable examples, it is investigated how text is related to diagrams. The aim is 

to explain how the learner uses these two methods of presenting concepts to facilitate his 

understanding of the concept. Once concepts have been learnt, the consequence is that the learner will 

likely possess some new knowledge and be able to perform some new tasks that he could not have 

performed previously. This work suggests the nature of that new knowledge and describes the types of 

tasks that the learner could perhaps be expected to complete upon acquiring the new knowledge. It is 

also briefly described how that new knowledge is used in the recognition of previously unseen 

instances of concepts.

Many Go textbooks, including [Lasker, (I960)], [Pritchard, (1973)], [Kiyoshi and Davies, (1989)], 

[Hideo, (1992)] and [Chikun, (1994)], employ textual descriptions along with pictorial examples to 

teach Go concepts. In addition, the majority of recorded games published by the British Go 

Association in their quarterly journal and on their website also are augmented with textual descriptions 

alongside the pictorial game records. Historically Go players, when teaching the game, have used 

verbal descriptions along with example board situations and 'replays of games' from memory to 

illustrate concepts to students according to [Lasker, (I960)]. Most researchers, however, such as
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[Shirayanagi, (1990)], [Kojima and Yoshikawa, (1998)] and [Cazenave, (1998 and 1999)] use only 

pictorial examples to present knowledge to their cognitive models of learning the game of Go. It 

seems that, by doing this, one of the sources of Go knowledge used by students of the game is being 

disregarded. In particular the way in which Go students use textual descriptions together with pictorial 

examples is not being investigated or modelled.

The first step in incorporating the capability of using textual descriptions together with pictorial 

examples in a cognitive model then is to investigate how people learn concepts in Go from textbook 

lessons. In order to do this specific examples taken from textbooks are used and a detailed 

investigation of the relationship between the text and the diagrams is carried out. In addition a number 

of Go 'problems' are included that test the learner's ability to recognise instances of concepts once 

they have been learnt. Using these problems the nature of tasks that people are expected to be able to 

accomplish following the studying of certain lessons contained in the textbooks may be investigated. 

This chapter begins, however, by surveying the literature that has been influential on this work while 

also providing a background to the investigations.

5.2 Experimental Studies in Concept Learning

In the literature on computational models of learning the game of Go, researchers have tended to 

consider only pictorial diagrams and not textual descriptions as a knowledge source for their models. 

One such model is Shirayanagi's model of learning in Go, 'YUGO', [Shirayanagi, (1990)]. In 

Shirayanagi's model, a user acts as the teacher, showing pattern-based concepts to the model. New 

patterns along with their names and suggested moves are added to a priority tree of concepts. A 

concept is recognised by name and a response is obtained by looking up the relevant entry in the 

knowledge base of associated 'named pattern - named response' entries. Although the model uses Go 

terms to describe patterns and associated responses in the game, the concepts given to it take the form 

of specific pictorial examples only. There is no accompanying textual description to explain each 

diagram nor is there any need for one. The model builds up a knowledge base of specific 

configurations of stones and responses by rote that it uses to play the game. The model therefore has 

no real understanding of why it recognises certain patterns other than it has seen them before. Each 

concept known to the model possesses only one specific example rather than a more generalised 

template of the concept.

[Kojima and Yoshikawa's, (1998)] two-step model of learning concepts in Go is based on cognitive 

experiments. The experiments, some of which appear in [Yoshikawa, Kojima and Saito, (1997)], 

investigate how people acquire knowledge about Go and use that knowledge to solve Tsume-Go (life 

and death) problems. The experimenters found that weaker players tend to apply rules inappropriately
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when a more important response was required on the board at the time. Expert level players, however, 

possess precise conditions that determine when rules should be applied. In the model developed by 

Kojima and Yoshikawa, the first step, termed the pattern acquisition step by the authors, involves 

studying positive pictorial examples only. The model acquires knowledge in the form of specific 

patterns and associated moves. In the second step, termed the pattern refinement step, the model learns 

the order in which it should apply these rules in order to provide conflict resolution for the model. The 

model is capable of learning from pictorial examples only and, in common with most Go playing 

programs, stores only specific pattern configurations in its knowledge base. There is no real 

generalisation of concepts in terms of abstract pattern features. Concepts are not defined therefore; 

rather they are enumerated by every specific example that the model has seen.

[Paivio, (1971)] and others report experiments that show imagery is important in learning and in the 

recognition of concepts. [Paivio, (1971)] reports an experiment in which subjects are given long lists 

of words and pictures to learn and later, in recall/recognition memory tests, subjects are able to recall 

more pictures than words. [Paivio, (1986)] reports an experiment in which participants were shown 

pairs of objects that differed in roundness and were asked to indicate which object was rounder. The 

objects were presented as words, pictures, or word-picture pairs. Paivio found that the response times 

were slowest for word-word pairs, intermediate for the picture-word pairs, and fastest for the picture- 

picture pairs. Paivio's work shows that presenting information in both visual and verbal form enhances 

the subsequent recognition of concepts. Paivio terms concepts mentally represented in a verbal system 

as 'logogens' and in a non-verbal system as 'imagens'. Concepts are related by semantic properties 

and concepts in the 'logogen' system relate to concepts in the 'imagen' system. Paivio made the claim 

that the 'imagen' system has superior memory abilities to the 'logogen' system' however 'representing 

ideas in both systems is superior to representing ideas in only one system. Paivio also claimed that 

picture memory was superior because 'whenever we see a picture we automatically represent that 

picture verbally' '..however when we see a word we do not necessarily form a mental representation 

of the word.' [Anderson and Bower, (1972 and 1974)] investigated the theory that when studying 

concepts (in domains other than Go and game playing) people create an internal representation of the 

concept that is distinct from the verbal and non-verbal information. Anderson and Bower's 

conceptual-propositional hypothesis states that concepts, which may be presented using verbal and 

pictorial information, are stored as an interpretation of the concept rather than in purely visual terms. 

The authors explain that concepts are represented in terms of known predicates. Perhaps enumerated 

specific patterns are not remembered as specific patterns but rather as descriptions allowing the 

recognition of novel concept instances.
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5.3 Learning from Textual Descriptions and Pictorial Examples

This section presents some theories on why pictorial diagrams appear to be important in aiding the 

student's understanding of concepts and in reducing the time needed to learn a new concept. This 

section presents some examples of lessons taken from Go textbooks that use textual descriptions 

together with pictorial examples to teach the concept. These are used to derive theories on how text is 

used with diagrams by the learner and why the pictorial examples facilitate the learning of new 

concepts. In particular this section investigates the importance of the diagrams and why concepts 

appear to be easier to learn using pictorial examples. First, however, the concept of a string is 

reproduced from [Pritchard, (1973)].

5.3.1 The Concept of a String

[Strings are referred to as 'groups' in Pritchard and occasionally as 'armies' in some other texts. The 

term 'groups', however, usually refers to a collection of strings while the term 'armies' typically refers 

to a collection of 'groups'.]

'Two or more stones that occupy a succession of adjacent points are said to be connected. Connected 

stones are called groups or armies. 'A', 'B' and 'C' illustrate three groups. A group may be of any 

shape of size and may extend right across the board.'

A B C

'None of the white stones in 'D' is connected. The black stones in 'E' form two groups, not one as 

may appear at first sight.'

D E

Fig.5.1 Lesson Illustrating the Concept of a 'String'.

The first piece of text in the lesson above provides a description of the concept as a whole. The 

diagrams that are referred to in the text provide three examples of strings ('A', 'B' and 'C') that 

possess two or more stones that are connected in the manner described. The learner can see for himself 

more clearly how stones may be connected in such a way as to form a string. The inclusion of these 

simple diagrams saves the learner having to mentally imagine possible configurations of this concept.
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The concept is then augmented with the idea that solitary pieces, i.e. those that are not connected to 

any other stone either horizontally or vertically, are also instances of the string concept. The text does 

not actually state this explicitly, however, it simply states that each stone in the diagram 'D' is an 

example of a string. It is left for the learner to discover for himself why it is that these stones form five 

distinct strings from the pictorial example alone. Finally, the diagram 'E' presents, for the first time, 

two distinct strings of more than two stones each. Pre-empting that the student may think that all of the 

pieces are connected, the lesson adds the qualifier to the student's internal representation of the 

concept that all stones must be connected either horizontally or vertically to every other stone. This 

final diagram reinforces the fact that diagonal connections do not count.

In the string lesson above, the initial textual description of the concept is very general. In contrast to 

the text, however, the diagrams are specific instantiations of the concept. Textual descriptions actually 

tend to take two types. The first type is a general description of the concept template. That is, the text 

provides a description of the abstract features that all examples of the concept possess. The first 

category of textual descriptions tends to be very general whereas the pictorial examples tend to be, by 

their nature, entirely specific. Perhaps it is the generality of the textual description that aids the learner 

in producing a generalised representation of the concept being studied. However, this does not explain 

why it is that the pictorial examples are so vital to the understanding of concepts. The second type of 

textual description provides information that allows a student to understand a diagram (or diagrams). 

This second type of description may point out the relevant components, connections and plans within 

a diagram so that a learner only considers the salient parts of a diagram. Often, however, especially in 

simpler concepts such as the string lesson above, this latter description appears to be superfluous. The 

information may be readily deduced from the diagram. People seem to be particularly good at 

determining the relevant features of a diagram even if they have to deduce them.

It may be the case that occasionally the learner acquires specific configurations as presented in the 

diagrams by rote which he will then find easier to recognise than if he were attempting to recognise on 

the basis of more abstract features. In this case, the learner can also have more confidence in his 

recognition since he will have seen the exact pattern before. This is unlikely to be the case for strings 

however since the space of possible instances of the concept is just too large to make learning the six 

different configurations in the lesson useful. For other concepts this is perhaps not the case. Certain 

'big eye' patterns share no similar features with other 'big eyes' other than that they can be reduced to 

single space eyes through good play. In such cases perhaps a number of specific concepts are acquired 

where each consists of one or two specific examples instead of a generalised concept template 

allowing the recognition of many instantiations. This theory suggests an explanation for why the 

inclusion of pictorial examples in these types of concepts significantly reduces the time needed to

learn the concepts. The step of having to imagine likely configurations from the text, a difficult task
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for a beginner, is removed because the diagrams are given to the learner to work with. However, there 

are many concepts that each contain many instantiations such as 'aji', 'potential links' and 'seki'.

Concepts in Go may be classified into two types. The first type of concepts are those which describe 

configurations of stones that are instances of the concept such as the string example above. The second 

type are those that describe a configuration of stones with an associated plan to transform the pattern 

in some way. The example lesson below contains an instance of the latter type of concept. It is shown 

that one of the purposes of the diagrams included in the lesson is to make the sequence of moves that 

form the plan easier to comprehend in terms of what moves are played, why the moves are played and 

the eventual goal that is aimed for. The concept of 'Six Points in a Rectangle are Alive' is reproduced 

from [Segoe, (1969)] below.

5.3.2 Six Points in a Rectangle are Alive

'The white stones here enclose the rectangular-six eye formation and are therefore alive just as they 

stand. Even though Black 1 hits at the middle of the formation it is clear that White 2 keeps the group 

alive. Again, if the position of these stones were interchanged the group would still be alive.'

Fig.5.2 Lesson Illustrating the Concept of 'Six Points in a Rectangle are Alive'.

This concept is actually one of the famous Go proverbs. The concept includes one very specific 

pattern of vacant points inside a string. In this case, the diagram clearly aids in the understanding of 

the concept by providing the student with a diagram to work with. Without the diagram, the student 

would be forced to rely on a mental interpretation of the concept. This mental representation of the 

pattern would become a sequence of representations as the learner considers the consequences of the 

moves Black 1 and White 2. The lesson leaves it to the student to determine for himself that whatever 

results from T and '2', two single, distinct eye spaces will remain. This requires an analysis of the 

possible move configurations and variations (if black does not play ' 1' for example instead choosing 

to play in one of the corners of the rectangle). The analysis, although it will not stretch the student's
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short term memory limitations (even taking into account the backtracking that has to be done), will be 

facilitated by working with the diagram rather than from memory. For more complicated positions 

(larger potential eyes for example) and those requiring longer move sequences with more variations 

and backtracking it can be imagined that the diagram becomes more essential to the understanding of 

the concept.

Since the lesson apparently intends the student to learn a specific case, a general concept description is 

not required. Thus the textual description that accompanies the pictorial example in the 'six point eye' 

lesson largely fits the second classification of descriptions. The text, rather than describing attributes 

that fit all concepts (in essence a template for the concept), serves to point out moves in the diagram 

that the student should consider. The text also points out the likely outcome of the situation, that two 

solitary eye spaces will remain if' 1' and '2' are played. That the text does not point out the moves that 

lead to this outcome suggests that it is left for the student to satisfy himself that this is the only 

outcome. The easiest way for the student to do this is to look at the diagram and mentally 

'superimpose' the moves onto it rather than attempting to remember the entire sequence of moves and 

variations.

From the example, the student learns not only the specific pattern of six internal vacant points as a 

guaranteed two eyes through good play. The learner also learns very specific plans. The student learns 

how to defend his position and to create two eyes if black plays in a certain place. If black plays 

elsewhere then the student is also expected to have learned how to defend in these situations through 

experimentation with the pictorial example. The student not only learns how to defend his position 

however. The active colour in the example is obviously white. That is the player thinks of himself as 

white perhaps and the lesson instructs him on how to defend his pieces. The student should also have 

learnt not to attack if an opponent has built up this 'six point eye' position by putting himself into the 

position of black in the example.

5.4 More Difficult Concepts

It has not yet been explained why diagrams in lessons are so useful to the learning process where 

specific pictorial examples are used to introduce a concept containing abstract pattern features and an 

abstract plan. The concept of 'sacrificing stones', reproduced from [Chikun, (1994)], is presented 

below. This concept is used to illustrate the theory of how people use textual information together with 

pictorial examples to build up an internal representation of an abstract concept. It is shown that novel 

instances of that concept that are spatially dissimilar may be recognised using the learnt internal 

representation together with a suitable recall/recognition mechanism.
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5.4.1 The Concept of when to Sacrifice Stones

'Sometimes it is possible to sacrifice some stones in order to capture many more of your opponent's. 

In this section some of these sacrifice techniques will be seen. First of all, let's look at a special kind 

of atari.'

A B

'In Dia. 'A', Black can capture three white stones by playing at 1. Notice that there is no way White 

can get out of atari. If he connects at 2 In Dia. 'B', he is still in atari, so Black can capture with 3.' 

'Sometimes a situation similar to the one in Dia. 'A' can be created by sacrificing a stone. In Dia. 'C', 

for example, Black would like to capture the two marked white stones. If he simply plays 1 in Dia. 

'D', White will connect at 2, and Black cannot capture anything.'

C D E F

'Instead, Black first sacrifices a stone by throwing in at 1 in Dia. 'E'. Even if White captures this stone 

with 2, Black captures three stones by playing 3 in Dia. 'F'.'

G H I

'In Dia. 'G' Black would like to capture the three marked white stones. Simply playing 1 and 3 in Dia. 

'H' fails when White connects with 2 and 4. But if he first sacrifices a stone with 1 in Dia. T, after 

White captures with 2, Black 3 in Dia. T will capture four white stones. Even if White connects at 4, 

he is still in atari (Black can capture at 'a').'

Fig.5.3 Lesson Illustrating the Concept of 'When to Sacrifice Stones'.
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In the diagram 'A' above the learner is presented with a 'special type of atari'. The atari is special in 

that no matter where white plays on the board, the string at the bottom edge of the board will still be in 

a state of atari, that is, it will only possess one adjacent liberty or vacant point. The diagram 'B' 

reinforces this by illustrating to the learner the consequences of white playing at' 1' leaving the white 

string still in atari. Presumably, it is left for the learner to deduce for himself that had white played at 

'2' first, there would still be only one liberty remaining at T. It is the intention of this concept to 

show the learner how to create this type of situation by sacrificing one of his own stones in order to 

create a position where the opponent is forced to abandon his threatened string else he loses more of 

his stones. The first example of this concept is presented in diagram 'C'. The threatened string that is 

the focus of the example is marked with 'triangle' symbols. It is of note that the text never explains the 

concept explicitly, instead the concept is explained through the use of diagrams with the text serving 

to point out the salient parts of the diagram.

If, as [Paivio, (1986)] and others claim, presenting text along with pictorial examples enhances the 

learning of new concepts by offering faster recognition times and improved knowledge of the concept 

it needs to be considered how this occurs using this concept as an example. If text and pictures 

enhance concept learning then it is likely that people build up internal representations that require text 

together with pictures to improve learning that would be impaired by having pictures only to learn 

from and impaired further by having text only to learn from. If pictures alone are presented to the 

learner it is difficult to identify the salient features of the concept and as a result many features would 

be acquired that were not strictly relevant to the concept and others that would actually cause a 

spurious recognition of the concept.

The representation can be built up in such a way that its construction is enhanced in terms of 

recognition accuracy and faster recognition times if text is used with pictorial diagrams. In particular it 

is shown that the explanation can do more than simply recognising specific instances of a concept that 

it has seen before. People are able to explain why a configuration of stones is an example of a Go 

concept as Tsume-Go experiments, conducted by and [Yoshikawa, Kojima and Saito, (1997)] and 

[Kojima and Yoshikawa, (1998)], show. Yoshikawa, Kojima and Saito showed through 

experimentation that inexperienced Go players were able to describe positions using some limited Go 

knowledge and some geometric information such as 'to the left of etc. More experienced players were 

able to describe Go positions in terms of high-level, abstract Go knowledge that would perhaps be too 

esoteric for less experienced players to understand unless it was explained in lower level terms that 

they were familiar with.
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IS
Concept > 'Create a Special Atari "by Sacrifice'

contains
Concept >'String can Only 
Live if Links to Another String'

contains Concept •—»-—->
String in Danger

containsConcept •—-•--••••••••••>
Single Liberty (in Atari)

_ . contains Concept >
Potential Link

contains

_ . contains Concept •——-->
'Safe' String

Potential Connection 
of Diagonal Stones

contains Concept --•-•-••••--.•>
Potential Two Eyes

Fig.5.4 Explanation tree of an Instance of 'When to Create a Special Atari by Sacrifice'.

The representation, shown above in Fig.5.4, illustrates how the learning mechanism models how 

people learn concepts in Go. The resulting hierarchical representation may be used to explain why 

specific configurations are instances of a concept in lower level terms. The representation shows that 

concepts may be learnt to a greater degree of confidence while incurring 'speedup' in learning by 

using lessons that include pictorial examples of the concept. In fact, without the pictorial examples, 

learning the concept becomes much more difficult and will often result in incorrect or incomplete 

knowledge. The concept below is a representation of the pictorial example shown in 'C' above.

In order to acquire this representation the learner requires knowledge about the board geometry in the 

form of previously acquired concepts and primitives. These form prior domain knowledge that is used 

to carry out the proof that the pictorial example is an example of the concept. The learner needs to 

know the following concepts:

A String can only live if it links to Another String

A String can only live if it links to another string because it contains a string in danger and a potential

link to another string and a safe string.

A String in Danger

A string is in danger because it contains a single liberty (it is in atari) or a single big eye or.. .etc.
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A Potential Link

A potential link exists because there is a diagonal connection between stones...etc.

A Safe String

A string is safe because it contains two eyes or can make two eyes or has a number of liberties.. .etc.

There are obviously further concepts that are needed and are not represented here, that the system 

needs to know about. These further concepts include those that explain conditions in which two eyes 

may be formed and primitives that are useful in describing other concepts in the explanation 

representation. The process of producing the explanation begins when the learner infers from the text 

that a special atari can be created by a sacrifice because it contains a string that can only be alive if it 

manages to make a connection to another safe string. From the domain theory, it is retrieved that for 

such a string, that is conditionally alive, it is because a string exists that is in danger, a potential link 

exists and a string exists that is safe. The learner then tries to establish that there is a string that is in 

danger. This is accomplished by retrieving the reasons that explain why a string may be in danger. 

There are a number of reasons for this and among the detritus there exists the reason that corresponds 

with the reason that the string is alive in the diagram. The learner matches the correct reason against 

the diagram and thus acquires only the salient reason. The learner acquires the correct type of link 

(diagonal) through the same process using the potential link concept. Finally the learner attempts to 

prove that a safe string exists in the diagram. There are a number of reasons for a string being safe and 

the learner needs to determine which one (or more than one) matches the configuration in the diagram 

through a similar backward chaining process of investigation. Once the correct reason(s) have been 

identified, the proof tree may be completed. The resulting proof tree that is partially represented in 

Fig.5.4 appears to be very specific corresponding to the initial situation in the first example in the 

lesson. Also it has not yet been shown how to represent the sequence of moves that leads to the 

desired outcome.

For each pictorial example in the sequence leading to the goal-state in the lesson, the learner may 

construct a separate explanation tree. The moves that lead to the desired outcome can be retrieved for 

novel situations by applying the explanation tree to the novel situation. If a match is found, the correct 

move can be retrieved by filtering down through the tree to the level of actual pieces and primitive 

geometrical features. Since the reason for a move being played is known, there is not the limitation of 

playing a specific move relative to a specific pattern. Instead the correct move, the one that blocks the 

link, in this case, can be retrieved by first finding where the potential link point is and then 

instantiating whatever this point is as the place to make the move. The sequence of positions that 

results from moves being played represented as an explanation tree sequence is represented in the 

diagram below.
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Initial 
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Intermediate 
State

Goal State

Fig.5.5 Move sequence represented as explanation tree sequence from diagrams 'B' to 'E'.

The second sequence of pictorial examples in the lesson, diagrams 'G' 'H' T and T, serves to help 

the learner generalise his representation to include other configurations. In fact, the only major 

differences in the second example are that a string may be in danger in another way (for a different 

reason) and that there are other reasons why the other string may be safe. It now is known that the 

string in danger may be because it is in a state of atari or that it possesses a single big eye such that it 

can only reduce to a single eye. Also known is a different configuration that guarantees safety for the 

other string although perhaps this configuration would have been inferred anyway from the previous 

example that there are two potential eyes that can be created for the safe string.

The lesson, in addition to the two example plans presented above in the sequence 'B', 'C', 'D' and 'E' 

and in the sequence 'G' 'H' T and 'J', presents a final example of this concept. This final example 

serves to further augment the student's knowledge with a new example sequence of moves shown in 

the form of pictorial examples. [Chikun, (1994)] referring to the first pattern in the example, states that 

it 'is a bit different, but the principle is still the same'. The previous two examples have illustrated the 

concept from the perspective of black. That is the player imagines himself as black trying to capture 

the white stones. In the next example the author has chosen to present the concept from the 

perspective of white attempting to capture black stones. Possibly, the author has chosen to do this in 

order to demonstrate to the learner and further reinforce the fact that each example does not apply to 

the colours shown in the examples. Rather the examples may be applied no matter whether the learner 

happens to be playing as black or white.
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'Diagram 'K' is a bit different, but the principle is still the same. If White first sacrifices a stone witi 1 

in Dia. 'L' and then ataris at 3. If Black connects at 4 in Dia. 'M', White ataris at 5 and there is no v ay 

for the nine black stones to get out of atari. Black would therefore limit his loss to the four stones 

the corner and connect at 4 in Dia. 'NV

K L M N

in

Fig.5.6 Further Lesson Illustrating the Concept of 'When to Sacrifice Stones'.

The examples above serve to illustrate to the learner that there are completely different configurations 

to the, admittedly similar, examples presented previously in 'B' to T that are still conceptually 

identical examples of the concept. This is evidenced by [Chikuns', (1994)] remarks in the text. In fact 

the examples inform the learner that the diagonal linking point and the single liberty of the string need 

not be connected. Also, the examples show that types of danger other than a string being in atari or 

having a single eye are relevant to the concept. In 'K' it can be seen that playing at 'a' does not make 

life for the string of four black stones in the lower left of the example. The reason for this is not that an 

inevitable single eye is present as such. Rather the reason is that the concept of a 'net' is present due to 

the presence of the single white stone immediately, diagonally to the upper left of 'a' preventing the 

black string from expanding in this direction. In effect the stone is casting a 'net over the black stones. 

This is a capturing technique taught previously by [Chikun, (1994)] who obviously knew that he 

would be able to include this concept as a recognisable threat here since students of his book would be 

already cognisant of the concept.

5.5 Summary

In the investigation of how concepts are presented and the interaction between textual descriptions and 

pictorial examples, first considered was the example of a string and how that lesson was presented in a 

typical Go textbook, [Pritchard, (1973)]. It was noted that the textual description was simply a general 

description of the concept and that the examples were specific instantiations of the concept 

description. It was suggested that textual descriptions take two forms:
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Descriptive text (the type used in the string example): a general description of the features that are 

present in all configurations of stones that make up instances of the concept.

Accompanying text: information that allows a learner to understand a diagram. Points out relevant 

components, connections and plans within a diagram so that a learner only considers the relevant 

parts of a diagram.

[Shirayanagi, (1990)] and [Kojima and Yoshikawa, (1998)], describe models that acquire pattern- 

based information that tends to be very specific. In common with a number of Go playing systems, 

generalisation is obtained by allowing rotation and inversion in order to obtain a match and by 

designating regions of a pattern as irrelevant for the purpose of pattern recognition. Perhaps it is the 

function of the textual descriptions in relation to the pictorial examples that allows people to 

generalise in a more abstract way from the diagrams by the inclusion of more abstract features in the 

text. The learner is told that there is a certain abstract idea present in the diagram and that this is one 

possible configuration of that idea. The learner is also told where that configuration is and what it is 

about that configuration that makes it an example of the concept. The text does not identify specific, 

spatial features in the pictorial example; it does, however, describe more abstract ideas, connections 

and plans. It therefore becomes possible to generalise not simply in geometric terms such as inversion 

but also in more abstract terms by discovering not simply that a configuration is an instantiation of a 

concept but also why a configuration is an instantiation. This, however, only partly explains why it is 

that the pictorial examples together with descriptive text make concepts that contain such abstract 

ideas easier to understand.

Occasionally specific patterns are memorised from the lesson and in such cases it is expected that the 

inclusion of the patterns themselves significantly reduces the time needed to learn the concept since 

the learner does not have to mentally construct the patterns, it is done for them. However it was also 

noted that there are other concepts that cannot be learnt as a small number of specific patterns such as 

'aji', 'potential links' and 'seki'. In these cases, where the concepts contain many possible 

instantiations, Go students should attempt to derive a general concept description from the lesson. It 

was suggested that whether a concept can be learnt as specific examples or as a generalised template, 

there are two types of concepts.

Concepts that are simply static configurations of stones, i.e. those that contain no plans. These 

concepts tend to be used as components of other concepts. For example the concept of sente 

features as a component in the concept of how to handle Ko fights.

Concepts that contain plans. These plans are made up of a sequence of patterns and suggested 

'best' moves for both players.
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A lesson was considered that taught the concept of how making a sacrifice could result in a position 

where the opponent was in a special kind of atari. The term atari in Go normally refers to a string that 

is one liberty away from capture. This special type of atari, however, describes a string that has one 

liberty and wherever the player makes a move, the string will still possess only one liberty. It was 

demonstrated that the computational model's learning mechanism could be used to create an 

explanation tree representation of the concept. The learning process uses domain knowledge in the 

form of predicates and previously acquired concepts, operationality criteria inferred from the textual 

description and pictorial examples. It was also shown that a sequence of moves forming a generalised 

plan could be learnt and that the representation could be refined from studying further examples.
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Chapter 6

Design of the Model

6.1 Introduction

This chapter presents the design of the model. The design does not contain any implementation 

specific detail. That is presented in chapter seven: 'The Implementation of the Model'. The design, 

instead, consists of descriptions of how the model behaves. The design, in this chapter, covers the 

three main components of the model: the memory model, the learning element and the performance 

component. The design of the memory model describes how individual primitives and learnt concepts 

are represented. The design of the memory also describes the structure in which concepts are held in 

long term memory within the model. The design of the learning component describes the behaviour 

that the model exhibits during the learning process. This section uses the examples of a string and 

thickness in Go. A string is used to describe how the model may learn a static concept: one that has no 

plans associated with it and thickness is used to illustrate how a concept with an associated plan may 

be learnt. Before each lesson it is shown the knowledge that the model should be in possession of 

before learning takes place. The lessons teaching each of the concept are shown together with the 

salient design issues of the learning process. Finally, for each lesson, the new tasks that the model may 

perform following the lesson are shown. Finally, in this chapter, the design of the performance 

components of the model is included. Two types of performance are included here: recognition tasks 

and move selection tasks. Appropriate examples are included to illustrate how the model may perform 

both of these types of task.

6.2 Design of the Memory Model

In order to describe the memory model, this section begins by explaining its components. First the 

primitives that will underlie all learnt concepts and provide the foundations for learning are described. 

Next learnt concepts are described. Learnt concepts are removed from the primitive level of pieces and 

embody successively more abstract ideas and goals. The conceptual descriptions reside within an 

abstraction hierarchy that is next described. It is explained how it is that the model at successively 

lower levels interprets the relationships between and transformations on abstract components at higher 

levels of the hierarchy until the level of pieces is reached.

A function of the memory model is to self-reorganise the nature of the conceptual descriptions to 

provide faster recognition times as more instances of a concept are encountered. One way in which the 

model achieves this is by reordering the components of particular concepts. Components that failed to
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be recognised in previous recognition tasks, therefore, are looked for sooner. In this way negative 

examples of the pattern may be noticed before too much unnecessary work is done. Another technique 

that the model uses is to order the components with those taking the least time to recognise on average 

in previous cases being looked at first. This has the effect that the least predicted amount of work is 

done before negative concept instances are recognised.

This chapter also explains how the memory model may be used to discover salient features within 

lessons containing no textual information. As the model remembers concepts within a hierarchical 

structure this allows the model to interpret lessons in which no descriptive information is provided by 

the learner. In Go textbooks for beginners, lessons tend to take the form of pictorial examples 

illustrating the concept being studied together with textual information describing the salient features 

of the concept. Sources of knowledge for more experienced players, however, include sequences of 

'book moves' that often are excerpts from real games. Within 'book move' lessons information exists 

that may be useful to a learner. However, the problem becomes how to interpret the data and extract 

the salient parts of the lesson in order to construct or modify a conceptual representation. The structure 

of the memory model allows a top-down interpretation through the hierarchy of each of the new 

positions contained in the 'book moves'. When more than one instance of a highest-level concept (at 

the highest tier where a concept may be found) is encountered by the model a new concept is created 

consisting of the highest level concepts encountered and the relationships between them. If only one 

highest-level concept is encountered then its conceptual description may be augmented by the model. 

The individual representation of concepts and primitives are described below together with the 

hierarchical structure that concepts are remembered within also is described.

In the literature on cognitive psychology it is claimed by [Bratko and Kopec, (1982)] that player's 

performance is explained by 'the ability to conceive of even novel positions in terms of conceptual 

features'. However, with the exception of the PARADISE model, [Wilkins's (1977 and 1980)], the 

majority of computational models in the literature such as the Many Faces of Go, [Fotland, (1993)], 

[Shirayanagi's, (1990)] YUGO model and [Kojima and Yoshikawa's, (1998)] model do not use 

abstract conceptual features to achieve their performance. In order for the model to represent 

knowledge as abstract descriptions it is necessary for it to possess primitives that, are themselves, 

represented as descriptions that may be used in the recognition of many spatial instances. The diagram 

below, fig.6.1, illustrates a number of primitive concepts and relationships that the model needs to 

know in order to begin interpreting lessons for the game of Go. Associated with each example is the 

type of information that may be used to represent the information contained within it. For example, the 

information that can be held about a piece is the piece's colour and its location on the board.
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piece(col black, xjoc X1, yjoc Y1) same_colour(plece(col white, xjoc X1, yjoc Y1) 
piecejcol white, xjoc X2, yjoc Y2))

adjacent(piece(col black, xjoc X1, yjoc Y1) 
piece(col black, xJocX2, yjoc Y2))

lnjine(piece (col black, xjoc XI, yjoc Y1) 
piece (col white, xjoc X2, yjoc Y2) 
piece (col black, xjoc X3, yjoc Y3))

pathjjetween(piece(col black xjoc X1, yjoc Y1) 
piece(col black xJocX2, yjoc Y2) 
piece(col black xjocx3, yjoc Y3)

mid_point(piece(col black, xjoc X1, yjoc Y1) 
piece(col white, xJocX2, yjoc Y2) 
point(xJocPX1,yJocPY1))

mid_point(piece(col white, xjoc X2, yjoc Y2) 
piece(col black, xjoc X3, yjoc Y3) 
point(xjoc PX2, yjoc PY2))

mid_point(piece(col black, xjoc X3, yjoc Y3) 
piece(col black, xJoe X1, yjoc Y1) 
point(xJocPX3,yJocPY3))

Fig.6.1 Interpretations of positions in terms of primitives.

A number of positions are shown in the diagram above together with the type of information that may 

be used to represent the information contained within the diagrams. The primitives that are used in the 

examples are:

a stone (with associated colour and coordinates), 

- the attribute that stones are the same colour,

the relationship that stones are adjacent to each other, 

the attribute that stones are in the same line,
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- the attribute that stones are in a path, 

a mid point (between two stones).

Higher level concepts that have been learnt in terms of lower level primitives also are represented as 

functions. One problem that was faced in the development of the representation of higher level 

concepts is how to represent relationships between abstract, higher level components in lower level 

terms. For example, in a particular concept the relationship 'adjacent' between two strings may exist. 

The primitive adjacent finds relationships between pieces and would not know how to deal with higher 

level components. The model must ensure that conceptual descriptions include information that shows 

how the relationship works at the level of individual pieces in positions. In the diagram below, fig.6.2, 

the conceptual description for the concept of hane is shown as a schema representation. The schema 

representation that is used by the computational model is similar to the one used by [Winston's 

(1992)] arch learning model to represent its information although the way in which the schema are 

learnt is different. It is shown in the diagram that amongst others there is an adjacent relationship 

between a string and a stone. In order for the concept to describe how the relationship works at the 

level of pieces, the representation of a string is used and the relationship made between the stone in the 

hane representation and at least one of the stones in the string representation.

horizontally or 
vertically adjacent

different colour

horizontally or 
vertically adjacent

STONE

VACANT 
POINT

.diagonally 
adjacent

horizontally or 
vertically adjacent

STONES

same_colour 

path_between

horizontally or 
vertically adjacent

\ VACANT 
POINTS

Conceptual Description 
ofHane

Conceptual Description 
of a String

Fig.6.2 Illustration of how high-level abstract relationships are represented in lower level terms.
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In the diagram above, flg,6.2, it can be seen that an extra line from 'vacant-point' in the hane 

representation has been included. In the hane representation the object 'string' has been highlighted 

with a box. This string is represented in more detail in its own representation leading from the 'vacant- 

point' object. The diagram above is not suggesting that two strings are related to the vacant point in 

the hane. It is attempting to show exactly how the string in the hane concept is related to the vacant 

point in more detail.

The model remembers a hierarchical structure that is separate from the part hierarchies that comprise 

conceptual descriptions. The hierarchy describes which successively lower level concepts are used to 

describe the components of each concept known to the model. The hierarchical structure is used by the 

model to quickly retrieve information about the components of concepts. The hierarchy, a simplified 

representation of the current state of long term memory for the model, is also useful for the 

interpretation of lessons in which no textual description is provided. The diagram below, in fig.6.3, 

illustrates the hierarchy for the concept of hane and its components.

Fig.6.3 Hierarchy showing the components that form the concept of Hane.

In the diagram above it can be seen that the concept of hane is described in terms of string, vacant 

point and stone primitives. It also can be seen that further, the string is described in terms of vacant 

points and stone primitives.

6.3 Design of the Learning Mechanism

In this section it is described how the model's learning mehanism should behave. Two example 

concepts for the game of Go are included for this purpose, the concepts of a string and thickness. This 

section begins by presenting a lesson to teach the concept of a string.
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6.3.1 Learning Static Concepts - the String Example

The example lesson of a string is shown below in fig.6.4. In the literature of descriptions of 

computational model of Go learning, models learn from pictorial examples only. Examples include 

[Shirayanagi's, (1990)], and [Kojima and Yoshikawa, (1998)] and [Cazenave, (1998 and 1999)] who 

use only pictorial examples to present knowledge to their cognitive models of learning the game of 

Go. However, textbooks often use both textual descriptions and pictorial examples to teach concepts 

and it is a major contribution of this work that the model uses both of the media to learn new concepts. 

The lesson below, in fig.6.4, for example, uses both a textual description and pictorial examples to 

teach the concept of a string. The lesson does assume a certain amount of simple geometric knowledge 

on the part of the learner that is not specific to the game of Go.

This is the concept of a string.

A string contains pieces.

The pieces are the same colour.

The pieces are in a path.

A string also contains a vacant point.

The vacant point is adjacent to the pieces.

Fig.6.4 Lesson to teach the concept of a string in Go.

The above diagram contains three example strings: two black strings, one of three pieces and one of 

piece and one white string of four pieces. The diagram also contains a textual accompaniment 

describing the concept. The textual accompaniment contains some simple sentences that may be given 

to a person learning the concept of a string. The lesson assumes that the learner already is familiar 

with the concepts of a piece (a piece on the board with position and a colour) and a vacant point (an 

empty point on the board with a position). Perhaps the learner will have been taught these basic 

concepts in an earlier lesson. The computational model must already be familiar with these basic 

concepts in order to study this lesson.

The learner needs to be in possession of some elementary knowledge, geometrical and otherwise, in 

order to make sense of the string lesson. The learner would be able to recognise, for example, the 

colours and locations of the pieces (it is assumed that it is not necessary to tell the student that the

round black and white objects are pieces). It is also assumed that the student is capable of recognising
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simple geometric relations between pieces such as 'adjacent to', 'to the left of and so on. It is not 

assumed, however, that all such primitives actually are recognised simply because they can be. In the 

case of the lesson, it has been shown that the learner is guided to an extent in which primitives he 

should use to understand the pictorial examples by the textual description. This results in a speedup in 

the learning process and perhaps a more accurate resulting conceptual representation as the salient 

features are discovered more quickly. When recognising instances of concepts on the board, the 

learner is guided in which primitives he will need to recognise concepts by the conceptual 

representations themselves. In a simple example if a GO player does not see one of the primitives that 

form a concept and no other concepts are defined in terms of the remaining primitives then it will be 

futile to search for the remaining primitives.

In order to make sense of the string lesson above the primitives that a student of Go should be in 

possession of should allow him to perform the following tasks:

1. A student should be able to recognise a piece in Go (known as a stone) and how to record the co 

ordinates and colour of that stone upon recognition.

2. A student should be able to recognise whether two or more objects are the same colour.

3. A student should be able to recognise simple relations between pieces objects when they are 

immediately adjacent to each other (horizontally, vertically or diagonally).

4. A student should be able to recognise when a path is present (i.e. that objects can be related to 

each other via intermediary objects where all objects in the path are connected by common 

relationships). For example in a horizontal row of stones there exists a path from every stone to 

every other stone via an immediate horizontal connection. In a horizontal row of stones where 

each stone from every other stone by a single space gap, then a path also exists via the common 

connection of 'one space removed' horizontal connections.
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The diagram below, fig.6.5, illustrates a number of recognition tasks that may be performed using 

these primitives that the model requires prior to learning the string lesson. For each example, it is 

shown the information that the computational model may produce upon seeing the board immediately 

above it.

piece(black. c. 3) same_colour( piecefwhite. g. 4)
piecefwhite. h. 2))

adjacent_horizontal adjacenl_vertical adjacent_diagonal 
relationship relationship relationship

path relationship between A and B 
via vertical or horizontal adjacent 
relationships

Fig.6.5 Recognition tasks that may be completed using primitives prior to completing the string lesson

It may be expected that a student would be capable of performing the above recognition tasks prior to 

completing the string lesson. The assumption is being made here that a student is in possession of 

geometric primitives that are not domain specific that most people may be expected to have such as 

recognising that two objects are the same colour. Also the assumption is being made that a student can 

recognise a piece in Go and can find the co-ordinates of that piece. A number of other domain specific 

primitives are included eg. 'that players take turns to play in this game'. Perhaps it is the case that 

most people know these facts since they hold true for most other games that they will have 

encountered such as chess, checkers, tic-tac-toe etc. Often Go textbooks assume this basic ability and 

do not explain it beforehand. Thus the model has such information built in. The concept of a string 

however is slightly different, since it is unlikely that a student will have encountered such a concept
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previously. It is therefore felt that it is necessary for the model to learn this concept in terms of its 

primitives even though it may be possible to write an in-built primitive that produces faster 

recognition times than the learnt representation.

Once the learner has acquired the concept presented in the string lesson above, it would be expected 

that he would be able to perform tasks that he could not have performed previously. It has been stated 

that it is not the intention for the model to be able to construct new instances of a concept using an 

internal representation together with an imagination as this is considered to be beyond the scope of the 

work. Perhaps this could be achieved by taking a random permutation of possible instances that match 

the conceptual description. A task that the model should be able to achieve is problem solving. That, is 

the model should be able to find the correct move in a given situation to achieve a given objective, 

although in this case the learner has not acquired any planning information that would be necessary for 

this type of task. A task that may be completed by the model is the recognition of instances of the 

concept. The model should not only be able to recognise single and multiple instances of a concept on 

a board it should be able to explain why each instance is an example of the concept. In fig.6.6 below 

an example board situation is presented for the task to be completed by the model which is to identify 

all of the strings on the board.

Fig. 6.6 Board for string recognition task
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Upon presentation of the above board, the first step for the model is to identify all of the salient 

features that make up strings. Firstly, the model will list all of the stones on the board together with 

their colours and co-ordinates. The model then will group stones according to colour. It is assumed 

that by this point the model has a second internal representation of the string concept that defines a 

string as a single unconnected piece. The two single-piece white strings are thus identified at this point 

and added to the strings list. The next step is to make the horizontal and vertical connections between 

the pieces resulting in one black string (since the 'path' primitive has yet to be used) and one white 

string of connected strings. Finally the model should try and see if all of the stones in each string have 

a path to every other stone via horizontal or vertical connections. This shows that the white stones 

form a legitimate string and that there are two black strings instead of one. Once the stones have been 

partitioned into the identified strings the model can identify them on the board. The model could 

simply report the locations of the pieces (in other concepts it may be interested in vacant points also) 

to identify the recognised strings. However, it would be more useful if a graphical representation of 

the identified strings could be seen. Were people to perform this type of task it might be expected of 

them to draw around the strings that they have identified thus the model should perform this task also 

resulting in the board display below.

Fig.6.7 Display depicting strings recognised on the board by the model

This string example is a relatively simple concept although an important one. In the next section the 

more complicated concept of thickness is considered. Thickness is an important strategy for the 

opening part of the game of GO. The concept introduces the issue of representing plans within the 

model and also further illustrates the issue of learning recognition strategies through experience that 

was discussed but could not be fully explained using the simple string example concept.
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6.3.1 Learning Concepts with Plans - the Thickness Example

This (self-titled) concept appears only in [Hideo, (1992)] but is perhaps one of the most important 

when it is considered that the first few moves setting up the initial position in the opening game are the 

most important. The concept teaches that the most valuable moves which can be made in the opening 

are those nearest the corner since such moves are the most efficient in securing potential territory (the 

efficient use of stones is vital for good play in Go). The concept also teaches how to make valuable 

extensions along the side of the board away from the initial corner moves. Teaching of the concept is, 

as is usual in [Hideo, (1992)], pattern based. Since this concept is strategically based, a larger part of 

the board is considered in the lesson than is typical in tactical concepts. Often the whole board is to be 

taken into consideration, however here only the right hand side is to be considered (to about 6 points 

in from the right edge, running the length of the top to the bottom edge of the board). The diagram in 

fig.6.8 below displays the lesson that is presented to the learner (termed the theme diagram by Hideo).

Fig.6.8 Diagram showing set-up for teaching concept of extending from corner enclosures

[Hideo, (1992)] initially explains that playing on the 3-4 point in an empty corner is a good move and 

the learner should attempt to make a corner enclosure as soon as possible. The position held by black 

in the top right hand corner of fig.6.8 illustrates this, although this is never explicitly pointed out to the 

learner. Hideo goes on to explain that once such a corner enclosure has been established it is profitable 

to expand outwards along the edge of the board. The associated plan is covered later in this section.
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In order to begin making sense of the 'thickness' lesson above, the model first needs to accept and 

understand the accompanying textual descriptions. The first problem is how to describe the initial 

position, and in doing so, ensure that the model's learning mechanism does not infer that it is only this 

specific configuration that the lesson refers to. It would be expected that a person would be able to 

generalise this lesson to some extent and then apply the principles that are learnt to novel situations 

that differ from the original example. The model begins by directing its attention to the two black 

stones in the upper right corner of the board by referring to the two black stones directly in the text. 

The initial position may be described then as a black stone that is 3 points in from one edge and 4 

points in from a second edge. It would also be included that there is a stone that is the same colour and 

is related to the first stone. The original text allows us to mention that the relevant black pieces are in 

the top right corner of the board so the model would look for the black pieces only in this area. The 

opening position also contains two white pieces in the lower right corner of the board and there could 

be described in a similar way to the black pieces looking only at the lower right portion of the board. 

Unfortunately, it is also necessary to describe the relationships between the white pieces and the black 

pieces to allow the model to learn the concept correctly. If these relationships are omitted from the 

description (that, admittedly, is very specific at this early stage), the diagram below could be seen to 

be a spurious example of this concept of when to apply thickness. In the diagram below, fig.6.9, the 

two black stones appear in the correct positions and the two white stones appear in the correct relative 

positions to the edge of the board. However, the white stones are not in the correct positions relative to 

the two black stones for the concept to apply.

Fig.6.9 Spurious example of when to apply the 'thickness' rule
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There are four stones on the right side of the board in fig.6.9 and a number of primitive relationships 

between stones that need to be considered. This example is concerned with a position near the corner 

of the board. Thus, the model needs to represent the location of the stones not only to each other but 

also to the corner of the board (i.e. how far in from the nearest vertical side and how far in from the 

nearest horizontal side of the board). If the main concern lied with stones at locations relative to the 

edge of the board then it would only need to be represented, along with the relationships between 

pieces, the distance of the stones from their nearest edge. The diagram below, fig.6.10, illustrates the 

two positions (the black in the upper right corner and the white in the lower right corner). The diagram 

below also illustrates how these positions are related to each other at the level of stones.

Fig.6.10 Relationships between pieces in the 'thickness example'

Fig.6.10 above illustrates the relationships between pieces that the model should acquire for this 

concept. For each piece its position relative to its nearest corner needs to be represented. In addition in 

each of the two positions the relations between its component parts need to be represented. Finally, the 

model needs to represent the relationship between the two positions to avoid spurious recognitions 

such as the one in fig.6.9. Clearly there are more relationships present here than are necessary to 

define the concept. Between the two positions it is only necessary to represent the vertical 

relationships not the diagonal. The text, therefore, must play a part in identifying to the learner only 

the salient relationships that he should consider.

In order to describe the initial position, from fig.6.8, the resulting description of the concept then is as 

follows (note that slightly more information has to be included when describing the concept to the 

model than when describing the concept to a person.
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1. There exists a friendly stone that is 4 points and 3 points in from the edge of the board (primitive).

2. There exists a friendly stone, at pi7, in proximity to 1. (pi7 in the example, with relationships to 

the edge and the other stone qualified by looking at the pictorial example).

3. These two stones form a good corner position for us.

4. There exists an opponent's stone that is 4 points and 3 points in from the edge of the board 

(primitive, this is not specified in quite this way in the original text but because the text does 

specify it as begin part of a corner position for the opponent).

5. There exists an opponent's stone, at p4, in proximity to 4. (p4 in the example, with relationships to 

the edge and the other stone qualified by looking at the pictorial example).

6. These two stones form a corner position for the opponent.

7. There is a relationship between the black position and the white position (more specifically here 

referring only to the two vertical relationships avoiding the inclusion of unnecessary 

relationships).

Once these specific relations and distances are learnt, the model will be able to identify instances of 

this concept's initial position no matter how it is rotated or mirrored on the board. A number of models 

of playing Go such as the Many Faces of Go, [Fotland, (1993)] and a number of models of learning 

Go such as YUGO, [Shirayanagi, (1990)] do no more than to recognise specific patterns in a variety of 

rotations and mirrors. The model may perform subsequent recognition tasks more quickly in some 

cases than models such as Fotland's or Wilcox's however since the model is not matching many 

patterns against a whole section of the board for the pattern match. Instead the model is considering 

the location and colour of four pieces (which comprise the entire board representation at this point of 

the game) and need to derive eight primitive relations from these:

1. Relations to the corner for each piece - four relations.

2. Relations between pieces in each position - two relations.

3. Relation between the two positions - two relations at the level of stones.

Another advantage of the representation is that explanation trees are instantiated at the time of 

recognition and thus may be used to derive explanations for why patterns are instances of concepts. 

This process, although not explained in detail here, has two advantages. Firstly explanations may be 

produced that can be compared against the explanations given by people as to why they have 

identified a particular concept and thus derive a more cognitively faithful model. In addition 

explanations provide useful information on how to improve the knowledge and therefore the game- 

play performance of the model. The model, however, should be capable of recognising similar 

instances of any examples found in a lesson. This could be achieved by representing the pattern in a

specific way and then applying some laxity so that 'similar' patterns are considered as examples of
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this concept and the strategy adjusted accordingly. The author of this lesson, Hideo, certainly intended 

it to be the case that learners studying this lesson would acquire the 'general principle of good play' 

rather than the specific patterns only.

This concept of thickness differs from the concept of a string in that it has plans associated with it. In 

addition to learning how to recognise instances of concepts as in the string lesson and the first stage of 

the thickness lesson a player will also need to learn how and when to apply plans to modify a position 

hopefully in his favour. Continuing the lesson, Hideo goes on to explain the best moves (termed the 

'key points' by Hideo) for black and white. Then it is shown how black may expand from this key 

point (an edge extension) in order to gain territory for himself. The concept is explained using the 

analogy of'building on strong foundations'. The way in which Hideo often illustrates move sequences 

is by providing a new diagram with one or two moves added to a theme diagram such as the one 

above. For the learner it appears to make the continuations easier to understand until he becomes used 

to interpreting longer sequences of Go moves such as those in book games. The diagrams illustrating 

the key point and the sequence for black in which he consolidates his edge territory are shown below 

infig.6.11.

Fig.6.11 Move sequence diagrams illustrating side extensions from a corner enclosure

Hideo explains that black ' 1' in the diagram on the left in fig.6.11 is the optimum point for black for 

two reasons. The move is on a vertical line from one of the stones in the corner enclosure. The move is 

also of a distance from that stone which is not too far (creating a weak extension) and not too near (so 

that an opportunity to gain territory is wasted), six lines down creating a five space jump in this case. 

It would be unusual for an experienced player to play this cautiously perhaps since the opportunity to

use thickness to attack the white stones at the bottom would seem to be the better strategy than making
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territory on the upper left of the board. Playing black T on the next line down (than the one in the 

example) to force white to play in between the thickness at the top and the newly played stone would 

be a good way to proceed. However, perhaps Hideo feels this is a concept best left until the learner is a 

more experienced player. Following black's initial move, Hideo explains that white would probably 

play white T in the diagram on the right and then black can expand his territorial framework (his 

framework of influence generating stones) further with '2'. This lesson continues with further 

examples, however, in the interests of clarity attention is restricted to the example above.

Plans are represented in the system as a non-linear sequence of patterns linked by transformations. 

Plans are non-linear in the system due to the fact that alternate lines may exist at each stage of the plan 

resulting in potentially different outcomes. The diagram below, fig.6.12, illustrates a typical plan that 

may be learnt by the model.

Initial 
State

Intermediate 
State

Goal State

Alternate 
State

Fig.6.12 A sequence of states linked by transformations comprises a plan in the system

The simple plan in the diagram above possesses an initial state; the initial thickness position that has 

just been looked at is the initial state for the thickness concept. The plan also consists of an 

intermediate state. In reality plans often may have many intermediate states linked by transformations 

of the states caused by the (planned) moves and the opponent's (expected) moves. Alternative lines 

may be learnt by the model so that if one plan fails or cannot be executed for some reason then the 

model may consider an alternative line of investigation. In the example above there are two routes that 

lead to the goal-state which is the expected (or desired) outcome of the plan.

In the case of thickness, [Hideo, (1992)] tells the learner that the move that black should play is at a 

point that is midway on a line between the black stone and white stone nearest the edge, ' 1' in the

diagram on the left of fig.6.11. This transformation from the initial state will lead to the first
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intermediate state in the plan. It is of note that Hideo chooses to describe the results of the 

transformation in this way, i.e. in terms of the new primitive relationships between the new piece and 

the existing pieces in the position. This is a common technique for describing where to play stones in 

diagrams since it allows the student to find the correct location for moves even in novel situations. The 

model thus will be able to find the location that the new move should be played on even if a position is 

encountered that is only similar to the position presented in the lesson. The mid-point may be found 

between the two stones and the correct move generated. Following the black move, Hideo suggests the 

next best move that the student can expect white to play is ' 1' in the diagram on the right in fig.6.11. 

Hideo finally suggests the move that black should play to consolidate his corner position is '2' in the 

same diagram in fig.6.11. For each move, a new transformation is generated, i.e. the addition of a new 

piece resulting in a new state for the position. The position reached in the diagram on the right in 

fig.6.11 is the goal-state for this plan. Clearly there may be more than one route by which this position 

may be reached. In addition white may not play where he is expected to. It thus would be expected of 

Hideo to consider some alternative lines for the plan and this is exactly what happens in the textbook 

although these are not considered here.

For concepts such as this one that incorporate a plan (or for more abstract concepts a strategy) the 

learner builds up a non-linear sequence of states. Each state, represented by a proof tree, is followed 

by another state with the next move played. This concept of thickness represents a relatively low-level 

plan that is actually defined in terms of primitives. Higher level concepts, however, will represent 

strategies. Strategies may contain information on how to choose which plans to consider applying 

first. Some plans will more urgently need to be carried out than others and higher level strategies 

supply this information to the player.

As in the string lesson the student needs to be in possession of some basic knowledge in order to make 

sense of the thickness lesson. It has already been stated that the learner is expected to be in possession 

of some elementary, geometrical knowledge such as how to recognise where a stone is, the colour of 

that stone and when a stone is immediately, horizontally adjacent to another stone. It has also been 

seen that the learner is expected to be in possession of some domain specific knowledge such as the 

fact that players take turns to play the game, one move at a time, that all moves must be played on a 

board and so on. In order for the model, or a person, to learn this concept, some additional knowledge 

is required beforehand. The initial position includes a number of relationships between pieces that 

have yet to be identified. In order to make sense of the thickness lesson above, then, the primitives that 

a student needs to be in possession of should allow him to perform the following basic tasks:
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1. In addition to being able to recognise where a stone is on the board and what colour it is, a student 

should be able to record its position relative to the stone's nearest corner (how far the stone is 

from the two nearest sides).

2. A student must be able to recognise relations such as one across and six down from for example. 

In recognition/recall experiments a number of relationships of this nature being verbalised by the 

subjects were noticed. Regarding the implementation issues, many primitives may be included 

each specifying a particular type of relationship. It would, however, be more efficient perhaps to 

include one primitive that performed the task of identifying and instantiating many simple 

relationships between pieces.

The diagram below, fig.6.13, illustrates the types of recognition that the model may perform using 

these two primitives (along with the primitive that allows the model to record the location and colour 

of stones).

from_corner( piece(black.d.16). 3. 3) from_corner{ piece(white.r.4). 2. 3)

B is 1 across and 2 across from A

CB

B is 4 across and 2 across from A

Fig.6.13 Recognition tasks that may be completed using primitives prior to completing the thickness 

lesson

In addition to these relatively simple primitives that the model requires to understand the initial 

position in the thickness lesson, the model also needs to possess a more complicated primitive that will 

allow him to understand where to place the first stone in the plan. This primitive discovers the mid 

point on an imaginary line between two stones. For a person, this is a relatively simple task requiring
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no domain specific knowledge. The primitive allows for the following tasks to be completed that find 

the mid-point between two stones.

Fig.6.14 Estimated mid points between two stones

In the diagram above, fig.6.14, the estimated mid-points between the stones are represented by the 

letters 'A', 'B' and 'C'. The primitive that finds these points is a heuristic in the sense that it 

occasionally may be wrong or may have to choose from one of two or more equal candidates purely at 

random. In possession of the primitives described in this section, the model would be able to make 

sense of the thickness example.

Clearly, for other simple concepts, the model will require a number of other primitives. With a large 

number of primitives it becomes apparent that a memory model (the structure that primitives are 

organised with) is needed to allow for the fastest recognition times possible. It is also necessary to 

consider including efficient recognition strategies along with the identification information for each 

concept. Both of these issues are discussed in detail elsewhere.

Once the concept of thickness has been learnt, it would be expected that the model will be able to 

perform new tasks that it could not perform previously. Unlike the string concept, the thickness 

concept allows for not only recognition tasks to be completed but also allows the model to solve new 

problems involving the concept. This is possible since this concept has a plan associated with it. When 

faced with a novel problem that is an instance of this concept, the first task that the model must 

perform is the identification of the initial state of the plan. The diagram below, fig.6.15, includes an
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example problem in which the model is asked to identify the concept and then suggest the best move 
assuming that it is black's turn to play next.

i i

Fig.6.15 Novel problem involving the concept of thickness

It is apparent that the example problem contains a position that is similar but not identical to the 

position presented in the example lesson. Not only is the position rotated, the relative locations are in 

slightly different places. The relationships thus are only similar to those seen before. It would be 

expected that the model would conclude that it is likely but not certain that the position along the 

lower edge in fig.6.15 is an example of the concept of thickness. The plan would be adapted to serve 

this new position resulting in the mid-point being found between the instantiated pieces in this novel 

position. The model does not stop here however; it must first evaluate the rest of the plan as a 

hypothetical move sequence to determine whether it is possible to reach the goal-state. Only when this 

has been determined will the model suggest the first move of the plan as the answer to the problem. It 

would be expected then that the model would be able to identify the position and the correct move to 

play as shown in the diagram below, fig.6.16.

Fig.6.16 The thickness problem solved
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In the diagram above, the model has correctly identified the variation on the thickness position, 

although there is an uncertainty attached to the recognition due to the slightly different configuration 

of the pieces. The model has also correctly applied the plan (adapted to cope with this new situation). 

The move that the model has chosen to play here is represented by 'A' in the diagram, fig.6.16, above.

6.4 Design of the Performance Component

In this section it is described how the model performs two types of performance task. Firstly, it is 

shown, using the examples of a string and hane how the model performs recognition tasks. Given the 

name of a concept to recognise, the model is able to show where all instances of the concept lie on the 

board. Secondly, it is shown, using the example of a cut, how the model performs another type of task. 

Given the name of a concept, the model is able to show all of the appropriate moves that have been 

suggested by the concept.

6.4.1 Concept Recognition

First, in this section, it is explained how concepts are recognised by the model using its internal 

representation of concepts. Two concepts are used for the purpose of explaining the functionality of 

concept recognition in the computational model. The concepts of a string and hane are used in this 

section. To begin, a typical lesson that teaches the concept of a string is shown below. In the example, 

a textual description of a string is given to the learner together with a number of pictorial examples.

This is the concept of a string. 

A string consists of stones. 

The stones are of the same-colour. 

The stones are in a path-to relationship. 

A string contains a vacant-point. 

The stone is stone-vacant-h-or-v-adj to a vacant-point

Fig.6.17 Typical lesson teaching the concept of a string.
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Fig.6.18 A number of strings recognised and outlined by the computational model.

In the example of strings above, only one component exists in the conceptual description. Many 

concepts, however, will contain more than one component. The concept of cuts and potential links are 

two such examples. In this section, however, the concept of hane is considered, which contains three 

component relationships. Below, in fig 6.19, is a typical lesson to teach the concept of hane. The 

lesson contains a textual description of the concept together with a number of pictorial examples for 

the purpose of illustration. The phrase 'the group is the stone' tells the model that the model is 

interested not in the string as an object but rather the individual stones within the string.

This is the concept of hane.
A hane consists of a stone.
A hane also consists of a group.
The group is the stone.
The stone is different-colour-rel to the group.
The stone is adjacent to the group.
A hane must have a vacant-point.
The group is stone-vacant-h-or-v-adj to the vacant-point.
The stone is also stone-vacant-diag- adj to the vacant-point.
The move is the vacant-point.

Fig.6.19 Typical lesson teaching the concept of hane.

From the lesson above, the computational model constructs a conceptual representation consisting of 

three relationship components. Again, the model automatically generates a function using the 

components as its basis. Below, in fig.6.20, it is shown, as in the string example, how the model may 

find and 'outline' every instance of the hane concept in a recognition task.
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Fig.6.20 Hane recognised and outlined by the computational model.

It has been shown how the model recognised instances of concepts from lessons that included varied 

examples of the concepts. In this section it is shown how patterns are recognised that are more 

specific. To illustrate a lesson of a string is given in which the pictorial examples are impaired by 

having only one type of string (containing three stones in a line) included as examples. The lesson that 

teaches this concept is shown below in fig 6.21.

This is the concept of a group.
A group consists of stones.
The stones are of the same-colour.
The stones are in a path-to relationship.
A group contains a vacant-point.
The stone is stone-vacant-h-or-v-adj to a vacant-point

Fig.6.21 Lesson teaching the concept of a string with limited pictorial examples.

In the above lesson, only examples of strings are included that are three stones arranged in a line. In 

this case, the model records as an extra condition to the conceptual representation that all string should 

be arranged in this way. The extra clause takes the form of the name of the clause, the specific number 

of pieces and the specific shape of the pattern. During recognition, the model checks all resulting 

strings against the extra clauses and filters out any that do not satisfy the specific extra conditions.

An example result of the model being asked to recognise strings following the study of the lesson 

above in fig 6.21 is shown below in fig 6.22. In the example below, it can be seen that only the strings 

arranged in the manner of the instances of the concept above are outlined as being examples of strings.
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Fig.6.22 Specific types of strings recognised and outlined by the computational model. 

6.4.2 Selection of Moves as Responses to Problems

In the case of hane in section 6.4.1 on the recognition of concepts, it was described that certain 

concepts carried with them associated moves and stages. The concept of hane was shown to possess an 

associated move that, upon, recognition of the concept could be recalled and adapted to fit novel 

situations. In this section, a further example of move selection is shown and the principle of including 

moves with concepts described in further detail.

To illustrate how the model learns the task of move selection, the concept of cutting points is used for 

illustration. A typical lesson that teaches this concept is shown below, in fig.6.23. The lesson includes 

a textual description and a number of varied pictorial examples to illustrate the concept.

This is the concept of cut.
A cut consists of a group.
The group is the stone.
A cut also consists of a vacant-point.
The group is stone-vacant-h-or-v-adj to the vacant-point,
A cut also consists of a stone.

The stone is same-colour to the group.

The stone is stone-vacant-h-or-v-adj to the vacant-point. 
The move is the vacant-point.

Fig.6.23 Typical lesson teaching the concept of cutting points.
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Following the model learning the concept of cuts from the lesson in the above diagram it should be 

capable of selecting moves in response to cutting point problems. Once such problem is presented 

below. In the diagram below, fig.6.24, multiple cutting points are present for the model to find.

Fig.6.24 Moves in the 'cutting point' concept considered by the computational model.

In the diagram above, fig.6.24, any of the points marked with an 'X' may be considered by the 

computational model as potential cutting points. However, although the model will identify all of 

these, it will select only one of the points, randomly as an answer to the problem. Since all of the 

marked points above are legal cutting points according to the definition of the concept, any one of the 

points will be acceptable as an move response of where to play on the board.
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Chanter 7

Implementation of the Model

7.1 Introduction

In this chapter, more detail at the level of implementation of the GOaL, 'GO and Learn', model is 

presented. This chapter covers the main components of the computational model: the language 

component, the memory model functions, the language component and the performance component. It 

is not the intention of this chapter to provide information about how each component relates to the 

other components. More detail on this may be found in appendix A2. Appendix A2 contains example 

input and outputs for the system, an overall system diagram together with an example walkthrough 

that shows how the system goes through the stages of learning a string, storing the concept in memory 

and recalling it to solve a recognition problem. This chapter begins by providing an implementation 

level specification of the language component that performs the task of parsing and interpreting 

textual accompaniments to lessons.

7.2 Implementation of the Language Component

Lessons that teach concepts in the game of Go often contain both textual descriptions alongside 

pictorial examples. Examples of this type of lesson may be found in [Lasker, (I960)], [Pritchard, 

(1973)], [Kiyoshi and Davies, (1989)], [Hideo, (1992)], [Chikun, (1994) et. al]. The GOaL model 

possesses a component that interprets textual accompaniments to lessons into a form that it can more 

easily work with. The component, conversely, also expands the model's representations of concepts 

into a more intelligible, natural language text for the purpose of relaying information to the user.

Textual parts of lessons may be varied and may often contain sections that are not strictly relevant to 

the lesson that they belong to. Lessons, in addition to describing the features of a concept, occasionally 

discuss the history of a particular concept or refer to a game in which the concept was used for 

example. Such information is not required by the model to learn a concept and largely is discarded by 

the language component. Textual information that is retained by the model consists of two forms: 

descriptive information and explanatory information. Descriptive text provides the learner with 

information about the concept such as describing the components that make up a concept together with 

their attributes. Explanatory text, however, helps the learner to understand a diagram by pointing out 

salient parts for example. The language component converts varied examples of both types of text into 

a simplified and standardised representation.
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The language component performs a further task. Many lessons, in Go textbooks, contain plans. Often 

in the textual description, only the transformations to each stage of a plan are described. GOaL, 

however, needs to know the resulting state for each stage of a plan that the model only completely 

understands by evaluating pictorial diagrams along with the text. GOaL's language component thus 

evaluates the resulting states of a plan and, for each, produces internal textual representations. It is 

these textual representations of plan states and transformations that GOaL uses to begin learning the 

concept from the pictorial diagrams since GOaL learns more effectively when in possession of both 

explanatory text and pictorial diagrams.

The role of the language component, in relation to GOaL's other components, is to provide simplified 

representations of textual input to the learning mechanisms. These representations then may be used 

together with pictorial examples by the learning mechanisms to derive a new conceptual 

representation or amend a previously learnt concept. It also is the role of the language component to 

derive natural language descriptions from the conceptual representations in the knowledge base. The 

component retrieves information from the knowledge base of concepts to generate natural language 

descriptions to explain why it has recognised a particular concept. This section provides a description 

of the behaviour and operation of this language component. The role of the component in relation to 

the other components in GOaL is briefly described.

One function of the language component is to standardise text strings to GOaL's internal 

representations of text. The model performs this task by matching sentences against pattern templates 

and executes actions in pattern templates that tell the model how to process the matched sentence. 

Some examples that illustrate the behaviour of the language component in performing this task, when 

dealing with descriptive text are shown below.
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This is the concept of a string. 1
A string consists of stones. 2
The stones are of the same colour. 3
The string consists of stones that are adjacent. 4 
Strings historically have been useful in creating territory in Go.
The stones are connected by a path of adjacent stones. 5
A string also has a vacant point. 6
The vacant point is adjacent to the stones. 7

becomes

(concept) (string) 1
(all) (stone) (?item-number 1) 2
(attributes) (same colour) (stone) (?item-number 1) 3
(attributes) (adjacent) (stone) (?item-number 1) 4
(attributes) (connected by a path of adjacent) (stone) (?item-number 1) 5
(exists) (vacant point) (?item-number 2) 6
(relationship) (vacant point) (stone) (adjacent) (?item-number 1) (?item-number2) 7

Fig.7.1 An example of converting textual input into GOaL's simplified form

Fig.7.1, above, illustrates a straightforward conversion of a natural language, textual description of the 

concept of a string. In the example, the sentences, identified by numbers alongside, in the original, 

natural language description, correspond to the representations in the converted form. The original 

description, although slightly simplified here, is similar to one found in a lesson in [Pritchard, (1973)]. 

The example contains the sentence, 'Stones historically have been useful in the game of Go'. This 

sentence is not relevant to the concept and the pattern matcher correctly identifies that no useful 

information may be derived from this sentence. As a result, the sentence, is simply discarded. Often, 

as in the case of the original text found in [Pritchard, (1973)], many more sentences will not be 

relevant to the concept and these will be discarded also.

The pattern matcher has, in the example of fig.7.1, correctly identified the name of the concept, the 

features that make up the concept, their attributes and the relationships between the features. In 

addition, where a feature is mentioned that has previously been referred to in the text, the model has 

assigned the correct identifier, '?item-number', in each case. This example contains a concept that is 

used to recognise quiescent positions only, strings in this case. Often, however, a concept will 

additionally contain a plan. A plan initially contains an initial position such as the one described 

conceptually, above, in fig.7.1. Typically, a sequence of moves that transform the initial position then 

will be described to the learner. If no text and no pictorial example is given that describes the positions 

resulting from each move in the plan, then the model must deduce the textual representations for itself.
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Fig.7.2 below, illustrates the conversion of the textual description of the concept of hane. This concept 

contains an associated 'recommended' move to play. The concept, however, contains no description of 

the resulting position once the move has been played.

This is the concept of hane. 1
A hane consists of a string. 2
The string is the opponent, (the string belongs to the opponent) 3
A hane also consists of a stone. 4
The stone is friendly, (the string belongs to us) 5
The friendly stone is adjacent to the opponent string. 6
A hane must have a vacant point. 7
The vacant point is adjacent to the opponent string. 8
The vacant point is also diag-adjacent to the friendly stone. 9
It is your move. 10
Play on the blank space. 11 
becomes

(concept) (hane) 1 
(stage 0)
(exists) (string) (?itern-number 1) 2
(attribute) (opponent) (string) (?item-number 1) 3
(exists) (stone) (?item-number 2) 4
(attribute) (friendly) (stone) (?item-number 2) 5
(relationship) (string) (stone) (adjacent) (?item-number 1) (?item-number 2) 6
(exists) (vacant point) (?item-number 3) 7
(relationship) (vacant point) (string) (adjacent) (?item-number 3) (?item-number 1) 8 
(relationship) (vacant point) (stone) (diag-adjacent) (?item-number 3) (?item-number 2) 9
(move 1) (play) (friendly) (exists) (blank 3) (play could also be an opponent's move) 10&11

Fig.7.2 An example of converting textual input with a simple associated plan

In the example above, in fig.7.2, a similar conversion to that of the string example, in fig.7.1, is 

performed by GOaL's language component. Again, line numbers in the original textual description 

correspond with the lines in the converted representation. The example above, in fig.7.2, differs, 

however, in that it additionally contains an associated 'recommended' move. The language component 

is capable of generating a representation of the state resulting from this move. Typically, this would 

need to be done when no textual description or pictorial examples of the resulting position are 

provided in the diagram. The representation of the position resulting from the move in the hane 

example is shown below in fig.7.3.
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(stage 1) (the state resulting from move 1)
(exists) (string) (?item-number 1) 2

(attribute) (opponent) (string) (?item-number 1) 3
(exists) (stone) (?item-number 2) 4
(attribute) (friendly) (stone) (?item-number 2) 5
(relationship) (string) (stone) (adjacent) (?item-number 1) (?item-number 2) 6
(exists) (stone) (?item-number 4) NEW?
(attribute) (friendly) (stone) (?item-number 4) NEWS
(relationship) (adjacent) (stone) (string) (?item-number 4) (?item-number 1) NEW9
(relationship) (diag-adjacent) (stone) (stone) (?item-number 4) (?item-number 2) NEW10

Fig.7.3 A description of a state derived from the move in the hane lesson

In the diagram below, the new stone is has an item-number '4'. This new stone replaces the vacant 

point with item number '3'. More work has been done than this simple substitution however. 

Relationships previously involving the vacant point now need to be rewritten to include the inclusion 

of the new stone. In other examples the move may result in a capture of other stones and the 

representation of the position needs to be transformed by the language component accordingly.

The function of the language component, that evaluates states in a plan, will perhaps not often be used. 

Typically, GOaL will employ diagrams together with textual descriptions to learn conceptual 

representations. In the absence of such information, the model needs to rely on the mechanism 

described here. From this example, it can be seen that the model can not fully appreciate the concept 

from the text alone. For example the model knows that a string is involved but does not know how to 

generalise the types of string involved. The model knows also that a stone is to be placed adjacent to 

the string. It is not clear, except, by looking at the diagrams exactly how this may be achieved. The 

derived textual description of the plan is still useful in recognising examples of hane and evaluating 

plans associated with the concept. No recognition strategy is learnt from the text alone, however, since 

the model will have had no experience of actually recognising the concept and will have had no 

opportunity to learn how to perform this task efficiently. The derived textual description typically also 

takes longer to produce than if a pictorial diagram is used. In addition, a conceptual representation 

obtained in this way often is less well learnt.

The language component performs one other task. The component serves to produce natural language 

explanations when instances of concepts have been recognised. The string example is unusual in that it 

is simple enough such that a conceptual representation may be derived from the text alone that is 

suitable for the efficient recognition of instances of the concept. Fig.7.4, below, shows an instantiated
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concept frame that has resulted from a recognised concept. It is shown, in the diagram, that GOaL's 

language component converts this representation, which is perhaps difficult to read, into a clearer 

form.

(concept) (string) 1 

(all) (stone) (?item-number 1 b4 c4 b5 c5) 2 

(attributes) (same colour) (stone) (?item-number 1 b4 c4 b5 c5) 3 

(attributes) (adjacent) (stone) (?item-number 1 b4 c4 b5 c5) 4 

(attributes) (connected by a path of adjacent) (stone) (?item-number 1 b4 c4 b5 c5) 5 

(exists) (vacant point) (?item-number 2 a4 a5 b3 c3 b6 c6 d4 d5) 6 

(relationship) (vacant point) (stone) (adjacent) (?item-number 1 a4 b3) (?item-number2 b4) 7 

(relationship) (vacant point) (stone) (adjacent) (?item-number 1 c3 d4) (?item-number2 c4) 8 

(relationship) (vacant point) (stone) (adjacent) (?item-number 1 a5 b6) (?item-number2 b5) 9 

(relationship) (vacant point) (stone) (adjacent) (?item-number 1 c6 d5) (?item-number2 c5) 10

becomes

Recognised the concept of a string. 1 

The explanation is:

There are stones at b4, b5, b6 and c5. 2

The stones at b4, b5, b6 and c5 are the same colour. 3

The stones at b4, b5, b6 and c5 are adjacent. 4

The stones at b4, b5, b6 and c5 are connected by path of adjacent. 5

There are vacant points at a4, a5, a6, b3, b7, c3, c4, c6 and d5. 6

There is an adjacent relationship between a4 and b4, b3 and b4 and c4 and b4. 7

There is an adjacent relationship between a5 and b5. 8

There is an adjacent relationship between a6 and b6, b7 and b6 and c6 and b6. 9

There is an adjacent relationship between c4 and c5, c6 and c5 and d5 and c5. 10

Fig.7.4 Production of natural language explanation from instantiated concept frame

GOaL uses the instantiated internal representation of a recognised concept together with a number of 

rules to produce a more natural textual representation such as the one produced in fig.7.4 above. As in 

the examples of converting natural language to GOaL's representation of text, the numbered lines in 

the figure above, in the instantiated representation again correspond with the numbered lines in the 

natural language explanation generated by GOaL.

In order to achieve the performance described in the previous section, the language module contains a 

number of components. The module contains components that allow it to interpret sentences, written 

in natural language, into a standardised form suitable for processing by GOaL. The language module 

contains a component that accepts textual descriptions that have been typed in by the author of a
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particular lesson and produces a list of sentences. The module also contains a component that matches 

sentences against known sentence templates and, in the process, discards sentences that appear to offer 

nothing to the understanding of the concept. A component exists in GOaL to convert sentences into a 

more standardised form by applying actions associated with the sentence templates. The final textual 

representation is produced by a top-level component that performs the tasks of arranging together the 

converted textual representations and assigning item numbers to items. This is done as the text often 

refers to the same item more than once and the model may wish to ensure that all references to a 

particular item share the same item number. Fig.7.5, below, diagrammatically illustrates the stages of 

converting the text entered by a user into GOaL's standardised form.

accept textual 
description

match sentences against 
sentence pattern templates

I I bindings

apply template actions
—R————— 

n converted
J L sentences

convert sentences to 
textual representations

n converted textual 
^ L description

Fig.7.5 Diagrammatic representation of conversion of natural language into textual representations

Textual descriptions are entered by the user in a text box on the interface's main screen. The 

descriptions are then accepted by the language module and the 'accept textual description' component 

converts the text into individual sentences. Period characters are used to identify where a sentence 

ends. The author must be careful therefore to enter mainly sentences that are salient and concise. Long 

sentences that contain many pieces of information will tend to be ignored by the model assuming that 

they contain information that is not salient to the concept being studied. Once the relevant sentences 

have been placed into a list, they are matched, by another component, against a store of sentence 

templates. Sentence templates are organised as six different groups. For each group a number of non 

specific patterns are included for the purposes of identification together with an action part that tells
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the model how to process the sentence once it has been recognised. Once a sentence has been 

recognised, the variable bindings are retrieved and used together with the action part to create a 

standardised representation of the sentence. Standardised representations thus may be one of six types 

each providing different information. The types are:

the concept's name,

an item that the concept must possess at least one of,

- a group of items that exist within the concept and perhaps share some common attributes, 

an attribute that an item must possess, 

an attribute that must be shared by a group of items, 

a relationship between two items.

For each match, a list of variable bindings is produced that are used together with the action part of a 

template to create a standardised representation of a particular sentence. These representations then are 

combined to create a complete representation of the original text. In cases when a plan is suggested by 

the text by the presence of a suggested move but no further information can be found, the language 

component evaluates the stages of a plan in a limited way in purely textual terms. Fig.7.6, below, adds 

this final, optional component, to the diagrammatic representation.

0
convert sentences to 
textual representations

PI converted textual 
J L description

evaluate stages of plan

rl converted texti 
I 1 description of 
\/ stages

nal 
plan

Fig.7.6 Diagrammatic representation of evaluation of stages of a plan in purely textual terms

The diagrammatic representation serves to provide an overview of GOaL's language module. The 

same process, as depicted in this overview, also results in the production of natural language 

explanations for recognised concepts. The templates that the model use for this task, together with 

their associated actions detailing how the sentences are to be created, differ however. Templates that 

are used to convert natural language into internal representations serve to minimise the information 

contained in natural language to only that which is salient to the learning process. Conversely, when 

producing natural language explanations, templates contain instructions to provide as much extra text

as is necessary to make the explanations clear to the user.
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This section provides a more detailed explanation of the parts that form the language component. 

Fig.7.7, below, contains a HIPO chart detailing the main functions that, together, perform the task of 

standardising natural language sentences and generating descriptions from instantiated, recognised 

concepts. The higher-level functions, in the chart below, relate to the processes outlined in the 

architectural description. For each main function, a brief description, together with some trivial 

example inputs and outputs, is provided.

Convert Textual 
Description

Find Sentences Match Sentences

Match Sentence 
Against Templates

Evaluate Plan if no other 
Information Available

Evaluate Moves

Match Sentence 
Against Template Evaluate Move

Match Individual 
Term

Add Sentence 
Representation

Apply Identifiers 
for Variables

Fig.7.7 HIPO chart of GOaL's language module to convert textual descriptions

The top-level function 'convert textual description' accepts any number of sentences; each terminated 

by a period character. The function processes the sentences and produces their standardised, internal 

representations. An example input would be: 'The concept of same coloured stones. Same coloured 

stones has stones. The stones must be the same colour.' The function produces:

(concept) (same coloured stones)

(all) (stones) (?item-number 1)

(attribute) (same colour) (stones) (?item-number 1)

The top-level function, in addition, accepts descriptions of recognised concepts. Were an instance of 

the example concept to be found it may be represented as: 

(concept) (same coloured stones) 

(all) (stones) (?item-number 1 s4 s5 t5) 

(attribute) (same colour) (stones) (?item-number 1 s4 s5 t5)
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In this case the top-level function, convert textual representation would produce: 

Recognised the concept of same coloured stones. 

The explanation is: 

There are stones at s4, s5 and t5. 

The stones at s4, s5 and t5 are the same colour.

The first step, in standardising lists to GOaL's internal representations of text, is to convert text strings 

to lists. The function 'find sentences' performs this task by identifying the individual sentences in the 

textual description, removing all punctuation and then producing the text as a list of sentences. Once 

this has been accomplished the task of matching the sentences to produce the final representation may 

take place. The function 'match sentences' employs the function 'match sentence against templates' 

to, as the name suggests, attempt to find a match for each sentence in the store of sentence templates. 

The function accepts, as input, a particular sentence and uses the list of templates to look for a match. 

An example input may be the sentence: 'The stones must be the same colour'. Fig.7.8, below, contains 

some of the patterns that are used by GOaL to match against sentences and some of the actions that 

tell the model how to process the matched sentences.

Patterns that are used to recognise when the concept name is given in the text

?article concept of ?article ?concept 
this is ?article concept of ?article ?concept 

this lesson teaches ?article concept of ?article ?concept 

Action 
concept ?concept

Patterns that are used to recognise relationships between items
?article ?iteml is ?relationship to ?article ?item2
?article ?iteml is ?relationship from ?article ?item2 

Action
relationship ?iteml ?item2 ?relationship item-numberl item-number2

Patterns that are used to recognise attributes for items

?article ?item must have ?article ?attribute

?article ?item must be ?article ?attribute 

Action
attribute ?attribute ?item ?item-number

Fig.7.8 Portion of sentence templates that are used by GOaL to convert textual information

The function, 'match sentence against templates' employs the function 'match sentence against 

template' to attempt to match a sentence against an individual template. The inputs of the sentence: 

'The stones must be the same colour' and the template '?article ?iteml is ?relationship to ?article
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?item2' would result in a failed match for example. The function, however, would match the sentence 

with the template '?article ?item must be ?article ?attribute'. Each term in the sentence is matched by 

the function 'match term'. The variable ?article in the template if matched with 'the', 'an', or 'a' or no 

word: in a sentence is considered to be a successful match. Other variables such as ?concept, 

?attribute, and ?relationship may match against any number of words in a sentence. Constant words in 

a template, however, must match exactly the same words in the original sentence.

Once a sentence has been matched against one of the templates in a section of the templates store, the 

variable bindings are created. The template action, associated with the matching template, is retrieved 

and used, along with the variable bindings, to convert the sentence. The function 'apply template 

action' first calls a function 'add sentence representation' to produce the representation. In the 

example, the bindings:(item) (stone) and (attribute) (same colour) are used together with the template 

action: attribute ?attribute ?item ?item-number. The fixed term 'attribute' is added to the variable 

bindings and the, as yet, unbound variable ?item-number to produce the representation: (attribute) 

(same colour) (stones) (?item-number). The function 'apply identifiers' assigns a value to the variable 

?item-number that is the same as the value given to the previous mention of stones in this concept. 

This is done since stones have previously been referred to in the text in a way that suggests that these 

are the same stones being referred to here.

The function 'evaluate plan if no other information available' does as the name suggests and evaluates 

the moves of a plan generating textual descriptions of each stage of the plan. The function 'evaluate 

moves' calls the function 'evaluate move' to produce a textual description of each stage in a plan 

including stages in alternate lines of play. The functions 'make move' and 'create textual description 

of resulting state' add, change and delete clauses to a concept as necessary to effect changes to the 

concept's initial position brought about by a particular move. Thus the textual descriptions of states 

resulting from each move in a plan are created and added to the concept.

The language component of the GOaL model performs three tasks. The component accepts textual 

descriptions of concepts in a natural language form in which many different sentence constructs, that 

are semantically identical, may be used to describe the same clause. The language component 

produces a simplified and standardised representation of the natural language input and discards any 

information that does not appear to be relevant to the concept. The component also evaluates the 

consequences of moves in plans in purely textual terms. The language component additionally accepts 

the results of a successful concept recognition in the form of an instantiated concept representation. 

Such representations often are difficult for a person to interpret however. The language component 

converts these representations into a more readily understood natural language description. This

natural language description comprises the explanation of why a concept was recognised.
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The language component, unlike other components in the GOaL model, is not designed to be a 

psychologically faithful mechanism. The purpose of this component is merely to interpret textual 

descriptions for the GOaL model and to generate natural language descriptions of internal 

representations.

The component successfully converts textual descriptions as long as matches can be found in the 

database of sentence templates. The database contains a number of templates that are generalised 

enough each to recognise many varied sentences. A limitation, however, is that there is a risk that a 

sentence will be entered by the user that will not be matched against any of the sentence templates. 

This may occur either because the model has failed to anticipate a phrase that could be entered or the 

user could enter particularly long and convoluted sentences. It is outside the scope of this work to 

develop a mechanism that understands natural language. However, perhaps a future augmentation to 

the model could be to develop a mechanism that is capable of accepting more varied textual input.

7.3 Implementation of the Memory Model Functions

The GoaL model requires the appropriate functionality to allow it to represent concepts in memory. 

The model represents all concepts and primitives as functions that are designed to analyse a position 

and generate an instantiated description of the position. Examples of some of the primitive functions 

within the GOaL model are shown below. The example functions below relate to those primitives seen 

in section 6.1 (the design of the memory model) in the previous chapter.

Function stone

For each stone currently on the board (indicated by a separate list that holds the labels representing 

property lists for each stone)

Retrieve the property list for the stone and add it to the output list of pieces 

End for

Function same_colour 

For each combination of two stones

If the stones share the same colour retrieve the property lists for both pieces and add it to the output 

List 

End if 

End for
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Function path_between

For each stone present in the separately held piece list remove the stone from the piece list and 

analyse its four horizontally and adjacent neighbours on the board

If none of the neighbouring points contain pieces and no more pieces exist in the piece list stop and 

report the results

If none of the neighbouring points contain pieces and pieces remain in the piece list, start a new set 

of results and recursively call 'path_between' with any neighbouring stones (after removing those 

already encountered)

Otherwise recursively call 'path_between' with each of the neighbouring stones (after removing 

those already encountered) 

End if 

End for

Essentially, the task of each of the functions is to search through a two dimensional array-based 

representation of the board and record every object or relationship that matches the function's test. 

Primitive functions such as these and many more are used to recognise concepts. They recognise every 

instance of a particular concept or primitive on the board and return each recognised instance as a list. 

The primitives are also used to describe higher level concepts as described below.

7.4 Implementation of the Learning Component

In order for the model to make sense of the textual descriptions accompanying this lesson it must 

receive them in a simplified form. This is done primarily to remove phrases that are not strictly 

relevant to the concept. One such example, in the lesson above, is the phrase 'a group may be of any 

shape of size and may extend right across the board' as this phrase adds nothing new to the 

understanding of the concept. Sometimes lessons contain phrases that are completely extraneous. 

Another reason for the model accepting only simplified text is that it is beyond the scope of the work 

to investigate the understanding and processing of natural language. It is the intention instead to 

concentrate on the investigation of how people learn concepts from text and pictorial examples using 

simplified textual inputs for this purpose. From the lesson above GOaL's language component, 

described in chapter eight, summarises the textual description as:

This is the concept of a string.

A string consists of pieces.
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The pieces are of the same-colour.

The pieces are in a path-to relationship.

A string contains a vacant-point.

The piece is stone-vacant-h-or-v-adj to a vacant-point.

In order to learn a new concept, such as the string presented in the previous chapter, a number of steps 

are required. The HIPO chart, below in fig.7.9 illustrates an overview of the learning mechanism 

together with the various processes that the mechanism is comprised of.

Retrieve relevant 
information

Retrieve textual 
description

Retrieve salient 
primitive concepts

Learn new concept

Instantiate textual 
descriptions

1

Instantiate for 
each instance
of the concept

Find conjunctions 
of primitives

1

Retrieve pictorial 
examples

Create new concept

1 1
Create advisors 
from common 
features in pictorial 
examples

1

Create new 
conceptual 
representation

Create new 
program from 
conceptual 
representation

Fig.7.9 HIPO chart of GOaL's learning module

After accepting the textual description and retrieving the appropriate primitives from memory, the first 

task for the learning algorithm is to encode the position in terms of known concepts. The textual 

description that accompanies lessons provides the model with information about which primitives it 

should use to encode the pictorial examples. A representation of the positions in the string lesson 

would include such primitives as 'piece' and 'vacant point' and such primitive relationships as 'path- 

to' shown in design of the memory model in the previous chapter. Each of the pictorial examples may 

be represented in terms of prior knowledge in the form of the following example using the textual 

description to retrieve the salient concepts from memory:

(piece col white x_loc 2 y_loc 2) 

(piece col white x_loc 2 y_loc 3)

(same_colour (piece white xjoc 2 y_loc 2) (piece col white x_loc 2 y_loc 3)) 

(pathjo (piece col white xjoc 2 y_loc 3) (piece col white xjoc 2 yjoc 3))
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(vacant_point x_loc 1 y_loc 1) 

(vacant_point xjoc 1 yjoc 2) 

(vacant_point x_loc 1 y_loc 3) 

(vacant_point xjoc 2 yjoc 1)

In the example above, the 'piece' primitive functions recognises the presence of two pieces and 

records their colours and co-ordinates as an 'x_loc', the location along the x-axis of the board, and a 

'y_loc', the location along the y-axis of the board. Another primitive function recognises that two 

pieces share the same colour and a further function recognises that there is a path between the two 

pieces. The next stage is to find conjunctions between the various components. The aim of the 

algorithm that performs this task is to group pieces under common attributes and relationships. For 

example in:

((relationship 1 piecel piece2) (relationship 1 piece2 pieceS) (relationship 1 pieceS piece6) 

(attributel piecel piece2 pieceS piece4 pieceS) (attributel piece6 piece?)) 

the conjunction of primitives would be:

((relationship 1 attributel piecel piece2) (relationship 1 attributel piece2 pieceS))

Piecel and piece2, in the example above, share a conjoined frame since they are seen together in a 

relationship 1 and an attributel frame. Since pieceS and piece6 are only seen together in one frame, 

piece4 and pieceS are only seen together once and piece 6 and piece? are only seen together once, no 

conjunctions are made for them. Essentially, this conjunction procedure attempts to find and record 

which components are common to more than one relationship or attribute frame, discarding the rest.

In another example:

((attributel piecel piece2 pieceS piece4 pieceS) (attributel piece6 piece?) 

(relationship 1 piecel piece2 pieceS) (relationship 1 piece4 pieceS piece6 piece?))

the conjunction of primitives would be:

(attributel relationshipl piecel piece2 pieceS) (attributel relationshipl piece4 pieceS) 

(attributel relationshipl piece6 piece?)
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In the example of the string lesson, however, the conjunctions would be simply:

(adjacent

(same_colour path-to (piece col white x_loc 2 y_loc 2) (piece col white x_loc 2 y_loc 3)) 

((vacant_point x_loc 1 y_loc 1) (vacant_point x_loc 1 y_loc 2) (vacant_point x_loc 1 y_loc 3) 

(vacant_point x_loc 2 y_loc 1)))

The function that performs the task of making conjunctions between pieces is described below:

Function conjugate_primitives 

For each set of relationships or attributes: 

For each individual relationships:

Extract all subset permutations of pieces within the individual relationship and try and find a

match with any subset of pieces from each set of relationships or attributes apart from the one

currently being studied.

If a match can be found in every other set of relationships or attributes then record the current

subset permutation of pieces. 

End for 

End for 

End function

Once the model has produced conjunctions for each of the pictorial examples the next stage is to 

generalise the information and specialise the instantiated representation as necessary. Also at this stage 

the model discovers how connections are made at lower levels than the ones mentioned in the text. It 

may be, for example, that the text states that two strings are adjacent to each other. The advisors will 

examine the lowest level components of the strings, pieces, and generalise a description of how they 

are connected.

The model attempts to learn the most accurate, abstract description for each concept that it studies. 

However there may be cases in which specific configurations are to be learnt. For example each 

pictorial example in a lesson may be of exactly the same shape. In such cases it would be necessary to 

specify the shape exactly in the conceptual description. It may be that pieces in each pictorial example 

are of similar shapes. For example only strings may be presented that contain varying amounts of 

pieces but are formed from vertical connections only. It may also be the case that each example shares 

a specific number of pieces. In cases where every pictorial example shares a common shape or a 

common number of pieces, functions, designed to look for such regularities detect this and record the
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type of regularities (whether shape or number of pieces). An example of a conjugated form for the 

concept of a string in which both of the examples follow a specific shape is shown below.

(concept string) 

(adjacent

(same_colour path_to

(piece col white x_loc 2 y_loc 2) (piece col white xjoc 2 yjoc 3))

((vacant_point x_loc 1 yjoc 1) (vacantjpoint x_loc 1 y_loc 2) (vacant_point x_loc 1 y_loc 3)

(vacant_point x_loc 2 y_loc 1))) 

(adjacent

(same_colour path_to

(piece col black xjoc 13 yjoc 8) (piece col black xjoc 13 yjoc 9))

((vacant_point x_loc 12 yjoc 8) (vacant_point xjoc 14 yjoc 9)))

In the example above, a specific shape has been recognised in each pictorial example and added to a 

separate representation. From the string lesson above, the generalised internal representation generated 

by the model at this stage is:

(concept string 

(adjacent

(same-colour path-to piece) 

(vacant_point))

It has been shown that the model produces a declarative description of a string that may be used by a 

model to recognise instances of the concept. While the declarative description is useful, the model 

requires that the learnt description of a concept be in the form of a function as are the primitives that it 

is defined in terms of. The final step in learning a new concept, then, is to automatically generate a 

new program to recognise instances of that concept. Since both primitives and advisors are in the form 

of programs themselves it merely requires a function to arrange them correctly in the form of a new 

program. The declarative description below:

(concept string 

(adjacent

(same-colour path-to piece) 

(vacant_point))
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becomes the function:

(defun string (area) 

(adjacent

(extract_pieces (conjugate (same-colour area) (path-to area) (piece area)))

(extract_pieces (vacant-point area))))

In the example of the string function above, there are several features that need to be clarified here. 

The function conjugate (described above) has been added to conjugate the results of the functions 

same-colour, path-to and piece. This process finds each separate group of pieces on the board that are 

the same colour and in a path. The adjacent function finds each vacant-point that is adjacent to a 

particular group of pieces. If no adjacent vacant point can be found for a group of pieces then since 

adjacent cannot return anything in that instance that particular group of pieces is rejected. Every group 

of pieces that does have one or more vacant-points associated with it is recorded within a list that is 

returned by the string function.

The top-level function that receives a declarative description of a concept and performs the task of 

automatic program generation is described below:

Function program_generation 

For each level of concepts: 

For each concept sub part:

If only one remaining concept sub part stop and return that concept sub part. 

Otherwise call the function with the result of extracting the pieces of the conjunction of the 

first of the concept sub parts and the result of extracting the pieces of the conjunction of the 

rest of the concept sub parts. 

End for 

End for 

End function

7.5 Implementation of the Performance Component

This section describes, at the implementation level how the model performs concept recognition tasks 

and move selection tasks. It is a relatively simple matter for the GOaL model to perform tasks since 

each concept is made up of function calls and it remains only for the model to find the conjunctions 

and group the results of each of its sub-parts together to make up the concept instance. Once a concept 

has been learnt, a conceptual representation is constructed such as shown in the previous section. The
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representation is used by a function that produces the recognition or move selection answer. The 

function that uses the description forms the basis of a function that is automatically generated by the 

computational model to perform the task of recognising the concept. The representation for the 

concept is shown below in the form that the model remembers it.

((adjacent 

(path-to same-colour stone 1) (vacant-point 2)))

For the above representation there is only one component: the relationship adjacent (in this case, that a 

stone is horizontally or vertically adjacent to a vacant point). The relationship component contains two 

parts, the first part is consists of stones that must be the same colour and are in a path (of horizontal or 

vertical adjacent relationships). The second part of the component simply is at least one vacant point.

The function generated by the model evaluates the stones and vacant points that exist on the board to 

generate the positions of the strings that are present. The function begins by producing a list of the 

stones that satisfy the conditions of being the same colour and are in a path. The function then 

produces all of the vacant points that are adjacent to stones. Using the results from the primitive 

adjacent, the model is able to work out how to join the grouped stones of the same colour to the vacant 

points into legal strings. The primitive generates each a list of relationships of its type and the model 

can map the grouped stones onto the vacant points that its members are related to as the adjacent 

relationship suggests.

The result of this function is to produce lists of stones and vacant points that each conform to the 

string definition. Once these lists have been constructed the computational model generates a border 

around the edge of each recognised instance of the concept. The model utilises the co-ordinates of the 

stones and/or vacant points present in each recognised instance (a list of pieces and vacant points) to 

perform this task. The example below shows the representation of the hane concept. The hane differs 

from the string in complexity. Hane contains three components where each element of a component 

also belongs to another component. The representation is shown below.

((h-or-v-adjacent different-colour (stone 1) (stone group 2)) 

(h-or-v-adjacent (stone group 2) (vacant-point 3)) 

(diag-adjacent (stone 1) (vacant-point 3)))

In the example above, three relationship components describe the concept of hane. Put simply, the first 

component describes a stone that is related horizontally or vertically adjacently to a group of a

different colour. The second relationship describes that the group from the first relationship also must
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be horizontally or vertically related to a vacant point. The final relationship component describes that 

the stone from the first relationship must be diagonally related to the same vacant point that the group 

is related to from the second component. Simply put: the conceptual representation states that a group 

of stones must be horizontally or vertically adjacent to a vacant point, that group must be a different 

colour to a stone that also is diagonally adjacent to the same vacant point. The move associated with 

this concept is the vacant point itself that is horizontally or vertically adjacent to the group and 

diagonally adjacent to the stone. Had a second stage been included in the concept, the state resulting 

from the move would be incorporated into the second stage description which may or may not also 

have a move associated with it. Once the above conceptual description has been learnt by the model it 

may perform the task of selecting moves in Go problems involving the concept of hane.

Using this conceptual representation to recognise concepts, the model first uses the each component to 

construct a list of the stones that match the relationships. The model does this in the same way that it 

did for a string in the previous example save for one difference. Here, in the first component, two 

relationships exist in the same component. The model finds the conjunction of these two relationships, 

returning a list of all stones that are adjacent and a different colour. The model then uses this 

conjunction as the single relationship for the component. The next step is for the model to resolve each 

set of components into a list of complete hane instances. The model does this by finding matches 

between the items in component relationships. In the case above, for example, the group from the first 

component must be the same group in the second. The stone from the first component must be the 

stone in the third. The vacant point from the second component must be the vacant point from the 

third. The model verifies that such links between every component exist and only when it can 

instantiate every item correctly does it record that a new hane has been found.

The result of this function of the model is to record where every hane exists on the board. Once this 

has been accomplished, the model returns a list of the stones and vacant points present in each hane. 

As in the previous case of a string, the model also uses the information regarding the location of the 

stones and vacant points to outline the edges of the concept instances. In the lesson it was stated that 

for this first stage of the concept a move exists. The move, in this case is the vacant point from 

components two and three. The model picks at random any vacant point from any hane that exists on 

the board as its chosen move response. This is done since without any other information, any such 

move will suffice as the correct response to where to play a hane move.

The model, generates a move then not because it is simply reproducing a specific move that it has seen 

relative to a particular configuration of pieces. The model understands that it must find a vacant point 

to play on that satisfies the conditions of being vertically adjacent to a stone and diagonally adjacent to

the group where the stone and the group are adjacent and a different colour.
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Chapter 8

A Comparison between Human and Computational Game Learning and Playing

In this chapter, the behaviour of the model is compared against the behaviour of people that were 

observed studying the game of Go. Experimental results taken from students of the game performing 

learning tasks and tasks involving the recognition of concepts and the selection of moves are reported. 

The results obtained from the computational model performing the same tasks are also recorded and 

the two are compared. In this chapter it is shown how closely the behaviour of 'GoaL' program 

models that of people in learning concepts, in the subsequent recognition of concepts and in the 

selection of moves.

8.1 Introduction

This chapter reports the results of four experiments. In each experiment the results obtained by testing 

people are reported first. These results then are compared against the results obtained by the model so 

that comparisons may be made. The experiments are designed to show the extent to which the model 

emulates the behaviour of people in its learning, subsequent recognition of concepts and in its move 

selection. The first experiment, termed the 'textual relevance' experiment, examines the effect on 

learning of impairing (by removing part of) the textual description in Go lessons. The second 

experiment, termed the 'pictorial relevance' experiment, looks at the effect on learning of impairing 

lessons by not including varied diagrams in lessons. The third experiment is termed the 'effect of 

spatial variance on pattern recognition' experiment. This experiment asks whether there will be a 

statistically significant difference in the recognition scores between two groups: one given rotated, 

mirrored and/or rotated versions of those in lessons studied and one given more varied problems. The 

last experiment presented in this chapter is the 'effect of spatial variance on move selection' 

experiment. Similar to the previous experiment, this ask whether there will be a difference in the move 

selection scores between the group given rotated, mirrored and/or inverted versions of those patterns 

already seen and those given more spatially varied positions.
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8.2 Learning Experiments

In this section, the ability of people to learn from lessons containing both textual descriptions and 

pictorial examples of concepts is studied. The effects on subsequent performance of impairing the 

textual descriptions and impairing by limiting the pictorial examples that the learners received is 

studied. A comparison then is made between the results of the human subjects against those of the 

computational model to show how closely the model behaves like the human experiment subjects.

8.2.1 Experiment 1

The 'textual relevance' experiment reported in this section examines the effect on learning of 

impairing the textual descriptions of concepts given to learners. The idea of the experiment is to 

determine whether removing some of the information in the textual description while leaving the 

pictorial examples unimpaired will have a significant effect on the subsequent level of performance of 

the learners. The results obtained from the human subjects in the experiment then are compared 

against the results obtained from the computational model.

Method

Subjects. A different eighteen subjects were chosen for this experiment at random. None of the 

subjects had any previous experience of learning or playing the game of Go.

Stimuli and Procedure. Basic instructions about the game of go were given to all subjects. One group 

then was provided with instructions about two concepts: strings and 'hane' with the information 

regarding the colour of the pieces involved removed. All of the lessons given to students and referred 

to in this chapter may be found in appendix A3. The descriptions, that all pieces in a string must be the 

same colour and that the pieces and the group in a 'hane' must be different colours, were removed. 

However, a range of examples illustrating this was left unimpaired. The second group received full 

descriptions of the concepts together with the same unimpaired range of diagrams that the first group 

received. Upon studying the lessons, positions containing five strings in total were presented for the 

purpose of recognition and positions containing seven 'hane' points were presented for the purpose of 

move selection giving a maximum possible recognition score of twelve. Each of these problems, 

referred to in this chapter, also may be found in appendix A3.

Results

In this experiment, the impaired textual descriptions appeared to have an effect on the performance of

the subjects' scores in the subsequent recognition and move selection tasks. The experiment suggests
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that a lesson containing a good set of varied pictorial examples alone is not always enough to provide 

enough information to recognise a range of conceptual instances. A complete textual description of the 

concept is required, at least at the level of beginners who have no frame of reference in which to 

interpret the pictorial examples. The results from the 'textual relevance' experiment are reported 
below in tables 8.1 and 8.2.

Group I
Subjects
Ni = 9

1
2
3
4
5
6
7
8
9

Condition I
Received impaired textual
descriptions

1
1
1
2
2
2
6
7
8

Group II
Subjects
N2 = 9

10
11
12
13
14
15
16
17
18

Condition II
Received 'normal' textual
descriptions

6
7
7
8
8
8
8
8
9

Table 8.1 Results comparing groups in the 'impaired text' experiment

Group I 
Subjects 
Ni = 9

CMP

Condition I 
Received impaired textual 
descriptions

6

Group II 
Subjects 
N2 = 9

CMP

Condition II 
Received 'normal' textual 
descriptions

12

Table 8.2 Results from computational model in two conditions of the 'impaired text' experiment

A statistically significant difference between the two sets of results exists at the p < 0.005 level with 

just the human subjects and also when the results of the computational model are added. This means 

that the null hypothesis, that any difference between the two sets of results may be attributed to 

random events, may be discarded. Perhaps, it is not immediately obvious from the results displayed 

above, in table 8.1, that there appears to be a noticeable difference between the poorer performing 

subjects in the first group and the better performing candidates within that group. The diagram below, 

fig.8.1, illustrates this phenomena more clearly.
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Amount of 3 
people

1 -

- D

1 2 3 4 5 6 7 8 9 10 11 12 
Number of correct answers given

Fig.8.1 Distribution of results from people in the 'textual relevance' experiment

Received impaired 
textual descriptions

^ Received normal 
textual descriptions

In the diagram above, fig.8.1, it can be seen that within the group that received impaired textual 

descriptions, while the majority performed quite poorly, two people still managed to achieve much 

better scores (of seven and eight correct answers, respectively). One explanation for this phenomenon 

is that some people are unaffected by having textual descriptions impaired. Perhaps some people rely 

more on the quality of pictorial examples to learn concepts while others rely more on textual 

descriptions. Whatever the case, there is insufficient data here to form a reliable conclusion although 

perhaps this phenomenon is worthy of future study.

It also is of note that the model, with impaired text, appears to perform at around the level of people 

with non-impaired text, with a score of six out of twelve. With the advantage of non-impaired text the 

model performs significantly better than the best of the human subjects with a perfect score of twelve 

out of twelve. This result suggests that the model has better learning and performance algorithms than 

the abilities of the people that were studied.

8.2.2 Experiment 2

The 'pictorial relevance' experiment considers the effects on learning and subsequent performance of 

impairing the pictorial examples contained in lessons. In the experiment the pictorial examples 

contained in lessons teaching the concept of strings and cutting points were impaired for one group 

and gave another group a variety of different examples of the concepts. The recognition and move
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selection scores were counted for the subjects in each group and compared the results against the 

results of the computational model. The basic idea of this experiment is to determine whether 

providing overly specific examples together with a complete textual description for concepts in Go 

results in significantly worse recognition and move selection scores than if a better variety of 

examples is given.

Method

Subjects. Eighteen more subjects, different to those in the previous experiments reported in this 

chapter, were selected at random to be participants in this experiment. Again none of the participants 

had any previous knowledge about the game of Go.

Stimuli and Procedure. After being provided with basic instructions about the game of Go, the two 

groups were given instructions about the concepts of strings and cutting points. Both groups' lessons 

contained complete and unimpaired textual descriptions of the concepts being studied. However, the 

lessons for the first group contained only specific configurations of the concept. For example the 

pictorial examples of strings each contained only two stones arranged in a line. The second group 

received a greater variety of configurations for each concept. Upon studying the lessons, positions 

containing nine strings in total were presented for the purpose of recognition and positions containing 

four 'cutting' points were presented for the purpose of move selection giving a maximum possible 

recognition score of thirteen.

Results

Impairing the diagrams by restricting them to only one specific configuration for each concept 

appeared to have a significant effect on the subsequent recognition and move selection scores for the 

'impaired diagrams' group. The experiment suggests that providing one configuration of concepts, at 

least those used in this experiment, impaired the ability of people to recognise a variety of novel 

instances of the concept. The results from the 'pictorial relevance' experiment are reported below in 

tables 8.3 and 8.4.
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Group I
Subjects
Ni = 9

1
2
3
4
5
6
7
8
9

Condition I
Received impaired
diagrams

2
3
3
4
5
5
5
6
7

Group II
Subjects
N2 = 9

10
11
12
13
14
15
16
17
18

Condition II
Received 'normal'
diagrams

5
5
6
8
9
9
11
12
12

Table 8.3 Results comparing two groups in the 'impaired diagrams' experiment

Group I
Subjects
Ni = 9

CMP

Condition I
Received impaired
diagrams

3

Group II
Subjects
N2 = 9

CMP

Condition II
Received 'normal'
diagrams

13

Table 8.4 Results from computational model in two conditions of the experiment

A statistical significance between the two sets of results exists at the p < 0.005 level with just the 

human subjects and also when the results of the computational model are added. This means that the 

null hypothesis that the differences between the two sets of results are due to random events may be 

rejected. In the results above, there is some slight overlap in the number of patterns correctly identified 

with some of the better subjects from the 'impaired diagrams' group performing slightly better than 

the poorer performing subjects from the 'normal diagrams' group. However, there exists nothing like 

the variance in the results such as those witnessed in the 'impaired text' subjects in the 'textual 

relevance' experiment. This can be seen more clearly in the diagram below, fig.8.2.
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Perhaps it is the case that whereas some people tend to rely on text more than others, reliance upon 

pictorial examples is more widespread amongst people. When the results are compared against those 

obtained from the computational model, it is again the case that the model performs significantly 

better than people with an unimpaired lesson (in this case, unimpaired pictorial examples). However, 

when provided with impaired diagrams, the computational model performs at the level of the worst 

performing people in the experiment. Since the model performed as well as the better subjects with 

impaired text but only managed to perform as well as the worst subjects with impaired diagrams, this 

suggests that the model relies to a greater extent on having good pictorial examples than it does on 

having good text.

8.3 Recognition and Move Selection Experiments

In this section, a further two experiments are reported and discussed. In these experiments, the ability 

of subjects was examined together with the ability of the model to recognise instances of concepts and 

select moves in spatially varied but conceptually similar patterns to those studied.

8.3.1 Experiments

This experiment is termed the 'effect of spatial variance on pattern recognition' experiment. The 

ability of people to recognise conceptual instances that are spatially different to those studied is tested 

in this experiment. Spatially varied patterns are those that follow the general principle of the concept
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but are not merely mirrored, rotated and/or inverted versions of patterns already studied. The basic 

idea of this experiment is to test one group with spatially different patterns and one group with 

spatially similar patterns. A comparison can then be made between the results to determine if there is a 

statistically significant difference between the two.

Method

Subjects. Eighteen subjects were chosen at random for the experiment. Each subject had no previous 

knowledge or experience of the game of Go and thus was considered to be a total novice in the game.

Stimuli and Procedure. Eighteen randomly chosen Go problems were presented to the subjects that 

tested the learners ability to recognise instances of strings and potential links between strings. Nine of 

the problems were spatially different to those studied and were presented to the first group. Nine 

problems were merely mirrored, rotated and/or inverted versions of those in the lessons and were 

presented to the second group. This gives a maximum score of nine for recognised concepts (for all 

subjects).

Results

It may have been expected that, since the second group was tested with mirrored, rotated and inverted 

examples of those studied, they would have performed significantly better in the recognition tasks than 

the first group. However no significant difference between the recognition scores of the two groups 

was found. This suggests that people are able to recognise instances of concepts not just in terms of 

very specific spatial properties seen in the examples that they have studied. People appear to be able to 

recognise spatially different conceptual instances to those seen in lessons that they have studied in 

terms of conceptual features. Such conceptual features that are included in the spatially different 

problems include, for example, that a vacant point is shared adjacently by two strings. Such 

conceptual features do not describe any particular configuration of pieces. If such conceptual features 

are used by people to recognise conceptual instances, then this would allow not only for the 

recognition of spatially different instances but also for mirrored, rotated and inverted instances of the 

concept. The results from the initial experiment are shown below in tabular form in table 8.5 and table 

8.6.
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Group I 
Subjects
N, = 9

1
2
3
4
5
6
7
8
9

Condition I 
Tested with spatially
different concept instances

3
3
4
6
7
7
8
8
9

Group II 
Subjects
N2 = 9

10
11
12
13
14
15
16
17
18

Condition II 
Tested with spatially
similar concept instances

3
4
6
6
8
8
8
9
9

Table 8.5 Results comparing groups in recognition experiment.

Group I
Subjects

CMP

Condition I 
Tested with spatially 
different concept instances

9

Group II 
Subjects 
N2 = 9

CMP

Condition II 
Tested with spatially 
similar concept instances

9

Table 8.6 Results from computational model in two conditions of the recognition experiment.

The results from the recognition experiment above are presented as two tables. The results of the 

computational model are included in table two. There is no statistically significant difference at the p < 

0.05 level between the two sets of results exists. Therefore the null hypothesis cannot be rejected that 

the differences between the two groups are random. Looking at the results from the computational 

model, the scores under each condition of the experiment are identical. The model does not perform 

better under either condition of the experiment, using conceptual features for the recognition tasks in 

both conditions.

8.3.2 Experiment 4

This experiment is termed the 'effect of spatial variance on move selection experiment'. The ability of 

people to select the correct move(s) in conceptual instances that are spatially different to those studied 

is tested in this experiment. The basic idea of this experiment again is to test one group with spatially 

different patterns and one group with spatially similar patterns. A comparison can then be made 

between the results to determine if there is a statistically significant difference between the two. This 

experiment is similar to the first, however, where recognition scores were recorded in the first
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experiment, this experiment records the number of correct moves selected by the participants in both 

conditions.

Method

Subjects. The same eighteen subjects from the first experiment were chosen for inclusion in this 

experiment. The subjects had no previous experience of the game of Go and were considered to be 

novices.

Stimuli and Procedure. Sixteen randomly chosen Go problems were presented to the subjects that 

tested the learner's ability to select moves in 'hane' and 'cutting point' problems. Eight of the 

problems were spatially different to those studied and were presented to the first group. Eight of the 

problems were mirrored, rotated and/or inverted versions of those in the lessons and were presented to 

the second group. This gives a maximum possible score of eight for correct move selection (for all 

subjects in the experiment).

Results

Again, as in the 'effect of spatial variance on pattern recognition' experiment, no statistical 

significance was found in the difference between the move selection scores of the two groups. This 

suggests that people are able to do more than just apply remembered, specific moves to familiar 

configurations of pieces. The experiment suggests that people are able to recognise moves 

pragmatically in that they can adapt conceptual descriptions of moves to apply to spatially novel 

situations. The results are shown below in tables 8.7 and 8.8.

Group I 
Subjects 
N, =9

1
2
3
4
5
6
7
8
9

Condition I 
Tested with spatially 
different concept instances

2
2
3
5
6
7
7
8
8

Group II 
Subjects
N2 = 9

10
11
12
13
14
15
16
17
18

Condition II 
Tested with spatially 
similar concept instances

3
3
5
5
7
8
8
8
8

Table 8.7 Results comparing groups in move selection experiment.
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Group I 
Subjects

CMP

Condition I 
Tested with spatially 
different concept instances

8

Group II 
Subjects
N2 = 9

CMP

Condition II 
Tested with spatially 
different concept instances

8

Table 8.8 Results from computational model in two conditions of the move selection experiment.

No statistically significant difference at the p < 0.05 level between the two sets of results exists. 

Therefore the null hypothesis, that the differences between the two groups are random, cannot be 

rejected. The model, also, does not perform better under either of the two conditions. In this case, the 

model performs with the same level of performance whether it is tested on spatially varied or spatially 

similar positions.

8.4 Summary

In this chapter the results of four experiments were presented with the aim of establishing how closely 

the GOaL program models human behaviour in learning and problem solving by comparing its results 

against those of people. The first two experiments examined the effects on learning and subsequent 

performance of impairing the textual descriptions (by removing text) and impairing the diagrams (by 

including unvaried examples). The third and fourth experiments examined the effects on performance 

by giving people positions similar to those studied in the lessons and positions that were different to 

those seen.

The first experiment reported in this chapter, the 'textual relevance' experiment detected an 

interesting phenomenon from the recognition scores of people who had received lessons with impaired 

text. There appeared to be a large variation in the amount of correct answers given within this one 

group. While the majority of people appeared to have been affected by having impaired text (in the 

form of low scores) two subjects appeared to be relatively unaffected by the impairment. These two 

subjects appeared to achieve scores comparable with the subjects who did not have the impairment of 

having reduced textual descriptions. It was suggested that perhaps some people rely on textual 

descriptions more than others to learn concepts. In the second experiment, the 'pictorial relevance' 

experiment all subjects appeared to be affected by having unvaried diagrams with no great difference 

in the scores within the group. It was suggested that people tend to rely more on having varied 

diagrams to learn concepts than they rely on having good, complete textual descriptions. However, 

since statistically significant differences were found in both experiments, it seems likely that both 

textual descriptions and pictorial examples are important to the learning process.
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In the 'textual relevance' experiment it was reported that the computational model performed much 

better than people under both conditions of the experiment (both with full and reduced text). In the 

'pictorial relevance' experiment, the computational model only performed better than people with a 

varied set of pictorial examples. Presented with only unvaried pictorial examples, the model 

performed only at the level of the worst scoring people within that group. The suggestion was made 

that the computational model requires good pictorial examples to learn. It was suggested that perhaps 

the model relies more heavily on pictorial examples than people.

The third and fourth experiments reported in this chapter illustrated people's (and the model's) ability 

to recognise and select moves when faced with unfamiliar positions, containing different 

configurations of pieces to those seen in lessons. The third experiment, the 'effect of spatial variance 

on pattern recognition' experiment, looked at people's ability to recognise instances of concepts that 

were different configurations to those studied in lessons. The fourth experiment, the 'effect of spatial 

variance on move selection' experiment, looked at people's abilities to select moves when faced with 

different configurations to those seen previously. These two experiments suggest that people are 

capable of recognising and selecting moves in spatially varied instances of concepts studied not just 

rotated, mirrored and/or inverted versions of those seen in lessons. The experiments suggest that 

people remember not specific patterns but descriptions from lessons that allow them to cope with 

novel configurations. In each of the experiments, putting the computational model into the 'tested with 

spatially different conceptual instances' or into the 'tested with spatially similar conceptual instances' 

had no effect on the results obtained. Due to the model's representation of concepts (as descriptions, 

essentially) it demonstrated that it was able to cope with spatially different problems just as people 

were. No group of people, that was studied, performed (statistically) significantly worse under either 

of the two conditions in each experiment.
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Chanter 9 

Conclusions

It is the purpose of this chapter to draw conclusions from the work. In this chapter, the criteria for the 

successful completion of the project are examined and it is considered how successfully the model 

meets each criterion. A number of limitations of the model are presented and suggestions for future 

work resulting from the model are suggested. This chapter restates the original contribution to 

knowledge and considers how significant the contribution is to the literature on cognitive, 

computational game playing.

9.1 Introduction

This chapter reviews the seven criteria for the successful completion of a cognitive, computational 

model of learning in the game of Go. Each criterion is evaluated individually to determine the extent 

to which it has been achieved by this work. The criteria consider the representations built up by the 

model as a result of learning experiences, the way in which concepts are represented, the nature of the 

structure that individual concepts reside within, the learning of concepts and the subsequent 

performance of the model using learnt conceptual representations. This chapter also considers a 

number of limitations of the model as it stands. A number of suggestions for future work are 

suggested. Many suggestions address the limitations that are discussed in this chapter and suggest 

potential solutions. Finally in this chapter, the original contribution to knowledge is examined. It is 

discussed why the contribution is significant and useful to the sphere of work in which it is done.

9.2 Evaluation of Model

In chapter one, the introduction, seven requirements were suggested for the successful completion of a 

project to produce a cognitively faithful, computational model of learning the game of Go. This 

section re-examines the criteria for success that were suggested. The success of each one is evaluated 

and it is critically examined whether the criteria themselves are adequate to produce a model that 

emulates human performance in the task of learning concepts for the game of Go. This section begins 

by reiterating the seven criteria that were initially suggested, reflecting the structure of the 

'requirements' section of the introductory chapter. The criteria are:

1. The generality of representations.

2. The ability to interpret and learn from text in lessons.
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3. A dynamic memory model.

4 The recognition of overlapping conceptual instances.

5. The representation of hierarchical conceptual representations.

6. The representation of strategies at various levels within a hierarchy.

7. The evaluation of positions in terms of learnt conceptual knowledge.

9.2.1 The Generality of Representations

The first criterion is that the representations built up by the model were suitably generalised to enable 

the model to recognise many spatially different, but conceptually similar instances of the concepts 

being studied. The first criterion also stated that associated plans should also be generalised such that 

correct moves other than those seen in the lesson examples should be considered by the player. 

Anecdotal evidence for such abilities can be found in a number of textbooks on the game of Go and 

from speaking to teachers of the game. Teachers often suggest that a learner should learn the 

underlying principles of each lesson rather than the particular examples shown to a learner. This is the 

case since it is often that the small number of examples studied will rarely appear in an actual game 

situation. However instances of the concept will appear and the learner should know about the concept 

as a whole rather than which move to play in rehearsed examples. Empirical evidence was presented 

in chapter four that demonstrated that people possessed the ability of being able to recognise spatially 

different conceptual instances from the examples that they had studied in lessons previously. It also 

was demonstrated that people were able to interpret their knowledge of which move to play in 

particular situations to apply to novel situations. It was shown that people were able to do more than 

just recognise conceptual instances that they had seen before. When two groups of people were shown 

the same lesson, the group that was presented with spatially different problems did not show 

significantly better recognition test scores than the group that had rotated, mirrored, and noisy 

instances of the lesson examples presented. Similarly, the group that was presented with spatially 

different problems to those already seen did not show significantly better move selection test scores 

than the other group.

It was established that people possess the ability to generalise such that they can recognise spatially 

different conceptual instances and select moves pragmatically. It was shown that this ability was 

incorporated into the model via the learning mechanism's ability to produce suitably generalised 

conceptual representations and the performance mechanism's ability to use the representations in 

recognition and performance tasks. In order to evaluate the success of the chosen representation in 

emulating the behaviour of people, a number of experiments were conducted, the results of which
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were reported in the previous chapter. Experimental results were reported that compared the 

performance of people against the results obtained by the model. Similarities were shown in the results 

obtained by the participants and the model when faced with problems involving rotated, mirrored and 

noisy versions of the examples studied and when faced with spatially different examples. The model 

produced a slightly better performance to that of the people that were studied. It is not a claim of this 

thesis that the model produces significantly better performances, however. It satisfies this criterion that 

there is a significant correlation between the performance of people and the performance of the model 

in recognising spatially varied instances of concepts and in recognising and selecting moves 

pragmatically.

9.2.2 The Ability to Interpret and Learn from Text in Lessons

The second criterion stated that a model of learning concepts for the game of Go should be able to 

learn from text as well as from lessons. Textual descriptions in lessons aid the learner in helping to 

restrict the features that will be used in the interpretation of the lesson to only those that are salient. 

Traditionally, computational models of learning the game of Go have concentrated on learning from 

pictorial examples only. However, textbooks that teach the game of Go use text along with 

diagrammatic examples. The exception is those books that report the sequences of moves in games 

only. This criterion was an important aspect to the model's development since people do not learn 

from pictorial examples exclusively. It often is difficult to learn from examples without a frame of 

reference in which to interpret those examples. Experts are in possession of knowledge about the game 

of Go in which to interpret lessons containing no textual descriptions, beginners are not. Thus 

sequences of book moves tend to be reserved, and recommended, for players who have some 

experience. Novice players are referred to books containing textual descriptions that allow them to 

interpret the lessons more easily.

It has been shown that the model is capable of interpreting simple, natural language expressions 

detailing the components, relationships and transformations of lessons. The model is able to use this 

interpreted textual description in order to restrict the number of primitives that it uses to interpret the 

pictorial examples. It was shown that the effect that textual descriptions have on the model is to reduce 

the time required to learn the lesson as was found with the human subjects. The experimental results 

both from the model and from people suggest that text, in both cases, is used in a similar way. That is, 

the text provides a frame of reference in which to understand new concepts. It was demonstrated that 

both people and the model find it difficult to interpret lessons in which textual descriptions are 

impaired.
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9.2.3 A Dynamic Memory Model

The third criterion of success for the model is that is possess a dynamic memory model that is capable 

of self-updating its representation of concepts within its hierarchical structure. The computational 

model learns concepts in terms of lower level primitives, making the accordant links with the lower 

level basic concepts automatically. As successively higher level concepts are learnt by the model, in 

terms of primitives and other learnt concepts, the model satisfies this criterion by updating its internal 

memory model hierarchy automatically.

9.2.4 The Recognition of Overlapping^onceptual Instances

An early experiment by [Reitman, (1976)] showed that, in the game of Go at least, in recall tasks 

people often chunked together pieces in overlapping components. That is the 'chunk' hierarchy used 

for the recall task, as in the recognition theory, was not strictly nested. [Reitman, (1976)] came to her 

conclusions by generalising from the results of a single player, a Go master. In [Reitman's, (1976)] 

experiments he was asked to pencil around the chunks that he used for the task. The participant, not 

knowing what a chunk is in psychological terms, was told to pencil around the way in which he 

'grouped' together the pieces in memory for task of recalling them. As part of this work, the 

experiment was repeated, this time using a number of subjects to provide some substantiation for 

[Reitman's, (1976)] claims. It was necessary to verify that the recognition theory as applied to 

knowledge about games was incomplete in that it didn't account for this phenomenon of overlapping 

instances. As in [Reitman's, (1976)] experiment people were asked to pencil around the groups used 

for the recognition and compared them against known patterns within the positions. It was found, as 

Reitman did that higher scores at the recall task seemed to be associated with a closer correlation 

between the chunks chosen by the people and the known Go patterns. This indicates that knowledge 

about the game improves performance in recall tasks. The experiment also showed that in a large 

number of cases, the chunks outlined by the participants overlapped each other as Reitman found.

The implication for the model was that some way has to be found to emulate the behaviour of people 

in recall tasks. A schema type representation was chosen that incorporated, within it, the components 

of concepts and the relationships between them. Using such a representation, where many conceptual 

instances there is no reason why components or parts of components of one conceptual instance may 

not form part of another in memory. Had an array based approach been relied on, the position of 

components in one conceptual instance would have compromised the memory of components of other 

concepts and perhaps not allowed the model to use its memory of concepts properly to chunk together 

the position. This is not the case with the representation, instances of concepts do not affect each other
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since the actual configuration of each concept is not important only the familiar conceptual similarities 

between them.

9.2.5 The Representation of Conceptual Representations within a Hierarchy

Anecdotal evidence suggests that experts, once they have sufficient experience of the game of Go are 

able to reconstruct, for the benefit of their students, complete games of Go, even remembering 

alternate lines of play. It used to be said, as a result, that Go improved ones memory. However, now 

other explanations exist for why this may be so, [Holding, (1985)] suggested that concepts for the 

game of chess were organised in memory as successively higher level concepts within a hierarchy.

In [Reitman's, (1976)] experiment, the expert Go player was found to be able to remember more then 

seven pieces from particular positions. It was found that an expert player is able to remember many 

more pieces. Such feats may have expected would severely stretch short term memory limitations. The 

so-called 'magic number seven' is the usual limit for the number of chunks that people are able to 

remember in short term memory (STM). However it was found that people were able to remember 

more pieces than seven indicating that they were chunking together pieces according to familiar 

concepts in long term memory (LTM) and simply remembering the labels of the conceptual instances.

The schema representation arranged as a hierarchy of successively higher level concepts is used by the 

model to remember instances of concepts. The model cannot perform recall tasks, only recognition 

and performance tasks. It is a claim of this thesis, however, that the memory structure emulates that 

held by people in order to produce their performance in recall tasks. When successively higher level 

concepts are remembered by the model they may be used to remember, for recall, larger patterns than 

perhaps a novice would be capable of recalling. The recognition theory and the computational models 

derived from it suggest that an array based representation of specific patterns is used for the task. 

However, instances of concepts, in the model, have familiar counterparts in LTM in the form of the 

higher level description (HLD) schema representations in the same way as the specific patterns do in 

the recognition theory. The HLD representations, however, also explain how people are able to 

remember spatially varied and overlapping conceptual instances.

9.2.6 The Representation of Strategies at Various Levels within a Hierarchy

[Holding, (1985)] suggested also that strategies are represented at various levels within a hierarchy of 

concepts. In experiment two, in the previous chapter, people were asked to learn concepts with 

associated moves. The model then, acting as participants in the experiment completed the same move

selection tasks. The model demonstrated that it was able to apply (and occasionally adapt) learnt
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moves associated with higher level concepts to apply to novel situations. The model successfully 

achieves this criterion of being able to represent strategies at various levels within a hierarchy. The 

model is capable of storing successively higher level moves associated with concepts at various levels 

of its hierarchical memory.

9.2.7_The Evaluation of Positions in Terms of Learnt Conceptual Knowledge

[Chi, (1978)] suggested that a rich knowledge base of 'knowledge-specific' strategies and tactics 

should improve players memory of positions. The Higher Level Description theory, [Bratko and 

Kopec, (1982)] and [Pfau and Murphy, (1988)] suggests that positions are evaluated in terms of 

generalised knowledge rather than a memory of specific positions. The final criterion for the 

development of a cognitive model of learning the game of Go, then, relates to the performance of the 

model in its evaluation of positions. The performance of the model is important since it allows the 

evaluation of how well it has learnt particular concepts about the game. It is possible for the model to 

generate specific goals and evaluate the consequences of playing sequences of moves and alternate 

lines of play to determine if the goal state may be reached. The model does not evaluate positions in 

terms of score then but rather in what may be achieved. It is because of this ability that it is claimed 

that the model successfully satisfies the final criterion for success: that positions are evaluated in terms 

of generalised knowledge.

9.3 Limitations

It has been concluded that the model satisfies all of the initial criteria for success and that it behaves in 

a way that emulates much of human behaviour. There are, however, a number of limitations of the 

completed model as it now stands.

Section 9.2.3, talked about the dynamic memory model contained within the computational model. It 

was concluded that the model is capable of recognising individual concepts more quickly as more 

instances of those concepts are recognised. However it also was said that as more concepts are learnt 

that the recognition times for concepts, when the player is not told which concept to recognise, do not 

increase significantly. The model performs a 'top down' search of the concepts that it knows, starting 

with the most abstract, in order to find the concepts that are present in a position. The limitation is 

that, although there is not a significant increase in the time required to perform such searches as 

knowledge increases, there is a gradual increase in the time required.

The model is only capable of completing recognition tasks and performance tasks where the selection

of moves is required. The model, at the time of writing, is unable to complete tasks involving the
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recall of whole positions for subsequent reconstruction on a new board. Such experiments, 

occasionally are termed 'recall' experiments. The lack of a mechanism for recalling whole positions is 

perhaps not a serious deficiency since it may be discovered how positions may be chunked for recall 

in STM by the model by examining the concepts that are remembered by the model. However, the 

inclusion of such a mechanism perhaps would yield information about how positions are visually 

constructed for recall and subsequently reproduced. A suitably sophisticated mechanism would allow 

the piece order of reconstructions to be analysed and compared against the ordering of pieces placed 

by people. This would be especially useful for comparing against the results of experiments involving 

people completing such tasks.

At present the model has no short-term memory limitations. If it were to complete recall tasks, then 

theoretically it could simply remember all pieces individually and there would be no need for 

chunking. The most significant impact on the model, as it stands, of this limitation is in its ability to 

complete tasks involving the selection of moves. It is often claimed that STM limitations naturally 

restrict players' abilities to consider more than a small number of lines of play or chunked strategies. 

However, again the model may consider any number of alternate strategies for a given position.

The model is only capable of completing tasks involving the identification of concepts and appropriate 

move selection when the names of the concept(s) to be recognised are given to it by the user. Concepts 

are stored as 'and' trees within the model so that each higher level within a concept is made up of all 

of the lower level sub-concepts within it. One limitation of this is that the model is limited to the 

identification and move selection tasks that it currently performs. An addition that could be made to 

the range of tasks that the model performs would be to allow it to play whole games of Go. In order to 

be play whole games, the model would have to make a change to the way that it represents concepts. 

Instead of storing concepts as 'and' trees, it would be necessary to store concepts as 'and/or' trees. In 

such a structure, higher level concepts may still be represented as a number of sub-components, 

although the ability to choose between groups of sub-components would now be available and the 

model could select different strategies to employ. The relevance of this is that there may be more than 

one path to achieve a specific goal. Since the model is currently restricted to only one of these paths 

then the alternatives that would be necessary consider to effectively play whole games can not be 

included.

In this work, the computational model is shown to complete a number of recognition tasks and move 

selection tasks. However, the range of concepts that are used in these demonstrations is limited to a 

string, hane, thickness, cutting points and potential links. In the second chapter, which provided an 

explanation of the fundamentals of the game of Go, a number of example concepts were shown.

Although the model is not shown to complete any other than a limited range of examples, it could
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learn all of the concepts shown in the second chapter since there is nothing about these that makes 

them different to those five that the model is tested on. The concepts that the model has shown that it 

can learn are representative of the types of concepts, such as those in the second chapter, that exist for 

the game of Go.

9.4 Suggestions for Future Work

A number of suggestions for future works are made that are derived from the limitations discussed in 

the previous section. There are, however, a number of other suggestions that relate to work that may 

result from this thesis. A limitation exists in that the model gradually increases its recognition times as 

it acquires knowledge. One suggestion for future work to solve this problem would be in the 

identification of visual cues within positions. Such visual cues would restrict the concepts considered 

to only the small number of 'candidates' that were most likely to be present in the position.

As discussed in the previous section it may be desirable for the model to include a mechanism that 

allowed it to perform recall tasks. Such a mechanism would allow the model to remember a given 

position by chunking it together and then reconstruct it recording the order in which the pieces were 

replaced. A mechanism of this sort already exists for a model that uses the recognition theory's pattern 

based representation within the 'Perceiver' model for the game of chess, Church and Church (1977). 

The model chunks together positions according to familiar attack/defence relationships and reproduces 

them to the best of its abilities.

Another suggestion for future work is the inclusion of a mechanism and concept representation that 

allows the model to play whole games of Go. Such a mechanism would allow the model to be 

evaluated not just in how it performs in specific problems but how it copes with selecting strategies for 

the longer term and the game as a whole. The mechanism would assess the effectiveness of various 

strategies within an and/or tree selecting that which led to the best outcome for the model. For 

example a very high level concept would be to play for a draw. It can be imagined that a number of 

possible strategies could be employed by the model to achieve this. One salient issue regarding the 

learning and selection of alternative strategies is the credit assignment problem. However, the GOaL 

model learns plans as sequences of state descriptions. If a plan is being executed successfully by the 

model then the resulting states match descriptions held by the model. This removes the need to 

evaluate positions in terms of the current score (or any numerical assessment). Thus, the credit 

assignment problem would not hinder the inclusion of a strategic selection mechanism.

Two restrictions on memory may be included within the model to improve the faithfulness of the

representation. STM limitations would force the model to restrict the amount of alternate lines of play
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to only those most salient from the choices available to it in its conceptual representations. Perhaps 

future work may also be done to include a mechanism that atrophies the memory of particular 

concepts. The model could forget, perhaps, in whole or in part, the representations of concepts that it 

had not seen for some time.

In order to learn concepts, the model possesses a number of primitives that it interprets new lessons in 

terms of. A possible suggestion for future work is to discover if a complete set of primitives exists or 

whether more primitives would be necessary to learn other concepts. This raises the issue of the nature 

of completeness and the question of how to determine when the set of primitives is complete. One 

suggestion for a measure to determine the extent to which the set of primitives is complete is to see 

whether the model can learn a certain set of concepts using them. However, it may be necessary to 

keep refining and adding to the set of primitives as new lessons are considered. A better solution may 

be to analyse the set mathematically and prove that a complete set of primitives exists. Whatever the 

solution it is likely that a finite set exists that could be considered to be complete for the game of Go 

and it would be useful to know when the model is in possession of a complete set of primitives.

The final limitation that the previous section considered was that the model is only shown to learn a 

small number of concepts, although the model is shown to learn variations of these such as learning 

overly specific configurations of strings from unvaried pictorial examples. One suggestion for future 

work would be to allow an experienced Go player (or an experienced teacher) to teach the model a 

wider range of concepts than are currently taught. It would be interesting to discover the extent of not 

only the number of concepts that may be learnt but the level of abstraction of concepts that can be 

reached (the number of levels within the hierarchy of concepts).

9.5 Original Contribution to Knowledge

This project yields an original contribution to knowledge in the form of a cognitive model of learning 

in the game of Go. The computational model learns representations that are defined completely in 

terms of abstract features enabling it to recognise spatially varied instances of each concept. The work 

assists in the understanding of how people learn, remember and recognise concepts in the sphere of 

game playing. The contribution to knowledge is significant in that it explains how a computational 

model may learn concepts from both textual descriptions and pictorial examples. The model also 

provides an original solution to the problem of how people are able to learn to chunk together 

conceptual instances in short term memory using representations of concepts in long term memory 

while being able to recognise spatially varied instances.
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Appendix A 2 

Overview of the

Board containing pictorial 
examples and textual description

Salient 
primitives

Language processing 
component

Processed textual 
description

Learning 
Component

Final concept 
representation

Long term 
memoryFinal concept 

representation

Performance 
component

Board containing position 
for task

Solution: 
(location of concept instance(s) 
and/or suggestion(s) for 
appropriate rnove(s))

Fig.A2.1 Pictorial overview of the model
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Walkthronph

The sections in the walkthrough below relate to the data flows in the pictorial overview of the model 

in fig.AZ.l above. For each data flow, example information that would be used by the computational 

model in the learning of the string concept is included.

1. Raw text

This is the concept of a string.

A string consists of stones.

The stones are of the same colour.

The stones are connected by a path of adjacent stones.

A string also has a vacant point.

The vacant point is adjacent to the stones.

2. Raw diagrams

((...... piece 1 piece2 ....)

(..pieceS .... piece4 ....)

where piecel for example may represent (piece col black x_loc 7 y_loc 1)

3. Processed textual description 

(concept) (string) 

(all) (stone) (?item-number 1) 

(attributes) (same_colour) (stone) (?item-number 1) 

(attributes) (path_to) (stone) (?item-number 1) 

(exists) (vacant point) (?item-number 2) 

(relationship) (vacant point) (stone) (adjacent) (?item-number 1) (?item-number2)

4. Salient primitives

(piece col white x_loc 2 y_loc 2)

(piece col white x_loc 2 y_loc 3)

(vacant_point x_loc 1 y_loc 1)

(vacant_point x_loc 1 y_loc 2)

(vacant_point x_loc 1 y_loc 3)

(vacant_point x_loc 2 y_loc 1)

(same_colour (piece white x_loc 2 yjoc 2) (piece col white x_loc 2 y_loc 3))
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(path_to (piece col white x_loc 2 y_loc 3) (piece col white x_loc 2 y_loc 3)) 

etc..

The processed textual description and the salient primitives are processed to produce the instantiations 

of the concept such as the following by the learning mechanism: 

(concept string) 

(adjacent

(same_colour path_to

(piece col white x_loc 2 y_loc 2) (piece col white x_loc 2 y_loc 3))

((vacant_point x_loc 1 y_loc 1) (vacant_point x_loc 1 y_loc 2) (vacant_point x_loc 1 y_loc 3) 

(vacant_point x_loc 2 y_loc 1))) 

(adjacent

(same_colour path_to

(piece col black x_loc 13 y_loc 8) (piece col black x_loc 13 yjoc 9) 

(piece col black x_loc 13 y_loc 9)) 

((vacant_point x_loc 12 y_loc 8) (vacant_point x_loc 14 y_loc 9)))

5. Final conceptual representation (as a frame later turned into function') 

(concept string 

(adjacent

(same-colour path-to piece) 

(vacant_point))

In this case no specific features appear in all pictorial examples so the most general description of 

a string is learnt by the model. If specific features do appear then extra information is added. For 

example if each pictorial example contains exactly two pieces then an extra piece of information is 

held separately as an external qualifier: (string piece_count 2).

6. Test position

(...... piecel............  )

(..piece2 piece3piece4..) 

(............................)

(............ .piece5piece6))

where piecel for example may represent (piece col white x_loc 7 yjoc 2)
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7- Solution (one possible example") 

((string ((piece colour black x_loc 12 y_loc 5)

(piece colour black x_loc 13 y_loc 5) (piece colour black x_loc 13 y_loc 6) 

(vacant_point x_loc 11 y_loc 5) (vacantjpoint x_loc 12 y_loc 6) 

(vacant_point x_loc 13 y_loc 4) (vacant_point x_loc 13 y_loc 7) 

(vacant__point x_loc 14 y_loc 6))) 

(string ((piece colour black x_loc 16 y_loc 12) 

(piece colour black x_loc 17 y_loc 12)

(vacant_point x_loc 16 y_loc 11) (vacant_point x_loc 15 y_loc 12) 

(vacant_point x_loc 18 y_loc 12))))

Below are a number of example screens illustrating the inputs and outputs of the model. For the 

purposes of illustration, it is shown how the string and hane lessons are entered and the outputs that 

are produced from the string recognition and cutting point move selection tasks.

This is the concept of a group.

A group consists of stones.
The stones are of the same-colour.

The stones are in a path-to relation 

A group contains a vacant-point. 

The stone is stone-vacant-h-or-v-adj

tone
black-stone 
white-stone

ClfjrBonnl | Rocogtdst :J|asame-colour
different-c ol ourvfl 
same-col our-rel

Fig.A2.2 Interface screen showing input of the string lesson.
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iThis is the concept of hane.
hane consists of a stone. 

|A hane also consists of a group.

|The group is the stone.
llhe stone is different-colour-tel
|The stone is adjacent to the group!

hane must have a vacant-point. 
|The group is stone-vacant-h-or-v-a[ 
|The stone is also stone-vacant-dia|

|The move is the vacant-point.

Learn

Cku-Boart

| Save |

Gel Text |

Recognise

Load '

stone I 
black-stone j 
white-stone I 
'line-colour j 
different-colour-' 
same-colour-rel 
all-combination]

jBUrk s tunes; \\Tiitf stones

Fig.A2.3 Screen containing first step of the hane lesson.

This is the concept of hane.
hane consists of a stone. 

A hane also consists of a group

The group is the stone. 
The stone is different-colour-rel 
The stone is adjacent to the group 
A. hane must have a vacant-point. 
The group is stone-vacant-h-or-v-a 
The stone is also stone-vacant-dia

:ii stone 
black-stone 
white-stone 
same-colour 
different-colour 
same-colour-rel 
ill-comb inatio

Fig.A2.4 The second step of the hane concept.
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((group ((piece colour
(piece colour
(piece colour
(piece colour
(piece colour
(piece colour

black x 
black x 
black x 
black x 
black x 
black x 
loc 8)y 

y
y

_ y 
(vp x_loc 7 y 

(group ((piece colour

loc 7) 
loc 6)
loc 10)

stone-vac ant-d 
stone-vacant-di
ronf-y-icant-di

Fig.A2.5 Recognition of instances of the string concept.

Lesson Tew

ut (piece colourblackxjoc 8y_loc 11) (vpx_loc 
(piece colour white x_loc 9 y_loc 10) 
(piece colour white x_loc 8 y_loc 9))

I (cut (piece colour white x_loc 9 y_loc 10) (vp x_loc 
(piece colour white x_loc 8 y_loc 9) 
(piece colourblackxjoc 8 y_loc 11)))

II would pi ay the move at: (vpxjoc 8y_loc 10)

Leara

Clear Board

Save

Black stones

Get Text

; Recognise i

Load

White stones

stone-vacant-di 
 ;tone-vacant-di
.group

Fig.A2.6 Move selection in an example of the cutting concept.
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Appendiy A

Experimental Materials and Results from Computational Model

A 1.1 Positions from the First Experiment. 'Textual Relevance'

Text given to computational model:

This is the concept of a group.
A group consists of stones.
The stones are of the same-colour.
The stones are in a path-to relationship.
A group contains a vacant-point.
The stone is stone-vacant-h-or-v-adj to a vacant-point

Text given to people:

This is the concept of a group.
A group consists of stones.
The stones are the same colour.
All of the stones are connected.
A group also has at least one vacant point.
Each vacant point is horizontally or vertically adjacent to a stone in the group.

Fig. A3.1 Lesson teaching the concept of a string (group) for first experiment with colour information

Text given to computational model:

This is the concept of a group.
A group consists of stones.
The stones are in a path-to relationship.
A group contains a vacant-point.
The stone is stone-vacant-h-or-v-adj to a vacant-point

Text given to people:

This is the concept of a group.
A group consists of stones.
The stones are the same colour.
All of the stones are connected.
A group also has at least one vacant point.
Each vacant point is horizontally or vertically adjacent to a stone in the group.

Fig. A3.2 Lesson teaching the concept of a string (group) for first experiment without colour 

information
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Fig.A3.3 Test position containing four strings presented to subjects in first experiment

Fig. A3.4 Four strings correctly identified as four by the model with the aid of colour information

Fig.A3.5 Four strings erroneously identified as two by the model due to lack of colour information in 

lesson

Fig.A3.6 Test position containing two strings presented to subjects in first experiment
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Fig.A3.7 Two strings correctly identified as two by the model despite a lack of colour information

Text given to people:

Text given to computational model:

This is the concept of hane.
A hane consists of a stone.
A hane also consists of a group.
The group is the stone.
The stone is different-colour-rel to the group.
The stone is adjacent to the group.
A hane must have a vacant-point.
The group is stone-vacant-h-or-v-adj to the vacant-point.
The stone is also stone-vacant-diag-adj to the vacant-point.
The move is the vacant-point.

This is the concept of hane.
A hane consists of a group and a stone.
The group and the stone are different colours.
A stone in the group is horizontally or vertically to an adjacent point.
The stone is diagonally adjacent to the same adjacent point.
The move is the vacant point.

Fig.A3.8 Lesson teaching the concept of hane with colour information for first experiment

Text given to computational model:

This is the concept of hane.
A hane consists of a stone.
A hane also consists of a group.
The group is the stone.
The stone is adjacent to the group.
A hane must have a vacant-point.
The group is stone-vacant-h-or-v-adj to the vacant-point.
The stone is also stone-vacant-diag-adj to the vacant-point.
The move is the vacant-point.

Text given to people:

This is the concept of hane.
A hane consists of a group and a stone.
A stone in the group is horizontally or vertically to an adjacent point.
The stone is diagonally adjacent to the same adjacent point.
The move is the vacant point. _______________

Fig A3.9 Lesson teaching the concept of hane without colour information for first experiment
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Fig.A3.10 Test position containing a hane presented to subjects in first experiment

Hane

Fig.A3.11 hane correctly identified with or without the aid of colour information

Fig.A3.12 Second position containing no hane presented to subjects in first experiment

Hane

Hane

Fig.A3.13 Two hane incorrectly identified without the aid of colour information
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Fig.A3.14 Third position containing two hane presented to subjects in first experiment

Hane

Fig.A3.15 Two hane correctly identified with the aid of colour information

Hane

Hane

Fig A3.16 Two hane correctly and two incorrectly identified without the aid of colour information
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ALUositions from the Second Experiment. 'Pictorial Relevance'

Text given to computational model:

This is the concept of a group.
A group consists of stones.
The stones are of the same-colour.
The stones are in a path-to relationship.
A group contains a vacant-point.
The stone is stone-vacant-h-or-v-adj to a vacant-point

Text given to people:

This is the concept of a group.
A group consists of stones.
The stones are the same colour.
All of the stones are connected.
A group also has at least one vacant point.
Each vacant point is horizontally or vertically adjacent to a stone in the group.

Fig.A3.17 Lesson teaching the concept of a string (group) for second experiment with varied examples

Text given to computational model:

This is the concept of a group.
A group consists of stones.
The stones are of the same-colour.
The stones are in a path-to relationship.
A group contains a vacant-point.
The stone is stone-vacant-h-or-v-adj to a vacant-point

Text given to people:

This is the concept of a group.
A group consists of stones.
The stones are the same colour.
All of the stones are connected.
A group also has at least one vacant point.
Each vacant point is horizontally or vertically adjacent to a stone in the group.

Fig.A3.18 Lesson teaching the concept of a string (group) for second experiment with non-varied 
examples

Fig.A3.19 Test position containing two strings presented to subjects in second experiment
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Fig.A3.20 Two strings correctly identified by the model with the aid of varied diagrams

Fig.A3.21 One string correctly identified and one missed by the model without the aid of varied 
diagrams

Fig.A3.22 Second position containing three strings presented to subjects in second experiment

Fig A3 23 Three strings correctly identified by the model with the aid of varied diagrams
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Fig.A3.24 Third position containing three strings presented to subjects in second experiment

Fig.A3.25 Four strings correctly identified by the model with the aid of varied diagrams

Fig.A3.26 One string correctly identified and two missed by the model without the benefit of varied 

diagrams

The group is the stone. 
The stone is same-colour-rel to the group. 
The group is stone-vacant-h-or-v-adj to the vacant-point. 

The move is_the vacant-point.__________

Text given to computational model:
This is the concept of cut.
A cut consists of a group.
The group is the stone.
A cut also consists of a vacant-point.
The group is stone-vacant-h-or-v-adj to the vacant-point.
A cut also consists of a group.

Text given to people:
This is the concept of a cut.
A cut consists of two groups that are the same colour and a vacant point.

At least one stone of each group is horizontally or vertically adjacent to the vacant point.

The cutting move is the vacant point.
-*• »-—• •—-—--—~o ' *

Fig A3 27 Lesson teaching the concept of a cutting points for second experiment with varied examples
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The move is the vacant-point.

Text given to computational model:
This is the concept of cut.
A cut consists of a group.
The group is the stone.
A cut also consists of a vacant-point.
The group is stone-vacant-h-or-v-adj to the vacant-point.
A cut also consists of a group.
The group is the stone.
The stone is same-colour-rel to the group.
The group is stone-vacant-h-or-v-adj to the vacant-point.

Text given to people:
This is the concept of a cut.
A cut consists of two groups that are the same colour and a vacant point.
At least one stone of each group is horizontally or vertically adjacent to the vacant point.
The cutting move is the vacant point.

Fig.A3.28 Lesson teaching the concept of a cutting points for second experiment with non-varied 
examples

Fig.A3.29 Test position containing cutting point presented to subjects in second experiment

Cutting Point

Fig.A3.30 Cutting point correctly identified with the benefit of varied examples

Fig.A3.31 Second position containing cutting point presented to subjects in second experiment
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Cutting Point

Fig. A3.32 Cutting point correctly identified with the benefit of varied examples

Fig.A3.33 Third position containing cutting points presented to subjects in second experiment

Cutting Points

Fig.A3.34 All cutting points correctly identified with the benefit of varied examples

:Cutting Points

Fig.A3.35 Only two cutting points correctly identified without the aid of spatially varied examples
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A 1.3 Positions from the Third Experiment. The Effect of Spatial Variance on Pattern Recognition'

Text given to computational model:

This is the concept of a group.
A group consists of stones.
The stones are of the same-colour.
The stones are in a path-to relationship.
A group contains a vacant-point.
The stone is stone-vacant-h-or-v-adj to a vacant-point

Text given to people:

This is the concept of a group.
A group consists of stones.
The stones are the same colour.
All of the stones are connected.
A group also has at least one vacant point.
Each vacant point is horizontally or vertically adjacent to a stone in the group.

Fig.A3.36 Lesson Teaching the Concept of a String (Group) for Third experiment

Fig. A3.37 Test position containing four strings, rotated and inverted versions of those seen in a lesson, 
presented to subjects in third experiment

Fig.A3.38 Computational model's solution to test position containing four strings in third experiment

Fig.A3.39 Test position containing four strings, spatially different to examples, presented to subjects 

in third experiment 162



Fig.A3.40 Computational model's solution to problem containing four spatially different strings in 
third experiment

OO--

Text given to computational model: 
This is the concept of potential-link. 
A potential-link consists of a group. 
The group is the stone. 
A potential-link also consists of a stone. 
The stone is same-colour to the group. 
The group is diag-adj to the stone.

Text given to people:
This is the concept of a potential link.
A potential link consists of a group and a stone that are the same colour and a vacant point.
The group and the stone are diagonally adjacent.

Fig.A3.41 Lesson teaching the concept of potential links for third experiment

Fig.A3.42 Test position containing potential links, rotated and inverted versions of those seen in the 
potential links lesson, presented to subjects in third experiment

Fig.A3.43 Computational model's solution to test position containing potential links in third 

experiment
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Fig.A3.44 Second position containing potential links, rotated and inverted versions of those seen in the 
potential links lesson, presented to subjects in third experiment

Fig.A3.45 Model's solution to second position containing potential links in third experiment

Fig.A3.46 Third position containing potential links, rotated and inverted versions of those seen in the 
potential links lesson, presented to subjects in third experiment

Fig.A3.47 Model's solution to third position containing potential links in third experiment
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Fig.A3.48 Test position containing potential link, spatially different to examples, presented to subjects 
in third experiment

Fig.A3.49 Computational model's solution to test position containing spatially different potential links 
in third experiment

Fig.A3.50 Second position containing potential links, spatially different versions of those seen in the 

potential links lesson, presented to subjects in third experiment
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Fig.A3.51 Model's solution to second position containing spatially different potential links in third 
experiment

Fig. A3.52 Third position containing potential links, spatially different versions of those seen in the 
potential links lesson, presented to subjects in third experiment

Fig.A3.53 
experiment

Model's solution to third position containing spatially different potential links in third
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Fig.A3.54 Fourth position containing cuts, spatially different versions of those seen in the cuts lesson 
presented to subjects in third experiment

Fig.A3.55 Model's solution to fourth position containing spatially different cuts in third experiment

A 1.4 Positions from the Fourth Experiment 'The Effect of Spatial Variance on Move Selection'

Text given to computational model:
This is the concept of cut.
A cut consists of a group.
The group is the stone.
A cut also consists of a vacant-point.
The group is stone-vacant-h-or-v-adj to the vacant-point.
A cut also consists of a group.

The group is the stone.
The stone is same-colour-rel to the group.
The group is stone-vacant-h-or-v-adj to the vacant-point.
The move is the vacant-point. ______________

Text given to people: 
This is the concept of a cut.
A cut consists of two groups that are the same colour and a vacant point. 
At least one stone of each group is horizontally or vertically adjacent to the vacant point. 

The cutting move is the vacant point. ______________________

Fig. A3.56 Lesson Teaching the Concept of Cutting Points for Fourth experiment
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Fig.A3.57 Test position containing cutting point, rotated and inverted versions of those seen in the 
cutting points lesson, presented to subjects in fourth experiment

Cutting Point

Fig.A3.58 Model's solution to test position containing cutting point in fourth experiment

Fig.A3.59 Second position containing cutting point, rotated and inverted versions of those seen in the 
cutting points lesson, presented to subjects in fourth experiment

Cutting Point

Fig.A3.60 Model's solution to second position containing cutting points in fourth experiment
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Fig.A3.61 Third position containing cutting point, rotated and inverted versions of those seen in the 
cutting points lesson, presented to subjects in fourth experiment

Cutting Point

Fig.A3.62 Model's solution to third position containing cutting point in fourth experiment

Fig. A3.63 Fourth position containing cutting point, rotated and inverted versions of those seen in the 
cutting points lesson, presented to subjects in fourth experiment

Cutting Point

Fig A3.64 Model's solution to fourth position containing potential links in fourth experiment
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Fig.A3.65 Test position containing cutting point, spatially different to examples, presented to subjects 
in fourth experiment

Cutting Point

Fig.A3.66 Model's solution to test position containing spatially different cutting point in fourth 
experiment

Fig.A3.67 Second position containing cutting point, spatially different to examples, presented to 
subjects in fourth experiment

Cutting Point

Fig.A3.68 Model's solution to second position containing spatially different cutting point in fourth 

experiment

170



Fig.A3.69 Third position containing cutting point, spatially different to examples, presented to 
subjects in fourth experiment

Cutting Point

Fig.A3.70 Model's solution to third position containing spatially different cutting point in fourth 
experiment

Fig.A3.71 Fourth position containing cutting points, spatially different to examples, presented to 
subjects in fourth experiment

Cutting Point

Fig.A3.72 Model's solution to fourth position containing spatially different cutting points in fourth 

experiment
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Text given to people:

Text given to computational model:

This is the concept of hane.
A hane consists of a stone.
A hane also consists of a group.
The group is the stone.
The stone is different-colour-rel to the group.
The stone is adjacent to the group.
A hane must have a vacant-point.
The group is stone-vacant-h-or-v-adj to the vacant-point.
The stone is also stone-vacant-diag-adj to the vacant-point.
The move is the vacant-point.

This is the concept of hane.
A hane consists of a group and a stone.
The group and the stone are different colours.
A stone in the group is horizontally or vertically to an adjacent point.
The stone is diagonally adjacent to the same adjacent point.
The move is the vacant point.

Fig.A3.73 Lesson teaching the concept of hane.

Fig.A3.74 Test position containing hane, rotated and inverted versions of examples in hane lesson, 
presented to subjects in fourth experiment

Hane

Fig.A3.75 Model's solution to test position containing hane in fourth experiment
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Fig.A3.76 Second position containing hane, rotated and inverted versions of examples in hane lesson, 

presented to subjects in fourth experiment

Fig.A3.77 Model's solution to second position containing hane in fourth experiment

Fig.A3.78 Third position containing hane, rotated and inverted versions of examples in hane lesson, 

presented to subjects in fourth experiment

Hane

Fig.A3.79 Model's solution to third position containing hane in fourth experiment
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Fig.A3.80 Test position containing hane, spatially different to examples, presented to subjects in 
fourth experiment

Hane

Hane

Fig.A3.81 Model's solution to test position containing spatially different hane in fourth experiment

Fig.A3.82 Second position containing hane, spatially different to examples, presented to subjects in 
fourth experiment

Hane

Hane

Fig A3.83 Model's solution to second position containing spatially different hane in fourth experiment
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