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Abstract

ABSTRACT
Magnetic Induction Tomography (MIT) is a contactless and non-invasive method for 

imaging the passive electrical properties of objects. An MIT system employs an array 

of excitation coils in order to induce eddy currents within an object and then uses 

detection coils to measure the resulting magnetic field perturbations. An image of 

conductivity distribution within the object is reconstructed by iteratively solving a 

non-linear inverse problem.

As a relatively new imaging technique, MIT encounters several challenges both in 

terms of the formulation of the algorithms and the computational intensity needed for 

industrial and medical applications. This is because such real life models are often 

necessarily large and complex, and the computation is consequently highly time 

consuming. For instance, in the case of stroke detection and monitoring, which is one 

of the potential medical applications of MIT, it has been a major challenge to develop 

realistic computer brain models which allow the reconstruction of high resolution 

images within practical time frames.

Parallel implementation is an obvious solution for addressing such computational 

challenges. Therefore, the development of a fast and efficient 3D image 

reconstruction solver and its implementation in parallel platforms are very important, 

as this will lead to considerable improvements in this field and allow the use of MIT 

in both medical and industrial applications. This thesis investigates potential hardware 

architectures, efficient parallel algorithms and optimisation methods for MIT.

In this study, an efficient 3D iterative image reconstruction algorithm was developed 

using the reciprocity method and was shown to provide better absolute conductivity 

images of sample than existing work. Significant improvements in computation time 

were achieved by the parallel implementations of both forward and inverse model 

parts of the image reconstruction algorithm. These implementations were developed, 

tested and compared across many hardware platforms using various parallelisation 

approaches.

Progresses made in this study will invariably hasten future developments of MIT as a 

real-life and low-cost imaging modality with many potential applications in the 

medical and industrial arena.
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Chapter 1 Introduction

CHAPTER 1 INTRODUCTION

1.1 Background and context of this research

Magnetic Induction Tomography (MIT) is a new non-invasive technique for imaging 

the distribution of the electrical properties (conductivity, permittivity1 and 

permeability) of objects [2-5]. MIT systems typically comprise two parts. These 

consist of electronic front end components (excitation and sensing systems) and a 

computer based data processing system. The former is used to excite the sample space 

to be imaged with an alternating magnetic field and then sense changes in the signal 

resulting from the sample presence. The computer system is used to process the 

sensed data and to generate an image of the sample space representing its conductivity 

distribution.

An overview of a typical MIT system is shown in Figure 1.1. Arrays of small 

excitation and detection coils are arranged around a conductive sample. The excitation 

coils are used to produce an alternating magnetic field, which then induces eddy 

currents within the sample. The detection coils then detect the perturbation of the 

primary field produced by those currents. A matrix called the sensitivity matrix is 

typically computed and combined with the measured signals to create an image of the 

electrical conductivity distribution within the sample.

1 Permittivity is a property of the dielectric material and reflects the ability of charges in the material to move in response to 
an electric field.
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Sample Image reconstruction

Excitation coil

Signal generator

Detection coil

' Host 
computer

Detector

Figure 1.1: A simplified diagram of single channel MIT imaging system principle.

ij

MIT belongs to a family of related impedance imaging techniques, which includes 

Electrical Impedance Tomography (BIT) and Electrical Capacitance Tomography 

(ECT). BIT is used to measure the resistance and reactance of a biological tissue with 

an array of electrodes and produce conductivity and permittivity images. ECT 

measures the capacitance profiles of the substance that provides for a permittivity 

distribution.

MIT has several potential advantages over ECT and EIT: compared to ECT, MIT can 

provide not only permittivity, but conductivity as well. Compared to EIT, MIT has the 

major advantage of not needing physical contact, thereby reducing both the practical 

difficulties of applying electrodes and the image artefacts associated with the use of 

electrodes [6]. It also has the potential advantage for the implementation of brain 

imaging where the high impedance of the skull is a very significant barrier to current 

injection in EIT, but not for the induced excitation employed in MIT.

The impedance imaging techniques may be viewed as complementary to Computed 

Tomography (CT), Magnetic Resonance Imaging (MRI) and other techniques. MRI 

measures the density of protons (hydrogen nuclei) and their relaxation times [7]. CT 

produces high quality images of the inside of the human body, such as the shape of 

the internal structures of the head, spine and limbs. Magnetic Resonance Electrical 

Impedance Tomography (MREIT) can detect the conductivity changes by injecting 

currents and measuring the induced magnetic flux density using an MRI scanner [8]. 

However, both CT and MRI scanners are large and expensive.

MIT has been proposed for numerous non-medical applications, such as process 

monitoring, security and multi-phase flow monitoring in oil pipe-lines [9-11]. MIT 

systems have also been proposed as a new bio-impedance imaging method with the

' The impedance of a biological tissue consists of the resistance and the reactance.
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potential advantages over BIT described above. Since MIT images the electrical 

properties of biological tissue, such as conductivity and permittivity, it has a similar 

range of potential medical applications to BIT, such as chest, body tissue, limbs and 

brain oedema imaging [12-14].

1.2 The need for high performance computing in 

MIT

This section is concerned with the challenges encountered during the development of 

MIT for medical and industrial imaging applications. An overview of MIT hardware 

and software systems is also given in section 1.5.

Currently, the MIT research group at the University of Glamorgan is developing a 

new imaging system for both medical and industrial applications with the 

collaboration of three academic partners - the universities of Swansea, Glamorgan 

and Manchester - and several well know multinational commercial collaborators. One 

of the primary aims of the medical applications is to develop a new imaging system 

for the rapid detection and classification of cerebral strokes. A major challenge faced 

by these teams is the development of realistic computer models of the human brain to 

allow electrical current flows within the brain to be computed. However, biological 

tissues, such as the human brain are complex and the impedance of these tissues 

change with time due to physiological processes, such as changes in human cerebral 

blood flow. A large number of voxels (up to 106 voxels) is required for the 

classification of a cerebral stroke to ensure spatial accuracy. Thus, the models are 

necessarily large and complex, and require a considerable amount of data processing 

time and computer memory. As a result, image reconstruction in MIT is limited by the 

computational intensity required to produce images of biological tissues even with 

single step reconstruction methods.

MIT, like BIT and ECT, is a 'soft-field' technique where the sensitivity distribution 

strongly depends on the conductivity distribution [15]. A non-linear iterative 

reconstruction approach is often necessary given the non-linear nature of the MIT 

image reconstruction problem, which requires the sensitivity matrix to be recalculated

3 A voxel is a volume element, representing a value on a regular grid in three dimensional space.
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at each iteration from the most recent estimate of the conductivity distribution 

resulting in excessive computation time.

At the start of this study, MIT image reconstruction algorithms were very basic and a 

single-step image reconstruction was commonly used unlike other tomographic 

methods, such as BIT and ECT [16-20].

At the later stage of the project, there has been increased interest in non-linear 

iterative reconstruction in MIT by our research group and others [14, 21-25]. Various 

iterative methods such as regularised Gauss-Newton and conjugate gradient methods 

were successfully employed to improve the single step image reconstruction. 

However, the iterative reconstruction added significantly to simulation time.

A major obstacle for practical MIT development is therefore to implement fast 3D 

iterative reconstruction within reasonable time limits. The need for an iterative 

algorithm and finer discretisation for realistic applications has become a major driver 

for the development of the parallel forward model and inverse solution.

1.3 The aim and objectives

The primary aim of this study is to investigate and develop an efficient parallel 

implementation of an MIT image reconstruction. Various algorithmic acceleration 

approaches (Figure 1.5 on page 16) will be investigated and evaluated on several 

parallel hardware architectures including a PC cluster, an IBM supercomputer and a 

hardware accelerator. The ultimate aim of this work is to produce a fast, highly 

discrete and cost effective iterative solution for MIT image reconstruction.

This thesis focuses on the software (e.g. computational and image reconstruction) 

aspects of MIT including simulation models, image reconstruction methods and 

computation acceleration techniques.

The objectives of the research are:

(1) To investigate MIT forward modelling, sensitivity map analysis and image 

reconstruction techniques and algorithms.

(2) To improve a sensitivity matrix creation algorithm used for MIT image 

reconstruction and to further develop suitable non-linear iterative image 

reconstruction algorithms, such as regularised Gauss-Newton methods.
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(3) To develop efficient parallel algorithms for the MIT forward modeller with 

various approaches including (i) different parallelisation methodologies, (ii) 

different hardware architectures, and (iii) parallel math libraries.

(4) To develop the parallel implementation of fully 3D interactive image 

reconstruction algorithm on a suitable HPC platform selected from study (2).

(5) To implement performance evaluation of the MIT forward model and the 

inverse solution on portable low cost co-processor platforms, such as the 

ClearSpeed Advance accelerator board.

Each main objective of this study corresponds to a chapter in this thesis.

1.4 Thesis organisation

The thesis is organised as follows:

Chapter one includes the main objectives of this research, the background review on 

past and current MIT systems. Overviews of the MIT forward model, inverse solution 

and relevant aspects of parallel architecture and algorithms are presented.

Chapter two and three cover the preliminary work on exploring and developing the 

two main components of the image reconstruction algorithm; the forward model and 

inverse solution. Chapter two deals with the theory and basic principles of the 

forward model and inverse solution. Chapter three describes a developed iterative 

image reconstruction technique for MIT by improving the sensitivity matrix creation 

algorithm.

Chapter four shows the analysis and evaluation of the developed parallel forward 

model algorithms and compares their performance on three HPC architectures 

including (i) a PC (Windows) cluster, (ii) a CLX Linux cluster and (iii) an IBM 

supercomputer.

Chapter five details the efficient parallelisation of 3D iterative image reconstruction 

algorithms. From chapter four, a suitable HPC architecture and well scaled parallel 

implementations of the forward model were selected and combined with the 

parallelised inverse solution using parallel math libraries. Various parallel iterative 

image reconstruction approaches were investigated and evaluated.
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Chapter six details the investigation of a portable and low cost accelerator to develop 

a dedicated and affordable system for the MIT image reconstruction. Thus, this 

chapter mainly focuses on the parallel implementation and evaluation of the MIT 

forward model and inverse solutions on a ClearSpeed Advance Accelerator board.

Chapter seven provides a discussion of the outcomes of the studies in the context of 

the aims and objectives, and provides an indication of the ways in which the work has 

contributed to scientific knowledge. It also provides pointers to future studies.

The appendixes contain related details of parallel architectures, computational 

devices, parallel programming and basic computational models used in the thesis. The 

appendixes also include the list of publications and several selected publications.

1.5 Overview of MIT hardware 

1.5.1 Existing MIT systems

The earliest inductively coupled (single channel measurement) system for biomedical 

application was developed by Tarjan and McFee in 1968 [26] for monitoring 

breathing and cardiac activity. They used two detection coils equidistant from a 

transmitter (centre) coil along a common axis, forming an axial gradiometer, to cancel 

the primary field. This was not actually successful since one receiver coil was closer 

to the sample and this created a high secondary field intensity. Measurements on the 

human head were not successful due to the weak signal received. However, recent 

MIT systems employ many of the original system features developed in this early 

work, such as the gradiometer sensors, capacitive shielding and phase sensitive 

detection.

Al-Zeibak and Saunders in 1993 [27] developed a single channel MIT system, which 

consisted of a pair of transceiver coils that is known as mutual inductance imaging. 

Although the reconstructed images were optimistic and the authers claimed that it was 

possible to distinguish between different kinds of tissues, the samples used consisted 

only of metal objects. They did not include low-conductivity samples (< 10 S/m), 

which are more representative of biological tissues within a tank with tissue- 

equivalent saline. They used a small drive coil and a distant pickup coil to scan saline 

phantoms and performed amplitude detection without phase sensitive information.
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The lack of the shielding for the system coils caused the system to behave as ECT. 

Later, the validity of some results was questioned in by Griffiths et al [3].

Netz et al [28] constructed a similar measurement system to the one proposed by 

Tarjan and McFee [26] based on magnetic induction using a gradiometer to monitor 

brain oedema. They used a primary coil to induce eddy currents in a volume 

conductor, and a pair of secondary coils to measure the conductivity of the volume 

conductor. A phase sensitive measurement was performed. The system sensitivity and 

stability needed to be further improved.

Several early MIT systems were developed for the process industry. Yu et al [29] 

built a multi-channel low frequency system called Electromagnetic Tomography 

(EMT) using two large excitation coils for industrial applications. Peyton et al [4] 

employed an industrial process MIT system, which had 16 circular coils developed at 

the University of Aveiro. Each coil was used as transmitter and receiver. Peyton et al 

[30] also investigated and gave an overview on the potential use of electromagnetic 

tomography for industrial applications. Peyton et al [31] developed a whole body 

MIT scanner (Bodylife) for biomedical applications.

Korjenevsky and Cherepenin [32] published images produced from simulation results 

for a 16 channel MIT system and a conductivity distribution of the human thorax. 

Korjenevsky et al [33] designed the first experimental multi-channel MIT system for 

biomedical applications and showed the applicability of MIT for medical imaging. 

The operating frequency of the system was 20 MHz, which was mixed down4 to 20 

kHz during the measurements.

Griffiths et al [3] presented a single channel MIT system operating at 10 MHz using a 

Phase-Sensitive Detector (PSD). Images of saline samples produced from the scans of 

the MIT system using a filtered back-projection algorithm. Morris et al [34] 

demonstrated a numerical MIT model (a finite-difference model) for simulating 

measurements in biological tissues and showed the conformity of measurements and 

the simulated results. A lower frequency (10MHz) 16 channel MIT system was 

designed and down-converted the signal to 10 kHz by Watson et al [35] for use in 

low conductivity samples. A planar array MIT system was built and presented in 2004 

[6, 36].

4 The input signal is converted into a low-frequency with a reference frequency.
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Scharfetter et al [37] employed a new type of gradiometer called the zero flow 

gradiometer (ZFGRAD) for their MIT system and compared three different strategies, 

such as Plarnargradiometer (PGRAD), zero flow coil (ZFC) and ZFGRAD [6]. The 

new type gradiometer ZFGRAD combines the advantages of PGRAD and ZFC as 

shown in Figure 1.2. However, all three systems have a similar spatial sensitivity. The 

same research group investigated a multi-frequency, multi-channel system [38-40] 

and termed it the Spectroscopic Magnetic Induction Tomograph [41]. Scharfetter et al 

[41] improved the system from a single to 8 channels and then further to 16 channels 

to perform multi-frequency and multi-channel phase sensitive measurements 

simultaneously via a direct ADC hardware. Similarly, Hamsch et al [42] developed an 

annular-array 16 channel MIT system using down-conversion methods with a 

capability of simultaneous parallel readouts.

Despite these recent developments, MIT has not been used for any clinical 

applications yet since MIT produces much poorer reconstructed images in terms of 

resolution and localisation compared to other tomographic methods. Further research 

work needs to be undertaken to improve the performance of MIT in both 

measurement, and software modelling and reconstruction. One way of improving the 

measurement signals is to use primary field cancellation techniques, which will be 

described in the next section.

1.5.2 MIT Systems based on primary signal 
cancellation

Primary signal cancellation is achieved by aligning receiver coils to be sensitive to the 

induced eddy currents and insensitive to the primary field. Two types of primary 

signal cancellation techniques have been applied in MIT system, which are 

gradiometers and back-off coils as shown in Figure 1.2.

In MIT systems, the primary magnetic field dominates the secondary one whose 

magnitude depends on the operating frequency and coil geometry [43]. Thus, the 

primary field signal becomes a limiting factor for the sensitivity and spatial resolution 

of the measured secondary field signal [6].
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(a) (b) (c)

Figure 1.2: Primary signal cancellation: (a) zero flux coil, (b) axial gradiometer and (c)
planar gradiometer [44, 45].

Watson et al [12] employed different methods to cancel the primary signal. One 

effective method is using coil geometries that may reduce the sensitivity of the 

detection coils to the primary signal and another is cancellation using electronic 

methods. These include back-off coils and phase compensation circuits. Although 

complete cancellation of the primary signal was not possible, large cancellation 

factors were obtained.

Tarjan and McFee [26] introduced the idea of cancelling the primary signal by using a 

third coil with a single channel measurement of body conductivity. The primary 

signal is cancelled by connecting two sensing coils that are equidistant from the 

transmitter coil. The two sensing coils form an 'axial gradiometer'.

Yu et al [46] employed an entirely electronic programmable (in both amplitude and 

phase) back-off (to cancel the primary signal) in an industrial MIT system operating 

at 200 kHz. A small drift in amplitude or phase would bring more errors to the small 

phase measurements in a medical MIT system, which requires a highly stable back 

off.

Griffiths et al [3] used a back-off coil, a third coil mounted separately to produce an 

anti-phase signal, which was then added to the signal in the sensing coil to cancel the 

primary signal. The manual adjustment in this system did not fit for a multi-channel 

measurement system. The single channel MIT system operated at 10 MHz.

Scharfetter et al [39] developed an "Inductively coupled wideband transceiver for 

Bioimpedance Spectroscopy" with a frequency range from 50 kHz to 5MHz. The 

primary signal was cancelled by using one and two coils, respectively. For one coil, 

the primary field was subtracted with a compensation method. The primary field was
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cancelled by using two methods for two coils: one with a gradiometer and the other 

by using two power amplifiers to provide an excitation current.

A direct phase measurement method was used by Korjenevsky et al [33] for their 

16 channel MIT system, which is inherently insensitive to the primary field. The 

operating frequency of the system was 20 MHz and it was mixed down to 20 kHz 

during the measurements.

A gradiometer was employed by Scharfetter et al [47] to cancel primary field signals. 

The residual primary signal is effectively cancelled with a phase compensation circuit. 

The operating frequency range of the system is 40-370 kHz over a single exciter and 

sensor. A planar gradiometer was used in a single excitation and rotation of the 

complete array to get the midpoint of the gradiometer, thus the primary signal was 

cancelled [48]. However, it could not detect symmetrical objects to the excitation coil 

axis.

A cancellation factor of 103 was achieved with axial gradiometers combined with an 

electronic cancellation at the operating frequency of 60 kHz [49]. A planar array of 

excitation coils and sensing coils was suggested by Riedel et al [36], which was 

mounted at right angles to the plane, so that there was no primary flux from the 

excitation coils. The primary field was cancelled by a factor of 298 on average with 

single channel measurements. The operating frequency of the system was 10 MHz 

and down-converted the received signal to 10 kHz to reduce phase instability during 

signal processing.

1.5.3 The Glamorgan University MIT system front end

The Glamorgan MIT system includes a hardware system [35], which is shown in 

Figure 1.3, and a numerical model [34]. The hardware front end of the MIT system 

consists of 16 excitation and 16 detection coils with diameters of 5cm.

Each transmitter-receiver pair is mounted on the same plastic former with a diameter 

of 5cm attached to a cylindrical aluminium screen (35cm diameter and 25 cm height). 

The metal screen also acts to reduce interference from external electromagnetic fields, 

confines the excitation field within the imaging volume and reduces unwanted 

electric-field coupling between the coils. Each coil consists of 2 turns. The transmitter

10
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and receiver circuits for each coil are located on the exterior of the confinement 

screen.

Enclosures containing exaltation / 
detection circuits

Figure 1.3: The Glamorgan MIT system front end.

The operating frequency of the system was 10 MHz and the received signal was 

down-converted to 10 kHz to reduce phase instability during signal processing. For 

data collection, 240 measurements were taken and it took 135 seconds for total 

measurement. The real and imaginary parts of the receiver signal were measured 

using a digital lock-in amplifier relative to the reference signal employing phase 

sensitive detection. The imaginary part of the received signal was found to be 

proportional to the saline conductivity [3].

The system has a 40 dB Signal-to-Noise Ratio (SNR)5 according to the experiments 

on a human head at 10 MHz. The dynamic range of the system is 60 dB which is the 

ratio between the largest and smallest signals that the system can detect.

5 SNR is the ratio between the signal level and the system noise level. It is expressed in dB.

11
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1.6 Overview of MIT software

The procedure of computing the sensed signals for a given excitation stimulus and 

conductivity distribution is called the forward problem as shown in Figure 1.4. 

Inverse problems refers to computing the conductivity distribution (as cross-sectional 

images) from the sensed signals for a given excitation stimulus (Figure 1.1 on page 2).

1.6.1 MIT forward model

A forward model was developed by Morris et al [34] to simulate biomedical MIT 

measurements and investigate the effects of system parameter changes (e.g. changing 

of coil configurations and minimising factors that effect signal strength) on the design 

and operation of an MIT system. In Figure 1.4, Morris et al [34] simulated the 

experimental arrangement described by Griffiths et al [3] using an excitation coil (9 

cm diameter) and a sensing coil (1.5 cm diameter) placed coaxially, 17.5 cm apart, 

facing horizontally. A cylinder of saline solution (9 cm diameter, 9 cm depth, axis 

vertical) was placed midway between the coils as shown in Figure 1.1. AV/V was 

computed for different horizontal displacements of the cylinder on either side of the 

coil axis.

Horizontal displacement (cm)

-0.07 -0.07

Figure 1.4: Measured and modelled profiles of the imaginary part of AV/V for the cylinder of
saline solution [34].

The Figure 1.4 showed that the numerical model provides a close approximation to 

experimental results, which are described in more detail in [34].

A substantial amount of research and number of publications exist on HIT forward 

modelling and some of those techniques were adapted to MIT. The first sensitivity 

matrix method was applied to MIT by Gencer and Tek [50] using a finite element

12
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numerical model (FEM) as a forward solver in order to derive an expression for the 

change in the secondary magnetic field in terms of the electric scalar potential within 

the conductive volume. They reconstructed meaningful images of conductivity in 3D 

using simulations from their finite element numerical model.

Morris et al [34, 51] developed a quasi-static finite-difference forward model for 

simulating MIT measurements. They also developed a perturbation method capable of 

producing a free space sensitivity matrix, but there are severe limitations on the 

accuracy of the reconstruction for large samples, as it ignores the strong influence of 

the sample geometry on the eddy current distribution. The other major limitation is 

computation time to create a sensitivity matrix, which took 5 days to create a 

sensitivity matrix for 20*20*20 voxels and 16 channel MIT system on a Dual Xeon 

PC (2.8 GHz and 3 GB memory). The forward model has to be calculated as many 

times as the number of voxels to fully produce the whole sensitivity map. To reduce 

the computation time, a full height perturbation was employed to run the full height of 

the detection volume, and 2VJ) approximation was used based on column image 

voxels and conductive samples.

Rosell et al [48] implemented an edge-finite element forward modeller with a 

reciprocity method, which was the adaptation of Geselowtiz's lead field theorem to 

calculate sensitivity maps. This method produced some encouraging results and 

greatly reduced computation time to create a sensitivity matrix. Subsequently, the 

algorithm was used by Scharfetter et al [52] to simulate the sensitivity of a single- 

channel MIT system with an empty detector region. However, these authers did not 

mention the computation time of the sensitivity matrix in their publication.

Analysing the factors that influence the sensitivity map is essential to optimise the 

image reconstructions, as sensitivity distribution strongly depends on the conductivity 

distribution [52, 53]. These factors, such as the number of voxels, conductivity 

contrast, coil alignments and geometry of the object, influence the sensitivity map, 

and are essential to optimise image reconstructions [15]. Several other studies were 

also presented related to sensitivity distribution in MIT [12, 13, 52, 53]. 

Scharfetter et al [52] showed that sensitivity maps for low contrast conductivity 

perturbations differ greatly from high contrast maps. The high contrast distributions 

have localised zones of sensitivity, as the high conductive samples (i.e. metals) 

produce large eddy currents. On the other hand, low contrast distributions may

13
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produce a greater spatial extent since the eddy currents within biomedical samples are 

many magnitudes smaller than those in metals.

Morris's perturbation method has limitations due to the large computation time 

needed to create a sensitivity matrix for even single step image reconstruction. 

Watson et al [54] developed a reciprocity method, which greatly reduces the time 

taken to produce a sensitivity matrix in comparison to the perturbation method. 

However, it was found to be suitable for difference images only, but fails when 

applied to absolute images6 [24, 55]. More details of the perturbation based model and 

its comparison to newly proposed reciprocity based method will be described in 

section 3.2.2.

1.6.2 MIT inverse solution

In MIT image reconstruction (inverse model), the sensitivity matrix is used along with 

the measured data to reconstruct the unknown distribution of conductivity. A Singular 

Value Decomposition (SVD) technique can be applied by inverting the sensitivity 

matrix to provide an estimation of conductivity distribution for biological samples. 

However, the sensitivity matrix is ill-conditioned, which means that simple inversion 

may produce significant artefacts due to measurement noise. To solve this problem, 

regularisation methods can be employed to reduce these artefacts by introducing 

forms of filtering. Another problem in MIT is that the inverse problems are severely 

ill-posed as small changes in the sensitivity matrix may have a huge effect on the 

reconstruction [11, 23, 51]. Image reconstruction is also inherently non-linear as the 

sensitivity distribution strongly depends on the conductivity distribution [22-24]. 

Thus, more than one solution may exist for a set of data. Reconstruction methods have 

been investigated and published exclusively in BIT and ECT [56]. MIT may employ 

similar reconstruction methods to BIT and ECT.

Single step algorithms may include the linear back-projection, Truncated Singular 

Value Decomposition (TSVD) and Tikhonov regularisation. Linear back-projection is 

one of the simplest direct reconstruction methods that solve the linear inverse 

problem. A weighted back-projection technique was originally developed for use in 

X-ray computed tomography [57]. This involves summing weighted projections along 

a straight line connecting the X-ray source and the detector. Early BIT systems also

' The true values of the conductivity.
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used filtered back-projection by back-projecting along curved equipotential lines [58]. 

The earliest publications dedicated to MIT image reconstruction by tomographic 

methods were undertaken by Al-Zeibak and Saunders [27]. The authers developed a 

single channel MIT system and used back projection and filtered back projection for 

image reconstruction. Although they successfully reconstructed images of a metal 

object within a tank filled with a saline solution, the images were not for low 

conductivity samples representative of biological tissues. Metal objects produce large 

eddy currents due to the high conductivity and the sensitivity distribution depends on 

the conductivity of the object.

Korjenevsky et al [33] applied this technique to MIT by back-projecting along lines 

of flux linking a transmitter and detector pair to reconstruct images of plastic bottles 

containing saline solution, both in free space and placed inside a larger saline filled 

tank. Peyton et al [4] used back-projection in industrial MIT studies and this provided 

good images of high contrast conductivity perturbations. Based on Scharfetter et al 

[52], back-projection may only be suitable for imaging high contrast conductivity 

perturbations, as the higher conductivity contrast may have better localisation of 

sensitivity while the low contrast distributions do not.

Tikhonov regularisation [59] was commonly used to reduce artefacts and large errors 

in image reconstruction and edge preserving regularisation [60] was applied to have 

better reconstructed image under even a noisy environment. Total variations (TV) is 

used by Soleimani et al [61] to de-noise the reconstructed images. Korjenevsky et al 

[62] investigated the use of artificial neural networks in MIT image reconstruction 

and the results showed an improvement compared to other standard filtered back- 

projection reconstruction algorithms.

Ramli and Peyton [63] used the simultaneous increment (SIRT) reconstruction 

method to image the positions and integrity of the steel bars embedded in concrete. A 

modified reconstruction algorithm was subsequently employed by Bissesseur and 

Peyton [64, 65].

In summary, the image reconstruction process in MIT is time consuming, in particular 

for biomedical applications due to the computation time needed to create the 

sensitivity matrix as described in the previous section. The following section will
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describe some parallel processing hardware and software techniques used to 

accelerate computation.

1.7 Overview of parallel computing

Advanced and affordable computer systems are becoming available and bring great 

benefits to solve problems that can not be handled by single processor computers. The 

technological improvements of microprocessors was derived mainly through the 

increased clock speeds in the 1970-90s in accordance with Moore's law [66]. Now, 

however, clock speeds are improving slowly. Due to the limitations in hardware 

development, microprocessor vendors are developing multi-core technologies and 

increasing the number of cores per chip to obtain improved performance. Thus, 

computer architecture is developing towards clusters and multi-cores, hence the 

current trend in parallel computing usage. However, algorithms have to be redesigned 

to efficiently utilise the advanced features of the parallel hardware.
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Figure 1.5: Approaches to algorithmic acceleration7 .

The performance of parallel algorithms may vary depending on different 

parallelisation methods, hardware architectures, accelerator techniques and 

optimisation methods. In order to accelerate an algorithm efficiently, both software

7 Intrinsic functions are commonly used functions provided in a given language e.g. the Fortran intrinsic function MATMUL 
for matrix multiplication.
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and hardware approaches have to be taken into account. Specifically, the following 

approaches can be undertaken to improve performance by

(i) exploiting the recent advancements in current multi-core processors and

various accelerators for a large number of applications; 

(ii) employing efficient algorithm and optimisation methods to allow faster

convergence and efficient computation as listed in Figure 1.5.

However, those approaches are related and can be combined into one application to 

achieve high efficiency. The following section will include comparative investigations 

of HPC technologies and accelerators for the implementations of industrial and 

clinical applications. A historical overview and current trends in parallel computing 

hardware and software are provided in the next section.

1.7.1 Parallel computing hardware

a) Development of parallel computer architectures

Microprocessor clock speed has been improving following Moore's law [66] for 

many years and was accompanied by a similar memory size increase by doubling of 

transistors on a chip every 18 months. However, as memory speed only increased by 

10 % each year, the gap between clock speed and memory speed increased greatly, 

which created a performance bottleneck. Processor, memory and data-path present 

bottlenecks to the overall processing rate of a computer system and nearly all memory 

systems are hierarchical with multiple levels of cache. Due to the unbalanced 

development between speed of memory and microprocessors, algorithms should be 

redesigned to minimise the frequency with which data moves between different levels 

of the memory hierarchy. More data traffic through memory hierarchies will decrease 

the ratio of computation to data movement. Several studies have shown that the 

network bandwidth of inter-node communication is also one of the key factors in 

speeding up the algorithms [67, 68]. Past, present and future of computer architectures 

are briefly described in the following based on [69].

• Vector machines
In the late 1970s and early 1980s, vector machines were introduced. Vector 

architecture exploits pipeline processing, so that the second processor does not need 

to wait for the previous one to complete operations. Vector architectures became
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suitable for scientific computations as most algorithms in linear algebra can be easily 

vectorised. Such mathematical operations can run simultaneously or in pipeline 

fashion on arrays of data. The LINPACK library was created by collecting Fortran 

subroutines to solve linear least-square problems and large dense linear equations.

• RISC computers with cache hierarchies
In the late 1980s and early 1990s, RISC computers were introduced. The great 

improvements in performance predicted by Moore's Law made this architecture more 

successful with an affordable price. Linear algebra algorithms also had to be 

redesigned to guarantee good cache reuse and allow calculations on shared-memory 

multiprocessors. LAPACK (Linear Algebra PACKage) eventually replaced the 

LINPACK library largely due to LINPACK's inefficient memory access patterns in 

the multilayered memory hierarchies. LAPACK is designed to be highly efficient on 

vector processors, high-performance workstations and shared-memory 

multiprocessors.

• Parallel systems with distributed memory
Both vector and RISC processors were connected together with a network to achieve 

greater performance and solve large problems by combining a good local performance 

with good global partitioning of the matrices and vectors. The LAPACK library was 

readapted to this architecture and a ScaLAPACK (Scalable LAPACK) library was 

created, which is suitable for MIMD (Multiple Instruction Multiple Data), distributed- 

memory and concurrent computers.

• Multi-core systems
Due to inherent physical limitations of circuit integration, the rate of increase of 

processor clock frequencies started to slow down and multi-core technologies have 

become an attractive alternative for improving processor performances since Sun 

Microsystems introduced its first Spare processors with multiple cores in late 2005. 

However, algorithms need to be redesigned to meet the complicated hardware 

designs. This has brought a fundamental shift in software-hardware design. Multi-core 

machines are becoming more common and the number of cores used is predicted to 

increase. The mixing of different types of multi-cores, accelerators and memory 

systems make software design even more complicated in terms of the programming 

model, communication, synchronisation and memory handling. A symmetric 

multiprocessor (SMP) is made up of several equally powerful processors within the
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same machine sharing a global memory space. Techniques that enable execution of 

multiple instructions in a single clock cycle have become popular in multi-core 

processors such as: Itanium, Spare Ultra and Power4 [70].

b) Taxonomy of HPC systems

HPC systems have been categorised in several different ways based on programming 

strategies [71] or architectures [72]. However, Dongarra et al [73] demonstrated that 

the taxonomy of HPC architecture is subjective, but not definitive. The following four 

types of HPC systems are considered; symmetric multiprocessing (SMP), massive 

parallel multiprocessing (MPP), a network of workstations (NOW) and a grid 

computer based on an inter-connection network, which is close (MPP/SMPs) or loose 

coupled (NOW/Grid) as shown in Figure 1.5 (page 16). Some of the less common 

architectures, which are based on vector and array processing, are not included.

In MPP architecture, each node has its own CPUs, memory, input/output subsystem 

and its own copy of the operating system. The address space is not shared among 

multiple nodes. Those multiple nodes are connected through a high-speed network 

and communicate with each other by transmitting data over the network by using a 

procedure called a "message passing" interface (MPI) library. The CLX cluster used 

in [67] and in chapter 4 also belongs to the MPP architecture.

SMP clusters are currently, the most commonly used parallel architecture. Hybrid 

programming with shared and distributed memory is a natural parallel programming 

paradigm for emerging parallel architectures [74, 75]. A cluster of SMPs is the hybrid 

of shared and distributed memory systems where each SMP node contains a number 

of processors sharing a global memory space. Maximum performance can be achieved 

by combining the advantages of both shared and distributed memory systems [75]. 

Several of the supercomputer systems used in this study [75, 76] are normally 

composed of multiple nodes and each node is composed of multiple processors. The 

large number of processors in each node is connected to a large shared memory 

resource. Supercomputers are normally used to solve highly specialised and complex 

problems that are not easily broken into smaller parts. The programming models of 

parallel supercomputers include (i) shared memory, (ii) message passing and (iii) both 

shared memory and message passing.
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The emergence of inexpensive parallel computers, such as commodity desktop 

multiprocessors and clusters of workstations, has made such parallel methods 

generally applicable. A NOW is a computer network that links a collection of 

workstations using special software, i.e. MPICH [77]. Sometimes an alternate term 

'Cluster of Workstations' (COW) is used. The NOW can be constructed as dedicated 

parallel clusters or implemented on existing networks within universities to provide 

substantial benefits. A cluster computer can be constructed by connecting normal PCs 

through a high-speed network. Cluster computers are used for parallel processing to 

achieve greater computational power than a single computer can without paying a 

much higher price. Cluster computers are valuable for this purpose since the 

availability of cluster computers is so wide spread that independent computers at 

universities or companies can be combined into a unified system through the existing 

network.

Grid computing combines different cluster computers on a heterogeneous network. 

However, it is not suitable for time critical biomedical applications, if a parallelised 

algorithm encounters intensive communication problems [67].

c) Coprocessors and accelerators

The use of large clusters and supercomputers may produce significant reductions in 

computation time. However, several practical issues have to be considered regarding 

the installation and the use of clusters and supercomputers, such as cost and space. 

Large clusters and supercomputers are expensive, and require a lot of investments as 

regard to space, power and maintenance. Another typical problem is queuing, because 

HPC resources are allocated among HPC users. Clinical and industrial time-critical 

applications cannot tolerate such queuing delays, so dedicated HPC platforms have to 

be considered.

The Japanese Earth Simulator was the world's most expensive supercomputer, 

capable of more than 35 (teraflops) trillion mathematical operations a second and was 

ranked the world's fastest computer until 2004 [78]. From $350 to $400 million was 

spent to build it and it may have cost $500 million to $1 billion to operate. Intel 

corporation researchers developed an experimental computer chip with 80 cores in 

2007, described as a Teraflop chip, designed to be used in standard desktop, laptop 

computers within five years [79].
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Coprocessors and accelerators have made it feasible to build low cost, high speed and 

highly efficient systems. Such accelerators may offer computational performances 

comparable to clusters, but allow small physical, low power, low maintenance 

implementations. Coprocessors are much faster than standard microprocessors for 

typical workloads. The accelerators consist of functional units, memory and control 

systems. As a computing component, they also can be easily added to computers to 

boost the speed of calculations for large applications.

For tomographic applications, making a proper selection of the techniques such 

accelerators as FPGAs, Cell, General Purpose Graphical Processing Units (GPGPU) 

and ClearSpeed [80] is essential by comparatively investigating the price and 

performance issues. Comparative studies of the accelerators were conducted and 

published in [80-82]. These accelerators will be described in detail in the following 

section considering a small, low power, low maintenance platform with a moderate 

cost that allows the system to be both dedicated and affordable.

• Cell processors

Sony Computer Entertainment, Toshiba, and IBM jointly developed accelerators 

based on cell microprocessors that were first used commercially in the PlayStation 3. 

The Cell configuration consists of one Power Processing Element (PPE) on the core 

that is responsible for scheduling eight physical Synergistic Processing Elements 

(SPEs). The IBM has achieved near-peak performance of over 200 Gflop/s to execute 

SGEMM using these SPEs (on single precision calculations). However, the theoretical 

peak performance on double precision calculations is less than 12 Gflop/s. Mercury 

Computer Systems released a Software Development Kit (SDK) for PlayStation 3 for 

HPC in 2007 and also produces Cell blades and PCI-e cards. IBM designed a 

supercomputer capable of a 478.2 teraflops speed using 12,000 such accelerators. It 

ranked the world's fastest supercomputer in 2008 [78].

• FPGAs

FPGAs are programmable in comparison to other types of accelerator. The FPGA- 

based accelerators at first fetch data from a SDRAM device and do certain floating 

point operations. Due to the advantages of a FPGA with its parallel executable logic, 

it is possible to calculate the problems in parallel or in high and multiple pipelining
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concurrently. Pipelining means overlapping the execution of two or more operations, 

so that the second one will start without waiting for the first to be completed.

The relatively economical Xilinx SPARTAN3 family already provides FPGAs with 

up to five million gates, hardware multipliers and internal RAM. It also provides 

hardware multipliers that are already implemented in a special block so that less 

internal logic is used.

The more powerful Virtex2 family contains a device with 8 million gates. There are 

several high performance FPGA boards, such as LatticeSC Extreme Performance 

FPGAs, Xilinx Virtex-II Pro FPGAs, Sundance and TD-BD-Bioler3 (Japan).

A huge number of resources are required for floating point calculations within an 

FPGA. The FPGA chips seem almost primitive since some things that are basic on 

standard processors require a lot of effort.

• General Purpose Graphical Processing Units (GPGPU)

A Graphical Processing Unit (GPU) was originally the microprocessor of a graphics 

card for PCs. GPGPUs are a recent trend in computing and are preferred to the CPU 

to perform computations, because their highly parallel structure makes them more 

effective than general-purpose CPUs for a range of complex algorithms as well as 

their high efficiency in manipulating and displaying computer graphics. GPUs cannot 

perform 64-bit floating-point calculations, which is a limitation in HPC applications. 

Another drawback of high performance GPUs is their huge power requirement and 

therefore the need for a lot of cooling.

NVIDIA8 and ATI9 are two dominant producers of high performance GPU chips. 

AMD 10 purchased ATI in November 2006 and announced the Fusion program to 

place CPU and GPU cores on a single chip by 2009 [80].

The programming languages for GPU are very different from C or Fortran as most 

GPU programs are written in languages, such as OpenGL for Linux and Windows, or 

HLSL for Windows. A CUDA (Compute Unified Device Architecture) program was 

developed by NVIDIA and used in their latest generation GPUs [83]. CUDA allows 

the use of the C language and added new extensions to be executed on the GPU.

' The multinational NVIDIA Corporation is specializes in the manufacture of graphics-processor technologies. 
' ATI Technologies Inc. was a major designer and supplier of graphics processing units (GPU). 
10 Advanced Micro Devices, Inc. (AMD) is the second-largest global supplier of microprocessors.
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Researchers in the research group 'ASTRA' at the University of Antwerp developed a 

superPC called 'FASTRA' using mainly the gaming hardware (four NVIDIA 

9800GX2 graphics cards, each containing two CPUs). The hardware costs less than 

4000 Euros. Surprisingly, the computation time of the three-dimensional (3D) 

reconstructions reduced more than 100 [84] which was also mainly due to the good 

scalability of their model with no inter-GPU communication requirement.

The 9800GX2 graphics card contains two GPUs. However, there is no direct 

communication between the GPUs that function independently within a single card. 

All communications between the two GPUs and between a GPU and CPU must pass 

through the PCI-Express bus. If large problems involve a lot of inter-GPU 

communications, this may become a critical bottleneck during data transfer and limit 

the performance.

• ClearSpeed Advance Accelerator Board

The ClearSpeed Technology pic was founded in 2001 to develop acceleration 

technology for HPC by alleviating power, heat and space challenges of HPC systems. 

Their main products are ClearSpeed Advance PCI-X board that contains two CSX600 

coprocessors with each having 96 parallel Processing Element cores. It provides 

50 Gflops double precision floating point performance at only 25W average power.

ClearSpeed  is expanding on the market as an accelerator element to heterogeneous 

multi-core environments. The accelerator is mainly used to assist HPC systems by 

taking over the time intensive part of floating point computations. A ClearSpeed 

Accelerated HPC cluster was ranked 24th on the TopSOO supercomputers in 2008 [78].

The comparative studies on various accelerators in Table 1.1 suggest that the 

ClearSpeed Advance accelerator may provide a suitable platform for clinical and 

industrial time-critical applications as it has the following important features:

(i) ClearSpeed accelerator may save a lot of power and space compared to HPC. 

(ii) easy to upgrade in the future by only changing the functionality (software) of a

system at a low cost without changing the hardware, 

(iii) use of scientific libraries like Intel Math Kernel Library (MKL) and

LAPACK, which are also suitable to other HPC systems.
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Table 1.1: Comparative features of four accelerators [85].

Accelerators Features

FPGAs

• Good for integer, bit-level operations

• Programming looks like circuit design

• Low power per chip, but 20x more power than custom VLSI

• Not for 64-bit floating point___________________

Cell & GPUs

• Good for video gaming tasks

• 32-bit, not IEEE floating point

• Unconventional programming model

• Small local memory

• High power consumption (> 200 W)

ClearSpeed

• Good for HPC applications

• IEEE 64-bit and 32-bit 32-bit floating point

• Custom VLSI, true coprocessor

• At least 1 GB local memory

• Very low power consumption (25 W)

• Familiar programming model

However, limited publications are available on ClearSpeed except some documents 
that are available on the ClearSpeed website [85]. One implementation is on the 
Lattice Boltzmann method from the University of Karlsruhe [86].

Although the architecture may offer potentially low cost high performance 
computing, a potential problem with this architecture is that common parallel 

programming approaches with MPI and OpenMP are not supported by the ClearSpeed 

accelerator. It can also be difficult and time-consuming to adapt existing programs to 

run on them.

This accelerator seems to be well suited to applications with high processing and high 

bandwidth requirements and has advantages such as a fast interconnection network. 

So this thesis will include the implementation and evaluation of MIT iterative image
i-p» * _

reconstruction on ClearSpeed . The evaluation of this accelerator technology in 

terms of cost, speed and accuracy of the image reconstruction may be valuable for 

future industrial and medical imaging systems.
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1.7.2 Parallel computing software

a) Parallel programming models

The recent development in HPC architecture shows that efficiently utilising the 

memory hierarchy is key to achieving maximum performance on a single processor or 

on shared and distributed memory systems [69]. Although the use of more processors 

may increase the speed of the simulation, the parallelisation that can be achieved also 

depends on the amount of parallelism 1 ' in the problem. A sequential fraction in the 

code and communication overhead between processors become major limiting factors 

[75].

There are three parallel programming models based on memory architectures:

(i) Message passing can be used for relatively coarse grain domain decomposition

and implementation using an MPI. 

(ii) Shared memory can be used for parallelisation for fine grained structures and

implementation using an OpenMP. 

(iii)The two parallelisation schemes can be combined to provide efficient

parallelisation schemes using large numbers of processors [74, 75, 87, 88].

The cluster of an SMP is the current development trend in parallel computers,

which combine MPI and OpenMP parallelisation to achieve maximum

performance by using a large number of processors. 

A brief description of parallelisation approaches is given below.

• Shared memory techniques
OpenMP parallelisation is suitable at the shared address space within each node that 

consists of multiple processors. OpenMP is a set of compiler directives that are used 

to instruct the compiler to produce programs that run in parallel on the shared memory 

processors of the individual nodes. The parallelisation of shared memory systems is 

easier than distributed machines because of globally addressable space. There is no 

distribution or communication of data in separate address space.

Shared memory parallelisation with OpenMP is a fork-join model of computation, 

which implies a synchronisation point at each join operation. This leads to limited

" Data parallelism, Task parallelism etc. more details at http://en.wikipedia.org/wiki/ParalleLcomputing.
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scalability of the system due to the heavy synchronisation in the fork-join model [74, 

89].

• Distributed memory techniques
Since each node within a cluster is an independent system, with its own operating 

system and private memory, the processors on one node cannot directly access the 

memory on the other nodes. The only way to communicate is to use MPI to get data 

and then execute the code from other nodes through programs or software that run on 

clusters. Message passing involves data transfer and synchronisation, which requires 

cooperation between sender and receiver processors. MPICH can be used as a tool for 

cluster computers to perform parallel computations [77]. This type of architecture 

may provide any desired scalability; however, the parallelism within the problem and 

the interconnection network rate are also major factors that affect the performance of 

the parallelisation [67].

• Hybrid parallelisation
SMP clusters are the current development trend of parallel computers. Clustered SMP 

is the hybrid of shared and distributed memory systems where each SMP node 

contains a number of processors sharing a global memory space. Message passing can 

be done across the nodes through a fast interconnection network. A hybrid 

programming model [74, 75, 87, 88] is a natural parallel programming paradigm for 

this architecture, which can be achieved by combining MPI [77] and OpenMP models 

[89].

Some previous studies have shown that pure MPI models may display higher 

efficiency than hybrid models with high-speed interconnects while hybrid 

implementations may provide higher efficiency on slower networks [74, 87]. One 

study [88], however, has shown that the hybrid and pure MPI models offer similar 

performance, but the hybrid model outperforms pure MPI when large numbers of 

SMP nodes are utilised. Multilevel parallelisation becomes a possible approach to 

achieve maximum performance by combining the advantages of both shared and 

distributed approaches [75].

b) Overview of standard math libraries

Different hardware systems are coming up, but software libraries that do not depend 

on any specific hardware architecture are becoming more standard. There are several
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standard scientific libraries, such as LAPACK, ScaLAPACK for dense matrix 

operations (a matrix with few zero elements) [90, 91] and PETSc (the Portable, 

Extensible Toolkit for Scientific computation) for sparse matrix operations (a sparse 

matrix contains many zeros) [92]. The ScaLAPACK library is a distributed memory 

version of LAPACK. The ScaLAPACK library includes subsets of LAPACK routines 

redesigned for distributed memory MIMD parallel computers. ScaLAPACK is 

designed for heterogeneous computing and is portable on any computer that supports 

MPI. They are freely available (GPL) on the internet for Windows or UNIX based 

applications.

PETSc provides powerful tools, optimal solvers and preconditioners for the parallel 

numerical solution of Partial Differential Equations (PDEs) [93]. Parallel 

implementation of the 3D FD based MIT forward modeller is well suitable for PETSc, 

library since FD algorithm involves sparse matrix computations.

There are several vendors for specific numerical libraries that are optimised for a 

particular hardware architecture, such as Engineering and Scientific Subroutine 

Library (ESSL) and parallel ESSL (PESSL) for IBM clusters and supercomputers, 

SCSL (Scientific Computing Software Library) for SGI, the AMD Core Math Library 

(ACML) for AMD, or Math Kernel Library (MKL) for Intel platforms. They are 

specifically designed and tuned mathematical subroutines for a given platform that 

makes the best use of its architecture.

The Parallel ESSL libraries include the Basic Linear Algebra Communications 

Subprograms (BLACS), which uses the MPI library and supports MPI applications 

[94]. Parallel ESSL uses the ESSL serial subroutines for computation. All libraries 

provide subroutines that can be called from 32-bit and 64-bit application programs 

written in Fortran, C and C++. However, most of the ESSL subroutines are interface 

compatible to standards like BLAS (Basic Linear Algebra Subprograms) or 

LAPACK. IBM Parallel ESSL is quite similar to ScaLAPACK and some of the 

ScaLAPACK routines are included in PESSL. The numerical libraries used in this 

study are ESSL and Parallel ESSL.

ESSL is the best choice for most problems in scientific computing on IBM machines 

[94]. ESSL includes a large number of highly tuned serial numerical routines, such as
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the BLAS routine for basic linear algebra, linear equation solving and Fourier analysis 

etc.

Parallel ESSL supports the SPMD (Single Program Multiple Data) programming 

model using the MPI library. SPMD is equivalent to MIMD. The Parallel ESSL 

library includes (i) an ESSL SMP library and (ii) the PESSL distributed data library.

The ESSL SMP library contains a threaded subset of the ESSL routines that can be 

used for parallelisation with shared memory approach. In this parallelisation, the data 

decomposition is not required.

The PESSL distributed data library is focused on the distributed memory applications 

and contains a subset of the standard PBLAS and ScaLAPACK routines for 

performing linear algebra, Fast Fourier Transforms (FFT) and many matrix 

operations. In this approach, the data decomposition must be performed and 

distributed to all acquired processors prior to call PESSL library routines.

1.7.3 Parallel computing in medical imaging 
applications

HPC has increasingly became important in both industrial and medical imaging 

applications, as fast and efficient algorithms become necessary for complex 

modelling, high resolution imaging and real time monitoring. Various HPC systems 

based on the MIMD architecture appear to be suitable for implementing large 

algorithms in many scientific applications and have a broad range of medical 

applications including HPC assisted medical image analysis in surgery, 3D medical 

imaging and registration of medical imaging data [95-100].

A single desktop PC may be sufficient in some imaging applications, but high 

computational performance allows investigating and implementing more sophisticated 

image reconstruction algorithms. This usually requires solving a large sparse matrix to 

reconstruct 3D cross-sectional images [100]. These problems can be solved by direct 

sparse solvers (sparse LU) or by iterative approaches such as Jacobi and SOR [101, 

102]. These methods need a large amount of computating power and memory space. 

Excessive computation time on a single processor limits the implementation of highly 

complex models and 3D tomographic imaging especially for use in time critical 

medical applications.
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To achieve the three-dimensional structure of large complex biological specimens at 

molecular resolution levels, Electron Tomography used sophisticated algorithms for 

tomographic reconstruction [103]. To overcome computationally expensive 

tomographic reconstruction of large biological specimens, a grid computing approach 

was employed, which was found to be well suited for the large reconstructions needed 

in Electron Tomography. An efficient domain decomposition parallel scheme was 

implemented for the reconstruction and achieved solutions in reasonable 

computational times for iterative algorithms [104].

A group of researchers developed distributed applications for MedlGrid to test and 

deploy new reconstruction methods in clinical environments [105]. MedlGrid is an 

application that enables nuclear doctors to transparently use high performance 

computers and storage systems for the Positron Emission Tomography (PET) image 

processing, visualization and analysis.

MRI is used by many researchers in a broad set of applications with MATLAB as a 

popular desktop tool in neuroimaging for both algorithm development and production 

analysis. However, image processing with MATLAB has become increasingly 

computationally demanding due to the growing data volumes and the complexity of 

the processing algorithms. Existing Matlab software for dynamic Magnetic Resonance 

Imaging was converted to parallel code and evaluated on a network of Linux 

workstations [106].

In the field of impedance tomography, several publications in BIT also showed that 

parallel computing brought faster solution for 3D tomographic imaging [107] and 

medical applications including epileptic seizures [108].

Various accelerator techniques based on SIMD architecture also have increasingly 

been used in many applications to reach a cost-effective solution as an alternative or 

complementary to HPC systems [81, 84, 109, 110]. Namely, 3D high resolution 

imaging for CT was accelerated on a Graphics Hardware and reduced the computation 

time from weeks on a normal PC to hours using several GPUs fitted in a PC 

developed by a research group called 'ASTRA' [84]. An FPGA implementation of the 

parallel-beam back-projection algorithm used in CT was presented by 

Coricetal. [111]. The authers discussed some of the major tradeoffs inherent in 

FPGA implementations and showed that the most significant drawback is the use of
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fixed point arithmetic which caused quantisation errors not seen on CPU-based 

floating point implementations. Generally, the acceleration on hardware is algorithm 

dependant and any algorithm changes would require hardware changes in the case of 

FPGA.

Previously, various types of accelerators and HPC systems have been investigated in 

several medical imaging fields, such as CT, MRI and BIT to overcome timing 
limitations. However, such studies had not been conducted in MIT until starting this 

PhD project, although MIT algorithms are computationally intensive and the 

modelling and reconstruction process is extremely complex especially for biomedical 

applications. Recently, a number of research groups in both the academic and 

industrial communities have become interested in its applications to medical and 

process engineering problems including cerebral stroke in the human brain [112]. For 

cerebral stroke classification and real-time monitoring, modelling of currents within 

the human brain is required for finer discretisation, and the implementations of 
iterative image reconstruction may also be necessary.

1.8 Conclusion

As a new field, MIT faced challenges both in terms of the formulation of the 

algorithms for image reconstruction, and their efficient implementation. Before the 
start of this PhD project, a single-step 2'AD image reconstruction was commonly used 

in MIT mainly due to a large computational requirement of a full 3D iterative 

reconstruction [54, 113].

In order to remedy this limitation, both the software and hardware need to be 

improved (Figure 1.5 on page 16). This thesis will explore the following approaches:

(i) developing efficient single-step and iterative image reconstruction algorithms;

(ii) developing parallel algorithms for the MIT forward model and inverse 

solutions, and their evaluation on three HPC systems such as PC cluster, 

MPP and SMP systems based on an MIMD architecture (see APPENDIX A -

a);
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(Hi) implementing the image reconstruction algorithms on a fast and portable 
ClearSpeed accelerator based on an SIMD architecture (see APPENDIX A - 
a).
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CHAPTER 2 MAGNETIC
INDUCTION TOMOGRAPHY:

MODELLING AND IMAGE
RECONSTRUCTION

ALGORITHMS

2.1 Introduction

An MIT system as shown in Figure 2.1 employs an array of excitation coils in order 
to induce eddy currents within an object and then uses detection coils to measure the 
resulting magnetic field perturbations. These measurements are used along with the 
calculated sensitivity distribution to create a cross-sectional image of conductivity 
inside the object by solving a typically ill-posed inverse problem.

This chapter is concerned with the two main components of the MIT image 
reconstruction algorithm: the forward model and inverse solution. It starts with the 
background principles and the numerical models of the MIT system using a 3D 
solution of Maxwell's equations. An existing FD algorithm is described in full detail 
since it is the most time consuming part of the forward model and it will be used as
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the main component of the parallelisation for the MIT image reconstruction on both 

HPC systems and the ClearSpeed accelerator board in chapters 4 and 6.

Cylindrical metal enclosure Front end 
electronics

Amplification 1+ } 
circuits

Signal conditioning 
circuit for a receiver
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Data

Host 
Computer

Image reconstruction

Figure 2.1: A simplified diagram of the Cardiff MIT system in plan view.

Previous methods used for creating a sensitivity matrix are described and compared 

including the perturbation and reciprocity methods in order to select a fast and 

suitable approach for an efficient image reconstruction. Various image reconstruction 

methods applied in BIT are investigated including a Gauss-Newton method and 

regularisation approaches to achieve an iterative solution for non-linear ill-posed 
inverse problems in MIT.

2.2 A numerical Forward model for MIT 

2.2.1 The forward model in MIT

First of all, the forward model computes the Electromotive force (emf) induced in the 

receiver coil due to the primary magnetic field produced by the excitation coil for a 

given current flowing in it. This is known as the primary signal, V as shown in Figure 

2.2. The forward model also computes the eddy current distribution induced in the 

sample by the primary field. It then computes the emf induced in the sensor due to the 

secondary magnetic field generated by the eddy currents. This is known as the 

secondary signal, AV (Figure 2.3). The details of these operations will be described in 

the following sections.
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a) Primary signal

If a medium between excitation and detection coils is free space, the primary field (B) 
induces a primary signal (V) at the receiver coil, which expresses an open circuit 

potential difference between excitation and detection coils.

Excitation coils create sinusoidal alternating current /, which produces a primary 
magnetic field B as shown in Figure 2.2.

Primary magnetic field B
In free space

Sinusoidal alternating 
current

Figure 2.2: A diagram for a primary magnetic field produced by the transmitter coil and in 
turn inducing a primary signal in the receiver coil.

Equation (2.1) shows that the current 7 is in phase with the magnetic field B, which 
will be calculated by using Biot-Savart's law

(2.1)

where r is a vector from the coil element to the field point P, / is the current flowing 

within the coil, JUQ is the magnetic permeability of free space, r is the distance

between from the current element to the field point and dl is the line element into 

which the coil is discretised.

b) Secondary signal

If a conductive volume is placed between excitation and detection coils as shown in 

Figure 2.2, alternating current at the excitation coil creates an alternating primary 

magnetic field B, which induces alternating eddy currents within the sample. The
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induced eddy currents produce their own secondary magnetic field AB. This causes a 

secondary signal AV, which is measured at the detection coil [51]. The eddy currents 

induced from the second magnetic fields are negligible compared to the currents from 
the primary induction.

Primary 
magnetic field B

Excitation coil

O 'N \ » » • \ * i 
-'/ J

Signal generator

<£
Alternating . » • * 

current

Secondary 
magnetic field AB

Secondary signal
(AV)

Figure 2.3: A diagram for the eddy currents induced in a conducting volume by B, and the 
secondary magnetic field, which induces a secondary signal in the receiver coil.

The general procedures of creating the secondary signal can be seen from Figure 2.2 

and described as follows:

(i) An excitation coil with sinusoidal alternating current creates the

magnetically-induced field B (Ampere's law), 

(ii) Magnetically-induced electric field creates eddy currents in an object with

certain conductivity (Faraday's law).

(iii) Eddy currents generate the secondary magnetic field AB (Biot-Savart's

law).
(iv) Receiver coils pick up the secondary magnetic fields in the form of voltages 

and they are measured based on equation (2.12).

c) Maxwell's equations

Maxwell's equations are used to model the perturbations of the magnetic field in the 

MIT system. Equation (2.4) states that a change in magnetic field produces an 

induced electric field, which will in turn generate eddy currents with the current 

density J (equation 2.8) within any conductive object.
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Table 2.1: Maxwell's equations. 

Name Differential form

Gauss's law V • D = /?

Gauss's law for magnetism V • B = 0 (2.3)
<SR

Faraday's law of induction V x E = - —— (2.4)
dt

Ampere's law with Maxwell's correction V x H - J + —- 
_____________________________________™_______________(2.5)

where E is the electric field, D is the displacement current, B is the magnetic flux 

density, H is the magnetic intensity, p is the volume charge density, and t denotes 
time.

The supplementary equations that define the characteristics of a linear isotropic 
medium are given as

D = sE (2.6)

B - //H (2.7)

J = aE (2.8)

where a is the conductivity, s is the permittivity and ju is the permeability.

d) Magnetic vector potential and electric field

The magnetic vector potential A is an auxiliary vector field. It is used to calculate the 
induced electric field E together with the scalar potential <f> as

= VxA (2.9)

dt

Equation (2.10) shows that the electric field has two sources, which are the change of 
the magnetic field with time and the charge accumulation. <f> and A have to be 

calculated in order to get E and B. A due to the current density J from excitation 
coil and its 'quasi-static' description is
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uidr
(2.11) v '

where r is the distance between a source and a point at which A is calculated, and 

dr is a volume element. Since the relative permeability jur of all biological tissue is 

approximately unity, the magnetic permeability in free space ju0 was used.

The primary signal (V) induced in the detection coil directly by the magnetic field 
from the excitation coil was computed by integrating around the detection coil as 
follows.

(2.12)

where dl is an element of the detection coil and <o is the angular frequency. This is the 
signal that will be recorded in the absence of the dielectric volume. The real and 
imaginary part of the voltage data represents the electrical properties of tissue 
conductivity and permittivity respectively. In this thesis, only the imaginary 
component was used.

AVwas computed from equation (2.12) where A was the vector potential due to all 
the current elements in the mesh. A full description of the model is given by 
Morris ef al [3 4].

A finite-difference (FD) algorithm was applied to calculate the scalar potential <f> in 

all voxels. <j) due to a volume charge density p can be described as

<213>

Once A and (ft are found, B and E can be calculated using equations 2.9 and 2.10, 

respectively. Then the signal induced in the receiver coil can be calculated using 
equation (2.12). Further details about obtaining <f> will be described in the following 

section.

2.2.2 A Finite-Difference algorithm

The FD method is employed by the forward model to calculate the electric scalar 
potential. The FD method is one of the most commonly used numerical methods for
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solving differential equations. There are several methods for solving the matrix 
problems arising from finite differencing of elliptic PDEs including Jacobi, 
Successive Over-Relaxation (SOR), FFT and Multigrid [102]. The SOR method was 

based on the Gauss-Seidel algorithm, in which the most recently updated values are 

used in each voxel. In the SOR method, the storage requirement for <f> is half of that 

required for the Jacobi method since the updated values are immediately stored in the 

location of the old values. The rate of convergence is found to be more rapid 

compared to the Jacobi method since the SOR method uses the most recently updated 
values that are available.

The FD algorithm involves discretising a volume into a finite grid and approximating 
its derivatives. A cubic finite-difference mesh is used with a mesh node located at the 

centre of each voxel ij,k. The complex admittance Y between neighbouring nodes is 
computed using an equivalent resistor-capacitor network with the equivalent Rn and 

Cn values derived from the values of conductivity on and permittivity sn for node n 

with

(2.15)

where Ax is the inter-node spacing.

The magnetically-induced electric field (second term in equation 2. 10) is modelled as 
a vector voltage generator e as shown in Figure 2.4. The magnetically-induced 

electric field strength e is determined by

(2.16).
dt

where A* is the component of the magnetic vector potential in a particular direction, 
and s is the inter-node spacing.

A branch current into the node (iJ,K) can be calculated using Ohm's Law using the 

complex admittance Y, scalar potential <j> and vector voltage generator e as following
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By KirchhofPs current law the sum of six branch currents in voxel ij,k must be null.

ny,*) ~e(Mj
(2.18)

In this method, the potential </>lijk) at each node (ij,K) depends on the potentials at the 

six neighbouring nodes (i-lj,k), (i+lj,k), (ij-l,k) , (y+l,A:), (ij,k-\), (ij,k+l). The 

potential at the neighbouring nodes ^(MJijt) , ^( ,,7 -i,t) and </>(iJ^) should be the most

recent updated values in the current iteration for SOR. The potential at all points on a 
3D grid is obtained by substituting at each point with a weighted average of the values 
of its nearest neighbours and repeating the procedure until convergence is achieved. 

In this way, the scalar potential at all points can be calculated iteratively using the six 

nearest neighbour values.

Figure 2.4: Diagram showing electric scalar potential at each of, and the admittances and 

electromotive forces between, the centre of the cubic voxel element (ij,k) and the centres of

the 6 neighbouring voxels.

The change in the scalar potential c n between iterations 77 and rj - 1 is computed by
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„ Hj*) ',^) -w -
dj,k)~ +V -4-7 +7- ^

(2.19)

AM)

where ^ y t) is the scalar potential of voxel ij,k after ^ -th iteration.

The SOR method based on the Gauss-Seidel algorithm [101], in which the most
recently updated potential values are used for each voxel, is then used to compute

where K is the relaxation parameter used to accelerate the convergence with \<K<2. 
If K is equal to one, it becomes the Gauss-Seidel method while a value greater than 2 
causes instability. The value of A: may vary for each method and it also depends on 
number of iterations required to converge. It was set to 1.8 for the simulations in this 
thesis to improve the rate of convergence.

The residual (step size per iteration) a is calculated as the sum of squares of the 
increments in scalar potential for each iteration

/ J KyyyL-it—it—i 
i j k

where /, J, K are the maximum voxel values in the 3 dimensions. The residual a 
reduces continuously with each iteration and is used as a measure of convergence.

The SOR algorithm is iterated until the convergence criterion ( — >1014 ) is met, 

where a] and a'1 are the residuals in the first and 77 -th iteration step, respectively.

Once (j> is found, E can be calculated using equations 2.10. The total current 

generated by electric field is

JT = Jc + JD = (a + jcDS0er )E (2.22)
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where Jr is the total current density generated by the electric field E, Jc is the 

conduction eddy current, which is in-quadrature to the primary field and its magnitude 

is proportional to the conductivity of the object. $D is the displacement eddy current, 

which is in-phase to the primary field and its magnitude is proportional to the 

permittivity of the object. The measurements are based on the perturbations caused by 

the eddy current. By measuring the real and imaginary part of the signal, the electrical 

properties of the tissue, such as the permittivity and conductivity can be calculated. 

Equation (2.22) indicates a complex quantity a* - (a + j

It can be seen from Figure 2.5 that the primary magnetic field B induces a primary 

emf (V) and the secondary magnetic field AB induces a secondary emf ( AV ) [6, 

114].

Re(A8)

Total detected 
field

Im(A5) Voltage in 
detector coil

(a) (b)
Figure 2.5: Phase diagram with (a) magnetic field components and (b) current and received

signal components.

The total detected field B + AB lags the primary field by an angle (p, which can be 

written as following equation [114]

AB
B

oc QMJ (2.23)

For all of the computations in this study permittivity was not taken into account in the 

forward problem and its value was set to zero in all voxels. The model is, however, 

capable of modelling the influence of both conductivity and permittivity distributions 

on induced eddy currents since a complex admittance between nodes is employed in

computations.
-ar

A Neumann boundary condition was employed as — = 0. This formula shows that
on

the outward normal component of current on the sample's boundary is zero. Only
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eddy current flow within the sample is calculated. The boundary condition neglects 
the displacement currents flowing out of the body.

2.2.3 Methods for the creation of a sensitivity matrix

An image of conductivity within a conductive volume is reconstructed by combining 
the measurement data from the MIT system with a sensitivity matrix (S). S is also 
known as Jacobean, which maps the changes of the conductivity distribution (ACT) to 
the changes of the voltage induced in a receiver coil. It consists of a number of coil 
combinations in columns and the number of voxels in rows. Each element of S can be 
written as

(2-24)
ACTy.

thwhere the subscripts i andy refer to the zt excitation-detection coil combinations and 
/h conductivity region, respectively.

S can be computed using several techniques including either a perturbation method or 
a faster reciprocity method. In the perturbation method, each voxel conductivity is 
perturbed by a small amount (typically 1 %) [51] and then the process is repeated for 
all voxels in turn, which results in an excessive computation time. The algorithmic 
details will be described in the following section.

a) Perturbation method

In this approach, the forward model determines induced currents in the conductive 
body and their magnetic fields that create S by perturbing each voxel or image voxels 
[51]. Each perturbed voxel or image voxels are increased in conductivity by 1 %, 
where image voxels are a subset of the calculation voxels (i.e. 2*2*2) as shown in 
Figure 2.6.

The perturbation method performs a line integral around detection coils to give a 
signal due to one eddy current element, and summed to give its total signal due to all 
eddy currents. The whole model runs repeatedly for all image voxels to cover the 
whole sensitivity map.
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J——I—U

Figure 2.6: An object consists of a group of cubic voxels.

The general procedure for creating single image voxel sensitivity includes the 

following steps (also shown in Figure 2.7):

(i) An excitation coil with sinusoidal alternating current creates a

magnetically-induced field, 

(ii) An analytically derived relation is used to compute the magnetic vector

potential produced by each excitation coils, 

(iii) Based on the applied magnetic vector potential and the admittance

distribution, a FD algorithm is employed to calculate the total electric field,

including the contribution from the scalar potential, using Kirchhoff s

current law. 
(iv) The induced eddy currents within the volume are computed by using

magnetic vector and electric scalar in combination with the admittance

distribution.

Biot-Savart's law is applied to each eddy current element at each detector coil 

element. The induced voltage in the detector coil is then calculated by integrating 

around the coil and across all the voxels of the detection volume [34, 51].

As the model shown in Figure 2.7 is calculated repeatedly for all image voxels, this 

causes the slowness of the perturbation method as it needs a large amount of 

computation time to create a full sensitivity map. To create a sensitivity matrix for the 

voxel size of 40*40*40 and image voxels of 2*2*2, the perturbation model has to be 

iterated 8000 times. In order to reduce the computation time, full height perturbations 

were used to create S, which means the conductivity region perturbed spans the full 

height of the conductive volume. 2!/2D approximations were employed for image 

reconstruction where the conductivity perturbations are invariant in the z-dimension.
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Zjerturb Loop

Y_perturb Loop

X_perturb Loop

Call Create Volume 
Call Dielectric data 
Call Admittance

Scan position loop

Call ReadCoilData

Excitation coil loop

Call Electric potential 
CallElectric Current

Direct_Influence Emf Eddy_Current_Emf

Call StoreValues

Figure 2.7: The perturbation based model.

The perturbation method has severe limitations on the computation time and the 
accuracy of the reconstruction for large samples, as it ignores the strong influence of 
the sample geometry on the eddy current distribution.

For iterative reconstruction or sensitivity mapping for high voxel sizes, the use of the 
perturbation method is not a feasible solution to determine S. This is due to the high 
computation costs of the basic eddy current problem, so a faster method has to be 
developed to create S.
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b) Reciprocity method

The reciprocity method is a more efficient method than the perturbation method. It 

takes a shorter computation time to produce the sensitivity matrix according to its 

derivation of the Geselowitz theory to the eddy current problem [54, 115]. The main 

reason is that the forward model runs just once to generate a dielectric space, and 

calculates the eddy currents and S matrix for the combinations of excitation and 

detection coils using the Geselowitz theory. S is created within a uniform conductivity 

of 1 S/m. It consists of a number of coil combinations in columns and the number of 
voxels in rows.

A form of the Geselowitz sensitivity formula is employed as

tl ,7 •«* n "i.jjc
(2.25)

where J £ and 3 D are respectively the current density induced by the excitation 

and detection coils within voxel ij,k, and o{ . k is the conductivity of voxel i,j,k.

The procedure for creating S is shown below:

(i) An analytically-derived relation is used to compute the magnetic vector
potential (A) produced by each excitation and detection coil. 

(ii) The FD algorithm is then employed to calculate the total electric field,
including the contribution from the scalar potential, using Kirchhoff s current

law.

(iii) The induced eddy currents are computed. 
(iv) For each voxel, the sensitivity corresponding to each excitation and detection

coil combination is then computed using equation (2.25) based on the

reciprocity theorem [115].

The reciprocity method greatly reduces the time taken to produce S in comparison to 

the perturbation method. The perturbation method took 432 minutes to create 2 'AD 

sensitivity matrix and 5 days to create a (3D) S matrix while reciprocity method only 

took four seconds to create a (3D) S matrix for 20*20*20 voxels and 16-channel MIT 

system.
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Call Create Volume 
Call ReadCoilData 
Call Dielectric data 
Call Admittance

Scan position loop

Excitation coil loop

Call Electric Field
Call Electric potential (FD)
Call Electric Current

Detection coil loop

Call Electric Field
Call Electric potential (FD)
Call Electric Current

Call SensMatrix Calculation

Figure 2.8: Functions of the reciprocity based model for creating a sensitivity matrix.

However, the reciprocity-based algorithm has been found to provide poor results for 
the absolute image reconstruction [54]. The reciprocity method mainly can show the 
gradient (the change of the conductivity) that works only for difference imaging. The 
difference image reconstruction is conducted based on exploiting the differences in 
the conductivity of an object under measurement.

A modified reciprocity algorithm was developed and described in chapter 3 in detail. 
It has the capability of imaging both difference and absolute conductivity distribution, 
and was iterated to improve the absolute images.

2.3 Solution of the MIT inverse problem

In MIT image reconstruction, the S matrix is used along with the measured data to 
reconstruct the unknown conductivity distribution. The relationship between magnetic 
perturbation field and the conductivity can be written as
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AV = SAo + ( 2.26)

where Ac is the change of the conductivity, (]/ is the measurement noise and AV is 

the change in V caused by Ao. The size of AV is equal to the number of 

measurements (precisely excitation and detection coil combinations).

Ignoring the measurement noise y/ , equation (2.28) can be written in a matrix form as

AF,

AF.

} n\

522 Sn2

ACT,

A<r

( 2.27)

The inverse problem requires finding the unknown conductivity vector Aw by 

inverting S as

AC = S-'AV (2.28)

where S" is the inverse of S.

However, the inversion of S can not be applied directly since S is not necessarily 
square, but generally it is singular. The number of unknown voxels is more than the 

number of measurements. S is ill-conditioned matrix. In such cases, Gaussian 
elimination and LU decomposition may fail to give good results, as the determinant 
may be equal to zero. The other main problem in MIT is that the inverse problems are 
severely ill-posed., as measurement noise and computational errors that occur during 

the forward modelling may have a huge effect on the reconstruction. In order to solve 

these problems, truncation or regularisation methods can be used to reduce the 

artefacts by using a priori information and introducing forms of filtering.

The reconstruction methods consist of linear and non-linear approaches. Linear 

methods include direct (single step) methods. MIT is a soft-field tomography and the 
sensitivity distribution depends on the conductivity distribution and the geometry of 

an object, so non-linear reconstruction is essential in MIT. At each iteration of the
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non-linear reconstruction method, a regularised linear step is performed. These 

methods will be described in detail in the following sections.

2.3.1 Single-step image reconstruction
The linear single step reconstruction methods may include the TSVD, Tikhonov 

regularisation and Newton's methods. When the number of the measurements is not 

equal to the number of unknown conductivity, S is not square and the natural solution 

would be to use a Moore-Penrose generalised inverse for the sensitivity matrix with 

the size of m*n: S* =(STS)~ 1 S T in the over-determined case (m>n) and 

S* = S^SS 7*)' 1 in the underdetermined case ( m < n ) [20, 1 16]. ST is the transpose of 

S. There are always more unknowns than measurements in MIT. In both cases, the 

pseudo-inverse of S is used to compute the least-squares solution ( A« = S*AV ) to the 

system of linear equations ( AV = SA<r ).

Since SrS and SSr are very ill-posed, regularisation methods can be used to

incorporate more information (such as a priori information) about the solution of A<r

in order to stabilise the problem, and find a solution consistent with this prior
information.
A Tikhonov regularisation is applied in order to reduce these artefacts, which can be

written as

Ac = (SrS + Jiyl S T &V = S r [(SS r + AI)- 1 AV] ( 2.29)

where X is the regularisation parameter and I is the identity matrix. The 

regularisation parameter A determines the trade-off between minimising the residual 

sum of squares and minimising the norm of the estimate. Too large a value of A, then 

the solution loses spatial resolution, as the solution is over smoothed (over- 

regularised). Too small a value of /I brings huge artefacts due to measurement noise 

(under regularised). If A = 0 , the estimation is reduced to the ordinary least-squares 

estimate. For the growing value of A , the estimate approaches towards zero.

Multiplying a set of measurements with the sensitivity matrix (SrAV) is called 

back projection. The positive definite matrices (SrS + /tt)' 1 and (SS r + AI)' 1 work as 

filters for images. The first term of equation (2.29) works as back projection followed
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by spatial filtering and the second term is filtering of the data followed by 

back projection.

The regularisation or truncation of the inverted matrix gives a least-squares solution, 

whose optimum level depends on an object under investigated and noise levels. A 

least-square estimate could be used to find an approximate solution vector Ao that 

solves the function with a minimum error with the difference between two sets of 

measurements

(2.30)

where Vm is a vector of measured voltages with a sample in a tank, and Vc is the

calculated voltage using a forward model that is calculated from a freespace or 

homogenous conductive tank, but without a sample.

The reconstructed image quality may still depend on the choice of the regularisation 
parameters. Thus, the Tikhonov regularised solution can be described as

o, = min|Vm - Vc (<7)|2 + A2 |LAo|2 (2.31)
ACT

where L is the regularisation matrix, which is used to ensure that the size of the 

solution is not too big and allows more accurate reconstruction to be performed with 

an appropriate selection of L.

The conductivity distribution can be reconstructed with a regularised single-step 
Gauss-Newton approach called NOSER (Newton's One-Step Error Reconstructor) 

[113, 117] solution, which can be written as

c = (S7'S + ̂ LrL)-1 (Sr (Vm -Vc (cr))) (2.32)

For this approach, an accurate calculation of S is required.
This could be used for either finding the difference images from the difference

between two sets of measurements (such as the frequency difference data sets or one

with a homogenous conductive tank etc.) or a step in an iterative reconstruction

algorithm.
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2.3.2 Regularisation techniques for ill-posed problems
SVD provides the complete information to measure how ill-conditioned a matrix is.

a) Singular value decomposition (SVD)

The SVD is used to find the pseudo- inverse of the ill-conditioned matrix S, which can 
be defined as

S = UWY 7" ( 2.33)

where U is an mxn unitary matrix, Y is an nxn unitary matrix, UU r =YY r =In 
and W is an nxn diagonal matrix. Since U and Y are orthonormal matrices, their 
inverses can simply be obtained by taking their transpose. The diagonal elements of 
W(wj) are the 'singular values' or a generalised form of eigenvalues with 

W = diag(Wl> W2 ,...Wp ),p = min{m,n}.

The inverse problem can be written as [1 1 8]

(2.34)

The inverses of Y and U are simply their transposes since they are unitary matrices.

The inverse of W is calculated by taking — of the individual diagonal elements Wi .
wi

If some values of W are close to zero, — grow dramatically and cause errors in

reconstructed images. The ill-condition of S depends on the condition number (AT), 
which is the ratio of the maximum singular value to the minimum singular value.

W__™*_ (2.35)

If a Matrix with K near 1 are said to be well-conditioned. The matrix is more ill- 
conditioned for the larger condition numbers. When some of the singular values are 
almost zero, the condition number becomes very large and then even a small error in 
AV may cause a large error in Ac. In order to prevent the causes of instability, all
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small singular values are set to zero and excluded from the image reconstruction. This 

truncation or regularisation of the inverted matrix gives a least-squares solution.

b) Tikhonov regularisation

Both of the TSVD and Tikhonov regularisation solutions are dominated by SVD 

components. If the SVD equation is inserted into the Tikhonov regularised solution 

<T A , this produces

UfAV -= I /—— -^ (2-36)

where f\.............fp are Tikhonov filter factors that depend on W and A, which are

equal to

W2 
fi= l^I (Z37)

The Tikhonov regularisation A produces a rolled-off filter response and it is suitable 

for large scale problems.

However, instead of performing the SVD of S, a standard form of Tikhonov 
regularisation can be employed to solve equation (2.29) since it is faster and more 
efficient than the SVD based solution (see section 3.5).

A least-square estimate is used to solve the function with minimum errors, which can 

be written as

minllSAo - AV| (2.38)ACT " ll2

The Tikhonov regularised solution of <T A can be described as

= minfSAo - AV||* + A2 |L(A<r - o 0 )|* (2.39)
A<7

where <T O is an a priori estimate of a , L is a regularisation matrix. The first part of 

equation (2.38) is the least-square estimate. The second part (side constraint) of the
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function reduces a large norm (roughness) of the parameter vector and this second 

order differential operators produce smooth inversions.

According to choices of L and <T O , the damped least-squares of Tikhonov are formed 

by using identity matrix I instead of L and setting a 0 to zero with an assumption that

no a priori information. This is a standard form and corresponds to the minimisation 

of following function.

= min|SAo - AV|* + £ [l, (HI* (2 -4°)

c) Truncated Singular value decomposition (TSVD)

TSVD prevents the numerical instability by explicitly removing (truncating) the 

smaller singular values. The TSVD regularised estimate of the vector a A can be 

written in the same form as equation (2.36)

Rank(p) UrAV
<*r = y /]—————— Y/ (2 -41 ) 

M W. '

where /,............./ are filter factors in the TSVD regularisation that corresponds to

A

filtering with a step function filter. For a truncation at an effective rank ^ , it is equal 

to

for i<r

for i>r ' \ • )

/\ 
TSVD has different filter factors than the Tikhonov regularisation. r is discrete in

TSVD, but A is continuous in the Tikhonov regularisation. The Tikhonov 

regularisation produces a smoother filtering than TSVD. TSVD produces a stepped 

filter response with a discontinuous sharp cut-off that may remove some useful 

information together with the noise.
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d) Optimum selection of regularisation parameters

A suitable selection of a regularisation parameter A, is vital for image reconstruction. 

There is a trade off between improving resolution and avoidance of noise 

amplification. More commonly used methods for the selection of A are the L-curve 

method, generalised cross-validation (GCV) and the discrepancy principle of 

Morozov. They are implemented in the Matlab regularisation toolbox [119, 120].

1) L-curve method
The L-curve method is used to find the optimal values of A for use in image 

reconstruction. The L-curve method uses the log-log scale to distinguish the norm of 

the solution and the norm of the residual. The graph plotted in log-log scale will have 

a characteristic L-shaped appearance with a distinct corner separating the two parts 

(|SA<j-AV|,|L(Ao-o0 )|). The curve is a trade off between the two quantities the

norm of residual |SAo - AV| and the norm of the solution |L(Ao - o0)| that play an

important role in reducing data errors by optimally selecting the regularisation 

parameter [120].

This shows that for too much regularisation, the solution will not be accurate for the 

given data AV properly since the residual ||SAa- AV|will be too large. On the 

contrary, if there is too little regularisation, the solution will be dominated by the data 

errors since |L(A<r-«T0 )| will be too large. An optimal trade-off between the norm 

estimate and the residual is found at the corner of the maximum curvature.

2) Generalised cross-validation (GCV)
GCV is a statistical method that is used to select an optimal value of A under the 

assumption that the measurement vector AV is affected by normally distributed noise 

by minimising the function [119]

ISA"'-^S_ (2.43)

The first step is to use a trial value of A , and then compute an individual misfit 

between the first estimation and the first forward-modelled datum for the model
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produced by the inversion. This can be repeated by leaving out all the other 
observations. The best value of A can be defined as the one, which gives the smallest 
sum of all the individual misfits. The regularisation parameter is chosen as a 
minimiser of the cross- validated prediction error and computed using S and the 
measurement AV.

2.3.3 Iterative solutions for image reconstruction
An iterative reconstruction approach is necessary due to the highly non-linear nature 
of MIT image reconstruction. In the past, it has been common practice to use single- 
step image reconstruction in both BIT [121] and MIT [22, 35], primarily to limit the 
computational expense. However, an accurate calculation of S is required in this 
approach. The iterative methods require both sensitivity matrix and simulated 
measurements to be recalculated from the recent updated conductivity in each 
iteration. This is because the sensitivity map depends on the conductivity distribution. 
The accuracy of the absolute conductivity values is improved iteratively by 
recalculating the sensitivity matrix and simulated voltages with the most recent 
updated conductivity distribution and solving a new system of equations.

The regularised Gauss-Newton algorithm is commonly used, which can be written as

<sM =c i +^~\Vm -Vc (ai }) (2.44)

where / is the iteration steps, Vc (cr.) is the vector of calculated voltages derived using 

<j; and Vm is the measured voltage with a sample in a tank.

The method is not appropriate to solve ill-posed problems and has to use 
regularisation techniques, such as Tikhonov regularisation, which yields the 
Levenberg Marquardt method [122],

«,.+1 = a,. + (SfS, + AI)-'(Sf (Vm - Vc (<7,))). (2.45) 

For an additional stabilisation, a following term can be added to the previous equation

Thus, the regularised Gauss-Newton method is changed to
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= <T, +(SfS, (2.46)

The conductivity distribution is updated iteratively by recalculating sensitivity matrix 
and solving the system of linear equations in each step.
The diagonal derivatives, defined by an eight-neighbour mapping showed great 
improvement on the image quality [25, 113]. If we use identity matrix I, it basically 
means that all the voxels are uncorrelated. A higher order of L (first order, second 
order matrices etc.) can be used to penalise high error values of the reconstructed 
conductivity changes and produce smoother images by using a certain correlation 
between the neighbouring voxels. This can be written as

f+1 =o, +(SfS < + AI/Lr'KSf (Vm -Vc (<7;.))-ALrL(<7 ;. -*„)] (2 .47)

For L = 0, this reduces to an un-regularised least-squares solution provided that 

(S T S)" 1 exists.

2.4 Computational analysis for a single-step MIT 
image reconstruction

In MIT, the unknown distribution of conductivity is reconstructed using a sensitivity 
matrix along with the simulated measurement data. Previously the forward model and 
reconstruction algorithm employed by our group were separate and implemented in 
two different environments (Fortran for the forward model and Matlab for the 
reconstruction algorithm). At first, the timing analysis is given for the non-optimised 
MIT single step reconstruction on a PC. Table 2.2 shows the computation time for the 
S matrix (using the reciprocity based method), simulated measurement and solving 
the inverse problems using term 1 of equation (2.29) using a Dual Xeon PC (2.8 GHz 

and 3 GB memory) under Windows operating system.

For all simulations a cylindrical conductive volume was discretised into 20*20*16, 
40*40*32 or 80*80*64 cubic voxels, and 16 excitation / detection coils were 

symmetrically arranged around the volume in an annular array. V was the secondary 

signal calculated from equation (2.12) in section 2.2.
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Table 2.2: Computational requirement for single step image reconstruction with different
voxel sizes, 

(time in seconds)

Physical domain 
size

20*20*16

40*40*32

80*80*64

Simulated 
measurement (V)

64

350

3114

Sensitivity matrix 
(reciprocity method)

25

437

Not enough 
memory

Inverse solution

78

Not enough 
memory

Not enough 
memory

Total 
time

167

-

-

It can be seen from Table 2.2 that the use of mixed Matlab and Fortran did not allow 

efficient image reconstruction due primarily to the need to save the data to hard disk 

when passing the data between the forward model and inverse solution algorithm. It 

can be seen in Table 2.2 that the computation time even for a single step was very 

expensive for a small number of voxels that it took around 167 seconds for 

20*20*16 voxels. The memory limitation for image reconstruction with a large 

number of voxels was a huge problem. Section 5.4 will describe a new approach to 

solve the memory problem by using a 2D solution of the 3D problems for both matrix 

operations and solving the systems of linear equations.

2.5 Discussion and conclusion

The algorithmic details of an MIT forward solver hi calculating the sensitivity matrix 

and simulated measurements have been presented. To create a sensitivity matrix, the 

perturbation method was found to be not suitable for iterative reconstruction due to its 

computational intensity. Thus, the reciprocity based MIT forward model algorithm 

was proposed for creation of a sensitivity matrix. Single-step reconstruction methods 

had been commonly used including the Tikhonov regularisation, TSVD and NOSER 

due to their simplicity and lighter computational requirements. However, the image 

reconstruction in MIT is inherently non-linear. The iterative reconstruction requires 

sensitivity matrix to be recalculated iteratively from the most recent estimate of the 

conductivity distribution.

A few descriptions of MIT iterative image reconstructions have previously been 

reported in the literature [23, 123]. Watson et al [54] presented 2!/2D single-step
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absolute images of simulated stratified oil/gas/seawater mixtures of varying fractional 

depths. These were found to provide a reasonable approximation of the depth of the 

seawater. The images, however, had limited spatial resolution due to the high level of 

regularisation the authors employed. The original reciprocity method will be 

improved and further used for iterative image reconstruction in Chapter 3.

The computation time for forward model and inverse solution was analysed in 

section 2.4 and showed that a single-step image reconstruction took 167 seconds 

using 20*20*16 voxels on a Dual Xeon PC (2.8 GHz and 3 GB memory). We aimed 

to achieve a faster iterative image reconstruction solver with less than one second 

total computation by optimising (see section 3.5) and parallel implementing both the 

MIT forward model and inverse solutions(as described in chapters 4, 5 and 6).
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CHAPTER 3 ITERATIVE IMAGE 
RECONSTRUCTION WITH 
MODIFIED RECIPROCITY 

ALGORITHM

3.1 Introduction

This chapter focuses on the description of an efficient MIT forward model and inverse 

solution and their use for the implementation of a 3D iterative absolute image 

reconstruction scheme. A modified reciprocity algorithm suitable for absolute 

imaging was developed by this author, based on the original reciprocity method of 

Watson et al [54]. It was compared with Watson's method and Morris's perturbation 

method [51] to assess its suitability as an efficient solution for iterative image 

reconstruction. In this newly developed 3D iterative scheme, the reconstructed 

conductivity is updated at each iteration by recalculating the sensitivity matrix from 

the most recent estimates of the conductivity distribution.

Several important factors affecting the quality of reconstructed images and 

computation efficiency were investigated and will be detailed in sections 3.4 and 3.5. 

Gaussian noise of-60 dB is added to all of the simulated (measurement) data in order 

to mitigate the 'inverse crime'. The term is used due to the lack of differences 

between the calculated sensitivity matrix and the simulated measurement results.
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3.2 Single step image reconstruction

a) Difference imaging

Difference imaging involves taking measurements with reference to a conductive 
background. Difference imaging has been used in BIT to produce images of resistivity 

changes. In BIT, difference imaging is more commonly used than absolute imaging 

since it is much less prone to artefacts introduced by inaccuracies in the forward 

model [17]. The reference data set is acquired with the sample in place. Further 

measurement data sets are then acquired either using different frequencies from the 

reference set to provide frequency-differential measurements, or after a time delay, to 

provide time-differential measurements. This method can be applied to image 

conductivity changes that occur in the human body as a result of physiological 

functions.

Reconstructing conductivity changes with a conductive reference background in MIT 

is similar to BIT. In this approach, a tank with a conducive background is placed 

within the MIT system to take the reference measurement (Vc). A perturbed 

measurement (Vm) is then taken with a sample within the tank as shown in Figure 3.1. 
For the difference reconstruction, the simulation is based on exploiting the difference
AV = V - V^i" "m ™c-

b) Absolute imaging

This approach involves finding the true values of the conductivity and fully exploits 

the non-contacting nature of MIT. Here, a reference set of measurements is acquired 
with an empty detector volume followed by a measurement set collected with a 

sample placed within a detector volume. The reference measurements are then 

subtracted from the measurement data to provide the total MIT signal produced by the 

sample relative to free space. This is a way of data collection desired to improve the 

dynamic range of the receiver channels by removing the primary excitation effects on 

the measurement. This then, in principle, allows the absolute conductivity values of 

the sample to be determined [6, 51, 54]. However, in any initialisation instead of free- 

space, the gradients of the misfit function will converge to a local solution.
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However, the inverse solution in MIT is very ill-posed which means that small 

changes in the measurement data may produce large conductivity changes or vice 

versa. S is ill-conditioned that is close to being singular and its inverse is very 

unstable. By using the technique of SVD to split S into three matrices as described in 

section 2.4.2, it is also possible to regularise the pseudo-inverse of S with the 

Tikhonov regularisation is explained in section 2.4.1.

3.2.1 The proposed modified reciprocity method

The MIT forward model employed in this study is a quasi-static FD algorithm 

described in [34, 51] and section 2.2, and was implemented using Fortran. The 

procedure for creating the sensitivity matrix and the simulated measurement data is 

described in section 2.2.3.

The original reciprocity algorithm (equation 2.25) by Watson et al was found to 

provide poor results for absolute image reconstruction and completely fails when 

applied to a single step reconstruction [24, 54]. A modified reciprocity algorithm was 

therefore adapted by the author of the thesis to include a term representing the total 

signal introduced by the object when placed in the detector volume relative to a free- 

space reference as shown in equation (3.1)

^ = s
l,m,n

+ _^i—i_ (:U)

where L, M, N are the total numbers of voxels in each dimension, J £ t and J D ( are

respectively the current density induced by the excitation and detection coils within 

voxel ij,k and er(. . k is the conductivity of voxel ij,k.

For image reconstruction, the NOSER method (equation 2.32) and a GCV were 

carried out using a Matlab regularisation toolbox [119]. -60 dB measurement noise 

was added to the simulated data.
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Cylindrical metal 
enclosure

coils

Figure 3.1: Two conductive samples within a tank placed at the central position of an MIT
measurement system in a plan view.

The 'true' conductivity distribution used in the simulations is shown in the top row of 

Figure 3.2. It represents a cylindrical tank (height 16 cm, radius 10 cm) filled with a 

homogenous conductivity of 1 S/m and positioned at the centre of the MIT coil array 

as shown in Figure 3.1. Two samples with conductivities 0.5 S/m and 1.5 S/m are 

placed centred at positions (5,0,0) and (-5,0,0), respectively, within the tank. The 

height and radius of the samples were both set at 8 cm and 3 cm, respectively. The 

sensitivity matrix contained 240 measurements (induced voltages) by 5056 voxels. 

Only the voxels inside the conductive tank were considered. The left column in Figure 
3.2 shows cross-sections in the xy plane at z = 0 while the hand column shows cross- 

sections in the xz plane at y = 0. In each image, the dashed circle marks the edge of 

cylindrical conductive volume and the perturbation.

The second and third rows in Figure 3.2 are reconstructed images using the original 

reciprocity method using absolute and difference (relative to 1 S/m tank background) 
simulated data, respectively. The fourth and fifth rows are the reconstructed absolute 

and difference images using the modified reciprocity method of equation (3.1).

Two different colour maps have been employed to better display the (i) non-negative 

conductivity range (0:1.5) of the absolute images in rows 2 and 4, and (ii) the positive 
and negative conductivity changes (-0.15:0.1) found in the difference images of rows 

3 and 5. All the images are normalised to a value range from 0 to 1.5.
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Actual sample 
positions

Absolute image-
(original reciprocity

method)

Difference image- 
Original reciprocity 

method)

Absolute image-
(modified reciprocity

method)

Difference image-
(modified reciprocity

method)

Figure 3.2: A single step 3D reconstruction.
(Column 1: cross-section view at z = 0, Column 2: cross-section view at y = 0). From top 

to bottom, absolute and difference images using original reciprocity method and absolute and 
difference images using modified reciprocity method.

The sensitivity matrix computed using Watson's original reciprocity method did not 

yield accurate absolute images as shown in Figure 3.2, row 2; where it can be seen 

that the sample boundaries are not defined and a large artefact of low conductivity 

appears at the centre of the image. However, this sensitivity matrix was found to 

produce visually close reconstructions when difference imaging was used (Figure 3.2, 

row 3).
The sensitivity matrix computed using this author's modified reciprocity method was 

found to give greatly-improved absolute-conductivity images as shown in Figure 3.2, 

row 4; after a single step, images of the samples were reconstructed with similar 

positions and dimensions to those found in the difference imaging reconstructions of 

row 3. The use of the modified reciprocity method also worked with difference
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reconstructions and produced identical images to those of Figure 3.2, row 3. 

Simulation results have shown that the modified reciprocity method using equation 

(3.1) enables single-step absolute imaging.

The sensitivity of a surface coil drops off as the distance from the coil increases. The 

new S matrix was formed by adding a total sensitivity to the original S matrix for each 

coil combination. This means the least sensitive areas are comparably more boosted 

compared to the high sensitive areas e.g. the inner regions of a conductive tank. For 

example, if one voxel has 10 and other has 1 as Jacobian. Increasing by 5 both will 

result in an increase of 50 % for one voxel, but 500 % for the other one. Therefore, 

this is a type of regularisation that increases the sensitivity of the least sensitive areas. 

Both reciprocity methods takes less than four second to create a sensitivity matrix for 

20*20*16 voxels and a 16 channel MIT system on an Intel dual Xeon PC (2.8 GHz 

and 3 GB memory).

3.2.2 Comparisons of perturbation and modified 

reciprocity methods

The modified reciprocity method was further compared with a conventional 

perturbation method in terms of the reconstructed images and computation time to 

create S.

A cylindrical tank (height 16cm, radius 10 cm) was filled with a homogenous 

conductivity of 1 S/m and positioned at the centre of the MIT coil array. The 

sensitivity matrix contained 240 measurements (induced voltages) by 8000 voxels. 

The modified reciprocity method took only 4 seconds to create a (3D) S matrix while 

the perturbation method took 432 minutes to create 2y2D sensitivity matrix and 5 days 

to create a (3D) S matrix. The main reason was that the entire forward model had to 

run for each perturbed voxel in the perturbation method while it runs only once with 

the modified reciprocity method. Thus, the modified reciprocity method takes far less 

time than the perturbation method to produce the S matrix.

A sample with conductivity of 1.5 S/m was centred at positions (0,0), (4,0) and (7,0), 

respectively within the tank. The height and radius of the samples were 8 cm and 

3 cm respectively. Both absolute and difference images are shown in Figure 3.3 and 

3.4 for the perturbation and reciprocity methods.
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Actual sample 
position

Perturbation 
method

Modified
reciprocity

method

Figure 3.3: Comparison of absolute images for the samples with 50 % conductivity contrast.
(2/2D view)

The modified reciprocity algorithm produced both absolute and difference images 
similar to the perturbation method. The sample placed at (7,0) was reconstructed with 

a size similar to the original one. A large number of artefacts were also found on the 
periphery of the object on both absolute and difference images. However, the 
difference images for a sample in the centre of tank were expanded than the original 
sample compared to the absolute images.

Actual sample 
position

Perturbation 
method

Modified
reciprocity

method

Figure 3.4: Comparison of difference images with 50 % conductivity contrast.
(2!/2D view)

The results in section 3.2.1 and 3.2.2 suggest that the modified reciprocity can achieve 
image reconstruction which combines the accuracy of the perturbation method with 

the fast computation of the original reciprocity. The fast single step reconstruction 

makes possible the iterative reconstruction.
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3.3 Iterative image reconstruction

In this section, the implementation of 3D iterative image reconstruction based on both

the original and modified reciprocity algorithms will be described and a set of

iterative reconstructed images will be demonstrated from simulated data with -60 dB

measurement noise added.

The conductivity distribution is updated iteratively by recalculating sensitivity matrix

and the simulated measurement in each of the detection coils using Biot-Savart's law.

The iteration will be stopped when a predetermined maximum number of iterations is

reached or when the RMS error drops below a predefined value.

The regularised Gauss-Newton method was employed for iterative image

reconstruction such that the (z+l)th iteration of the conductivity distribution was given

by

ai+l = o, +(SfS,. +lLTL)-1 [(Sf(Vm -V,)] (3.2)

where X is the regularisation parameter, L is a regularisation matrix, Vm is the vector of 

measured voltages, in this case computed using the actual distribution. Vj is the vector 

of calculated voltages derived using CTI , the reconstructed conductivity obtained from 

the previous iteration. When i = 1, 01 is set to an initial guess of the conductivity, in 

this case 0. LTL = I is the identity matrix. A was selected using GCV.

The procedure for iterative reconstruction is shown in Figure 3.5 and can be 

summarised as below:

(i) Set an initial estimate of conductivity c0 .

(ii) Update the conductivity and run the forward model.

(iii) Calculate sensitivity matrix S and voltage (VJ based on the initial

conductivity o0 . 

(iv) Calculate conductivity changes Aff, using the regularised Gauss-Newton

method and add it to the conductivity obtained from the previous iteration, 

(v) If the number of iterations is small or the error is larger than a criterion,

repeat from step 2 if not, stop the iteration and plot the reconstructed data.
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START

Set initial estimate

Update conductivity

EM Forward Model
Sensitivity matrix 

Calculated voltage

Figure 3.5: Block diagram of iterative image reconstruction algorithm.

3.3.1 Iterative reconstruction with the original 
reciprocity method

Iterative image reconstructions using the original reciprocity method (equation 2.25)

were undertaken and the results are shown in Figure 3.6.

Figure 3.6 shows that the dark area of low conductivity has disappeared and a steady

convergence towards real sample positions is observed. In the first iteration, the

original reciprocity method failed to establish the positions of the samples and find

the value of their respective conductivity.

However, after 10 iterations, it is possible to distinguish conductive samples with

approximate positions and range of conductivity values. Watson's original reciprocity

method reaches a solution using this iterative scheme, but it needs more iterations and

it takes a longer time to converge when compared to the modified reciprocity method

proposed in section 3.3.2.
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No. of 
Iterations

10

?_ a. _=•_ * _•

Figure 3.6: A full 3D reconstruction with the original reciprocity method. 
(Column 1: iteration number, Column 2: cross-section view at z = 0, 

Column 3: cross-section view at y = 0.)

3.3.2 Iterative reconstruction with the modified 
reciprocity method

Iterative absolute image reconstructions using the modified reciprocity method were
undertaken using the proposed iterative scheme described above. The results of
iterative reconstructions are shown in Figure 3.7.
It shows a steady convergence in sample localisation and conductivity values with
each iterative step. This was accompanied with a noticeable reduction in image
artefacts.
The first column shows the number of iterations taken to produce the image while the
second and third columns show cross-sections across the xy plane at z = 0, and across
the xz plane at y = 0. All the images are windowed to a value range from 0 to 1.5. The
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first row is the actual sample positions while the second row is for the first iteration of 

reconstruction and followed rows are for the subsequent iterations as numbered in the 

first column. In each image, the large circle marks the edge of cylindrical volume.

No. of 
Iterations

10

Figure 3.7: A full 3D reconstruction with the modified reciprocity method. 
(Column 1: iteration number, Column 2: cross-section view at z = 0, 

Column 3: cross-section view at y = 0.)

Image error, defined as the root mean square (RMS) of voxel-wise image difference 

was used to gauge image reconstruction quality. The root mean square error (RMSE) 

is defined as

-<O2 1 <3 - 3 >

where Mean indicates averaging over voxel difference values, atrve is the true 

conductivity and i stands for the iteration number at which the <r, and RMSE are 

calculated, o, and etnie are normalised between 0-1.
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Figure 3.7 shows a steady convergence as regards to reduction in artefacts and the 

reconstructed absolute conductivity values. The algorithm converged to a stable 

conductivity image after 10 iterations with an image error dropping from 20 % to 

14 % for the modified reciprocity method. There was no significant reduction in the 

error after 10 iterations. Visually there was little apparent improvement in sample 

localisation and dimensions with each iterative step.

3.4 Factors affecting image reconstruction 
quality

The factors that may affect on the reconstructed image quality were investigated and 
can be summarised as below:

(i) 3D or 2 1AD image reconstruction (section 3.4.1)
(ii) Regularisation parameters (section 3.4.2)
(iii) Noise levels (section 3.4.3)

(iv) Voxel sizes (section 3.5)

(v) The position and size of samples (Figure 3.9)

(vi) Regularisation matrix
(vii) Coil configurations

These factors were investigated and are evaluated in detail in the following sections 

with exception to points (vi) and (vii) which fall outside the scoop of this project.

3.4.1 21/2D vs. 3D reconstructions
This section describes and compares 3D and 21/2D image reconstructions based on the 

modified reciprocity algorithm. In the 3D reconstruction, the height of a sample in 

(xz, xy) planes can be reconstructed while it is not possible in 2'/2D. Vauhkonen et al 
[123] found that the 3D difference and absolute image reconstructions were superior 

to the 2YiD reconstructions, with fewer artefacts.

Figure 3.8 and Figure 3.9 compare the subsets of the 2'/2D and 3D reconstructed 

images. The smaller blue circles in each image mark the original sample size and 

position while the larger circles mark the circumference of the homogenous tank. The 

row one shows the actual sample positions with (0,0), (4,0), (7,0) cm. Both inclusions
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are in a 1 S/m tank background. A single step regularised Gauss-Newton method 

together with the GCV estimate was performed.

Actual
Sample

positions

0.1 S/m 
inclusions

2 S/m 
inclusions

Figure 3.8: A single-step 2!/2D image reconstruction.

The row two and three are for the samples with 0.1 S/m and 2 S/m conductivity 

respectively. The artefacts were found with the 2VzD images on the periphery of the 

object as shown in Figure 3.8.

Figure 3.9 shows the 3D images at cross-sections in the xy plane at z = 0.

Actual
sample

positions

0.1 S/m 
inclusions

2 S/m 
inclusions

Figure 3.9: A single-step 3D absolute imaging (xy view at z = 0).

It can be seen from Figure 3.8 and Figure 3.9 that the images were spatially 

compressed and the magnitude of the reconstructed conductivity was also increased,
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as the sample was placed closer to the coils. When using a 3D reconstruction as 

shown in Figure 3.9, the usual artefacts on the periphery of the object found with the 

2J/2D images completely disappeared. The 3D images still contain artefacts, but they 

are more predictable - the perturbation appears to be moved to the periphery, i.e. 

towards the coil array. Thus, the use of 2 1/zD reconstructions seems to be the main 

cause of the peripheral artefacts, in which case the full 3D reconstructions is 

preferred.

3.4.2 The choices of regularisation parameters
Regularisation plays an important role in inverse problems and it can be seen as a 

low-pass filter from a signal processing perspective. Small singular values correspond 

to high frequency components in parameter space. Improved reconstructed images 

can be obtained by properly selecting the regularisation parameter (A,} or via 

improved iterative techniques described in section 3.3. The following sets of 

simulations were carried out to investigate the effect of the A on the 3D image 

quality for absolute and difference imaging. A cylindrical tank filled with 

homogenous conductive (1 S/m) was placed in the central part of a 16 channel MIT 

system. The height and radius of the cylindrical tank are 16 cm and 10 cm, 

respectively. Figure 3.10 shows the actual sample positions placed within the tank in 

(4,0,0), (-4,0,0), (0,4,0) and (0,4,0) cm positions. The 4 samples have different 

conductivities. The radius of samples is 2 cm and height is 8 cm.

Figure 3.10: Actual sample positions and conductivity values.

To find the conductivity distribution of samples, 240 measurements (induced 

voltages) and the total number of 5056 unknown elements within the conductive 

cylindrical region was considered by setting the outside of the cylindrical tank to zero. 

Ji is estimated from GCV (section 2.3). Its value was adjusted by multiplying A by a 

constant as shown in Figure 3.11.

71



Chapter 3 Iterative Image Reconstruction with Modified Reciprocity Algorithm

Choices of
A GCV GCF/10000

Absolute 
images

Difference 
images

Figure 3.11: Effect of A, on image quality, 
(absolute 3D images, xy view at z = 0)

The large circle marks the edge of cylindrical volume in each image. All the images 
are normalised to a value range from 0 to 2. Figure 3.11 shows that the initial A 
provides more spatial details in the periphery of the conductivity region. This is due to 
the higher sensitivity field at the periphery than the centre of the tank, which means 
that the measurements may contain more information about the periphery than central 
regions.

As A is decreased, the number of singular values used are increased, the 
corresponding singular values become smaller and the basis vectors describe more of 
the central region due to a small loss of data [51]. Thus, the reconstructed image 
becomes sharper and moves towards the actual position.

However, image artefacts also become apparent, especially in absolute images while 
the difference images are less prone to noise artefacts. It can be seen in Figure 3.11 
that proper selection of the regularisation parameter for image reconstruction is vital 
since there is a trade off between improving resolution and avoidance of noise 
amplification.

3.4.3 Effects of noise levels
A number of approaches can be used to avoid inverse crime , such as (i) using 
different meshes, (ii) adding simulated noise, (iii) selecting regularisation parameters 
objectively etc. Different meshes can be used to create the sensitivity matrix and

12 The term is used when there is no difference between calculated sensitivity matrix and simulated measurement results.
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simulated measurements in order to avoid the inverse crime. Gaussian noise with a 

certain standard division of the largest measurement was added to these simulated 

measurement data to create -40 dB and -60 dB noises. In this simulation, /I is 

estimated from GCV.

Noise 
levels

Voxel sizes - 40*40*32 Voxel sizes- 20*20*16

-60 dB

-40 dB

Figure 3.12: Absolute image reconstruction with varying noise levels.

Figure 3.12 shows that the absolute image reconstruction under increasing noise 

levels. The effect of noise on the reconstructed images with 40*40*32 voxels is less 

significant than 20*20*16 voxels. The reconstructed images with 40*40*32 voxels 

are shown to be less prone to the noise than the reconstructed image with 20*20*16 

voxels with -40 dB noise. The finer mesh is more robust to higher noise levels than 

the coarse mesh due to less mesh errors being produced from the finer mesh.

3.5 Fast inverse solution algorithm

a) Approaches to achieving a fast inverse solution

Previously the forward model and reconstruction algorithm employed by our group 

were separate and implemented in two different environments (Fortran for the 

forward model and Matlab for the reconstruction algorithm). This did not allow 

efficient iterative image reconstruction due primarily to the need to save the data to 

hard disk when passing the data between the forward model and inverse solution
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algorithm (as described in section 2.4). The inverse solution algorithm was therefore

implemented in Fortran to combine it with the Fortran forward model.

The Intel MKL library routines were used to solve the systems of linear equations in

this Fortran algorithm. The MKL contains a very highly optimised BLAS and

LAPACK library for the Intel architecture.
A discretised conductive volume has to be solved using a finite number of equations

as following:

••••• +SinOn =Vi
-.-. +S2nffn =V2 (3.4)

..... +Smnan =Vm

In the first step, a matrix factorisation was performed using DGETRF subroutine in 

the MKL library. In the second step, the LU factorisation of matrix S is used to solve 

the systems of linear equations by calling DGETRS subroutine. For matrix-matrix and 

matrix-vector multiplications, the MKL library routines DGEMM I DGEMV were 

used.
Equation 2.29 was used for the inverse solution. In the term 1 of the equation, the size 

of the identity matrix (I"'") is n by n where n is the number of unknown voxel 

elements. In the term 2, the size of I"1'"1 is m by m where m is the number of 

measurements and it is 240 in this case.

Table 3.1: Computation time for the slow and fast inverse solutions.
(Time in second)

Matrix operation + Inverse solution Time' s 

Equation solution 20*20*16 40*40*32 80*80*64

Total Time, s 

20*20*16 40*40*32 80*80*64

Matmul + 
DGETRF / DGETRS

Matmul + 
DGETRF / DGETRS

DGEMM/ DGEMV + 
DGETRF / DGETRS

Term 1 of equation 2.29 (Ao = (SrS + AI"'")~ 1 ST AV ) 

1.8 113 5480 6 149 7085

Term 2 of equation 2.29 (Aff = Sr [(SSr + Um ' m )

1 

0.2

7

1.3

57

10

42

37

1684

1643
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Table 3.1 shows the computation time for a single-step 3D image reconstruction with 
the voxel sizes of 20*20*16, 40*40*32 and 80*80*64. Both terms of equation 2.29 
produced similar reconstructed images as shown in Figure 3.13 while the term 2 
reduced the computation time far greater than the term 1 in Table 3.1. When the 
Fortran intrinsic function (MATMUL) was used for matrix-matrix and matrix-vector 
multiplications, the term 1 of equation 2.29 took 5480 seconds for the inverse solution 
while the term 2 took only 57 seconds for the voxel size of 80*80*64. 
Further improvements were obtained when MKL library routine DGEMM and 
DGEMFwere applied for matrix operations as shown in the last row of Table 3.1. 
The MKL library routines DGEMM appeared to be much more efficient than the 
Fortran intrinsic function MATMUL.
The top row of Figure 3.13 is for the 'true' conductivity distribution used in the 
simulations. Two samples with conductivities 0.5 S/m and 1.5 S/m are placed at 
positions (5,0,0) and (-5,0,0), respectively within the tank (height 16 cm, radius 
10 cm). For all voxel sizes, the same height and radius were used while resolution 
was increased for each voxel (1 cm, 5 mm and 2.5 mm for the voxel sizes of 
20*20*16, 40*40*32 and 80*80*64, respectively). A was set to 10' 16 in following 

simulations.

Voxel 
size

Equation 
2.29

Terml Term 2

20*20*16

40*40*32

Figure 3.13: A single step absolute image reconstruction with different voxel sizes.
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Figure 3.13 shows that the single-step reconstructed absolute image with 20*20*16 

voxels was found to be similar in both parallel libraries and Matlab. The reconstructed 

image resolution has improved significantly using 40*40*32 and 80*80*64 voxels 

and fewer artefacts appeared on the edge in comparison to 20*20*16 voxels. The 

obtained image errors (RMS error) against true conductivity were 19 %, 17 % and 

18 % for 20*20*16, 40*40*32 and 80*80*64 voxels, respectively. 

The reconstructed samples are still pushed out to the edge of the tank mainly due to 

the higher sensitivity on the edge of conductive tank. The systems of equations (the 

sensitivity matrix) are too underdetermined, because the number of unknown voxel 

values is more than the number of measurements undertaken. The finer discretisation 

on the image reconstruction did not improve the image quality greatly with equation 

(2.29).

b) Complexity analysis

The inverse solution can be performed using either the SVD approach as described in 

section 2.3 or the LU decomposition method (equation 2.29) for solving systems of 

linear equations. The SVD method requires O(N 3) complexity while the term 1 of 
equation (2.29) needs only O(N 2) with LU decomposition. This shows that the 

systems of linear equations can be solved in a fast and efficient manner with the 

term 1 of equation 2.29.

In both terms of equation 2.29, both the amount of data and computational work are 
O(m*ri) for the matrix-vector multiplication. For the matrix-matrix multiplication, the 

amount of data is O(m*n) in both terms, but computational work is O(m*n 2) in the 

term 1 (S rS) and O(m 2 *n) for the term 2 (SSr ).

c) Possible improvements of reconstructed images

The regularisation matrix (L) can be used to penalise high error values of the 

reconstructed conductivity changes. The size of the matrix will be n by n where n is 
the number of unknown voxel elements in the inverse solution. Each row corresponds 

to the individual voxel elements. This kind of regularisation matrix correlates the 

neighbouring voxels and since it is a differential operator, it makes smooth images. At 

the same time, the problem can be less regularised, so losing less data and a better 

recovery of shape and location of the object can be achieved. This can be written as
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However, equation (3.5) requires high computational power and memory due to large 

L matrix size of n by n.

In the Tikhonov regularised solution, the penalty terms were used for image 

reconstruction during the optimisation process and the reconstructed images were 

blurred and the image quality highly depended on the regularisation parameters. An 

edge-preserving regularisation for MIT image reconstruction may provide improved 

results by replacing the penalty terms by the edge-preserving property in the 

optimisation process [60, 124]. However, it also involves very costly computations.

3.6 Discussion and conclusion

Single step linear and iterative image reconstruction algorithms for MIT were 

developed and presented. The modified reciprocity algorithm described in equation 

(3.1) was shown to allow single-step absolute imaging of conductivity samples. This 

marks a clear improvement from the reciprocity algorithmic approach previously 

employed in [54]. The reconstructed images based on the modified reciprocity 

algorithm also produced similar results to the perturbation method. It took only 

4 seconds to create a (3D) S matrix while the perturbation method took 432 minutes 

to create 2'/zD sensitivity matrix and 5 days to create a (3D) S matrix for a 20*20*20 

cylindrical volume and a 16 channel MIT system.

With iterative reconstructions, the algorithm converged to a stable conductivity image 

after 10 iterations with a reduction in artefacts and an improvement in the 

reconstructed absolute conductivity values. The image error dropped from 20 % to 

14 %. The results on the single step and iterative reconstruction suggest that the 

proposed reciprocity method can produce reasonable absolute and difference images 

with a measurable improvement in conductivity values and their spatial locations with 

each iteration.

It was found from sections 3.4 and 3.5 that finer meshing and the use of 3D instead of 

2!/2D models produced better reconstructed images. The finer mesh was less prone to 

noise and produced less RMS errors compared to the sample with large voxel sizes. 

However, both coarse and finer mesh sensitivity matrices produced images with
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spatial distortion (perturbations displaced outwards). One of the main problems is that

sensitivity matrix is usually underdetermined since it is not square and the number of

unknown voxel values is more than the number of measurements undertaken. Thus,

image reconstruction in MIT becomes more challenging than other imaging
modalities, such as CT and MRI. The iterative 3D image reconstruction requires an

intensive computation and large memory for storing the calculated sensitivity matrix

values, simulated measurement data and updated conductivity values in each iteration.

Although various optimisation methods such as using math libraries have greatly

improved the computation speed on a single processor (Table 3.1), it is still

impractical for cases involving large resolution, such as 80*80*64 voxels or iterative
reconstructions. Especially, the higher order of L or edge-preserving regularisation for

image reconstruction is very time consuming as discussed in section 3.5. Thus,
parallel implementation is necessary to achieve a fast and efficient iterative

reconstruction solver.

Part of the work described in this chapter has been published as Maimaitijiang et al 

[24] and is attached in APPENDIX D .
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CHAPTER 4 PARALLELISATION OF 
MIT FORWARD MODEL ON 
VARIOUS HPC SYSTEMS

4.1 Introduction

In the previous chapter, it was shown that the fast inverse solution took less than 1 % 
of total computation time for finer meshes when term 2 of equation (2.29) was used 
for image reconstruction. Therefore, this chapter will focus exclusively on the parallel 
implementations of the forward model since the parallelisation of the fast inverse 
solution is not necessary in this case.

The existing single processor implementation of a FD based modeller was adapted to 
run in parallel. To investigate the issues related to an efficient parallel implementation 
of the forward model, the following approaches were evaluated:

(i) four different parallelisation methods;
(ii) use of parallel scientific libraries, such as PETSc for the FD algorithm;
(iii) different HPC systems based on the MIMD architecture (see APPENDIX A).

The following sections include a description of the parallelisation methods and their 
implementations on three different HPC systems (classified in section 1.7.1: b) based 
on MIMD architecture. Performance results for each approach will be presented and 

discussed at the end of the chapter.
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4.2 HPC systems employed in this study

The parallelised algorithms were implemented on following HPC systems:

a) CLX Linux cluster (an MPP system)

The CLX cluster is an IBM Linux Cluster 1350 (located at CINECA, Inter-University 

Computing Centre, Bologna, Italy) that consists of 512, 2-way IBM X335 nodes. 
Each node has 2 Xeon Pentium IV processors operating at 3.06 GHz frequency. All 
nodes are connected through a Myrinet network, capable of a maximum bandwidth of 

256 MB/s between each pair of nodes.

b) IBM (SP) supercomputer (an SMP system)

The IBM SP system at CINECA is made of 64 nodes p5575 interconnected with a 
pair of connections to the Federation HPS (High Performance Switch) with a 

bandwidth of up to 2 Gb/s unidirectional. Each node contains 8 SMP processors 
PowerS at 1.9 GHz. Each of 60 nodes has 16 GB of memory and other 4 nodes have 
64 GB of memory each.

c) IBM eServer p690 system (an SMP system)

The IBM eServer p690 system situated at IDRIS (a high performance computing 

centre in Paris, France) which comprises 3136 GB of memory and 1024 Power4 
processors with 8 and 12 SMP nodes, and 6 clusters of 16 nodes each in total.

d) Blue C (an SMP system)

The IBM supercomputer Blue-C (based at the University of Swansea) consists of 22 

IBM p575 servers, each with 16 PowerS processors (1.9 GHz) and 64 GB memory. It 

works under an UNIX operating system. Blue C has over 2 Teraflops of processing 

power.

The Blue C was used for initial algorithm development and testing. However the 

finalised work was implemented on the IBM SP at CINECA and IDRIS as part of the 

EC-funded HPC Europa research programme. Therefore, only the results from the 

platforms in a, b, c and e will described and discussed in this chapter.
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e) Windows PC cluster (COW/NOW)

A PC cluster was created using up to 20 workstations (each Intel Pentium 4, 3 GHz, 
1Gb RAM) running under the Windows XP operating system and linked via a 
lOOMb/sec network. Distributed memory access was implemented using MPICH 
[77].

4.3 Parallelisation approaches for forward model 
implementation

The existing single processor implementation of a FD based modeller [51] was 
adapted to run in parallel [75]. The scheme used in this FD method was the SOR 
based on the Gauss-Seidel algorithm. This is the most time consuming part of the 
MIT forward model and is therefore the part, which will be parallelised either 
exclusively or by combining it with other computational loops.

The parallelisation approaches include: (i) splitting by coils using a distributed 
memory approach, (ii) splitting by physical domain using a distributed memory 
approach (iii) splitting by physical domain using hybrid distributed/shared memory 
approach and (iv) splitting by both coils and physical domain using multi-level 
distributed and shared memory approaches, respectively. All four approaches were 
implemented and tested on an IBM SP supercomputer based at CINECA. All four 
parallelisation approaches described in this section were based on the SPMD 
programming structure. The distributed memory approach was implemented using a 
MPI [77].

Method (i) was implemented using MPI with the SOR algorithm. However, for the 
physical-domain-decomposition approach in methods (ii) and (iii) the communication 
of data between processors during the computation is essential. Since the Gauss- 
Seidel scheme is inherently sequential with the most recently updated values used in 
each voxel, there is a restriction in the order of updating values, which prevents its 
effective parallelisation. The red-black SOR method with MPI [125] was employed 
and multi-level parallelisation was achieved by combining MPI and OpenMP, which 
will be described in the section 4.3.4. A PETSc library was used for finding optimal
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solvers and parallel implementation of the three dimensional FD based MIT forward 
modeller in section 4.3.5.

4.3.1 Coil parallelisation
Due to the fact that the forward model is a "nearly embarrassingly parallel" problem 
when seen from the coil computation loops. Each processor has its own dielectric 
space and no communication except the initial scatter and final gathering of data is 
required. Parallelisation by coil is shown in Figure 4.1.

Create dielectric space 
and compute voxel admittance

Split by excitation and detection coils

£
ce;

I
Compute magnetic vector 

potential (A,)
Compute magnetic vector 

potential (A2)

1
ces

I
Compute magnetic vector 

potential (A^)

Compute electric potential 
(FD) (0,)

Compute electric potential 
(FD) (02)

I
Compute electric potential 

(FD) (4>N)

Compute electric current 
(J.)

Compute electric currentCompute electric current

Compute sensitivity matrix (S)

Figure 4.1: Diagram showing coil parallelisation subroutines using MPI. 
(Excitation and detection coils are split between the N distributed processors)

First, the dielectric space is created and the admittance values are computed in a 
'master' processor. Admittance values and coil data are broadcast to all other 
processors using MPI^BCAST function, which then calculate the magnetic vector 
potential, the electric potential and the eddy currents for their allocated subset of coils, 
with the electric potentials computed using the SOR method. The eddy current data 
are then gathered and ordered in a single array within the master processor using the
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MPI_GATHERV command. Finally, the sensitivity matrix is computed in the 
'master' processor using the reciprocity method.

Parallelisation by excitation/detection coils is simpler to implement since it is an 
'embarrassingly parallel'. However, MIT systems have typically a limited number of 
coils that can be used for parallelisation.

4.3.2 Domain parallelisation with MPI
Parallelisation by coil is limited by the number of coils used in the MIT system. On 
the other hand, parallelisation by physical domain in the electric potential routine 
offers more flexibility and the potential to use large numbers of processors 
independently of the number of coils (Figure 4.2).

Create dielectric space 
and compute voxel admittance

Compute magnetic vector 
potential (A)

ZToop Split by domain FD ! 
computation

Red relax 
(Sub-domain 2)

Red relax 
(Sub-domain A/)

Pass 
messages

•4 ————————————— *• Pass 
messages

-^ ————————————— >• Pass 
messages

Black relax 
(sub-domain 1)

Black relax 
(sub-domain 2)

Black relax 
(sub-domain A/)

Pass 
messages

•* —————————————— *> Pass 
messages

-4 ———————————————— *• Pass 
messages

Compute electric current 
(J)

Compute sensitivity matrix (S)

Figure 4.2: Diagram showing MPI domain decomposition with the subroutines of the
forward model using red-black SOR.

For the physical-domain-decomposition approach, the communication of data 
between processors during the computation is needed. Since the Gauss-Seidel scheme
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is inherently sequential with the most recently updated values used in each voxel 

there is a strict restriction in the order of updating values, which prevents its effective 

parallelisation. The parallel method red-black SOR was therefore employed [101, 

125]. In the red-black SOR method, the sequential order of the SOR algorithm is 

adapted by splitting the volume and reordering the voxels into 'red' and 'black' 

elements as follows: for each voxel, if the sum of its indices is an even number, the 

voxel is a red element. If the sum of its indices is an odd number, it is a black element. 

The six neighbours of a red element are all black, and vice versa. Red elements can 

then be updated independently of other red elements, and similarly for black elements, 

effectively decoupling the problem and allowing parallelisation.

( l)

Red relax 
(Node 1)

> t

Black relax 
(Node 1)

—————— •« ———

©
Exchange 
ghost value

0

Exchange 
ghost value

*

Red 
(No

\

relax 
de2)

t

Black relax
(Node 2)

Exchange 
ghost value

Exchange 
ghost value

Red relax 
(NodeN)

v

Black relax 
(NodeN)

—— =* —————

Gather residuals and broadcast 

Figure 4.3: Red-black SOR algorithm operations within one iteration.

The red-black SOR algorithm updates the red elements and black elements of the 

physical domain array in alternating phases. Referring to Figure 4.3, the order of 

operations in FD algorithm within one iteration in the electric potential subroutine is:

(1) The red elements are computed and updated.

(2) The red ghost values, these are the values of the voxels within the boundary 

rows between the divisions of the physical domain, are exchanged between 

neighbouring nodes. Non-blocking calls (MPIJSEND, MPIJRECV) that 

do not wait for completion are used to exchange the ghost values.

(3) The black elements are now computed and updated.

(4) The black ghost values are exchanged between neighbouring nodes.
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(5) The MPI command MPI_ALLREDUCE is used to collect the locally 

computed residuals, and to reduce them to a global value through a 

predefined operation after which they are distributed back to all processors 

where the convergence criterion is checked locally.

Once the potential calculation has converged satisfactorily, the eddy current induced 

in the dielectric is then calculated.

The red-black SOR method can be parallelised since elements of the same colour can 

be updated in any order. A domain partitioning algorithm assigns each processor with 

a subset of the physical domain. The red-black SOR algorithm is employed to 

compute the electric potential with 'ghost values', defined as the values within voxels, 

which are near neighbours in each partition, exchanged between processors in each 

iteration [75].

4.3.3 Domain parallelisation with hybrid MPI/OpenMP

In this third approach, the domain based parallelisation in method (ii) is extended by 

implementing a hybrid MPI/OpenMP parallelisation using red-black SOR.

A first level of parallelisation is achieved by splitting the domain into sub-domains on 

the z-dimension and distributing the computation between nodes using MPI as in 

Figure 4.5. A second level of parallelisation is achieved by inserting OpenMP 

directives in the sub-domains on the y-dimension, further splitting the domain 

between processors sharing memory within each node (Figure 4.5). The array may 

then be divided into bands shown in Figure 4.3, and assigned to different processors 

and the algorithm then computes first the red, then the black cells per iteration. At the 

end of each iteration the values of the boundary rows between bands are passed 

between the processors.
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Create dielectric space 
and compute voxel admittance

Compute magnetic vector 
potential (A)

Loop
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Compute electric currents 
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Figure 4.4: Diagram showing hybrid domain decomposition with the subroutines of the
forward model using red-black SOR.

! Red elements
!$OMP PARALLEL private (cO) 
do k= initial, final !! Distributed parallel section 

!$OMP do reduction(+:ssi) 
doj=2, y_side- 1 !! Shared parallel section 

do i= 2+mod(j+k,2), x_side -1, 2
SOR algorithm (cO) 

Enddo 
Enddo

!$omp end do nowait 
enddo 

!$omp end parallel
! Black elements 

!$OMP PARALLEL private (cO)
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do k= initial, final !! Distributed parallel section 
!$OMP do reduction(+:ssi) 

do j=2, y_side - 1 !! Shared parallel section 
do i= 2+mod(j+k+l,2), x side -1, 2

SOR algorithm (cO) 
Enddo 

Enddo
!$omp end do nowait 

enddo 
!$omp end parallel

Figure 4.5: Pseudo code for red-black SOR.
(!$OMP stands for OpenMP directives, initial and final are the section of sub-domain at the

first level parallelisation).

ssi is used in a reduction operation that is put in a REDUCTION clause. The scalar 

potential cO as in (3) is calculated, which is declared as PRIVATE. An implied barrier 

exists at the end of a parallelised statement block unless the nowait clause is specified. 

The red elements can be achieved by calculating on x dimension as (i=2+mod(j+k,2), 

x_side-l,2) while the black elements is achieved on x-dimension as 

(i=2+mod(]+k+l,2), x^side -1,2).

4.3.4 Multilevel coil and domain parallelisation

Figure 4.6 illustrates the coil/domain multilevel parallelisation approach. 

Parallelisation by coil is achieved using MPI by splitting the coils evenly on multiple 

nodes in the first level of parallelisation. In this case, the dielectric space is first 

created, the admittance values are computed in the single 'master' processor and these 

are then broadcast to all the nodes using the MPI_BCAST function. Each cluster node 

then computes the magnetic vector potential for the allocated subset of coils.

The second level of parallelisation is achieved in the electric potential subroutine by 

inserting OpenMP directives on the y-dimension or z-dimension, splitting the domain 

between processors sharing memory within each node. This approach allows great 

flexibility by varying the number of processes and threads and potentially provides an 

efficient means of employing a very large number of processors. The resulting eddy 

current distribution is calculated in each node and is gathered using the 

MPI_GATHERV command. Finally, the sensitivity matrix is computed in the 

'master' processor.
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Figure 4.6: Diagram showing the multi-level coil/domain parallelisation with the subroutines 
of the forward modeller implemented using red-black SOR.

4.3.5 Parallel implementation of FD algorithm using 
PETSc library

PETSc was investigated to find optimal solvers for the FD algorithm on an IBM 

Supercomputer based at IDRIS, France. PETSc was of interest since this provides a 

powerful set of tools for the parallel numerical solution of PDEs that require solving 

sparse non-linear systems of equations [92, 93]. Distributed memory and domain 

decomposition approaches were thus, implemented using PETSc.

PETSc hides the details of the inter-node communications from the programmer, 

easing algorithm development when converting an algorithm from serial to parallel 

implementation. The FD algorithm was first converted into a matrix form suitable for 

use with PETSc. A large number of serial and parallel non-linear and linear equation 

solvers, which allows quick and easy experimentation, can be tested to find the 

optimum solvers and preconditioners for different circumstances and applications.
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Once placed in a matrix form however, the many powerful tools within PETSc may 

be applied. These include a large number of serial and parallel no n- linear and linear 

equation solvers, which allows quick and easy experimentation to find the optimum 

solvers and preconditioners for different circumstances and applications.

The first step to converting the FD algorithm for solution in PETSc is to convert 

equation (2.18) to a system matrix. Equation (2.18) can be rewritten as following 

expression:

Y(i-\J,kAi-\,jM + ^+U,*)^r+lj,*) + Y(i,j-\,kAi,j-\,k) + ^-,,+U)$'V+U) + \j,k-\Ai,i,k-\) + \i,j,M^i,j,k+\) ~^,jj,)<t{i,),k) = (4 J 

^i-l,/,*)^i'-l,;,4) ~*(il\,j,k)e(i+\,j,k) + Y(i,j-\,k)e(i,j-\,k) ~\i,j+\,kf(i,j+\,k) + ̂ (i,j,k-\)e(i,j,k-\) ~\i,j,k+f)e(i,j,M)

where

^/,7*) = Y(i-\,j,k) + Y(Mj,k) + Ya,j-\,k) + ^(i.;,t-i) + Yaj,k+\) + Y(ij+i,k) • (4 - 2 ) 

The right-hand-side solution vector b can be calculated as

Y(i,j-we(ij-\,k) ~ Y(ij+\.,k)e(i,j+\,k) + \j*-\)e(i,j,k-\) ~ Y(ijMi)e(i,j,k+v ^ '

The equation (4.1) will be converted to matrix format. First step is to make indices to 

create a system equation using equation (4.1). A node (a cubic finite-difference mesh) 

located at the centre of each voxel i,j,k and its six neighbours are indexed as in Table 

4.1. nx, ny and nz are the number of points of discretisation on each dimension.

Table 4.1: Pseudo code FD algorithm using PETSc.

Indices Values

Y(n-nx*ny, n) Y(i j k _l ~)

Y(n-nx, n) Y«j-i,k)

Y(n-l,n) Ya-i,j,k)

Y(n,n) 7((. M)

Y(n-l,n) Y(Mm

Y(n-nx, n) Y(ij+\,k)

Y(n-nx*ny, n) Y(ij,k+\)

Positions

Front

North

East

Centre

West

South

Back
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According to the previous indices, the complex admittance A between neighbouring 

nodes for each voxel and e the magnetically-induced emf are also indexed as the 

same manner.

Second step is to create system matrix where the indexed values will be inserted into a 

matrix with each voxel and its six neighbours. The system equations can be expressed 

as following matrix and vector equation,

AO=b (4.4)

where A is a linear system matrix, <D is the approximate solution of the scalar 

potential and b is right-hand-side solution vector that can be calculated (known).

After adjusting the equation (4.1), each voxel ij,k and its six neighbours are ordered 

and located at the each row of matrix A as following:

2n

NN

<P = (4.5)

The details are omitted here. Equation (4.5) is then solved for <P using PETSc library 

functions. The general procedure for the solution can be expressed in pseudo-code as 

in Table 4.2.

Table 4.2: Pseudo code FD algorithm using PETSc.

Subroutine FD
Petsclnitialisef)

A = create the matrix

b = create a vector 

Use PETSc to solve A O = b

print solution
PetscFinalise()

End Subroutine FD

The PETSc function employed were CG and Parallel LU where MUMPS 

(Multifrontal Massively Parallel Solver) was used for Parallel LU.
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4.4 Performance evaluation of parallelisation 
approaches on SMP systems

4.4.1 Simulation set up
Simulations were conducted using a cylindrical conductive volume discretised into 

803 cubic voxels for all four approaches. Throughout the simulation, 16 

excitation/detection coils, which were symmetrically arranged around the volume in 

an annular array were considered. A frequency of 10 MHz was used to drive the 

excitation coils. For all of the computations in this study permittivity was not taken 

into account in the forward problem and its value was set to zero in all voxels. The 

model is, however, capable of modelling the influence of both conductivity and 

permittivity distributions on induced eddy currents since a complex admittance 

between nodes is employed in computations.

All four approaches, described in the methodology section, were implemented in 

Fortran on an IBM SP supercomputer. The total speed-up was measured for methods 

(i), (ii), (iii) and (iv), employing 1, 2, 4, 8, 16, 32, 64 and 128 processors for methods 

(ii), (iii) and (iv) as in Figure 4.7. However, 1, 2, 4, 8, 16 and 32 processors for 

method (i) were employed due to the limited number of coils (a total of 32) in our 

MIT system as shown in Figure 4.8.

The results of measurements include the computation time, speed-up and efficiency

for problems of varying voxel numbers and processors.

A further set of simulations was conducted, in which the number of processors was

fixed to 32. However, the proportion of MPI processes to OpenMP threads was varied
from 32x1, 16x2, 8x4 and 4x8, respectively and the computation time measured in

each case (Figure 4.9).
Finally, for method (i) and (ii), speed-up was also carried out for various domain sizes

of 203 , 403 and 803 voxels using 1-32 processors as shown in Figure 4.10 and Figure

4.11.
The result section describes distributed and hybrid models of parallel implementations

on a SMP cluster of the forward model, to determine their relative efficiencies for

varying numbers of processors through measurements of total computation time for a

fixed MIT problem size.

91



Chapter 4 Parallelisation of MIT Forward Model on Various HPC Systems

The computation time measured was the elapsed wall-clock time on the 'master' node 

obtained from the MPI_Wtime function, which includes the CPU time the 

parallelisation overhead for I/O and the MPI operations. 

The speed-up factor %N of the parallelised algorithm was calculated using

T
XN=— (4.6)

where Ts is the computation time on a single processor and TN is the computation 

time on N identical processors. The efficiency ( ft ) is defined as

W (4.7)

The optimal speed-up is %N = N and optimal efficiency is (3 = 1. However, the

imperfectness of parallelism in the algorithm, such as "serial fraction", i.e. the 

proportion of the algorithm, which is computed within a single processor, and load 

imbalances among cluster nodes cause some variations in the cluster performance. I/O 

communication, contention for resources, and synchronisation time also add extra 

"parallelisation overhead", which decreases the ideal efficiency.

4.4.2 Performance evaluation of four parallelisation 
methods

Because of the difficulty of running the experiment in perfectly similar system 

conditions, there was a small variability in the measured simulation time when the 

experiments were rerun, especially, when using the hybrid approach. In such cases, 

simulations were run five times and the average result was used. The observed 

differences between the sensitivity matrix data computed on a single PC and the 

algorithms tested on the supercomputer were almost negligible, with variations seen 

only in the last 2 digits of 13 digits of each datum due to round-up errors.

The measurements of (i) the speed-up versus number of processors, and (ii) the 

computation time for a fixed number of processors, but with differing proportions of 

MPI processes and OpenMP threads are described and discussed.
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Figure 4.7 shows the speed-up versus the number of processors, and Table 4.3 shows 

total computation time for all of the four parallelisation approaches (i), (ii), (in) and 

(iv), over 1-128 processors.
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Figure 4.7: Speed-up versus number of processors for the four methods over range 1-128
processors.
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Figure 4.8: Speed-up versus number of processors for the four methods over range 1 - 32
processors.
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Figure 4.8 shows the behaviour of each method in more detail over the range 1-32 

processors. It can be seen from Figure 4.7 that the highest speed-up for increasing 

number of processors was achieved with method (iv). Super linear speed-up, that is 

speed-up higher than the optimal speed-up, was observed for the case of 803 voxels 

using method (ii) and (iv).

Coil parallelisation (i) with SOR provided the lowest computation time out of the four 

methods studied. The computation time for coil parallelisation scaled well for an 

increasing number of processors on an IBM SP system and was greatly reduced for 

the model employed (Table 4.3) from TS = 2330s on a single processor to TN = 87s 

on 32 processors, representing a speed-up of 27 and efficiency of 84 %. The algorithm 

has been found to be easily portable between different parallel hardware 

implementations including PC clusters. The method, however, is limited with regards 

to the number of parallel processors, which can be employed by the number of coils in 

the MIT system.

Table 4.3: Total computation time of the parallelised algorithm on IBM SP system.
(time in seconds)

Total 
Processors

1

2

4

8

16

32

64

128

(i) MPI coil (ii) MPI domain (iii) hybrid domain (iv) hybrid coil/domain

2330

1158

596

314

163

87
-

-

3097

1117

577

304

180

125

106

100

3110

1581

818

394

206

132

89

74

3001

1466

757

293

153

85

50

30

For the second method, MPI domain parallelisation with red-black SOR, it was found 

that the speed-up dropped at a faster rate than for coil parallelisation and the algorithm 

became much less efficient for large number processors. For 128 processors for 

instance the observed speed-up was found to be 31 representing an efficiency of just 

24%. The computation time was reduced from Ts = 3097s to TN = 100s. The 

reduced efficiency is the most likely due to the larger communication overhead
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introduced by the need to swap ghost values between voxels in each iteration for a 

large number of processors.

For the third method, which uses physical domain parallelisation with hybrid 

MPI/OpenMP, the efficiency and speed-up again dropped at a faster rate with an 

increasing number of processors in comparison to coil parallelisation. This is thought 

to be due to higher inter-process communication requirements as for method (ii) and 

the increased need to wait for synchronisation during the collection of residuals. For 

128 processors the observed speed-up was found to be 42 representing an efficiency 

of just 33 %. The computation time was reduced from Ts = 3110s to TV = 74s.

The fourth method tested was multi-level parallelisation combining both coil and 

physical domain parallelisation with mixed MPI and OpenMP. This approach 

outperformed the pure domain parallelisation in terms of the observed speed-up and 

efficiency with increasing processors scalability. A speed-up factor of 100 with 

corresponding efficiency of 78 % was obtained using 128 processors and the 

computation tune was greatly reduced from TS — 3001s to TN - 30s. The super linear 

speed-up observed in this method is typically associated with a cache effect [126], 

where the total cache supplied by multiple processors more efficiently transfers and 

stores data than in the case of a single processor, especially for the case of a large 

domain size. Thus, the memory access time is reduced significantly.

Figure 4.9 shows the computation time for varying proportions of MPI processes to 

OpenMP threads for each method. The lowest overall computation time was achieved 

with coil only parallelisation (i). Figure 4.9 also shows that when the total number of 

processors (32) was fixed and the numbers of shared and distributed processors was 

varied, the performance improves with increasing use of OpenMP threads, i.e. 

processors utilising shared memory. The impact of this was the most obvious for 

domain parallelisation.
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n(i)MRcoii 
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(iv) hybrid coil/domain

MPI processes x OpenMP threads

Figure 4.9: Effect of varying numbers of MPI processes and threads on the execution time
using 32 processors.

By fixing the number of processors to 32 and varying the proportion of the number of 

nodes and the processors sharing one node, it can be seen from Figure 4.9 that higher 

efficiency and lower computation time could be obtained by maximising the number 

of OpenMP threads relative to the number of MPI processes. This may be expected 

since shared memory implementations result in lower inter-process communication 

requirements in comparison to distributed memory implementations.

12 16 20 24 

Number of processors

28

Figure 4.10: Speed-up versus number of processors. 
(Sp - speed-up for 20,40 and 80 cubed voxels, 16 excitation/detection coils).
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Figure 4.10 and Figure 4.11 shows the change of speed-up achieved for varying 

number of voxels for method (i) and (ii), respectively. The speed-up can be seen to 

drop more rapidly for increasing number of nodes for this red-black SOR in 

comparison to coil parallelisation with SOR, especially with the smaller number of 

voxels.

32

28

24

1

- Optimal

- 20*20*20 voxels

- 40*40*40 voxels

- 80*80*80 voxels

8 12 16 20 24 28 

Number of processors

32

Figure 4.11: Speed-up versus number of processors for method (ii) with MPI domain
decomposition.

It can be seen from Figure 4.11 that the speed-up was found to be lower for smaller 
domain sizes, e.g. 203 where the serial fraction of the algorithm, such as scatter of 

data, gather of data and saving of data, will represent a larger fraction of the total 
computation time. However, since the number of processors evaluated in the case of 

8, 16 and 32 processors is not integer divisors of the number of rows of voxels, i.e. 20, 

40, 80, load imbalance would be expected to be a significant factor. Higher efficiency 
values would therefore be expected to be obtained, if the domain sizes and 

decomposition were optimised for the available number of processors.

The results obtained in this study suggest that the combined distributed/shared 

memory implementations, splitting the problem by both coil and physical domain, can 

provide more efficient and flexible parallelised MIT forward models when utilising 
large numbers of processors in comparison to coil-only or domain-only parallelisation 

methods. Since the method reduces communication overheads, equal or greater
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increases in efficiency are expected, and have been observed [21, 127], in 

architectures with lower interconnect performance, such as PC clusters.

4.4.3 Performance evaluation of parallel FD algorithm 
using PETSc library

The PETSc implementations were run on an IBM eServer p690 system situated at 

IDRIS, France. The benchmark measurements obtained from the original relaxation 

method based algorithm were carried out on an IBM SP system based at CINECA.

Columns two and three of Table 4.4 show the parallel computation time obtained for 

the PETSc parallel LU and CG solvers with increasing number of processors 

implemented on the IBM eServer system based at IDRIS. Column four shows the 

parallel computation time with domain decomposition of the original red-black SOR 

algorithm, which was implemented on the IBM SP system based at CINECA.

The computation time was scaled well for increasing numbers of processors on the 

IBM eServer in Table 4.4. Iterative solver CG takes less computation time when 

compared to direct solver - Parallel LU solver.

The iterative solvers, the PETSC CG algorithm and the relaxation algorithm, were 

found to be fast and scalable. The speed and precision was very much dependant on 

the selected stopping criteria, however. For the case of the PETSc direct solver - 

Parallel LU decomposition - the precision was fixed as was the speed. The LU 

algorithm appears to have higher memory requirements and required greater 

computational time than the CG and relaxation algorithms for a given precision.

Table 4.4: Computation time of the parallelised algorithm using PETSc and domain
decomposition. 

(Time in seconds; NoP stands for number of processors).

NoP

1

2

4

8

CG

16.3

8.2

4.4

2.6

Parallel LU

69.5

37.3

18.8

9.6

Domain decomposition

2.8

1.7

1.2

0.96
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Parallelisation with domain decomposition using the original relaxation algorithm 

provided the lowest computation time. It should be noted, however, that the results 

obtained for this algorithm are not directly comparable with the results obtained for 

the PETSc algorithms since different supercomputer systems were employed for the 

two cases. The measurements were obtained in two different work visits as part of the 

HPC-Europa programme and the relative performance of the particular systems must 

be considered. It should also be noted that potential optimisations of the PETSc 

algorithms, such as use of preallocation of memory, were not implemented and these 

may greatly improve the performance [92].

The conversion of the relaxation algorithm to a matrix form was not trivial and the 

resulting code was very significantly longer, although it should be noted that the 

increased complexity in the code was in sections that were used to construct the A 

matrix and b vector. These are not run iteratively, only once to create the matrices 

initially. Once placed in a matrix form, however, the many powerful tools within 

PETSc may be applied. These include a large number of serial and parallel non-linear 

and linear equation solvers, which allows quick and easy experimentation to find the 

optimum solvers and preconditioners for different circumstances and applications.

In the case of the development of the original relaxation algorithm, which did not 

employ PETSc, efficient parallelisation was non-trivial and the debugging process 

very time consuming. PETSc hides the details of the inter-node communications from 

the programmer, easing algorithm development when converting an algorithm from 

serial to parallel implementation. This is a major advantage of PETSc.

To improve the performance, the following work was carried out: (i) performance 

optimisation of PETSc algorithm taking into account for instance preallocation of 

memory, which has a great potential impact on performance, (ii) measurements of the 

impact of the choice of stopping criteria on speed versus precision, (iii) issues related 

to implementations of iterative image reconstruction algorithms and (iv) the use of 

higher number of processors to investigate the practical limits of computation 

efficiency using PETSc on a particular HPC platform.
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4.5 Performance evaluation of HPC systems

4.5.1 Implementation using Cluster of Workstations 
(COW)

The results for the coil parallelisation (based on cyclic task distribution) for the 

forward model are described here based on Windows PC cluster architecture. A 

cluster computer of twenty PCs was constructed by connecting normal PCs through a 

school high-speed network. A distributed memory approach was implemented using 

MPI with Fortran and free (GPL) implementation of MPI called MPICH [77]. For all 

simulations a cylindrical conductive volume was discretised into 20, 40 or 60 cubic 

voxels, and 16 excitation and detection coils were symmetrically arranged around the 

volume.
Figure 4.12 shows the speed-up figure versus the number of processors, but does not 

include "gather and ordering" time of the eddy current data. A linear increase of 

speed-up was achieved with increasing numbers of cluster nodes for different voxel 

numbers as shown in Figure 4.12.

5 7 9 11 
Number of processors

13 15

Figure 4.12: Speed-up (16 E/D coils) versus number of processor nodes 
(not including ordering and saving of the eddy current data).

However, load unbalancing appears to have reduced speed-up and efficiency. When 

the number of nodes increases from 1 to 2, 4, 8 and 16, each node has evenly 

distributed tasks. For cluster numbers of 3, 6, 10, 12 and 14, however, the tasks were
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not evenly distributed. This caused degradation in speed-up and efficiency. It was also 
observed that speed up and efficiency were decreasing with increasing voxel numbers.

Figure 4.13 shows the final speed-up including the final gather and order operation 

that is the collection of the eddy current values. These sub-functions represent the 
most significant component of the serial fraction. It can be seen that for increasing 

number of nodes and with higher voxel numbers the overhead for the serial fraction 
became significant due to the large amount of eddy current data required to be 
gathered and correctly allocated. This is the major limiting factor to speed-up and 
efficiency especially for higher voxel sizes. The speed-up is seen to drop very 
significantly for increasing number of nodes.

Timing measurements suggest this is due primarily to (i) network bandwidth 

restrictions during the gather operation and (ii) the time required to rearrange the data 
within the full array in the 'master' workstation after data gathering since a cyclic task 
distribution approach was implemented. These performance limitations may be easily 
addressed by increasing the network bandwidth (1 Gb/s or more and using block 

cyclic or block task distribution approaches. The use of distributed and shared 
memory, in which the data does not need to be moved between nodes or re-arranged 

would also address this limitation.

5 7 9 11 
Number of processors

13 15

Figure 4.13: Speed-up (16 E/D coils) versus number of processor nodes, 
(including ordering and saving of the eddy current data)
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4.5.2 MPP vs. SMP systems
This section describes the comparisons of a parallel forward model on an IBM SP 

system (SMP system) and a CLX Linux Cluster (MPP system). The main 
parallelisation approaches for the forward model are based on splitting the 
computational tasks by excitation/detection coils and by physical domain 

decomposition. A distributed memory approach was used in both cases. Coil 
parallelisation was implemented using a SOR algorithm while physical domain 
parallelisation was implemented using red-black SOR. The model employed was of a 
16-channel MIT system with the detection space discretised into 20*20*20, 40*40*40 

and 80*80*80 cubic voxels.

a) Comparisons based on coil parallelisation with SOR
Table 4.5 shows parallel computation time and Figure 4.14 shows the speed-up and 
efficiency of parallel algorithms with increasing numbers of processors on both IBM 
SP system (SMP) and CLX (MPP) systems.

Computation time scaled well for increasing number of processors on both IBM SP 
system and CLX as shown in Figure 4.14. Higher speed-up and efficiency values 
were achieved on the IBM SP than on the CLX Linux cluster. Both the IBM SP 
system and CLX showed significantly higher speed-up and efficiency for 80*80*80 

voxels compared to voxel sizes of 20*20*20, 40*40*40.

Table 4.5: Total computation time of the parallelised algorithm on both SMP and MPP
systems.

NoP

1

2

4

8

16

32

(20*20*20)

4.3

2.7

1.7

1

0.64

0.4

Total Time, s 
(MPP)

(40*40*40)

67

36

19.5

12

6.7

5

(80*80*80)

3493

1768

949

546

283

146

(20*20*20)

2.8

1.45

0.79

0.48

0.33

0.22

Total Time, s 
(SMP)

(40*40*40)

45

23

12

6.6

3.8

2.4

(80*80*80)

2330

1158

596

314

163

87
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Figure 4.14: (a) Speed-up and (b) efficiency versus number of processors. 
(Sp -IBM SP system (SMP), CLX Linux cluster (MPP) with 20, 40 and 80 cubed voxels)

b) Comparisons based on physical domain parallelisation with red- 
black SOR

Table 4.6 shows total computation time and Figure 4.15 shows the speed-up and 

efficiency of parallel algorithms with the increasing number of processors on both 

IBM SP and CLX for physical domain parallelisation with the red-black SOR 

algorithm.

Table 4.6: Total computation time of the parallelised algorithm. 
(Physical domain parallelisation)

NoP

1

2

4

8

16

32

(20*20*20)

5.8

3.2

2.6

2.4

2.9

5

Total Time, s 
(MPP)

(40*40*40)

68

46

26

17

17

19

Total Time, s 
(SMP)

(80*80*80)

5070

2938

1825

1029

723

524

(20*20*20)

2.8

1.7

1.2

0.96

0.9

0.92

(40*40*40)

42

22

13

8

6

5

(80*80*80)

3097

1117

577

304

180

125

The speed-up and efficiency can be seen to drop more rapidly for increasing number 

of nodes in comparison to coil parallelisation with SOR, especially with the smaller 

number of voxels. The speed-up and efficiency of red-black SOR on CLX (MPP) 

shows much worse when compared to red-black SOR on IBM SP system.
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Super linear speed-up, where greater than 100 % efficiency is achieved, was observed 

for 80 cubed voxels on the Supercomputer.

For the coil parallelisation with SOR algorithm efficiencies of 84 % and 75 % and 

speed-up of 27 and 24 on IBM SP and CLX, respectively were observed for a domain 

size of 80*80*80 and 32 processors. The computation times were reduced from 2330s 

to 87s and from 3493s to 146s, respectively.

For the physical-domain-decomposition approach the computation time on a single 

processor was reduced from 3097 seconds to 125 seconds on a 32 processors for 80 

cubed volume -with a speed up of 25 and an efficiency of 77 % on IBM SP while 

CLX has much lower speed up of 10 and efficiency of 30 %.

The coil parallelisation with SOR algorithm requires less communication between 

nodes than the physical domain parallelisation algorithm and this is thought to be the 

reason why it showed higher speed-up and efficiencies for a large number of voxels 

and processors. Other factors thought to be responsible for a reduction in efficiency 

values for the physical domain parallelisation algorithm were (i) the increased need to 

wait for synchronisation during the collection of residuals and (ii) load imbalance 

caused degradation in speed-up and efficiency since the total number of voxels was 

not evenly divided among the total number of processors.

12 is a: z» 
Mint bv ro f pm o» c oirc
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Nun her of processors

(a) (b)
Figure 4.15: (a) Speed-up and (b) efficiency (16 excitation/detection coils) versus number of

processors. 
(Sp - speed-up, E - efficiency for 20, 40 and 80 cubed voxels)

The key differences between the IBM SP and CLX systems are thought to be due to 

the inter-node communication bandwidth. The IBM SP system has a bandwidth of up
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to 2 Gb/s between nodes while 256 Mb/s is quoted between each node on the CLX 

system. Thus, IBM SP achieves better efficiency for coil and especially for the 

physical domain parallelisation where the red-black SOR algorithm requires high 

inter-node communication. Timing measurements suggest that this is due primarily to 

(i) network bandwidth restrictions during the ghost value exchanging and 

MPI_ALLREDUCE operations and (ii) the load unbalancing.

Super linear speed-up was observed for 80*80*80 voxels for the domain 

parallelisation algorithm on the supercomputer. This phenomena is due to the 

situation that multiple processors can provide inherently more efficient computation 

due to the way processor cache is used [126].

Coil parallelisation should be the first choice in the selection of a parallelisation 

method given the higher efficiency. It is limited, however, by the number of coils 

used. Physical domain parallelisation offers advantages where the number of 

processors exceeds the number of coils. The red-black SOR algorithm was found to 

provide an efficient implementation of this scheme. The two methods are not 

mutually exclusive, however, and may in principle be implemented together to 

provide efficient parallelisation schemes using very large numbers of processors.

The speed-up factors obtained in this study suggest that parallel implementation is an 

effective means of achieving major reductions of computation time towards practical 

values.

4.6 Discussion and conclusion

Efficient parallelisation methods were developed for the MIT forward model and 

implemented in parallel on various HPC platforms. The following three approaches 

were carried out.

Approach 1: Parallelisation methods:

Four parallelisation methods were developed including: 

(i) the coil parallelisation with MPI; 

(ii) the physical-domain-decomposition with MPI; 

(iii) the physical-domain parallelisation with mixed MPI / OpenMP; 

(iv) multi-level coil and physical domain parallelisation with MPI / OpenMP.
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In Figure 4.7 and Figure 4.8 the computation time of the coil parallel model scaled 

well with the number of cluster nodes due to independent loops and few I/O 

communications in the algorithm. For the second method, which uses physical 

domain parallelisation with mixed MPI and OpenMP, the efficiency and speed-up 

dropped at a faster rate with increasing number of processors in comparison to coil 

parallelisation. This is thought due to higher inter-process communication 

requirements and the increased need to wait for synchronisation during the collection 

of residuals.

The third, hybrid method combining both coil and physical domain parallelisation 

with mixed MPI and OpenMP outperformed the pure domain parallelisation in terms 

of the observed speed-up and efficiency with increasing processors scalability.

Serial fraction in the code and communication overhead become a major limitation 

factor. The results obtained in this study suggest combined distributed/shared memory 

implementations, splitting the problem by both coil and physical domain, can provide 

more efficient and flexible parallelised MIT forward models when using large 

numbers of processors, in comparison to coil-only or domain-only parallelisation 

methods. We suggest that the proposed multilevel approaches will be suitable for 

other applications with similar problems involving FD algorithm and independent 

measurements.

Approach 2: Scientific libraries:

PETSc library was implemented to find optimal solvers and preconditioners for the 

parallel numerical solution of the FD model. After the FD algorithm was converted to 

a matrix form the many of the powerful tools within PETSc library were applied. 

These include a large number of serial and parallel non-linear and linear equation 

solvers, which allowed quick and easy experimentation to find the optimum solvers 

and preconditioners for different circumstances and applications.

Approach 3: HPC systems based on MIMD architecture:

Various HPC systems except grid were investigated and evaluated including: IBM SP 

supercomputers (cluster of SMPs), Windows PC clusters (NOW) and Linux CLX 

clusters (MPP). Figure 4.15 shows that IBM SP has significantly higher speed-up and 

efficiency when compared to CLX Linux Cluster. The key differences between the 

IBM SP and CLX systems are thought to be due to the inter-node communication
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bandwidth. The IBM SP system has a bandwidth of up to 2 Gb/s between nodes while 

256 Mb/s is quoted between each node on the CLX system. Thus, IBM SP achieves 

better efficiency for coil based parallelisation and even more so for the physical 

domain parallelisation where the red-black SOR algorithm requires high inter-node 

communication. Timing measurements suggest that this is due primarily to (i) 

network bandwidth restrictions during the ghost value exchanging and 

MPI_ALLREDUCE operations, and (ii) the load unbalancing.

The results of the developed parallelisation methods on various HPC systems 

suggested that parallel implementation appears to be highly practical and capable of 

imaging within practical time frames.

Much of the work had been done during two separate research visits in 

supercomputing centres: IDRIS in FRANCE and CINECA in ITALY under EC 

funded HPC-Europa program [128]. The work carried out during these visits resulted 

in two conferences presented in [67, 127] and a journal paper [75].
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CHAPTER 5 PARALLELISATION OF
3D ITERATIVE IMAGE

RECONSTRUCTION ON A HPC
SMP SYSTEM

5.1 Introduction

This chapter describes the parallelisation of the iterative image reconstruction 

algorithm. Efficient parallelisation methods were selected for the MIT forward model 

(see chapter 4) and then combined with the inverse solution, which was implemented 

using parallel math libraries. Although the higher order regularisation matrix 

(equation 3.5 in section 3.5) can improve reconstructed images, they are 

computationally very intensive and if employed, this will become the slowest part of 

the image reconstruction algorithm. Therefore, the parallelisation of the inverse 

solution with such regularisations using equation (3.5) is important to achieve an 

efficient 3D iterative image reconstruction.

The inverse solution mainly involves matrix operations and solving the systems of 

linear equations. This chapter will present the efficient algorithms and equation 

solvers to compute the inverse solution, which is suitable for parallel implementations

108



Chapter 5 Parallelisation of 3D Iterative Image Reconstruction on an SMP System

using parallel math libraries. Several optimisation approaches have been described 

such as unformatted data saving and a block-cyclic distribution approach for solving 

the memory limitations.

The SMP system described in Chapter 4 was found to be very suitable for the 

multilevel parallelisation of the forward model so this system will be used for the 

parallel iterative solution in this chapter.

5.2 Approaches for efficient image 

reconstruction

The regularised Gauss-Newton method was employed for the iterative image 

reconstruction, which can be written as

«M = a, + (Sf S, + AlTLr'KSfCV. - V,)] (5.1)

where ST is the transpose of S, L is a regularisation matrix, Vm is the vector of 

measured voltages, V(. is the vector of calculated voltages.

Equation (5.1) can be split into two parts: matrix- matrix operations 

C = (S[S. + ALTL) , and matrix- vector operations Q = (Sf(Vm -V,)). C is a square

matrix where the matrix size equals the total number of voxels. The systems of linear 

equations have to be solved by inverting the matrix C. The iterative reconstruction is 

performed by recalculating the sensitivity matrix at each iteration from the most 

recent estimates of the conductivity distribution. 

In this inverse solution, most of the computation time was spent on:

• the matrix multiplication: Sf S. ;

• the solution of the systems of linear equations: C'Q (see section 5.2.2 for the 

approaches to compute it efficiently).

At first, the inverse solution algorithm was converted from Matlab to Fortran, and the 

LAPACK library was used to solve the systems of linear equations and was combined 

with the MIT forward model in Fortran to produce an iterative image reconstruction 

algorithm. This algorithm was then further converted to parallel form using parallel 

libraries described in sections 5.3 and 5.4.
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5.2.1 Methods for efficient matrix multiplication
Three types of matrix operations were investigated and compared to select the best 

timing approach in the inverse solution by using: (i) shared memory parallelisation of 

self-coded three Do-loops, (ii) a Fortran 90 intrinsic function (MATMUL), and (iii) 

LAPACK and BLAS library routines (DGEMM, DGEMV). The details each approach 

is described in the following:

a) Self-coded three Do-loops
Three Do-loops can easily be parallelised by inserting OpenMP directives on the z- 

dimension to share the computation among multiple processors as shown in Table 5.1.

Table 5.1: Pseudo code for shared memory calculations of three Do-loops. 
(!$OMP stands for OpenMP directives)

!$OMP PAPvALLEL DO PRTVATE(i,k,n) 
DO i=l ,L !! Shared parallel section 
DOk=l,L

C(k,i)=0 
DOn=l,M
C(k,i)= C(k,i) + ST(k,n)*S(n,i) 
END DO 
END DO 
END DO 
!$OMP END PARALLEL

where L is the number of total voxels and M is the number of the excitation and 

detection coil combinations.

b) The Fortran90 intrinsic function
The Fortran90 intrinsic function (MATMUL) can perform various matrix-matrix and 

matrix-vector multiplications.

c) Optimised math library routines
The optimised math library routine for matrix-matrix multiplication (DGEMM) can be 

performed by calling following routines:
CALL DG£MM('N','N',L,L,M,1.0, ST,L, S,N,0, C,L).
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The performance of the three matrix multiplication approaches was compared in 

Figure 5.3 using the voxel size of 20*20*16 with 16 channel MIT system using a 

single processor on an IBM SP.

Table 5.2 shows that Fortran 90 intrinsic function "MATMUL" was much faster than 

the implementation with the self-coded three Do-loops.

Table 5.2: Comparison of matrix multiplication approaches on a single processor. 

Types of matrix multiplications Computation time, (seconds)

Self-coded three Do-loops

Fortran intrinsic function: MatMul

Math library: DGEMM

58.5

1.4

3.8

Distributed memory approach of three Do-loops may allow employing a large number 

of processors. The implementation of hybrid parallelisation by combining MPI and 

OpenMP allows using a huge number of processors, whilst improving the 

performance of matrix operations. So further investigation on the parallelisation of 

three Do-loops can be undertaken in the following three approaches:

(i) Inserting OpenMP directives in a code to tell compiler the level of loop to

share the matrix computation;

(ii) Distributing loop iterations among processors using MPI; 

(iii) Implementing a hybrid parallelisation by combining MPI and OpenMP.

Figure 5.1: A simple program flow for the OpenMP execution.
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The shared memory parallelisation with OpenMP is a fork-join model of computation 

as in Figure 5.1, which implies a synchronisation point at each join operation. This 

leads to inherent scalability flaw due to the heavy synchronisation in the fork-join 

model.

The computation time of the self-coded three Do-loops with shared memory 

parallelisation can be seen from Table 5.3. In this approach, each processor has an 

access to the same global memory.

Table 5.3: Shared memory parallelisation of three Do-loops for 20*20*16 voxels.

Shared processors

1

2

4

8

Computation time

58.5

45

23

12

Speed-up

1

1.3

3

5

Efficiency

1

0.65

0.75

0.63

The computation time decreases with the increasing number of shared processors. 

However, only up to eight processors can be used for the shared memory approach on 

the IBM SP supercomputer based at CINECA, Italy. Optimal speed-up was not 

achieved with this shared memory approach mainly due a heavy synchronisation 

among processors. It can be seen in section 5.4 that the heavy synchronisation will 

also greatly affect on the parallelisation of the inverse solution.

The simulation results in Table 5.2 and Table 5.3 show that math library and Fortran 

intrinsic functions can perform better than self-coded three Do-loops for matrix 

operations on a single processor or multiple processors with shared memory systems. 

This may be due to the optimised cache and memory hierarchy utilisation of library 

functions for particular computer architectures that yield a good performance with 

even a single processor.

5.2.2 Solvers for efficient inverse solution
Several LAPACK routines can be used to solve the systems of linear equations in 

serial. Following two LAPACK routines were compared:

(i) least-squares solution with library routine DGELS for linear solvers;
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(ii) LU factorisation (or Gaussian elimination) with library routine DGETRF and 
solving the systems of linear equations with routine DGETRS using the LU 
factorisation computed by DGETRF.

Equation (5.1) was used for the inverse algorithm and the LU decomposition 

approach was selected to solve the systems of linear equations. This includes 
following two steps: (i) decomposing C into a product of simpler matrices, and (ii) 
solving the problem using the decomposed matrix.

The matrix C can be factorised as

C=OUP (5.2)

where O is the lower triangular matrix, P is a permutation matrix and U is the upper 
triangular matrix with ones on the diagonal. The O and U matrices do not require 
extra storage, but are stored in a space initially occupied by C.

If the matrix C has a zero pivot (zeros or very small values on the diagonal), the upper 
triangular can not be attainable and the process breaks with division-by-zero errors 
(with NAN: not a number). This is the main reason that /I values were added to the 

diagonal of this matrix. It avoids errors and takes away the ill-posedness of the matrix.

To solve the systems of linear equations in LAPACK for instance [69], two library 

routines are used

(i) DGETRF to compute LU factorisation of the matrix C;
(ii) DGETRS to solve the systems of linear equations using the LU factorisation

from DGETRF where TRF is a Triangular Factorisation and D stands for

double precision.

Table 5.4: The comparisons of approaches for the systems of linear equations.

Types of 
equation 
solvers

Least-squares 
solver

LU
factorisation

approach

Inverse

Solutions of linear 
equations

61

28

solution

Matrix multiplication 
(MATMUL)

1.4

1.4

Forward 
model

2.3

2.3

Total time

65

32.3
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Table 5.4 shows the comparison of the two approaches for solving the systems of 

linear equations, and also includes the timing analysis for the forward model and the 

inverse solution with the voxel size of 20*20*16 for a single processor 

implementation.

Table 5.4 showed that LU factorisation approach performed better than the least- 

squares solver, so LU factorisation approach will be used for the inverse solution. 

When DGEMM and MATMUL were employed for the matrix computations, the 

solution of the systems of linear equations became the greatest time constraint, 

especially, for a large number of voxels.

5.2.3 Approaches to solving memory limitations
Performing 3D reconstruction directly was not possible on the voxel sizes of 

40*40*32 and 80*80*64 due to the memory limitations as shown in Table 5.5. The 

memory limitations were addressed by performing reconstruction in a block-cyclic 

distribution manner sequentially along z-dimension. In this approach, the 3D 

reconstruction is effectively decoupled into multiple computational blocks. The 

reconstruction algorithm has the capability of selecting the size of block. In this 

simulation, only a single layer is considered and termed as a 2D solution of the 3D 

problem. This method was employed to solve the memory limitations with the first 

term of equation (2.29) and produced similar reconstructed images in both methods.

In Table 5.5, the two approaches were compared in terms of the computation time to 

reconstruct images on a single processor of an IBM SP supercomputer. Here, a similar 

simulation setup was used as in section 3.5. The Fortran Intrinsic function (MATMUL) 

was used for matrix operations, and the LU factorisation approach was used to solve 

the systems of linear equations using the first term of equation (2.29).

Table 5.5: Approaches for solving 3D problems on a single processor (IBM SP).
(Time in seconds)

Voxel sizes Direct 3D reconstruction 2D solution of the 3D problem

20*20*16

40*40*32

80*80*64

30

Not enough memory

Not enough memory

0.3

15

2721
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It can be seen from Table 5.5 that this approach solved the memory limitation for 

finer meshes such as 40*40*32 and 80*80*64 voxels, and further reduced the 

computation time with voxel size of 20*20*16. The decomposed data may fit into the 

cache or registers, which brings extra improvements on computation time since it 

takes more time to moving the data between memory hierarchy and processors. This 

shows that the efficient utilisation of cache and memory hierarchy seems to be a key 

to efficiency of the algorithm.

The simulation results showed that this approach not only solved memory limitation 

problems for implementing finer discretisation (e.g. 80*80*80) and the iterative 3D 

image reconstruction algorithm, but also greatly reduced the computation time.

5.2.4 Data formatting for faster access
The results in chapter 4 showed that the speed up and efficiency that can be achieved 

depending on the amount of parallelism within algorithm, level of optimisation and 

the interconnection rate of the network. The efficient parallelisation of algorithms is 

also non-trivial.

Some practical optimisation techniques include taking away unnecessary intermediate 

saving of data, using of unformatted data and math library routines instead of self- 

coding (see section 5.2.1) etc. The total time for saving the computed sensitivity 

matrk data on hard disk for each volume size using formatted save and unformatted 

save methods is shown in Table 5.6.

Table 5.6: Time for saving sensitivity matrk data on hard disc and the size of the data.
(Time in seconds)

No. of 
Voxels

20*20*20

40*40*40

80*80*80

saving time of sensitivity matrk data

formatted data

2

16

129

unformatted data

0.07

0.5

1.2

size of sensitivity matrix data

formatted data

51MB

406MB

3.2GB

unformatted data

15.5 MB

125MB

1000 MB

It can be seen from Table 5.6 that saving the data takes a significant percentage of 

total algorithm computation time, especially for large volume sizes and large number 

of processors. Saving in unformatted form can be seen to be much faster and 

consumes less space.
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The time taken to save data will become longer with larger domain sizes, and will 

represent a greater proportion of the overall algorithm time with increasing number of 

processors as shown in Table 5.6. The unformatted rather than formatted data saving 

in this case provides major benefits as regards time and space requirements.

The following Fortran example shows how to write the unformatted data:

OPEN(S, SensMatrix, form=' 'unformatted"', status='unknown') 
WRITER) Sensmatrix

To read the unformatted data in UNIX, the following command has to be operated:
od-A d-tf8-j 4 SensMatrix.dat \ more 

In Matlab, the unformatted data can be accessed as:

Open( 1 ,form=''unformatted', file=' SensMatrix. <ta',access='direct',recl=M*N)

5.3 Parallel implementation of the inverse 
solution using parallel math library

This section includes methods and procedures for solving the systems of linear 

equations in parallel using parallel math libraries. More detailed description of 
different math libraries can be found in section b). The IBM Parallel ESSL is quite 

similar to ScaLAPACK, so ScaLAPACK will be described in detail in this section. In 
this study, equation (5.1) was solved iteratively by calling the parallel matrix 

computation routines of ScaLAPACK library repeatedly.

At first, a serial version of the inverse solution algorithm was developed using the 
LAPACK library, which uses a single routine call to carry out needed operations. 

Then the parallel inverse solution was developed using the ScaLAPACK library, 
which uses block-oriented LAPACK linear algebra routines with a set of 

communication routines to exchange data among processors.

To solve the systems of linear equations using ScaLAPACK, the LAPACK library 
routine DGETRF is replaced by a call to PDGETRF in ScaLAPACK, and the 

LAPACK library routine DGETRS is replaced by a call to PDGETRS. However, 

ScaLAPACK needs to configure the processors via various arguments and data 

decomposition must be performed before running the routines in parallel. In order to
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minimise the frequency at which data are moved between different levels of memory 

hierarchies, the block-partitioned algorithms were used in ScaLAPACK routines.

The whole process involves the following four steps [91]: 

(i) Configuring the processors, 

(ii) Distributing the problem (data).

(iii) Calling ScaLAP ACK routines, such as PDGETRF and PDGETRS. 

(iv) Gathering the results and release the processors.

At first, a set of processors are arranged logically into some sort of a rectangular 

processor grid to solve the linear algebra problem in ScaLAP ACK as shown in Table 

5.7. This will allow any processor to be identified by its own row and column.

For example, four processors can be arranged as following:

Table 5.7: Rectangular 'processor grid' arrangement. 

Column 0 Column 1

Row 0 Processor 0 Processor 1 

Row 1 Processor 2 Processor 3

Secondly, matrix C and vector Q will be split and allocated to multiple processors. 

This lets each processor have a portion of data. However, each processor should 

figure out global matrix entries besides computing its own local elements. To get 

better parallel performance, the matrix should be divided up into smaller blocks to 

improve load balancing. By using smaller block sizes, it is possible to avoid idle 

processors and let all processors stay busy.

Thirdly, many local matrix operations are involved before solving the systems of 

linear equations in parallel using Fortran intrinsic functions or ScaLAP ACK library 

routines, such as PDGEMM and PDGEMV. Each processor only needs space to 

process and store its portion of local matrices. Then two routines involve:

(i) PDGETRF to factor the local matrix C«;
(ii) PDGETRS to solve local a* using the factored matrix from PDGETRF where 

R is the rank of each processor in the processor grid.
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In the last step, MP1 Gather operation will be performed to gather values from each 

processor and finally release the processors.

5.4 Performance evaluation of parallel 3D image 
reconstruction

The serial inverse solution with LAPACK routine was converted to a parallel iterative 

solver using Parallel ESSL library on IBM SP machine. However, additional work 

was required to manage the processors, data decomposition and distribution before 

running it in parallel. An SPMD computational model was selected for parallel 

computing, which means the same program runs in all processors, but on different 

subsets of data. Various code level and architecture level optimisations were selected 

for the best performance.

Through dynamic memory allocation, processor-specific local arrays were also used 

to determine and hold the assigned blocks of global arrays dynamically. For all 

following simulations, the Parallel ESSL was used for solving the systems of linear 

equations using the IBM SP supercomputer. Due to variability in resource 

accessibility in the IBM SP environment, computation time is varied, so all 

simulations were run three times and the average result was used.

A multilevel (shared / distributed) memory approach was implemented for both the 

forward model and inverse solution to allow improved efficiency on systems with 

SMP architecture. For the forward model, both coil and physical domain split 

methods were used, and the red-black SOR algorithm was employed for the FD 

calculation as described in section 4.3.4. At the first level, the coil parallelisation was 

achieved by splitting the coils evenly on multiple nodes using MPI. The second level 

of parallelisation is achieved by inserting OpenMP directives on the y-dimension in 

the FD algorithm, which allows multiple processors to share the computation of the 

domain.

The parallelisation of the inverse model was achieved with parallel libraries as 

described in the previous section. The inverse solution has higher memory 

requirements than the forward model due to huge matrix data for the matrix
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operations and the solutions of systems of linear equations. The inverse solution was 

implemented by adopting a 2D solution of a 3D problem (see section 5.2.3).

For each 2D layer, the following four steps were taken for parallelisation by

(i) initialising the processor grid;

(ii) distributing the matrix on the processor grid using two-dimensional block- 

cyclic distribution method;

(iii) solving the systems of linear equations in Parallel ESSL; 

(iv) finally, gathering the results and releasing the processors.

The parallel library routine PDGETRS was used to compute local o« using the 

factorised matrix CR from PDGETRF routine.

5.4.1 Parallel single-step image reconstruction
Figure 5.2 shows the speed up of a single-step image reconstruction for the forward 

model and inverse solutions using voxel sizes of 80*80*64 over 1-128 processors.

— X— Forward model 

Total speedup 

Inverse solution 

Optimal speedup

0 10 20 30 40 50 60 70 80 90 100 110 120 130 140 

No. of processors

Figure 5.2: The speed-up for the forward model, inverse solution and total computation in the
multilevel parallelisation.

The threads for the shared processors were increased initially from 1 to 8 and then the 

MPI processes were increased correspondingly from 1 to 16 for both the forward 

model and inverse solution. The 8 shared processors were kept constant in each case.
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Figure 5.2 illustrates that the speed-up of the parallel forward model scaled almost 

linearly with the increasing number of OpenMP threads and MPI processes. Higher 

speed-up values were achieved on the forward model than the inverse solution, and 

speed-ups of 112 and 30 were achieved for the forward model and inverse solution, 

respectively.

Table 5.8 shows the computation time for the forward model, inverse solutions and 

total computation using voxel sizes of 80*80*64 over 1-128 processors.

Table 5.8: Computation time of the forward model, inverse solution and total reconstruction.
(Time in seconds, for 80*80*64 voxels).

Number of 
Processors

1

2

4

8

16

32

64

128

Forward Model

3243

1651

838

476

214

125

66

29

Inverse Model

2721

1396

872

602

450

218

179

91

Total time

5964

3047

1710

1078

664

343

245

120

It can be seen from Table 5.8 that the inverse solution did not perform as high as the 

forward model did for the increasing number of processors. A heavy synchronisation 

among multiple shared processors for doing matrix operations and solving the 

systems of linear equations greatly affected on the parallelisation of the inverse 

solution compared to the Forward model. The forward model involves with much 

longer computation within FD algorithm. The solutions of linear equations took most 

of the computation time in the inverse solution. The total computation time was 

reduced from 5964 seconds to 120 seconds.

The main reasons are:

(i) a heavy synchronisation among multiple shared processors; 

(ii) a high memory requirement for finer meshes leads to less cache utilisation 

and more time in accessing the data in complex memory hierarchies;
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(iii) a high communication requirement to distribute the data to all the processors 

and gather results back at the end of each solution for each z-layer.

Those problems lead to drop in the total speed-up. Thus, a total speed-up of 50 was 

achieved.

5.4.2 Effects of different voxel sizes on the scaled 
speed-up

Figure 5.3 shows the speed-up on the inverse solution and total reconstruction time of 

parallel algorithms for the increasing number of processors with voxel size of 

40*40*32 and 80*80*64. The computation time for 20*20*16 voxels was already 

very small and it took only 0.3 seconds for the inverse solution on a single processor, 

so it was not included in this case.

Speedup-40*40*32 

Speedup-80*80*64 

Optimal speedup

0 10 20 30 40 50 60 70 80 90 100 110 120 130 140 

No. of processors

Figure 5.3: Total speed-up for image reconstruction with varying voxel sizes.

Figure 5.3 shows that the speed-up scaled well with the increasing number of 

processors for 80*80*64 voxels and significantly higher speed-up was achieved than 

40*40*32 voxels. Speed-ups of 12 and 50 were achieved for 40*40*32 and 80*80*64 

voxels, respectively. This shows that the achievable speed-up very much depends on 

the voxel sizes and higher speed-up can be achieved with higher voxel sizes for the 

image reconstruction.
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However, Table 5.9 shows that the computation time for 40*40*32 voxels was 

already very small (12 seconds) as for 32 processors unlike the 80*80*64 voxels 

(343 seconds) in Table 5.8.

The computation times were reduced for the increasing numbers of processors for the 

40*40*32 voxels. The computation times on a single processor were reduced from 

80 seconds to 7 seconds for 40*40*32 voxels using 128 processors.

Table 5.9: Computation time for image reconstruction with 40*40*32 voxels.
(Time in seconds)

Number of 
Processors

1
2
4
8
16
32
64
128

Forward Model

56
32
28
23
14
7
3
2

Inverse Model

30
16
11
8
9
5
6
5

Total time

86
48
39
31
23

12

9
7

5.4.3 Parallel iterative image reconstruction
The same multilevel parallelisation approach was employed for the parallel iterative 

image reconstruction as in the previous section.

The parallel image reconstruction algorithm with equation (5.1) was iterated nine 

times as shown in Figure 5.4 to get an improved stable absolute conductivity 

distribution by recalculating S and V. using the most recent updated conductivity 

values.

The initial estimation of the conductivity was set to zero in this case. S was 

calculated from background conductivity of 1 S/m using the modified reciprocity 

method described in section 3.2.1. The forward model was run in parallel split by both 

coil and domain. The inverse solution was calculated in parallel with the Parallel 

ESSL library. In subsequent iterations, S was recalculated from the most recent 

updated conductivity.
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START

Set initial estimate 
(ao)

Update conductivity

Parallel forward model
(Split by both coil/domain) 

Calculate sensitivity matrix (S)

Parallel Inverse Model
(parallel math libraries)

YES

END

Figure 5.4: Diagram showing steps involved in the iterative image reconstruction process.

Table 5.10 shows the computation time with the multilevel parallelisation for the 

iterative image reconstruction where the number of processors was fixed to 16 (2 MPI 

processes and 8 threads) and the numbers of iterations were increased from one to 

nine. However, the computation time for the 9th iteration of 80*80*64 voxels was not 

carried out due to a very long queuing and computation time in this calculation.

Table 5.10 showed that multilevel parallelisation with smaller voxel sizes (20*20*16) 

took very little time for iterative image reconstruction even with nine iterations. 

However, the computation time was very high for using a finer mesh for 

16 processors. This shows that a large number of processors are necessary to further 

reduce the computation time for iterative image reconstruction with finer meshes, 

especially with 80*80*64 voxels.

The performance increase in terms of parallel implementation showed that the use of 

large SMP systems produced significant reductions in the computation time and 

allowed iterative image reconstructions for large applications.
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Table 5.10: Computation time of multilevel parallelisation for iterative image
reconstructions. 

(16 processors with 2 MPI processes and 8 threads)

No. of
Iterations

1

3

5

9

Inverse solution time,

20*20*16

0.2

0.6

1

1.8

40*40*32

9

28

47

85

(seconds)

80*80*64

459

1096

1830
-

Total reconstruction time, (seconds)

20*20*16

1

3

5

10

40*40*32

25

79

126

221

80*80*64

784

1933

3352
-

In this study, the sets of simulations were selected in order to exploit the performance 

of similar types of architectures (e.g. multi-core systems) and assess the hardware 

requirement for constructing such a dedicated HPC system for large applications. A 

cluster of multi-core PCs can easily be constructed by linking them with a high speed 

network and the parallel iterative image reconstruction algorithm can be ported to 

such a system.

5.5 Discussion and conclusion

In this chapter, parallelisation methods for the inverse solution were developed and 

combined with the parallel forward model to produce an efficient 3D iterative image 

reconstruction algorithm. The forward model employed a multilevel (coil and 

domain) parallelisation approach. Parallel ESSL was used for the inverse solution to 

solve systems of linear equations. The computation time was reduced for both finer 

discretisation and allowed the application of an iterative reconstruction algorithm for 

MIT within a short time, using up to 128 processors in IBM SP supercomputer.

Executing 2D solution of the 3D problem by each layer along the z-dimension greatly 

improved the performance of image reconstruction. It only took 0.3 seconds for the 

inverse solution on 20*20*16 voxels on single processor where the original direct 3D 

inverse solution took 30 seconds on a single processor of the IBM SP. The better 

performance of this approach can be attributed to a better cache utilisation since the 

small domain sizes fit into the cache. This leads to less memory traffic in memory 

hierarchy and the ratio of computation to data movement through memory hierarchy
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is decreased. This method also solved the memory limitations for using finer meshes, 

such as 40*40*32 and 80*80*64 voxels.

The fast inverse solution with the second term of equation (2.29) took only around 

1 % of total computation time for 80*80*64 voxels, and the forward model becomes 

the most time intensive part of the image reconstruction that needs to be parallelised 

as shown in chapter 4. In that case, the parallelisation of the fast inverse solution is 

not necessary.

However, a higher order regularisation matrix or an edge preservation regularisation 

(total variations) can be applied to improve the spatial distortion on the reconstructed 

images (see chapter 3). These methods exploit the relationships between the 

neighbouring nodes and improve the reconstructed images, but they are 

computationally very expensive and become the most time intensive part of the image 

reconstruction. An efficient 3D iterative image reconstruction was achieved by 

parallelising both the MIT forward model and inverse solution using multilevel 

parallelisation and parallel math libraries, respectively. The results showed that HPC 

has potential benefits for the parallel implementation of iterative reconstruction for 

MIT.

BIT, ECT and some other bio-impedance tomographic techniques also use similar 

types of reconstruction algorithms for ill-posed problems. The proposed optimisation 

and parallelisation methods for the inverse solution have potential benefits for fast 

image reconstruction.
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CHAPTER 6 PARALLELISATION OF
MIT ALGORITHMS ON 

CLEARSPEED ADVANCE 
ACCELERATOR BOARD

6.1 Introduction

This chapter details the parallel implementation of MIT image reconstruction 

algorithms on ClearSpeed Advance accelerator board (CSX600) and evaluates its 

performance and suitability for practical MIT applications.

Two parallelisation approaches will be described and evaluated by converting the 

existing serial FD algorithm, which is the most computationally demanding part of the 

forward model, into parallel form using Cn language suitable for running on the 

ClearSpeed accelerator, and implementing the inverse solutions using a ClearSpeed 

accelerated Intel MKL library routines, for parallel systems of linear equation solution 

and matrix operations.

Timing simulation results will be presented to assess its suitability for the time critical 

MIT applications. The chapter will fist describe accelerator hardware and software 

features. The implementations of the forward model and inverse solutions are 

described in more details in sections 6.3 and 6.4.
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6.2 ClearSpeed CSX600 and its operations 

6.2.1 Architecture and programming language
The main purpose of the accelerator is to speed-up the time intensive parts of large 

applications as supplementary to conventional PC processors. The ClearSpeed 

accelerator includes 1 GB of DRAM and it mainly serves as a buffer for transferring 

to and from a host PC. The accelerator consists of two CSX600 processors, but they 

do not share the same memory. Therefore, a host has to send the same copies of data 

to both of them, even if a computation is partitioned between them. Only one of the 

two CSX600 processors was used in this thesis due to the limitations in the 

development environment since a common interface has to be established between 

two CSX600 processors by using an assembler code in order to exchange data.

CSX600 is an SIMD-based coprocessor that consists of a mono execution unit 

(control unit), a poly execution unit with 96 processing elements (PE) and I/O units as 

shown in Figure 6.1.

Mono execution unit System network

Poly execution unit

PEG •^ ——— >•
Swazzle

PE2

High speed I/O channel
A.

System network

Figure 6.1: An overview of the CSX600 processor architecture.

In CSX600, each PE has only 6 KB of local memory and a limited bandwidth of 

3.2 Gb/s - these are the biggest limitations. First, this limits the size of matrices used 

to do matrix operations and solve the systems of linear equations in parallel in 96 PEs. 

Second, too much data transfer between mono and poly units can create a bottleneck 

in the speed of memory transfers to and from PEs.
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The ClearSpeed accelerator does not support common parallel programming APIs 

such as MPI and OpenMP. However, it provides a dedicated language: Cn which is an 

extension of the C language which operates as a parallel programming interface to the 

CSX600 processors. It provides extensions related to hardware specific issues, such as 

communication, poly I/O, vector instructions etc. The Cn language adopted two new 

data types: 1) a default data type called mono where only one instance of data exists. 

Another is poly, which allows all functional units of the PE unit to run the same code 

simultaneously on respective portions of the data. The main differences between the 

code for the mono and poly execution units are the way that the conditional code is 

executed. For example, the declaration poly int x implies that 96 copies of the integer 

variable x exist on the 96 PEs of CSX600 where each has the same address within its 

PE's local memory.

Though mono variables act as normal C variables, it is important to note that PEs 

cannot handle running different tasks unlike that what is the case for MPI. In poly 

loops or conditionals, the corresponding PEs are enabled or disabled depending on the 

variables. Those disabled PEs do not take part in processing instructions, but they 

have to wait for the other PEs to run through all branches of a code. This leads to 

inevitable idle time that decreases the performance of parallel processing in the 

ClearSpeed accelerator.

6.2.2 Host-board interactions
At first, the application code is loaded into the host memory. The host system then 

initialises the state of the control unit, caches and the mono execution unit by a series 

of writes to the host/debug port. Finally, the code on the accelerator board carries out 

any remaining initialisation of the processors including the PE cores (e.g. setting the 

PE core numbering before running the application code).

The ClearSpeed host interface API (CSAPI) was used to enable the host program to 

communicate with the code running on the accelerator. This includes data transfers 

between the host and mono memory, synchronisation between the host and mono 

execution unit using semaphores, and the API initialisation and running of the code on 

the mono unit. The data must be explicitly transferred from mono to poly memory, 

and both synchronous and asynchronous memory operations are provided by the 

Application Programming Interface (API). Both synchronous and asynchronous
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memory operations are available to transfer data from the host memory to the mono 

memory.

Host memory

ClearSpeed accelerator

CSAPI write

CSAPI read
Mono memory

Memcpyp2m 

Memcpym2p
Poly execution unit

PEO -^ ——— *•>
Swazzle

PE2

path

Figure 6.2: The interactions between host and mono memory, and mono and poly memory.

The CSAPI integrates with C and C++ programs via inclusion of a header file. The 

library function memcpym2p is used for data transfer from the mono to poly memory 

while the data transfer from the poly to mono involves the library function 

memcpyp2m.

6.3 Parallel implementation and evaluation of 

the forward model

6.3.1 Parallelisation for the FD algorithm
At first, the forward model and the inverse solution algorithms were converted from 

Fortran to C and Cn languages to enable running the code on the host PC and the 

CSX600 board. Though a fully iterative image reconstruction algorithm was 

developed, the FD algorithm and the inverse solutions were evaluated separately on 

the CSX600 due to their different nature so that computational bottlenecks are 

identified.

The implementation of the forward model was achieved by the parallelisation of the 

FD algorithm section of the code using Cn while the rest of the forward model was 

implemented using C. This is because the FD algorithm constitutes the main
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computationally demanding part of the forward model and more than 90 % of the total 

computation time for a large volume size (e.g. 80*80*80).

A distributed parallelisation based on the domain decomposition of the FD algorithm 

is suitable for running on the ClearSpeed accelerator.

a) Jacob! Finite Difference method

The FD algorithm involves discretising a volume into a finite grid and approximating 

the derivatives using Jacobi, SOR or red-black SOR methods. The Jacobi method 

allows simultaneous updating of voxels while the SOR method uses successive 

updating of voxels. The SOR and red-black SOR methods are described in detail in 

Section 4.3. Several parallelisation methods were also demonstrated for the red-black 

SOR method. This section describes the details of the Jacobi method and its 

implementation on the ClearSpeed accelerator.

The Jacobi method was implemented in the ClearSpeed accelerator instead of the red- 

black SOR method. The reasons for choosing this is that, firstly, the red-black SOR 

method requires twice as much communication between mono and poly memory 

compared to the Jacobi method to update voxel elements iteratively. Secondly, it is 

hard to distinguish the red or black elements within local indexes in the PE memory, 

due to the independent mono (for global indexes) and poly data (for local indexes) 

types. Thirdly, the red-black SOR and Jacobi methods had been compared to its 

application on a single processor and found to have similar computation timing. The 

Jacobi method is parallelisable on the ClearSpeed accelerator since each element 

depends only on its six neighbouring element values obtained from the previous 

iteration. However, it requires more memory space to store the newly calculated 

scalar potential (f>.

Kirchhoffs current law states that the sum of the six branch currents in voxel ij,k 

results to zero as follows

%,-u>-^>^<.v-u>'' (6.!)

where Y(lijik) is the impedance of the voxel, $,.Jt) is the scalar potential and e(IJJt} is 

the magnetically-induced electric field strength modelled as a vector voltage 

generator.
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Equation (6.2) is derived from equation (6.1) and can be computed using the Jacobi 

method,

($ -e } + Y ((ffl + /? \
_ ___ ________________ (W,y.*)^™((+i.,-.*) K(M,j,k))^ I(i,j-\,k)\<P(i^w +e(i,j~\,k))

t«,y.*) /v i v i Y
' ^iJ-W

where ^+1 is the newly calculated scalar potential in current iterations, <^ is the 

scalar potential from previous iterations and *7 is the iteration step.

A potential ^* +1 at a point on a 3D grid is obtained by substituting at each point (ij.k) 

on the 3D grid with a weighted average of the value at its nearest neighbours (<j>" ) as 

shown in equation (6.1). The Jacobi algorithm runs on a distributed data iteratively 

using the old ^ to update with the new ^+1 in the mono memory after each 

iteration.

The number of iterations depends on the size and geometry of an imaged object. If the 

matrix contains diagonally dominant elements, the convergence will tend to be faster. 

The residual errors are calculated in each iteration to check whether the convergence 

criterion, predefined as acceptable tolerance (10~12), is met. It is defined as

(6-3)

where N is the number of reconstructed conductivity voxels and /, J,K are the total 

numbers of voxels in each dimension.

b) 3D domain decomposition

A distributed parallelisation with domain decomposition is a suitable approach on the 

ClearSpeed accelerator where a volume is sliced into sub-domains and each PE 

computes the different sub-domains in parallel.
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In the domain decomposition approach, 3D matrixes (7, e, <f>) are decomposed into 

small sub-domains and distributed to all PEs to perform the FD computation. 

However, the PEs have a limited autonomy without any branching unit. The mono 

execution unit is intended to control the program execution and feed the PEs with data 

while 96 PEs should perform arithmetic operations in an SIMD manner. The FD 

algorithm based on the 3D domain decomposition requires the communication 

between neighbouring nodes after each iteration to update the ghost value of the old 

$ with the newly calculated ^+1 , but only via the mono memory.

(a) (b)

Figure 6.3: (a) a sub-domain to be computed, (b) a single layer for the sub-domain (a) with 
its neighbours that has to be allocated to PEs.

To calculate a sub-domain with the voxel size of 3*3*3 as shown in Figure 6.3 (a), the 

data from the neighbouring voxels also have to be transferred to the respective to PEs, 

which resulted in allocating a sub-domain of 5*5*5 voxels as shown in Figure 6.3 (b) 

for a single layer. To calculate the grey voxels in (b), the green neighbours need to be 

allocated. However, the white voxels are not neighbours of grey voxels, but they have 

to be allocated due to the memory continuity and are not used.

Although the ClearSpeed board provides a high speed direct communication between 

neighbouring PEs through a swizzle path, it is only suitable for one dimensional 

decomposition. This allows the exchange of data between neighbouring PEs. 

However, the sub-domains are too big to fit into the limited memory space on the PEs 

which is only 6 KB.

The CSAPI function calls were added to a C++ code on a host and the following steps 

were performed for the FD algorithm:
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(i) Moving the necessary data ( Y , e, </>, and indices of a volume) from the host

memory to the mono memory using the function call
CSAPI_ Write_Mono_Memory. 

(ii) Moving the decomposed sub-domains from the mono to poly memory using
the function memcpym2p.

(iii) Computing the FD algorithm in the poly memory, 

(iv) Moving the newly calculated <j>new from the poly to mono memory to update

old <j> using the ClearSpeed function memcpyp2m.

(v) Repeating steps (ii), (iii) and (iv) until the convergence or maximum
iterations are met the predefined values, 

(vi) Moving ^ from the mono memory to the host memory using the function call

CSAPI_Read_Mono_Memory.

An original Fortran host code and the parallelised Cn code for a single-step 3D FD 
algorithm are appended in Table B.2 and Table B.3 in APPENDIX B (d) to show the 
difference in code structure between them.

6.3.2 Evaluation of the parallel FD algorithm
The Jacobi method was implemented using the Cn language and evaluated using 
various domain sizes. A cylindrical volume was discretised into 20*20*16, 40*40*32 
and 80*80*64 cubic voxels, only one excitation and detection coils were considered, 
and the 96 PEs available were employed.

A 3D block-cyclic distribution approach is performed in a round-robin manner since 
the decomposed sub-domains may not fit into the limited PE memory. The 3D domain 
decomposition requires communication between the non-neighbouring PEs to 
exchange data via only the mono memory. The corresponding sub-domains of the 
data (such as Y, e and <j)} have to be loaded into the PEs in a round-robin manner in 

order to calculate new ^ and the whole process have to be repeated for each iteration.

a) Factors affecting on the performance of the parallel FD algorithm
Table 6.1 shows three main factors that influence the performance of the FD 

parallelisation:

(i) different sub-domain sizes;
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(ii) the order of computational and data transfer steps;

(iii) synchronous and asynchronous data transfer between poly and mono memory

in the accelerator board.

A domain size of 40*40*32 voxels was considered for this FD calculation. 

Factor (i), the effect of sub-domain sizes: two maximum allocatable sub-domain sizes 

in each PE were 4*4*6 and 3*3*10 voxels. They were allocated to each PE in order to 

do the FD calculations in parallel. The number of poly-mono communications was 

halved with the larger sub-domain size and a faster computation was obtained as 

expected. The sub-domain size of 4*4*6 will be used in all other simulations instead 

ofthe 3*3*10 sub-domain size.

Table 6.1: Factors influencing on the performance of parallel FD calculation.
(Time in seconds)

Parallel operating • 
steps on the board

Asynchronous 
communication

Sub-domain 
size

(3*3*10)

Sub-domain 
size

(4*4*6)

Synchronous 
communication

Sub-domain 
size

(3*3*10)

Sub-domain 
size

(4*4*6)

1) Memory copy time 19 ns , „
( , i \ 1.^ V/.o /.O j 
mono to poly)

2) Computation time 0.08 0.06 0.09 0.06

3) Memory copy time Q Q2 Q02 Q Q4 Q()8 
(poly to mono)

Total time 1.3 0.9 7.7 5.2

Factor (ii), effect of step order: the various operating steps in Table 6.1 showed that 

the performance suffered mainly from a large number of data transfers between the 

mono and poly memory. The main reason is that the data cannot be copied in sub- 

domains from the mono to poly, or vice versa, but only in form of one dimensional 

arrays of data. Thus, the data have to be transferred line by line within two loops for a 

3D decomposition. The communication time from the mono to poly memory took 

more than 96 % ofthe total time. This was the main performance limiting factor.

Factor (iii), effect of type of communication: the asynchronous communication 

exhibited a lower computation time when compared to the synchronous one, because 

the overlap of communication and computation reduced the total time in comparison
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to synchronous one. The asynchronous communication provided an efficient 

programming flow. Therefore, the asynchronous communication approach is used as a 
standard in the rest of the thesis.

b) Number of iterations needed in the Jacobi method
The FD algorithm was iterated until it converged to a predefined error value or it 
reached to a maximum number of iterations. Here, the predefined error value was set 
to 10~12 . The rate of convergence of the Jacobi method was shown in Table 6.2.

Table 6.2: Number of iterations needed by the Jacobi method vs different voxel sizes.

Voxel sizes 20*20*16 40*40*32 80*80*64 

No. of iterations 300 1000 2000

As shown in Table 6.2, the finer the mesh, the larger the number of iterations is 
necessary for the Jacobi to converge which invariably results in larger computation 
time.

c) Evaluation of the FD algorithm on both the PC vs. ClearSpeed 
accelerator

The serial FD algorithm running on the Dual Xeon PC (2.8 GHz and 3 GB memory) 
was compared to the parallelised version of the FD algorithm running on the 

ClearSpeed accelerator board by varying the numbers of voxels in Table 6.3.

Table 6.3 showed that the parallel FD algorithm on the ClearSpeed accelerator is 
much slower than the serial algorithm running on the Dual Xeon PC. There are 

several reasons for this:

(i) the communication between mono and poly processors created a bottleneck to 
the overall processing rate of the FD algorithm (see Table 6.1) since the data 
cannot be copied in blocks, but copied line-by-line in a loop and only this 

communication took more than 96 % of the total time in FD calculation;
(ii) the limited PE memory (6KB) maximised the number of decomposed sub- 

domains and as a result a large numbers of communications;

(iii) the speed of each PE is only 250 MHz.
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Table 6.3: Comparisons of serial and parallel FD algorithms running on a Dual Xeon PC and
ClearSpeed accelerator, respectively. 

(Time in seconds).

Types of implementations 20*20*16 40*40*32 80*80*64

Serial Jacobi method
m iv ^ °- 06 3 34 (Dual Xeon)

Parallel Jacobi method
ClearSpeed (96 PEs) ' 23 3°°

Various methods were tested to improve the performance, but they did not help due to 

the limitations in the ClearSpeed accelerator and a high communication requirement 

of the FD algorithm. Two different ClearSpeed boards (PCIe and PCI-X boards) were 

tested. The PCIe board took only 0.015 seconds to load a domain size of 

100*100*100 voxels from the host to ClearSpeed board memory while this took 

0.11 seconds for the PCI-X board. This showed that the PCIe board performs almost 

10 times faster data transfer from the host to board memory than the PCI-X board, but 

this did not affect the overall time at all.

Although the advertised performance is 25 GFLOPS on a single CSX600 processor, 

Japanese researchers from National Institute of Informatics and Keio University 

achieved less than 1/50 of the sustained performance of ClearSpeed accelerator on a 

Himeno Benchmark study due to frequent memory transfers [129]. Two studies also 

showed that more than 98 % of the total time was spent in communication instead of 

computation for the implementation of the Lattice Boltzmann method and only one of 

CSX600 processors was used due to limitations in the development environment [86, 

130].

d) Performance evaluation of the ClearSpeed accelerator

Table 6.4 shows the computation time, speed-up and efficiency of the parallel FD 

algorithm with the increasing number of PEs on the ClearSpeed board. In this case, 

only part of the PEs was enabled to process the data and the rest were disabled. The 

number of decomposed sub-domains was constant since a fixed size of sub-domains 

was used. This means that the number of data transfer instances needed for the FD 

calculation is equal to the number of decomposed sub-domains.
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Table 6.4: Computation time, speed-up and efficiency data for the increasing number of PEs.

No. of PEs

1

2

4

8

16

32

64

96

Computation time, s

2194
1097
549

275

138

69

35

23

Speed-up

1

2

4

8

16

32

63
95

Efficiency

1

1
1
1

0.99

0.99

0.98

0.99

The achievable total speed-up and efficiency was very high and optimal speed-up was 

achieved as shown in Figure 6.4. This shows the implemented algorithms scales well 

with the large numbers of processors.

Speedup on the ClearSpeed accelerator

Figure 6.4: The speed-up factor of CSX600 with increasing number of PEs.

However, the Dual Xeon PC still performed almost ten times faster than the 96 PEs 

on the CSX600. The parallel implementation of FD algorithm on the ClearSpeed 

accelerator board showed that it may not be suitable for the ClearSpeed 

implementation. This is mainly due to the high communication requirement of FD 

algorithm and a limited memory (6 KB) within the PEs of the ClearSpeed resulted in 

a huge time-waste only on the data transfer from mono to poly (over 96 % of total 

time is spent on data transfer).
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6.4 Parallel implementation and evaluation of 

the inverse solution

The parallelisation of the inverse solution is achieved performing the matrix 

operations involved in the algorithm, in parallel on the ClearSpeed board using the 

ClearSpeed's dedicated parallel math library (CSXL). CSXL is the accelerated 

routines of standard scientific libraries including BLAS, LAPACK and Intel MKL 

library [131]. The routines, especially used in this study, include various matrix 

operations (e.g. DGEMM calls) and the LU decomposition approach to solve the 

systems of linear equations (e.g. DGETRF / DGETRS calls). However, the CSXL 

library partitioned a work between a PC and CSX600 processors and only BLAS 

functions (e.g. matrix multiplications etc.) are accelerated on the ClearSpeed 

accelerator when the problem size is large enough to exploit the potential of the 

accelerator.

The matrix operations and the solutions of the systems of linear equations are the 

most computationally intensive parts of the inverse solution. The CSXL library works 

by offloading the computing intensive BLAS functions (e.g. matrix-matrix 

multiplication) of math library on the ClearSpeed accelerator board at the expense of 

additional communication. When a library call is made by an application to a CSXL 

library, the CSXL transfers the required data to the board to compute, if the library 

call is worth off-loading. The results of the matrix multiplications then will be read 

back to host memory. The host library (CSXL) performs all these necessary steps for 

CSAPI described in Figure 6.2 on the behalf of the programmer.

6.4.1 Benchmark study on matrix operations
To analyse the computational benefits of the ClearSpeed accelerator over a PC, a 

benchmark program based on a matrix-matrix multiplication was implemented on 

both the accelerator and a Dual Xeon PC. The program was ran on

(i) a Dual Xeon (2.8 GHz) PC with a MKL routine DGEMM; 

(ii) a CSX600 by calling the ClearSpeed library (CSXL 3.0) routine DGEMM 

from the host applications.
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The matrix multiplications with DGEMM (a BLAS function) are offloaded and 
accelerated on the ClearSpeed accelerator, if the problem size is large enough to 
exploit the potential of the accelerator or it will run on the host PC. The accelerator 
fetches the data from a SDRAM and performs floating-point matrix operations.

The speed-up is defined as

Speedup =
Time on a Dual Xeon PC 

Time on (CSX600 + Dual Xeon PC) (6.4)

Figure 6.5 show the performance of matrix-matrix multiplication for three different 
matrices S (m by ri) using different matrix sizes implemented on both the accelerator 

and PC.

Speedup factor of square and rectangular matrices

Square matrix (m=n) 
Rectangular matrix (m=2400) 

Rectangular matrix (m=240)

1000 2000 3000 4000 5000 6000 7000 8000 9000 
Matrix size, n

Figure 6.5: The speed-up benchmark of CSX600 over Dual Xeon for various matrix-matrix
multiplications (matrix m by ri).

When the rows (m) of the S matrix were fixed to 240 and the columns (n) of the S 
matrix were increased from 500 to 8000, the Dual Xeon PC performed better than the 
CSX600. A higher speed up of eight was achieved when m was fixed to 2400 and n 
was increased up to 8000. The highest speed-up for the square matrix above was 
around 10 on the PC (Dual Xeon) for large size matrices, although the ClearSpeed 

accelerator used 96 PEs.
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Figure 6.5 shows that the performance of the matrix-matrix multiplication on the 

CSX600 very much depends on the matrix size. The size of matrix (both m and «) has 

to be large enough to obtain a higher performance.

Figure 6.6 shows that the computation time of the square matrix-matrix 

multiplications (m = ri) on the Dual Xeon PC and CSX600. It can be seen from Figure 

6.6 that the total time on the Dual Xeon was increased exponentially with the 

increasing number of voxels.

The reason for better performance of the ClearSpeed accelerator is that the larger 

matrix results in a good utilisation ratio of the PEs since the idle time was decreased. 

Thus, the utilisation ratio of the PE array depends on the size of the matrix.

Computation time of square matrices (m=n)

0 500 1000 1500 2000 2500 3000 3500 4000 4500 5000 5500 6000 6500 7000 7500 8000

Matrix size (m,n)

Figure 6.6: The computation time of square matrix multiplications on the Dual Xeon and
CSX600.

6.4.2 Parallelisation of the inverse solution

The inverse problems can be solved using:

(i) the SVD approach as described in section 2.3;

(ii) the LU decomposition method (equation 2.29) for solving systems of linear

equations.
The researchers from Nagoya and Kyoto Universities, Japan [132] implemented the 

SVD on the ClearSpeed accelerator and found that operations other than matrix 

multiplication limit the performance of CSX600 due to the limited data transfer rate,
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and achieved only 3.5 times speed-up for computing the SVD of a 100,000 * 4000 

matrix using MKL Library on a 3.2 GHz Xeon processor.

Therefore, approach (ii) with the term 2 of equation (2.29) was implemented using 

Intel MKL library routines in Fortran as shown in Table 6.5. An LU factorisation was 

performed in order to solve systems of linear equations using library routines 

DGETRF and DGETRS. For the matrix-matrix multiplication and matrix-vector 

multiplications, the library routine DGEMM and DGEMV were performed, 

respectively.

The CSXL library distributes computation between a PC and CSX600 processors, and 

only BLAS functions for matrix multiplications etc. are accelerated on the ClearSpeed 

accelerator. Furthermore, a considerably high fraction of time was spent on DGEMM 

within the LU factorisation. For example more than 90 % of the floating-point 

operations are performed in DGEMM even for a relatively small number of equations 

within the LU factorisation [131].

Table 6.5: C code for regularised Gauss-Newton algorithm with MKL library routines.

double temp[COILS^COMB][COILS_COMB]; /* COILS_COMB stands for coil combination */
double MEAStemp[NB_EX_COILS][NB_DE_COILS]; /* NB stands for number, EX for excitation, DE for detection */

void reconstruction(){
int coil_combs = COILS_COMB;
int domain_size = DOMAINSIZE;
int info, ipiv[COILS_COMB];
char *N = "N", *T = "T"; /* T means transpose, N means no transpose */

intincx= 1, incy = l,nrhs= 1;
double alpha, beta, lemda = (double)!.OE-12; /* X= l.OE-12 */

alpha = (double)l.O; beta = (double)O.O;
dgemm (N, T, &coil_combs, &coil combs, &domain_size, &alpha, &SENSITIVITY[0][0][0][0], &coil_combs, 

&SENS1TIVITY[0][0][0][0], &coil_combs, &beta, &temp[0][0], &coil_combs); /* temp = S . ST */

for (int i = 0; i < COILS_COMB; i++)
temp[i][i]+= lemda; /* temp = temp + XI */

alpha = (double)-l .0; beta = (double)l .0;
dgemv(N, &coil_combs, &domain_size, &alpha, &SENSITIVITY[0][0][0][0],&coil_combs,

&CONDUCTIVITY[0][0][0], &incx, &beta, &MEAStemp[0][0], &incy); /* AV = Vm-S.o */

DGETRF (&coil_combs, &coil_combs, &temp[0][0], &coil_combs, &ipiv[0], &info);
DGETRS (N, &coil_combs, &nrhs, &temp[0][0], &coil_combs, &ipiv[0], &MEASUREMENT[0][0], &coil_combs, 

&info); /* temp'.AV */

alpha = (double)l .0; beta = (double)l .0;
dgemv (T, &coil_corribs, &domain_size, Aalpha, &SENSITIVITY[0][0][0][0], &coil_combs, 

&MEASUREMENT[0][0], &incx, &beta, &CONDUCTIVITY[0][0][0], &incy); /* CT HI = O'+ST * (temp"'* AV) */
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The pseudo-code of the regularised Gauss-Newton algorithm is described in Table 6.5 

where the highlighted regions on the right describe performed calculations. The same 

code can run either on ClearSpeed by using CSXL math library, or on the host 

processor by simply linking and setting environment variables.

6.4.3 Evaluation of the parallel inverse solution

a) Simulation set up

The inverse solution involves solving the systems of linear equations, which consist 

of m linear equations (the number of measurements) and n variables (the unknowns). 

However, S is a rectangular matrix (m by n) and is underdetermined, because there are 

always fewer numbers of measurements than number voxels. Possible solutions for 

increasing the number of independent measurements are to adopt multi-scan, multi- 

tier or multi-frequency MIT systems. In the case of multi-scan, the excitation and 

detection channels are shifted mechanically along the z axis to enable taking 

additional sets of measurements.

A large matrix size (such as 1000 on both columns and rows) is necessary to achieve 

a greater performance with the ClearSpeed accelerator over a Dual Xeon PC.

For these reasons, the number of measurements is increased to make a computational 

analysis of the inverse solution on the ClearSpeed accelerator board. Three sets of 

measurement scenarios were evaluated considering:

(i) one scan - a 16 channel MIT system with 240 measurements;

(ii) five scan - a mechanical multiple scanning 16 channel MIT system or a two- 

tier 16 channel measurement system with approximately 1200 

measurements;
(iii) ten scan - a mechanical multiple scanning 16 channel MIT system or a three- 

tier 16 channel measurement system with approximately 2400 

measurements.

b) Simulation results

The speed-up of the parallel inverse solution on the ClearSpeed accelerator board was 

calculated using equation (6.4). Three sets of scans with (240 / 1200 / 2400 

measurements as the row size of S), varying numbers of voxels (from 1000 to 42000
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on the column of S) were considered. The number of voxels cannot be increased 

further due to the limited virtual memory, which is used as a buffer13 during porting 

the data on to the ClearSpeed accelerator board.

Speedup of (CSX600 + Dual Xeon) over a Dual Xeon

5000 10000 15000 20000 25000 30000 35000 40000 45000 

n - the row size of Matrix

Figure 6.7: The speed-up measured on the CSX600 vs. the Dual Xeon for solving the inverse 
problem by varying the numbers of measurements and voxel sizes.

Figure 6.7 shows the speed-up of the CSX600 over the Dual Xeon PC for the inverse

solution algorithm while Table 6.6 shows the computation time of the inverse solution

implemented on both the CSX600 and the Dual Xeon PC with the three sets of scans

and the increased numbers of voxels.

Table 6.6 and Figure 6.7 show that the CSX600 performed worse than the Dual Xeon

PC with one scan (m = 240) and there was no improvements for the increasing

number of voxels.
A higher speed-up was achieved on the CSX600 when m was increased to 1200 (five

scan) or even higher for 2400 (ten scan). The speed-up was increased with the

increasing number of voxels. A sustainable speed-up was achieved for large numbers

of voxels.
The results on both Table 6.6 and Figure 6.7 show that the ClearSpeed accelerator can

provide a better performance for solving large systems of linear equations.

13 A temporary storage area, usually in RAM.
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Table 6.6: Computation time of the inverse solutions on the Dual Xeon PC and CSX600 +
Dual Xeon. 

(Time in seconds)

Voxel 
size
(«)

1000

2000

4000

8000

16000

32000

42000

One scan:

Dual Xeon

0.13

0.06

0.1

0.2

0.4

0.8

1

w = 240

CSX600 + 
Dual Xeon

0.7

3

3.3

3.3

3.4

3.4

3.4

Five scan:

Dual Xeon

1.2

1.8

3.4

6

12.4

24
32

m = 1200

CSX600 + 
Dual Xeon

0.7

0.8

1.2

1.9

3.2

7

8

Ten scan:

Dual Xeon

6

8

14

27

51

99

128

m = 2400

CSX600 + 
Dual Xeon

3

4

5

6
8

14

18

6.5 Discussion and conclusion

The forward model and the inverse solution were separately implemented on the 

ClearSpeed CSX600 to evaluate its suitability as a low cost low size solution for MIT 

computational needs.

The FD algorithm is computationally the most intensive part of the forward model 

algorithms. A parallel FD algorithm was developed, based on the physical domain 

parallelisation using the Jacobi method. However, it was found to be not well suitable 

for the implementation on the CSX600. The CSX600 has very limited PE memory 

(6 kB). Data, also, cannot be copied in blocks from mono to poly memory. These are 

the biggest limitations as data transfer alone takes more than 96 % of FD computation 

time.

However, the ClearSpeed accelerator was found to be more suitable for executing 

large matrix operations and solving large systems of linear equations where efficient 

computation time of the inverse solution on the ClearSpeed accelerator was attained 

for large row and column sizes (at least 1000 each) for the matrix operations and 

solutions of system equations. The faster inverse solutions were achieved with larger 

number of voxels and measurements. The maximum speed-up factor was found to be 

around ten for large matrix-matrix multiplications and sustainable speed-up of seven
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over the Dual Xeon PC for the inverse solution. The results show that operations other 

than matrix multiplication cannot exploit the performance of the CSX600.

The developed reconstruction algorithms based on standard math libraries can run in 

parallel on many hardware architectures, from desktop multi-core PCs to various 

accelerators and supercomputers. The algorithm ran in parallel on ClearSpeed without 

further modification in the algorithm. The Dual Xeon processors (2.8 GHz each) 
produced a sustainable 4.8 Gflops speed with Intel MKL library.

These proposed measurement scenarios for the MIT systems in section 6.4.2 are 
important because the current MIT system is limited by the achievable spatial 
resolution, which strongly depends on the number of independent measurements. This 
makes the investigations on three measurement sets in this chapter the more useful 

and shows the possible suitability of ClearSpeed accelerators for future multi-scan, 

multi-frequency devices which are likely to generate more measurement data than 

current experimental MIT systems.
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CHAPTER 7 CONCLUSIONS AND
FUTURE WORK

7.1 Introduction

This chapter concludes the thesis by summarising the main algorithmic and 

computational contributions made to magnetic induction tomography during this PhD 

project, as well as their potential impact in implementing MIT for industrial and 

medical applications. Recommendations for future work are discussed with emphasis 

on future focus for algorithmic research and what we view as the most suitable 

computing platforms for applications in MIT.

7.2 Contribution to knowledge

We aimed at developing an efficient parallel and iterative solution of MIT image 

reconstruction to reduce the computation time to practical scales for biomedical and 

industrial applications. This has been achieved through developing a modified 

reciprocity algorithm for sensitivity matrix creation, iterating the whole reconstruction 

model, and developing a parallel implementation of both the MIT forward model and 

inverse solutions. The following table shows the developed techniques and the 

contributions for the development of MIT.

146



Chapter 7 Conclusions and Future Work

Table 7.1: Summary of methods and performance improvements in MIT resulting from this
study.

Techniques

Developed a modified
reciprocity method for
single step and iterative
image reconstruction
using regularised Gauss-
Newton method

Efficient parallel
algorithms for (i) MIT
forward model and (ii)
iterative image
reconstruction using
modified reciprocity
method and evaluated on
PC cluster (COW), MPP
and SMP systems (all
based on an MIMD
architecture)

Implementation on SIMD
architecture using 
ClearSpeed accelerator

Fast pseudo- inverse 
algorithm (MKL)

Use of LAP ACK based
math library for inverse 
solution
Implementations of 
parallel math libraries for 
solving sparse and dense 
linear systems ( e.g. 
PETSc and Parallel 
ESSL)

Optimisation methods
such as:
(i) Block-cyclic solution
of 3D problems, (ii) Data
types

Existing or new 
implementation

Improved based
on the Watson's
reciprocity
method

New

New

No 
implementations 
in MIT

Library exists 
but not 
implemented in 
MIT

No
implementations
in MIT

Major attributes

- faster sensitivity matrix
computation compared to
Morris' perturbation method
- works for both absolute and
difference imaging
- fast and fully iterative
reconstruction algorithm in
both C and Fortran

- single and multi-level
parallelisation approach for the
forward model and parallel
ESSL library for inverse
solution
- suitable for running in parallel
on different HPC platforms
- scalable solution: a speed-up
of 100 over 128 processors

- parallel forward model and 
inverse solution
- faster reconstruction for large 
systems of linear equations

- takes less than 5 % of total
computation time to reconstruct 
images
- suitable for identity matrix

- implemented in C and Fortran
- run in both serial and parallel 
- efficient matrix computation 
and solution of linear systems 
- run in parallel on different 
HPC platforms

- solves the memory limitations
- reduces data saving time and
disc space

Potential value for MIT

- better reconstructed
absolute image
- fast sensitivity matrix
creation for both
difference and absolute
imaging

- fast and efficient
parallel image
reconstruction solver
- possibility of
constructing multi-core
PCs to run multilevel
parallelisation approach

- higher performance 
on multi-scan and
multi-frequency MIT 
systems

- fast image 
reconstruction

- suitable for running in
parallel on varies
accelerators and HPC 
platforms from desktop 
multi-core PCs to 
supercomputers 
- fast and efficient 
computation

- solution for the
memory limitations
- the use of finer
discretisation needed
for complex modelling
such as brain

The work carried out has led to a significant contribution to knowledge, which is 

evident throughout the thesis and especially in the list of the author's publications that 

are shown in APPENDIX C . The main novelty of this work is the development of
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parallel and iterative reconstruction algorithms for MIT. The parallel algorithm 

employs the parallel implementations of both the forward model and inverse solution 

using various parallelisation methods. They were evaluated on different types of HPC 

architectures as well as a hardware accelerator. The iterative 3D algorithm employs 

both parallel and serial version of full iterative algorithm by combing the forward 

model and inverse solutions. The modified reciprocity algorithm was used for 

imaging the absolute conductivity distribution of conductivity samples for a single 

step then extended to run iteratively.

The parallelisation and optimisation methods for MIT could enable the 

implementation of the fast and efficient iterative image reconstruction using finer 

discretisation for complex and realistic models. The following sections summarise the 

original contributions of the thesis:

a) Development of efficient algorithms for image reconstruction

The first contribution was the improvement of the image reconstruction in terms of 

quality of reconstructed absolute images and computation timing. In particular:

• An improved algorithm for the creation of sensitivity matrices was developed 

for single-step image reconstruction (chapter 3). It marked a clear improvement 

on absolute imaging to the approach previously employed by our group using 

the previous reciprocity method [54].

• An iterative image reconstruction method based on the regularised Gauss- 

Newton method was developed and evaluated. The iterative image 

reconstruction scheme based on the improved reciprocity algorithm reduced 

image artefacts and improved the accuracy of the reconstructed objects' 

conductivity values compared to single step method. Note that the original 

reciprocity method also achieved similar reconstructed images when compared 

to the improved version, but more iterations were needed to attain the 

convergence (see section 3.3).

b) Parallelisation of the image reconstruction algorithm on the 
MIMD parallel architectures

One of the main contributions of this study is the development of suitable 

parallelisation methods for iterative image reconstruction algorithms. Four different
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parallelisation methods were implemented for the finite-difference based MIT 

forward model to create sensitivity matrices. These were evaluated to determine then- 

relative computational efficiency on different MIMD parallel architectures 

(chapter 4), as summarised below:

• Four parallelisation approaches of the forward model were developed including: 

(i) splitting by coils using a distributed memory approach, (ii) splitting by 

physical domain using a distributed memory approach, (iii) splitting by physical 

domain using hybrid distributed/shared memory approach, and (iv) splitting by 

both coils and physical domain using multi-level distributed and shared memory 

approaches, respectively. The major result of this work was the development of 

a parallel multilevel coil/physical domain algorithm which allowed efficient and 

flexible parallelisation of the MIT forward model for large numbers of 

processors over a wide range of conditions (coil numbers, domain sizes). A 

speed-up factor of 100 with corresponding efficiency of 78% was obtained using 

128 processors and the computation time was reduced from 3001s on a single 

processor to 30s on 128 processors.

• The parallelisation methods above were implemented and compared on various 

architectures including a Windows workstation cluster, a CLX Linux cluster 

(MPP) and an IBM supercomputer (SMP system). The SMP cluster was found 

to provide an effective means for parallelisation of the MIT forward model (e.g. 

multi-level parallelisation) with increasingly high performance and it has good 

application in clinical MIT systems.

• An efficient parallel and iterative algorithm was developed by combining the 

previously developed parallel forward model with the inverse solution 

implemented in parallel/serial libraries. The fast inverse solution (using the 

second term of equation 2.29 in section 3.5) took a small fraction (less than 5 %) 

of total computation time and was implemented in LAPACK library. 

Consequently, iterative reconstruction was carried out by only parallelising the 

forward model. Alternatively, a higher order of regularisation matrix (with the 

first term of equation 2.29) was shown to substantially improve reconstructed 

images in MIT, albeit at the cost of more computations. Thus, the alternative 

inverse solution was implemented with a parallel library (Parallel ESSL), and 

produced fast and efficient iterative image reconstruction (chapter 5). The
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hybrid parallelisation approach was implemented on both the forward model and 

inverse solutions and used huge amount of processors (more than 

128 processors) and achieved increasingly higher performance.

c) Implementations of the forward model and inverse solutions in a 
SIMD architecture: The ClearSpeed co-processor

A small size, low power and low maintenance parallel system for MIT image 

reconstruction was investigated and evaluated using the ClearSpeed CSX600, which 

is based on the SIMD architecture in contrast to the previous MIMD architecture. The 

developed parallel FD algorithm and the inverse solutions were evaluated separately 

on the CSX600 board to find out its suitability on the MIT applications.

• The development of the parallel forward model; the parallelised FD algorithm 

implemented in the ClearSpeed Cn language was found to be not suitable for 

running on the ClearSpeed CSX600. The high communication requirement of 

the FD algorithm and the limited PE memory (6 kB) created a communication 

bottleneck between mono and poly memory of the accelerator. Moving data 

from mono memory to PE memory alone took more than 96 % of total FD 

computation time, which became a biggest obstacle that resulted in a ten fold 

reduction in speed over a Dual Xeon PC for the FD computation.

• The implementation of the parallel inverse model using the ClearSpeed math 

library (CSXL); the ClearSpeed CSX600 was found to be more suitable for the 

inverse solution. It is faster at performing large matrix multiplications and 

solving large systems of linear equations using pre-optimised ClearSpeed 

accelerated library routines. For a large system of linear equations, it performed 

computations faster than a Dual Xeon processor and a maximum speed-up of 

seven over a Dual Xeon PC was achieved.
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Figure 7.1 summarises the main contributions.

I

Original 
Contributions
v__________^

New parallel implementations
• Development of efficient parallelisation methods for 

the MIT forward model and their implementations on 
several parallel MIMD architectures.

• Development of efficient parallel iterative image 
reconstruction methods and their evaluation on an 
IBM SP supercomputer.

• Parallel implementation of the forward model and 
inverse solutions on the ClearSpeed accelerator board 
based on the SIMD architecture.

New algorithms
Development of an improved reciprocity algorithm 
for a single-step image reconstruction to allow a fast 
sensitivity matrix creation for absolute imaging.

Implementation of 3D iterative image reconstruction 
algorithm to improve the actual distribution of 
conductive samples over a single iteration using a 
regularised Gauss-Newton approach.

Figure 7.1: Summary of the main contributions made in this thesis.

7.3 Future work
On the basis of this author's findings the following further work is recommend. 

a) The employment of a Cluster of multi-core PCs

The queuing delays14 and general availability of HPC systems will be an issue for 
routine clinical applications besides cost, maintenance and space requirements. 
However, various multi-core systems (based on Dual-core, Quad-core or Duo-quad- 
core PCs) [133] have become very common hardware architectures. In this study, a 

cluster of 20 PCs was constructed simply by collecting the PCs linked through a high 
speed network. Such cluster computers were found to be very valuable since they can 
be implemented with existing networks and PCs at universities or companies without 
extra cost. This study showed that the network bandwidth of the inter-node 

communication is one of the most important factors to speed-up algorithms based on 
domain parallelisation using red-black SOR. The communication issue can be 

addressed by adopting a faster network of 1 Gb/s or more. The construction of the 

dedicated cluster (based on multi-core PCs) with a faster interconnection network 

may allow in the future utilising multilevel parallel approaches by employing a large

14 The HPC resources shared between many users result in queuing.
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number of processors efficiently and can result in high speed-up as shown on clusters 
of SMPs (chapter 4).

Blade servers15 could be good option for a dedicated cluster computing for MIT in a 
clinical setting, because they have more processing power, memory and I/O 
bandwidth.

b) Accelerators: CPU's

The ClearSpeed accelerator did not give good results for the computation of the FD 
algorithm. Other types of accelerators such as GPU may be an alternative platform 
due to several advantages over the ClearSpeed. The ClearSpeed accelerator performs 
around 50 Gflops for a double precision (64 bit) matrix computation and it costs 
around 4000 pound while GPU (NVidia 8800) can reach 250 to 500 Gflops for a 
single precision computation and it costs from 200 to 800 pound [134]. The well- 
established GPU technology is designed to the mass market and suitable for broad 
range of applications.

The research group ASTRA showed that GPU is highly suitable for tomography 
computations. Using single GPU (NVIDIA 9800GX2) a speed-up of over 40 was 
achieved compared to a single CPU core while four such dual-GPU graphics cards 
performed as fast as 350 modern CPU cores to perform their tomography tasks. They 
all cost less than 4000 Euros. This is very encouraging and potential for the future 
study of accelerators [84].

The use of such accelerators based on GPU could be further investigated. Such 
devices not only may offer computational performances better than clusters in the 
case of ASTRA tomography study, but allow small, portable low maintenance 
implementations. The accelerators can also be combined with clusters to produce even 

more powerful hybrid HPC systems.

c) Algorithm development for image reconstruction
A more efficient forward model can be achieved by implementing a better sparse 
solver for the FD algorithm. There are several sparse matrix solvers for PDE such as 
SOR, Jacobi, Multigrid, FFT etc. Currently our parallel MIT forward model employed 
the red-black SOR and Jacobi algorithms to perform FD calculations. However, the

" Blade servers are a standard rack-mount server designed for high density.
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number of iterations required to achieve convergence rapidly increases for large voxel 

numbers such as 100*100*100 voxels. The Multigrid method has advantages over 

Jacobi and red-black SOR since the rate of convergence in Multigrid solvers is 

independent of problem size. The potential advantages of the Multigrid solver for 

large applications are of great interest to our group and could be further investigated 

in the future.

7.4 Final conclusion

At the start of this project, no work on the iterative MIT image reconstruction 

algorithm had been published to the best of my knowledge. Because MIT itself is still 

at a developmental stage, the tasks often involved improving, developing as well as 

parallelising algorithms with emphasis on computational efficiency. The research in 

3D iterative imaging and its implementation in parallel platforms is very important, as 

it may also lead to considerable improvements in this field. This is essential for the 

development of MIT given the time-critical nature of the clinical imaging 

applications. The approach adopted was to parallelise and evaluate various parts of 

image reconstruction algorithms such as the forward model and inverse solutions 

independently on different platforms before putting them together. Although parallel 

computation techniques are common, no one to my knowledge has implemented such 

time intensive MIT reconstruction algorithms on any HPC system.

A fast and efficient iterative MIT image reconstruction solver was developed by 

improving and parallelising both the MIT forward model and inverse solutions and 

implementing them on a range of HPC platforms. The speed-up factors obtained in 

the studies shown in this thesis suggest that the developed implementations achieved 

major reductions of computation time and brought potential benefits to MIT research 

in terms of allowing finer discretisation and allowing faster 3D iterative image 

reconstruction. These techniques may make more feasible the future development of 

MIT for biomedical and industrial applications.
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Appendix: A HPC Architectures and Computation

APPENDIX A HPC ARCHITECTURES 

AND COMPUTATION

a) Parallel computer architecture

There are many ways, in which parallel computers can be constructed. These 

computers differ among various dimensions, such as control mechanism, address- 

space organisation, interconnection network, and granularity of processors.

Flynn [135] classified computer architecture based on the concurrent number of 

instructions and data streams as shown in Table A. 1. The control instructions include 

Single Instruction Single Data (SISD), Single Instruction Multiple Data (SIMD), 

(MIMD) and Multiple Instruction Single Data (MISD).

Table A.1: Flynn's taxonomy [135]. 

Flynn's Taxonomy

Single Data 

Multiple Data

Single Instruction

SISD

SIMD

Multiple Instruction

MISD

MIMD

In SIMD, the same instruction is executed synchronously by all the processing units 

as in vector or array processors. It is suitable for data-parallel program.

Instructions

Data

Processor 1

Processor 2

Processor n

Figure A.1: MIMD architecture.
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In the MIMD parallel computer, many function units perform different operations on 
different data, which is illustrated in Figure A. 1.

b) Communication architecture

There are three types of systems based on different memory access methods. One type 
of system is shared memory access, the second is distributed memory and the third is 

a hybrid approach called distributed shared memory system (DSM).

(i) Shared-memory parallel architecture

In this architecture, multiple processors share a memory in the same computer 

through a dynamic network. In shared memory calculations, the user or compiler 
inserts directives into the code. Variables can be shared or private and it requires 
special shared-memory computers. Parallelisation is mostly based on loops and only 
minor changes are necessary to the original single processor code.

Figure A.2: Shared memory architecture.

The tools available for this approach include OpenMP, High Performance Fortran 
(HPF) and message passing interfaces, such as MPI and Parallel Virtual Machine 

(PVM). OpenMP is a portable, scalable model that gives shared-memory parallel 

programmers a simple and flexible interface for developing parallel applications for 

platforms ranging from the desktop to supercomputer [89]. One disadvantage is that 

fast access is difficult, if there are more processors. HPF is simple with less 

performance, but there are no free tools to manage the cluster computers for HPF.
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(ii) Distributed memory architecture

In distributed memory architecture, processors and memories in different computers 

are linked through a network (static network) as shown in Figure A. 3. The distributed 
memory architecture can be done on network of PCs. The parallelisation can be done 
by programmer and large rewrites of the code is often necessary. It is also hard to 
debug and requires extensive code changes. The communication is via special 
function calls and all variables are private. Programming models for this approach 
include MPI and PVM.

Figure A.3: Distributed memory architecture. 

(iii) Distributed shared memory architecture (DSM)

Some modern supercomputer systems use a hybrid approach with distributed and 
shared memory system, which can be treated as distributed memory system or shared 
memory system as shown Figure A.4. A number of processors are attached to a 
memory system through some type of network (switched, ring, mesh, fat tree etc.).

Figure A.4: Distributed and shared memory.
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There are two parallelisation approaches (i) shared memory techniques can be used 

for parallelisation for fine grained structures, (ii) For relatively coarse grain domain 

decomposition, message passing techniques can be used for parallelisation.

c) Setting up a PC cluster

A PC cluster system was implemented and evaluated using twenty workstations (each 

with Intel Pentium 4, 3 GHz processor, 1 GB RAM) running under a Windows XP 

operating system. The workstations were linked via a 100 Mb/sec network. The 

distributed memory architecture was tested using MPICH [77]. The same 

specification for each PC is desirable to allow an equal computation time. The 

following approaches were taken to setup a PC cluster system,

(i) Setting up a network:

1) Installing Windows XP and setting the same user name and password for 

all workstations with administrative rights.

2) Connecting PCs through a Mercury (Kobian Group) 100 Mbps Ethernet 

switch.
3) Setting up a network using NetBeui and TCP/IP.

4) Giving the same workgroup name, such as PCCLUSTER.

5) Assigning IP addresses like Master (10.0.0.1), Nodel (10.0.0.2) and 

Node2 (10.0.0.3).

(ii) Remote desktop access on Windows XP

All of the workstations were controlled through Remote Desktop Access on 

Windows XP. The system configuration should be set to allow other users to connect 

remotely in property panel.

(iii) Mapping a network drive

It is necessary to map a common network drive in the network to make an executable 

file available to all other workstations. *mpich*.dll files can also be put in to either to 

a shared mapped drive or the Windows System32 directory.
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d) A parallel computation model

A basic procedure for parallel code can include following steps as shown in Figure
A.5:

(i) The master initialises and broadcasts the entire data set to each node.
(ii) Each node looks at its own rank to determine, which part of the problem to

work on and then executes a model for a different subset of coils, 
(iii) The master gathers the results, orders the data and ends the program.

Broadcast Data
Send 

Master

Receive
^

No
\
del
k

Receive

Process

Send

\

1
Node2 ----
i

Receive

Process

Send

i r

———— >

No
1
deN
k

Receive

Process

Send

^ r

Gather results 

Figure A.5: An ideal parallel computation model.

e) Methods of communication among processors

Distributed multiple processors can communicate one another through message 
passing. The message passing involves data transfer and synchronisation, which 
requires cooperation of sender and receiver processors. The data is transmitted 
physically from memory location of sender processor to the memory location of 
receiver processor. Message passing model includes PVM and MPI. MPI library is a 
useful tool to make a program for parallel computers and use many CPUs for parallel 
computing. The main advantages of using MPI are its ease-of-use and portability. 
MPI can be used on both SMP computers and workstation clusters.

MPI is designed mainly for SPMD/MIMD where SPMD stands for the same program 
multiple data (different data). SPMD and MIMD are basically the same since MMD 
can be made SPMD. SPMD programming structure is a suitable programming 
structure for this MIT model. This means that each node executes the same program, 

but on different sets of data.
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There are several free tools for MPI, such as MPICH [77] and LAM/MPI [136]. 

MPICH is a freely available, portable implementation of MPI, which is the standard 

for message-passing libraries. MPI is implemented in following programming 

languages, such as C, C++, Java, FORTRAN and Matlab. LAM/MPI is also one 

implementation of the MPI Standard.

A basic MPI operation is "point-to-point communication" where only two processors 

(one sender and one receiver) are involved, such as an. MPI SEND command. Another 

type of operation is called "collective" communication for a group of processors, such 

as anMPI_SCATTER command.

f) Workload scheduling with LoadLeveler

Parallel tasks can be submitted through a LoadLeveler using a Loadleveler script on 

the IBM SP system. The LoadLeveler is a workload scheduler that allows users to run 

more tasks in parallel.

To submit the executables to the LoadLeveler batch system using the Loadleveler 

scripts, a following command can be performed:

llsubmit mpijjaracoil.ll

where llsubmit submits a batch job to LoadLeveler central manager for execution, and 

mpij>aracoil.ll is a file name of Loadleveler script for an MPI application.

g) Parallel debugging and profiling

It is difficult to debug and find possible bottlenecks in parallel programs without help 

of parallel debuggers, such as Distributed Debugging Tool (DDT), totalview and 

parallel gdb. Those debugging tools can examine what is happening among multiple 

processors and find out bugs in a parallel code.

To optimise a code, it is important to know, which part of the code spends the most 

time. A profiler called gprofis a tool for this purpose. The gprof provides a quick 

access to a profiled data to identify the most CPU-intensive functions. At first, a code 

has to be compiled with a special option (-pg), and then run to obtain a profiling data 

in an output file.
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h) Pseudo-code of parallel methods for the forward model

(i) Coil parallelisation

DO Ecoil =initial, final ! Excitation coils
CALL Electric_Field ! Calculate the electric field due to the excitation coil 
CALL Electric_Potential ! Calculate the scalar potential distribution within the object 
CALL Electric_Current ! Calculate the electric current within the object

END DO

DO Dcoil = initial, final ! Detection coils
CALL Electric_Field ! Calculate the electric field due to the detection coil 
CALL Electric Potential ! Calculate the scalar potential distribution within the object 
CALL Electric_Current ! Calculate the electric current within the object

END DO

(ii) Domain parallelisation

DO k = initial, final ! relax red nodes 
DOj = 2, y_side- 1

DO i = 2+mod(j+k,2), x_side -1,2 
SOR algorithm calculations 
END DO 

END DO 
END DO

DO k = init, final ! relax black nodes 
DO j = 2, y side - 1

DO i = 2+mod(j+k+l,2), x side -1,2 
SOR algorithm calculations 
END DO 

END DO 
END DO

(iii) Hybrid domain parallelisation

! Red elements
!$OMP PARALLEL private (cO) 
do k= initial, final !! Distributed parallel section 

m !$OMP do reduction(+:ssi)
do j=2, y_side - 1 !! Shared parallel section 

do i= 2+mod(j+k,2), x_side -1,2
SOR algorithm (cO) 

Enddo 
Enddo

!$omp end do nowait 
enddo 

!$omp end parallel
! Black elements 

!$OMP PARALLEL private (cO) 
do k= initial, final !! Distributed parallel section 

P !$OMP do reduction(+:ssi)
do j=2, y_side - 1 !! Shared parallel section 

do i= 2+mod(j+k+l,2), x_side - 1, 2 
SOR algorithm (cO)
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Enddo 
Enddo

!$omp end do nowait 
enddo 

!$omp end parallel

(iv) coil/domain parallelisation

!$omp parallel private(i,j,cO,hilf,it,ssi_drop,initial_ssi,aO,al,a2,a3,a4,a5,a6,el,e2,e3,e6,e4,e5) 
!$OMP do reduction(+:ssi) 
DO k = 2, z_side - 1 ! relax red nodes 

DO j = 2, y_side - 1
DO i = 2+mod(j+k,2), x_side -1,2 
SOR algorithm calculations 
END DO 

ENDDO 
ENDDO

!$omp end do nowait 
!$omp end parallel

!$omp parallel private(i,j,cO,hilf,it,ssi_drop,initial_ssi,aO,al,a2,a3,a4,a5,a6,el,e2,e3,e6,e4,e5) 
!$OMP do reduction(+:ssi) 
DO k = 2, z_side - 1 ! relax black nodes 

DO j = 2, y_side - 1
DO i = 2+mod(j+k+l,2), x_side - 1, 2 
SOR algorithm calculations 
ENDDO 

ENDDO 
ENDDO

!$omp end do nowait 
!$omp end parallel
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APPENDIX B THE CLEARSPEED 

ACCELERATOR

a) The ClearSpeed CSX600 architecture

The CSX600 architecture is based on the ClearSpeed's multi-threaded array processor 

(MTAP) core with an SIMD type that includes two CSX600 processors. The 

architecture has a high bandwidth on-chip interconnection facility called the 

ClearConnect Bus to connect two CSX600s and an FPGA via the ClearSpeed's high 

speed network-on-chip (NoC). The interconnection is capable of transmission rates of 

12.5 Gbytes/s and is used for both inter-chip communication as well as external I/O 

units to the computer systems. Some main features about the performance of the 

CSX600 can be seen in Table B. 1.

Table B.I: Main features and performance of CSX600 processor.

Features Performance of CSX600

Peak speed 25 GFLOPS

Number of PEs 96

Power consumption 10 W

Frequency of each PE 250 MHz

Total PE memory 576 kB PE memory

96 Gb/s to internal memory 

Memory bandwidth 1 Gb/s from host DRAM to board

3.2 Gb/s from CSX600 to board DRAM

The accelerator board uses the PCI-X/E interface and it is categorised to two types of

accelerators: Advance™ PCI-X (x620) and PCIe (e620) Accelerators where the

Advance e620 is a smaller and complementary to Advance x620 with a faster PCIe

bus.
It may be possible to set up four cards (x620) in a single desktop workstation,

providing a peak performance of around 200 GFLOPS (for 64 Bit Floating Point

operations) with an average additional power consumption of just 100 watts [137].
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b) CSX600 processor core

(i) The mono execution unit
The mono unit handles instruction fetching and dispatching, program control flow, 

thread scheduling and I/O operations. It has an execution unit, a semaphore unit, a 

32 x 16-bit register file, an 8 KB instruction cache, and a 4 KB data cache. The cache 

memories are used to shorten the access time for both data and instruction fetches.

(ii) The poly execution unit
The poly execution unit consists of an SIMD array of 96 processing elements, each 

with a dual 64-bit FPU, ALU, integer MAC, I/O, 128-byte of register and 6 KB of 
local memory. The local memory is a key to achieve high performance since 

accessing to the local memory is the only way to avoid the memory bottleneck in the 

multi-tier memory hierarchies and achieve efficient parallelisation. 

The PEs are connected to each other via what is known as a swazzle path. The 

swazzle path connects the register file of each PE to the register files of its left and 
right neighbours. This connection makes it possible for the PEs to perform register-to- 

register transfers very rapidly. Every PE transfers data either in a crossing fashion, 

between pairs of neighbouring PEs, or in a shifting fashion to its left or right 
neighbour that can be selectable at runtime. The data written to the end of the swazzle 
path can either be set by the control unit, making the PEs work as a linear array, or 

they can be connected to each other, making the PEs work as a ring [85, 138].

c) Software development

The Software Development Kit (SDK) provided by the ClearSpeed includes a 

compiler, a debugger, a simulator and scientific libraries, such as BLAS and MKL. 
Several functions of widely used standard libraries (BLAS and LAPACK) are directly 
accelerated by CSXL (the ClearSpeed library) to solve a limited number of linear 

algebra problems. The debugger is based on the GNU Debugger (GDB) and allows 

programmers to do single-step instructions, watch and edit memory and registers.

(i) A single variable : mono
A mono variable only has a single instance (e.g. loop control variables) and 

equivalent to common C variables dedicated to sequential programming. It has 

following characteristics:
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• One copy exists on mono execution unit;
• Visible to all processing elements in poly execution unit;
• Mono assumed unless poly specified.

(ii) A parallel (vector) variable: poly
A poly variable has many instances with different values on every PE core and is 
operated in parallel. The aim is to operate on parallel data, which can be thought of as 

a data vector distributed across the PE core array. It has following main features:

• One per processing element in the poly execution unit;
• Visible to a single processing element;
• Data can be shared via "swazzle" operation;
• Not visible to mono execution unit.

In the ClearSpeed accelerator, control structures, such as loops or conditional- 
statements, are divided into poly instructions or mono instructions where the latter are 
similar to standard C. The mono control variable decides whether or not the loop is 
performed within mono loops. In a mono conditional-statement, only one of the 

branches is executed and others are skipped.

d) A sample serial vs. parallel FD algorithm

Table B.2 and Table B.3 show the difference in code structure between the original 
Fortran host code and the modified Cn code for a single iteration 3D FD algorithm.

Table B.2: A simple 3D FD algorithm in Fortran.

Program TEST 
implicit none
INTEGER :: ij,k,l,n,m,count=0 
PARAMETER(n =10, m=10,l=62) 
REAL(8) :: A(1,m,n), B(l,m,n)

! Initialisation 
DOk=l,l 
DOj = l,n 

DOi= l,m

END DO 
END DO 

END DO
! FD computation 

DO k = 2, 1-1 
DOj = 2,n-l 

DO i = 2, m-1

END DO 
END DO 

END DO 
end Program TEST
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For the parallel FD calculation (Table B.3), the mono data (B) was first created on the 
ClearSpeed board, converted to poly data (BPE), used in the FD algorithm (APE), and 
then converted back to mono data (A).

Table B.3: A parallel 3D FD algorithm in Cn for the ClearSpeed board.

#include <lib_ext.h>
#include <dprint.h>
#include <string.h>
#include <stdiop.h>

#define X_SIZE 10
#define XPE_SIZE 4
#defme Y_SIZE 10
#defme YPE_SIZE 4
#defme Z_SIZE 62
#define ZPE_SIZE 4

#define NB_XBLOCKS ((X__SIZE-2)/(XPE_SIZE-2))
tfdefine NB_YBLOCKS ((Y_SIZE-2)/(YPE_SIZE-2))
#define NB_ZBLOCKS ((Z SIZE-2)/(ZPE_SIZE-2))

int main(void) {
mono float A[X_SIZE][Y_SIZE][Z_SIZE], B[X_SIZE][Y_SIZE][Z_SIZE];
poly float APE[XPE_SIZE][YPE_SIZE][ZPE_SIZE], BPE[XPE_SIZE][YPE_SIZE][ZPE_SIZE];
poly short PE_NUM,PES;
int i, j,k,m, USED_PES, TOTAL_BLOCKS,BLOCKSJ LAYER;
PEJMUM = getjenum();
PES = PE_NUM;

BLOCKSJ LAYER = NB_XBLOCKS * NB_YBLOCKS; 
USED_PES = NB_XBLOCKS * NB_YBLOCKS * NB_ZBLOCKS;

// INITIALISATION 
for (k = 0; k < Z_SIZE; k++) 

for(j = 0;j< 
for(i = 0;i

// MOVE DATA FROM MONO TO POLY
for (m = 0; m < USED_PES; m+= 96, PES+=96) 

if(PE_NUM < USED_PES-m) 
for (j = 0; j < YPE_SIZE; j++)

for (i = 0; i < XPE^SIZE; i++)
we/«cp>'OT2jp(&BPE[i]|j][0],&B[(PES%NB_XBLOCKS)*(XPE_SIZE-2)+i][(PES/NB_XBLOCKS- 
PES/BLOCKSJ LAYER*NB_YBLOCKS)* 
(YPE_SIZE-2)+j][(PES/BLOCKS_lLAYER)*(ZPE_SIZE-2)],sizeof(float)*ZPE_SIZE);

// FD CALCULATION 
for (k = 1 ; k < ZPE_SIZE-1 ; k++) 

for (j = 1 ; j < YPE_SIZE-1 ; j++) 
for (i = 1 ; i < XPE_SIZE-1 ; i++)

APE[i][j][k]= BPE(i-lj,k) + BPE(i+lo,k)+BPE(io-l,k) + BPE(ij+l,k)+BPE(io,k-l)+BPE(ij,k+l);

// MOVE THE RESULT FROM POLY TO MONO
for (j = 1 ; j < YPE_SIZE-1 ; j++)

for (i = 1 ; i < XPE_SIZE-1 ; i++)
memcpyp2m(&A[(PES%NB_XBLOCKS)*(XPE_SIZE-2)+i][(PES/NB_XBLOCKS- 
PES/BLOCKS_lLAYER*NB_YBLOCKS)*(YPE_SIZE-2)+j][(PES/BLOCKS_lLAYER)*(ZPE_SIZE-2)+l],
&APE[i][j][l],sizeof(float)*(ZPE_SIZE-2));

} 
} 

return 0;
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e) Finite difference algorithms in C and Cn

• Serial FD algorithm (Jacob!) in C

double TMP[X_SIZE][Y_SIZE][Z_SIZE];

void electric_potential(void) {
const int NBJTERATION = 200;
inti,j,k, ITERATION;
memset(PHI, 0, X_SIZE*Y_SIZE*Z_SIZE*sizeof(PHI[0][0][0]));

for (ITERATION = 0; ITERATION < NBJTERATION; ITERATION++){ 
//.—.„.. ________ ..... ___ . ___ . ___ . ___ . ___ . __ .
for (k = 1 ; k < Z_SIZE-1 ; k++)
for (j = 1 ; j < Y_SIZE-1 ; j++)

for (i = 1 ; i < X_SIZE-1 ; i

((ADMITANCE[i-l]D][k].X*(PHI[i-l]U][k]+0.5*(ELECFIELD[i-l][j][k].X + 
ELECFIELD[i][j][k].X)))+ (ADMITANCE[i][j][k].X*(PHI[i+l][j][k]-0.5*(ELECFIELD[i+l][j][k].X + 
ELECFlELD[i]0][k].X)))+ (ADMITANCE[i]D-l][k].Y*(PHI[i][j-l][k]+0.5*(ELECF1ELD[i][j-l][k].Y + 
ELECFIELD[i][j][k].Y)))+ (ADMITANCE[i][j][k].Y*(PHI[i][j+l][k]-0.5*(ELECFIELD[i][j+l][k].Y + 
ELECFIELD[i][j][k].Y)))+ (ADMITANCE[i][j][k-l].Z*(PHI[i]|j][k-l]+0.5*(ELECFIELD[i][j][k-l].Z + 
ELECFIELD[i][j][k].Z)))+ (ADMITANCE[i]D'][k].Z*(PHI[i][j][k+l]-0.5*(ELECFIELD[i]D][k+l].Z + 
ELECFIELD[i][j][k].Z))))/ (ADMITANCE[i-l][j][k].X + ADMITANCE[i][j][k].X + ADMITANCE[i][j-l][k].Y + 
ADMITANCE[i][j][k].Y + ADMIT ANCE[i][j][k-l].Z + ADMITANCE[i][j][k].Z);

} 
memcpy(PHI, TMP, X_SIZE*Y__SIZE*Z_SIZE*sizeoflPHI[0][0][0]));

Parallel FD algorithm (Jacob!) in Cn

#define NB_XBLOCKS ((X_SIZE-2)/(XPE_SIZE-2)) 
tfdefine NB__YBLOCKS ((Y__SIZE-2)/(YPE_SlZE-2)) 
tfdefine NB_ZBLOCKS ((Z_SIZE-2)/(ZPE SIZE-2)) 
tfdefine BLOCKSPERLAYER (NB_XBLOCKS*NB_YBLOCKS) 
mono double TMP[X_SIZE][Y_SIZE][Z_SIZE]; 
void electric_potential() {

poly dVECTOR ADMIT ANCE_PE[XPE_SIZE][YPE_SIZE][ZPE_SIZE];
poly dVECTOR ELECFIELD_PE[XPE_SIZE][YPE_SIZE][ZPE_SIZE];
poly double PHI_PE[XPE_SIZE][YPE_SIZE][ZPE_SIZE];
poly double TMP_PE[XPE_SIZE][YPE_SIZE][ZPE_SIZE];
poly short ID_PE[XPE_SIZE][YPE_SIZE][ZPE_SIZE];
unsigned int USED_PES =(NB_XBLOCKS*NB_YBLOCKS*NBJ£B LOCKS);
unsigned int MAX_PES = get_num_pes();
unsigned int i, j, k, m, ITERATION;
poly unsigned int PE_NUM = get_penum();
poly unsigned int PES;

for (ITERATION = 0; ITERATION < NBJTERATIONS; ITERATION++){ 
PES= PE_NUM;

memsetp(TMP_PE, 0, (XPE_SIZE*YPE_SIZE*ZPE_SIZE)*sizeof(double));

for (m = 0; m < USED_PES; m+= MAX_PES, PES+=MAX^PES){ 
if (PE_NUM < USED_PES-m){

for 0 = 0; j < YPE_SIZE; j
for (i = 0; i < XPE_SIZE; i 
dcache_flush();
async_memcpym2p(10, &ADMITANCE_PE[i][j][0],

&ADMITANCE[(PES%NB_XBLOCKS)+(XPE_SIZE-2)+i][(PES/NB_XBLOCKS- 
PES/BLOCKSPERLAYER*NB_YBLOCKS)*(YPE_SIZE-2)+J][(PES/BLOCKSPERLAYER)*(ZPE SIZE-2)],
sizeof(dVECTOR)*ZPE_SIZE);

sem_wait(10);
async_memcpym2p(l 1 , &ELECFIELD_PE[i][j][0],

&ELECFIELD[(PES%NB_XBLOCKS)*(XPE_SIZE-2)+i][(PES/NB_XBLOCKS- 
i PES/BLOCKSPERLAYER*NB_YBLOCKS)»(YPE_SIZE-2)+j][(PES/BLOCKSPERLAYER)*(ZPE_SlZE-2)],
j sizeof(dVECTOR)*ZPE_SIZE);
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sem_wait(ll);
async_memcpym2p(l 2, &PHI_PE[i][j][0], &PHI[(PES%NB_XBLOCKS)*(XPE_SIZE- 

2)+i][(PES/NB_XBLOCKS-PES/BLOCKSPERLAYER*NB_YBLOCKS)*(YPE SIZE- 
2)+j][(PES/BLOCKSPERLAYER)*(ZPE_SIZE-2)],sizeof(double)*ZPE_SIZE);

sem wait(12);
async_memcpym2p(13,&ID^PE[i][j][0] > &ID[(PES%NB_XBLOCKS)*(XPE_SIZE- 

2)+i][(PES/NB_XBLOCKS-PES/BLOCKSPERLAYER*NB_YBLOCKS)*(YPE_SIZE- 
2HJ][(PES/BLOCKSPERLAYER)*(ZPE_SIZE-2)],sizeofl;short)*ZPE_SIZE);

sem_wait(13);

//.......__.....„....„„ —— ...._..„..
for (k = 1 ; k < ZPE_SIZE-1 ; k++) 

for (j = 1 ; j < YPE_SIZE-1 ; j++) 
for (i = 1 ; i < XPE_SIZE-1 ; i

((ADMITANCE_PE[i-l]LJ][k].X*(PHI_PE[i-l][j][k]+0.5*(ELECFIELD_PE[i-l]D][k].X + 
ELECFIELD_PE[i]0][k].X)))+ (ADMITANCE_PE[i][j][k].X*(PHI_PE[i+l][j][k]-0.5*(ELECFIELD_PE[i+l][j][k].X + 
ELECFIELD_PE[i][j][k].X)))+ (ADMITANCE_PE[i][j-l][k].Y*(PHI_PE[i]|j-l][k]+0.5*(ELECFlELD_PE[i][j-l][k].Y 
+ ELECFIELD_PE[i]U][k].Y)))+(ADMITANCE_PE[i]0][k].Y*(PHI_PE[i][j+l]tk]-0.5*(ELECFIELD_PE[i][j+l][k].Y 
+ ELECFIELD_PE[i][j][k].Y)))+ (ADMITANCE_PE[i][j][k-l].Z*(PHI_PE[i][j][k-l]+0.5*(ELECFIELD^PE[i][j][k- 
1].Z + ELECFIELD_PE[i][j][k].Z)))+ (ADMiTANCE_PE[i][j][k].Z*(PHIJ>E[i][j][k+l]- 
0.5*(ELECFIELD_PE[i][j][k+l].Z + ELECFIELD_PE[i][j][k].Z))))/ (ADMITANCE _PE[i-l][j][k].X + 
ADMITANCE_PE[i][j][k].X + ADMITANCE_PE[i][j-l][k].Y + ADMITANCE_PE[i][j][k].Y 
+ADMITANCE_PE[i][j][k-l ].Z + ADMIT ANCE_PE[i][j][k].Z);

}else TMP_PE[i][j][k] = 0.0; 
// _____________________________________________ //

for (j = 1 ; j < YPE_SIZE-1 ; j++) 
for(i = 1; i < XPE_SIZE-1; i++){

async_memcpyp2m(14,&TMP[(PES%NB_XBLOCKS)*(XPE_SIZE-2)+i][(PES/NB_XBLOCKS- 
PES/BLOCKSPERLAYER*NB_YBLOCKS)*(YPE_SIZE-2)+j][(PES/BLOC[CSPERLAYER)*(ZPE_SIZE-2)+l], 
&TMP^PE[i][j][l],sizeof(double)*(ZPE_S[ZE-2)); 

sem_wait(14);

memmove(PHI, IMP, (X_SIZE*Y_SIZE*Z_SIZE)*sizeof(double));

• Serial FD algorithm (SOR) in C

#include <lib_ext.h>
#include <dprint.h>
#include <string.h>
#define X_SIZE 14
#defme Y_SIZE 14
#define Z_SIZE 20
#define NUMJTERATION 200

short sem_start; 
short sem_done;

mono double ADMIT ANCE[X_SIZE][Y_SIZE][Z_SIZE], EFIELD[X_SIZE][Y_SIZE][Z_SIZE],
PHI[X_SIZE][Y_SIZE][Z_SIZE];
mono int 1D[X_SIZE][Y_SIZE][Z_SIZE];
int main(void) {

mono double Cn; 
int i,j,k, n; 
sem_ wait( sem_start); 
for (n = 0; n < NUM_ITERATION; n++){ 

for (i = 1 ; i < X_SIZE-1 ; i
_ 

for (k = 1 ; k < Z_SIZE-1 ; k++){

Cn=((ADMlTANCE[i-l][j][k]+(PHI[i-l][j)rk]+EFIELD[i-l][j][k]))+(ADMITANCE[i+l][j][k]*
(PHI[i+l][j]tk]-EFIELD[i+l][j][k]))+ (ADMIT ANCE[i][j-l][k]*(PHI[i][j-l][k]+EFIELD[i][j- 
l][k]))+(ADMITANCE[i]|j+l][k]*(PHI[i][j+l][k]-EFlELDti][j+l][k]))+(ADMITANCE[i][j][k-l]*(PHl[i][j][k-
1 ]+EFlELD[i][j][k-l ])>f (ADMITANCE[i][j][k+l ]*(PHI[i][j][k+l ]-EFlELD[i][j][k+l ])))/ (ADMITANCE[i- 
l][j][k]+ADMITANCE[i+l][j][k]+ADMITANCE[i][j-l][k]+ADMlTANCE[i][j+l][k]+ADMrrANCE[i]U][k-
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PHl[i][j][k]+=1.8*Cn;

setn_sig( sem_done ); 
return 0;

Serial FD algorithm (red-black SOR) in C

^include <lib_ext.h>
#mc1ude <dprint.h> 
^include <string.h>
#define X_SIZE 22 
tfdefine Y_SIZE 22
#define Z_SIZE 18
#define NUM_ITERATION 1 15

short sem start; 
short sem_done;

long double ADMITANCE[X_SIZE][Y_SIZE][Z_SIZE], EFIELD[X S1ZE][Y_SIZE][Z_SIZE],
PHI[X_SIZE][Y_SIZE][Z_SIZE];
mono int ID[X_SIZE][Y_SIZE][Z_SIZE];
int main(void) {

mono double Cn; 
inti,j,k,n, O = 0; 
sem_wait(sem_start); 

for (n = 0; n < NUMJTERATION; n++){ 
for (k = 1 ; k < ZJ3IZE-1 ; k++)

for (i = l+(j+k)%2; i < X_SIZE-1 ; i+=2){
if(ID[i][j][k]>0){
Cn=((ADMITANCE[i-l][j][k]*(PHI[i-l][j][k]+EFIELD[i-l][j][k]))+(ADMITANCE[i+l][j][k]*

l][k]))+( ADMIT ANCE[i][j+l][k]*(PHI[i][j+l][k]-EFIELD[i][j+l][k]))+(ADMITANCE[i][j][k-l]*(PHI[i][j][k- 
l]+EFIELD[i][j][k-l]))+(ADMITANCE[i]0][k+l]*(PHI[i]|j][k-H]-EFIELD[i][j][k+l])))/ (ADMITANCE[i- 
l][j][k]+ADMITANCE[i+l][j][k]+ADMITANCE[i]0-l][k]+ADMITANCE[i][j+l][k]+ADMITANCE[i]|j][k- 
l]+ADMITANCE[i][j][k+l]);

Cn = Cn-PHI[i][j][k];
PHI[i][j][k]+=1.8*Cn;

for (k = 1 ; k < Z_SIZE-1 ; k++) 
for(j = l;j<Y_SIZE- 

for(i= l+(j+k+l)%2;i< X_SIZE-l;i+=2){

Cn=((ADMITANCE[i-l][j][k]*(PHI[i-l][j][k]+EFIELD[i-l][j][k])>+(ADMITANCE[i+l][j][k]* 
(ADMITANCE[i][j-l][k]*(PHI[i][j-l][k]+EFIELD[i][j-

l]+EFIELD[i][j][k-l]))+(ADMITANCE[i][j][k+l]*(PHI[i][j][k+l]-EFIELD[i][j][k+l])))/(ADMlTANCE[i- 
l][j][k]+ADMITANCE[i+l][j][k]+ ADMIT ANCE[i][j-l][k]+ADMITANCE[i][j+l][k]+ADMITANCE[i][j][k-
1]+ ADMIT ANCE[i][j][k+l]); 

Cn = Cn - PHI[i][j][k]; 
PHI[i][j][k]+=1.8*Cn;

sem_sig( sem_done ); 
return 0;
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f) Image reconstruction algorithms in C

• C code of NOSER algorithm with MKL library routines.

double temp[COILS_COMB][COILS_COMB]; /* COILS_COMB stands for coil combination */

void reconstructionQJ
int coil_combs = COILS_COMB;
int domain_size = DOMAINSIZE;
int info, ipiv[COILS_COMB];
char *N = "N", *T = "T"; /* T means transpose, N means no transpose */
int incx = 1, incy = 1, nrhs = 1;
double alpha = (double) 1.0, beta = (double)1.0,lemda = (double)1.0E-12; /* X= l.OE-12 */

dgemm (N, T, &coil_combs, &coil_combs, &domain_size, &alpha, &SENSITIVITY[0][0][0][0], &coil_combs, 
&SENSIT1VITY[0][0][0][0], &coil_combs, &beta, &temp[0][0], &coil_combs); /* temp = S . ST */

for (int i = 0; i < COILS_COMB; i++)
temp[i][i]+= lemda; /* temp = temp + XI */

DGETRF (&coil_combs, &coil_combs, &temp[0][0], &coil_combs, &ipiv[0], &info);
DGETRS(N, &coil combs, &nrhs, &temp[0][0], &coil_combs, &ipiv[0], &MEASUREMENT[0][0], &coil_combs, 

&info); /* temp''.V */

dgemv (T, &coil_combs, &domain_size, &alpha, &SENSITIV1TY[0][0][0][0], &coil_combs, 
&MEASUREMENT[0][0], &incx, &beta, &CONDUCTIVITY[0][0][0], &incy); /* a w = a' + ST * (temp'1 * V) */

C code of Iterative regularised Gauss-Newton algorithm with MKL 
library routines.

double temp[COILS_COMB][COILS_COMB]; /*COILS_COMB stands for coil combination */
double MEAStemp[NB_EX_COILS][NB DE COILS]; /* NB stands for number, EX for excitation, DE for detection */

void reconstructionQj
int coil_combs - COILS_COMB;
int domain_size = DOMAINSIZE;
int info, ipiv[COILS_COMB];
char *N = "N", *T = "T"; /* T means transpose, N means no transpose */

int incx = l.incy = l,nrhs= 1;
double alpha, beta, lemda = (double)l.OE-l 2; /* X= l.OE-12 */

alpha = (double)l.O; beta = (double)O.O;
dgemm (N, T, &coil_combs, &coil_combs, &domain_size, &alpha, &SENSITIVITY[0][0][0][0], &coil_combs, 

&SENSITIVITY[0][0][0][0], &coil_combs, &beta, &temp[0][0], &coil_combs); /* temp = S ST */

for (int i = 0; i < COILS_COMB; i
temp[i][i] += lemda; /* temp = temp + XI */

alpha = (double)-l .0; beta = (double)l .0;
dgemv(N, &coil_combs, &domain_size, Aalpha, &SENSIT1VITY[0][0][0][0], AcoiLcombs,

&CONDUCTIVITY[0][0][0], &incx, &beta, &MEAStemp[0][0], &incy); /* AV = Vm-S.ci */

DGETRF (&coil_combs, &coil_combs, &temp[0][0], &coil_combs, &ipiv[0], &info);
DGETRS (N, &coil_combs, &nrhs, &temp[0][0], &coil_combs, &ipiv[0], &MEASUREMENT[0][0], &coiLcombs, 

&info); /* temp'.AV */

alpha = (double)l.O; beta = (double)l.O;
dgemv (T, &coil_combs, &domain_size, &alpha, &SENSITIV1TY[0][0][0][0], &coil_combs, 

&MEASUREMENT[0][0], &incx, &beta, &CONDUCTIVITY[0][0][0], &incy); /* o K1 =o' + ST * ( temp * AV) */
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Abstract— This paper describes a reciprocity-based algorithm for absolute imaging in Magnetic 

Induction Tomography (MIT) and its implementation for 3D iterative image reconstruction. A 

regularised Gauss-Newton method was employed. The performance of the algorithm was 

examined using simulated measurements with -60 dB noise added. The model employed 

comprised two different conductive samples of 0.5 S/m and 1.5 S/m placed in a cylindrical tank 

with uniform conductivity 1 S/m.

The algorithm was shown to allow single-step absolute imaging of conductivity samples. In 

iterative reconstructions the algorithm converged to a stable conductivity image after 

10 iterations, with a reduction in artefacts and an improvement in the reconstructed absolute 

conductivity values observed. The image error dropped from 20 % to 14 %. Visually however 

there was little apparent improvement in sample localisation and dimensions with each iterative 

step.

I. INTRODUCTION
This paper focuses on absolute image reconstruction in Magnetic Induction Tomography 

(MIT) for objects with low contrast conductivity distributions and iterative reconstruction 

from absolute measurements.

In MIT, to achieve 'absolute' image reconstruction, a reference set of measurements is 

acquired with an empty detector volume followed by a measurement set collected with the 

sample now placed within the detector volume. The reference measurements are then 

subtracted from the measurement data to provide the total MIT signal produced by the object 

relative to free space. This then in principle allows the absolute conductivity values of the 

sample to be determined. In 'difference' image reconstruction the reference data set is 

acquired with the sample in place. Further measurement data sets are then acquired either 

using different frequencies from that of the reference set to provide frequency-differential 

measurements or after a time delay to provide time-differential measurements.

In BIT, difference imaging is more commonly used than absolute since it is much less prone 

to artefacts introduced by inaccuracies in the forward model. There are number of important 

clinical applications however in which a reference or normal data set is not available such as
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the detection and classification of cerebral stroke (Kao et al, 2006). In such cases absolute 

imaging may be desirable.

Few descriptions of MIT absolute image reconstructions have previously been reported. 

Soleimani and Lionheart (2006) presented iterative absolute image reconstructions of 0.01 S/m, 

0.8 S/m, 1.3 S/m and 1.8 S/m inclusions in a 0.2 S/m tank background. The resulting images 

were found to successfully converge very close to their actual location, dimensions and 

conductivity values, using 28 independent measurements and with 2 % noise. Vauhkonen et al 

(2007) presented 2YiD and 3D single-step difference and 2-step absolute image reconstructions 

of 0.6 S/m inclusions in a 0.2 S/m tank background. They found that the 3D difference and 

absolute image reconstructions were superior to the 2/40 reconstructions, with fewer artefacts. 

The absolute 3D images however still contained significant artefacts, notably a spurious area of 

low conductivity within the centre of the volume. Watson et al (2008) presented 2'/2D single- 

step absolute images of simulated stratified oil/gas/seawater mixtures of varying fractional 

depths and these were found to provide a reasonable approximation of the depth of the sea water. 

The images however had limited spatial resolution due to the high level of regularisation the 

authors employed.

In this study we introduce a reciprocity-based algorithm for computation of the sensitivity 

matrix suitable for absolute imaging. This algorithm is then employed to produce iterative 3D 

absolute image reconstructions from simulated data with - 60 dB measurement noise added.

II. METHODOLOGY

A. MIT Forward Model
The MIT forward model employed in this study is a quasi-static FD algorithm described in

Morris et al (2001) and implemented using Fortran.

The procedure to create the sensitivity matrix and simulated measurement data is given 

below:

(1) An analytically-derived relation is used to compute the magnetic vector potential 

produced by each excitation and detection coil.

(2) A finite difference algorithm is then employed to calculate the total electric field, 

including the contribution from the scalar potential, using Kirchhoff s current 

law.

(3) The induced eddy currents are computed

(4) For each voxel, the sensitivity corresponding to each excitation / detection coil 

combination is then computed using the reciprocity theorem (Geselowitz, 1971).
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To derive the simulated measurement data steps 1-3 are carried out and then the induced emf 

in each of the detection coils is computed using 

Biot-Savart law. To derive the sensitivity matrix steps 1-4 are carried out.

In Watson et al (2008), the sensitivity matrix entry for each excitation / detection coil 

combination & t Jk was computed using the reciprocity theorem as shown in (1)

where J £ and J D are respectively the current density induced by the excitation and 

detection coils within voxel i,j,k and <7, . k is the conductivity of voxel i,j,k.

This algorithm however was found to provide poor results in absolute image reconstructions. 

The algorithm was therefore adapted to include a term representing the total signal introduced 

by the object when placed in the detector volume relative to a free-space reference as shown 

in (2)

where L, M, N are the total numbers of voxels in each dimension.

B. Simulation setup
The MIT system simulated consists of a metallic screen (35 cm diameter, 25 cm height) 

within which are placed 16 excitation and detection coils positioned at stand-off distances of 

3 cm and 4 cm from the screen respectively. Full details of the practical implementation of 

this MIT system are given in Watson et al (2008). For modelling, the cylindrical volume was 

discretised into 20*20*16 cubic voxels.
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Cylindrical metal 
enclosure

coils

Fig. 1: A cylindrical tank placed within a 16 coil system (plan view) 

C. Image reconstruction

The relationship between AV , the vector of measured voltage changes, and the conductivity 

change ACT can be written as

AV=SAa + n (3)

where the number of elements in AV equals the number of measurements (precisely the total 

number of excitation and detection coil combinations). S is sensitivity matrix, « is the 

measurement system noise.

The inverse problem requires finding the unknown conductivity change ACT. Ignoring the 

measurement noise this may be written as

Ao = S" 1 AV (4)

The regularised Gauss-Newton method was employed for iterative image reconstruction such 

that the (z+l)th iteration of the conductivity distribution was given by

(SfS, +!LT L)-'[(Sf (Vm - V,)] (5)

where A, is the regularisation parameter, L is a positive definite matrix, Vm is the vector of 

measured voltages, in this case computed using the actual distribution. Vi is the vector of 

calculated voltages derived using oh the reconstructed conductivity obtained from the previous 

iteration. When i=\, CTI is set to an initial guess of the conductivity, in this case 0. LTL = I is the 

identity matrix.

A was selected using the Generalised Cross Validation (GCV) method implemented using 

Matlab regularisation toolbox (Hansen, 1993).
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In order to gauge image reconstruction quality, the image error, £,, for the /th iteration was 

defined as

(6)

where Mean indicates averaging over all image pixels and <siruf is the 'true' conductivity. 

and Otrue were normalised between 0-1.

Simulation results
The 'true' conductivity distribution used in the simulations is shown in the top row of Fig. 2. 

It represented a cylindrical tank (height 16 cm, radius 10 cm) filled with a homogenous 

conductivity of 1 S/m and positioned at the centre of the MIT coil array (Fig. 1).

Fig. 2: A single-step 3D reconstruction (Column 1: cross-section view at z=0, Column 2: cross- 
section view at y=0). From top to bottom, absolute image using Eq. 1, relative image using Eq. 1 and 
absolute image using Eq. 2. Two different colour maps have been employed to better display the (i) 

non-negative conductivity range (0:1.5) of the absolute images in rows 2 and 4, and (ii) the positive and 
negative conductivity changes (-0.15:0.1) found in the difference images of row 3.

Two samples with conductivities 0.5 S/m and 1.5 S/m are placed centred at positions (5,0,0) 

and (-5,0,0) respectively within the tank. The height and radius of the samples were both 8 cm 

and 3 cm respectively. The sensitivity matrix contained 240 measurements (induced voltages) 

by 5056 voxels. Only the voxels inside the conductive tank were considered. The left hand
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column in Fig. 2 shows cross-sections in the xy plane at z = 0 while the right hand column 
shows cross-sections in the xz plane at y = 0. In each image, the dashed circle marks the edge 
of cylindrical conductive volume.

The second and third rows in Fig. 2 are reconstructed images using the reciprocity method of 
equation 1 using absolute and difference (relative to 1 S/m tank background) simulated data 
respectively. The fourth row is the reconstructed absolute image using the modified 
reciprocity method of equation 2.

The sensitivity matrix computed using equation 1 failed for absolute image reconstruction as 
shown in Fig. 2, row 2; the sample boundaries are not defined and a large artifact of low 
conductivity appears at the centre of the image. However, this sensitivity matrix was found to 
produce visually close reconstructions when difference imaging was used (Fig. 2, row 3).

10

Fig. 3: A full 3D reconstruction with -60 dB noise.
(Column 1: iteration number, Column 2: cross-section view at z=0, Column 3:

cross-section view at y=0.)

The sensitivity matrix computed using equation 2 was found to give greatly-improved 
absolute-conductivity images as shown in Fig. 2, row 4; after single step, images of the 
samples were reconstructed with similar positions and dimensions to those found in the 
difference reconstructions of row 3. The use of equation 2 was also appeared to work with 
difference reconstructions, producing identical images to those of Fig. 2, row 3.
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Iterative absolute image reconstructions using the reciprocity method of equation 2 were 

undertaken and the results are shown in Fig. 3. The first column shows the number of 

iterations taken to produce the image while the 2nd and 3 rd columns show 

cross-sections across the xy plane at z=0, and across the xz plane at y=0. All the images are 

windowed to a value range from 0 to 1.5. Gaussian noise of -60 dB relative to the maximum 

signal amplitude was added to the simulated data and the value of A. employed was 10~ 14 in 

all cases. This value was selected using GCV for the case of no noise added, but was found to 

provide good results with -60 dB noise.

The results shown in Fig. 3 show a steady convergence as regards reduction in artifacts and 

the reconstructed absolute conductivity values. The algorithm converged to a stable 

conductivity image after 10 iterations with image error dropping from 20 % to 14 %. There 

was no significant reduction in error after 10 iterations. Visually however there was little 

apparent improvement in sample localisation and dimensions with each iterative step.

IV. Conclusion
Simulation results have shown that the reciprocity method using equation 2 enables single-step 

absolute imaging. This marks a clear improvement to the approach previously employed by our 

group (Watson et al 2008) using equation 1. Iterative image reconstruction was found to 

produce some apparent improvement in the accuracy of the reconstructed objects conductivity 

values. Image artifacts, located primarily on the edges of the tank, appear however to limit the 

obtainable accuracy of reconstructed conductivity values.
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Abstract

This paper describes four parallelisation approaches used in a finite-difference-based 

electromagnetic modeller for application in Magnetic Induction Tomography (MIT) and suitable 

for implementation on computer systems with symmetric multiprocessor (SMP) architecture. 

The approaches include: (i) splitting by coils using a distributed memory approach, (ii) splitting 

by physical domain using a distributed memory approach (iii) splitting by physical domain using 

hybrid distributed/shared memory approach and (iv) splitting by both coils and physical domain 

using multi-level distributed and shared memory approaches respectively. All four approaches 

were implemented and tested on an IBM SP supercomputer. Coil parallelisation was the most 

efficient method due to low inter-processor communication requirements but was limited by the 

number of coils in the MIT system. Approaches (ii) and (iii) allowed a larger number of 

processors to be employed but the efficiency versus number of processors was found to drop at a 

faster rate in comparison to (i). The fourth approach both allowed a larger number of processors 

to be employed and was found to provide higher efficiency than the parallelisation by physical 

domain only. This multilevel hybrid approach therefore appears to offer an effective 

parallelisation method for implementation of the MIT forward model on SMP clusters.

Key words: Magnetic Induction Tomography; SMP cluster; Hybrid; Finite difference algorithm; Red- 
black SOR

1. Introduction
Magnetic Induction Tomography (MIT) is a technique for imaging the passive 

electrical properties (conductivity, permittivity and permeability) of objects [9,5] and 

belongs to a family of related impedance imaging techniques which includes 

Electrical Impedance Tomography (BIT) and Electrical Capacitance Tomography
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(ECT). An MIT system employs an array of excitation coils in order to induce eddy 

currents within an object and then uses detection coils to measure the resulting 

magnetic field perturbations (Fig. 1). These measurements are used along with the 

calculated sensitivity distribution to create a cross-sectional image of conductivity 

inside the object by solving a typically ill-posed inverse problem [15]. MIT has 

potential medical applications, including the monitoring of oedema at various sites in 

the body and the detection and classification of cerebral stroke, and non-medical 

applications such as the monitoring of multi-phase flows in oil pipelines [16].

MIT, like BIT and ECT, is a 'soft-field' technique where the sensitivity distribution 

strongly depends on the conductivity distribution [17] and the image reconstruction is 

inherently non-linear and computationally intensive. In the past, it has been common 

practice to use single-step image reconstruction in both BIT [2] and MIT [18,13], 

primarily to limit the computational expense. There has however been increased 

interest in non-linear iterative reconstruction in both BIT [7] and MIT [14]. MIT 

requires a fully 3-dimensional solution of Maxwell's equations within the object 

under investigation (the forward model) and for biomedical applications, such as the 

classification of cerebral stroke, a large number of voxels will be required to create 

potentially usable images. Thus a fast and efficient MIT forward model algorithm is 

essential especially for iterative reconstruction as the model will need to be run at 

each iteration.

High Performance Computing (HPC) based on parallel computation appears to be 

very suitable for implementing such algorithms and symmetric multiprocessor (SMP) 

clusters are currently the most commonly used parallel architecture. A hybrid 

programming model [8,11,3] is a natural parallel programming paradigm for this 

architecture, which can be achieved by combining message passing (MPI) [19] and 

shared memory (OpenMP) models [20]. Some previous studies have shown that pure 

MPI models display higher efficiency than hybrid models with high-speed 

interconnects while hybrid implementations provide higher efficiency on slower 

networks [8,3]. One study [11] however has shown that the hybrid and pure MPI 

models offer similar performance but that the hybrid model outperforms pure MPI 

when large numbers of SMP nodes are utilised.

The purpose of this paper is to describe distributed and hybrid models of parallel 

implementations on a SMP cluster of an MIT forward modeller, and to determine
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their relative efficiencies for varying numbers of processors through measurements of 

total computation time for a fixed MIT problem size. The following sections of the 

paper include an overview of the MIT forward model, the details of the finite 

difference (FD) approach and the description of four parallelisation methods. In the 

results and conclusion section, measurements of (i) the speed-up versus number of 

processors and (ii) the computation time for a fixed number of processors but with 

differing proportions of MPI processes and OpenMP threads are described and 

discussed.

2. Methodology

2.1. MIT Forward Model

An MIT system is comprised of an array of excitation and detection coils. The coils 

are placed on coil formers which may be rigidly attached to a chassis or metal screen 

as shown in Fig. 1. The metal screen also acts to reduce interference from external 

electromagnetic fields, confines the excitation field within the imaging volume and 

reduces unwanted electric-field coupling between the coils.

An image of electrical conductivity within a conductive sample is reconstructed by 

combining the measurement data from the MIT system with a sensitivity matrix. The 

sensitivity matrix describes the sensitivity of the received signal within each detection 

coil to variations in the value of the conductivity within each voxel. The sensitivity 

matrix is computed using an electromagnetic model termed the forward model. The 

MIT forward model employed in this study is a quasi-static FD algorithm described in 

its single processor form in [10] and implemented in Fortran.

The general procedure for creating the sensitivity matrix is shown below. Algorithmic 

details can be found in [10].

1) An analytically derived relation is used to compute the magnetic vector 

potential (A) produced by each excitation and detection coil (Fig. 1).

2) A finite-difference algorithm is then employed to calculate the electric scalar 

potential using Kirchhoff s current law.

3) The induced eddy currents within the volume are then computed.

4) The sensitivity for each voxel and excitation/detection coil combination is then 

computed using the reciprocity theorem [4] using Eq. (1).
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EiDi
(1)

Where S is the sensitivity matrix, J& and 3Dt are respectively the current density 

induced by the excitation and detection coils within voxel / when each in turn is 

driven with current, and cr. is the conductivity of voxel i.

Enclosures containing exaltation / 
detection circuits

Figure 1. Architecture of an MIT system.

2.2. FD algorithm

The FD method is employed by the forward model to calculate the electric scalar 
potential. This is the most time consuming part of the MIT forward model and is 

therefore the part which is converted to a parallel computation form in this study.

A cubic finite-difference mesh is used with a mesh node located at the centre of each 

voxel ij,k. The complex admittance Y between neighbouring nodes is computed using 

an equivalent resistor-capacitor network with the equivalent Rn and Cn values derived 

from the values of conductivity an and permittivity en for node n with

R =
1

2Axo-.

Cn =

(2)

(3)

where Ax is the inter-node spacing. The magnetically-induced electromotive forces 

(emf) is modelled as a vector voltage generator e as shown in Fig. 2.
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By KirchhofFs current law the sum of the six branch currents in voxel ij,k results to 

zero

(4)

0,

Figure 2. Diagram showing electric scalar potential <f) at each of, and the admittances Y and
electromotive forces e between, the centre of the cubic voxel element (i,j,k) and the centres of the 6

neighbouring voxels.

The change in the scalar potential cn between iterations n and n -1 may therefore be 

computed by

(5)

The Successive Over-Relaxation (SOR) method based on the Gauss-Seidel algorithm 

[12], in which the most recently updated potential values are used for each voxel, is 

then used to compute (̂"jjt)

<A"- ; t\ = ff: : t\ + WC," ; M (6)
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where w is the relaxation parameter used to accelerate the convergence with l<w <2. 

The value of H- was set to 1.8 for all computations.

The residual (step size per iteration) a is calculated as the sum of squares of the 

increments in scalar potential for each iteration

I J K.

where /, J, K are the maximum voxel values in the 3 dimensions. The residual a 

reduces continuously with each iteration and is used as a measure of convergence.
a 1 

The SOR algorithm is iterated until the convergence criterion (—->10 14 ) is met

where a 1 and a" are the residuals in the first and n-th iteration step respectively.

2.3. Parallelisation approaches

All four parallelisation approaches described in this section were based on the Single 

Program Multiple Data (SPMD) programming structure. The distributed memory 

approach was implemented using a MPI (Message Passing Interface) [19]. A multi 

level hybrid parallelisation was achieved by combining the MPI and OpenMP model.

Method (i) was implemented using MPI with the SOR algorithm. However, for the 

physical-domain-decomposition approach in methods (ii) and (iii) the communication 

of data between processors during the computation is essential. Since the Gauss- 

Seidel scheme is inherently sequential with the most recently updated values used in 

each voxel, there is a restriction in the order of updating values which prevents its 

effective parallelisation. The red-black SOR method with MPI [1] was employed and 

multi-level parallelisation was achieved by combining MPI and OpenMP which will 

be described in the following sections.

(i) Coil parallelisation with SOR

Due to the fact that the forward model is a "nearly embarrassingly parallel" problem 

when seen from the coil computation loops, parallelisation by coil shown in Fig. 3 is 

the simplest and most obvious way of implementing it.
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First, the dielectric space is created and the admittance values are computed in a 
'master' processor. Admittance values and coil data are broadcast to all other 
processors which then calculate the magnetic vector potential, the electric potential 
and the eddy currents for their allocated subset of coils, with the electric potentials 
computed using the SOR method. The eddy current data are then gathered and 
ordered in a single array within the master processor using the MPI_GATHERV 
command. Finally, the sensitivity matrix is computed in the 'master' processor using 

the reciprocity method [4].

Create dielectric space 
and compute voxel admittance

Sptit by excitation and detection coits \

*
Process 1

i

r

*

Process 2 | Process N \

i
Compute magnetic vector 

potential (A,)

I
Compute magnetic vector 

potential (A,)
Compute magnetic vector 

potential (AO

Compute electric potential 
(FD)(<P)

Compute electric potential 
(FD) (0;)

Compute electric potential 
(FD) <*v)

Compute electric current 
(J)

Compute electric current Compute electric current 
(JO

Compute sensitivity matrix (S)

Figure 3. Diagram showing coil parallelisation subroutines using MPI for the MIT forward model with 
SOR. Excitation and detection coils are split between the N distributed processors.

(ii) Domain parallelisation with red-black SOR using MPI

Parallelisation by coil is limited by the number of coils utilised in the MIT system. 
Parallelisation by physical domain in the electric potential routine however, offers 
more flexibility and the potential to use large numbers of processors independently of 
the number of coils. The SOR algorithm however is not suitable for this 

parallelisation method since it requires the most recently updated values, which is not 

possible with domain decomposition.

In the red-black SOR method the sequential order of the SOR algorithm is adapted by 
splitting the volume and reordering the voxels into 'red' and 'black' elements as
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follows: for each voxel, if the sum of its indices is an even number, the voxel is a red 

element. If the sum of its indices is an odd number, it is a black element. The six 

neighbours of a red element are all black, and vice versa. Red elements can then be 

updated independently of other red elements, and similarly for black elements, 
effectively decoupling the problem and allowing parallelisation.

The red-black SOR algorithm updates the red elements and black elements of the 

physical domain array in alternating phases. Referring to Fig. 4, the order of 

operations in FD algorithm within one iteration in the electric potential subroutine is:

(1) The red elements are computed and updated.

(2) The red ghost values, these are the values of the voxels within the boundary 
rows between the divisions of the physical domain, are exchanged between 

neighbouring nodes. Non-blocking calls (MPIJSEND, MPIJRECV) that do not 
wait for completion are used to exchange the ghost values.

(3) The black elements are now computed and updated.
(4) The black ghost values are exchanged between neighbouring nodes.

(5) The MPI command MPI ALLREDUCE is used to collect the locally 

computed residuals, and to reduce them to a global value through a predefined 

operation after which they are distributed back to all processors where the 
convergence criterion is checked locally.

The MPI_GATHERV operation is used to gather all the results from other processors 

once the potential has converged satisfactorily. The eddy current induced in the 

dielectric is then calculated.
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Create dielectric space 
and compute voxel admittance

Compute magnetic vector 
potential (A)
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» 
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(J)

_L
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Figure 4. Diagram showing MPI domain decomposition with the subroutines of the forward model
using red-black SOR.

(in) Domain parallelisation with hybrid MPI/OpenMP model using red- 
black SOR

In this third approach, the domain based parallelisation in method (ii) is extended by 

implementing a hybrid MPI/OpenMP parallelisation. A first level of parallelisation is 

achieved by splitting the domain into sub-domains on the z-dimension and 

distributing the computation between nodes using MPI as in Fig. 5. A second level of 

parallelisation is achieved by inserting OpenMP directives in the sub-domains on the 

y-dimension, further splitting the domain between processors sharing memory within 

each node. The array may then be divided into bands shown in Fig. 5, and assigned to 

different processors and the algorithm then computes first the red, then the black cells 

per iteration. At the end of each iteration the values of the boundary rows between 

bands are passed between the processors.
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Figure S. Diagram showing hybrid domain decomposition with the subroutines of the forward model
using red-black SOR.

(iv) Multi-level pamllelisation by both coil (MPI) and physical domain 
(OpenMP)

Fig. 6 illustrates the coil/domain multi-level parallelisation approach. Parallelisation 
by coil is achieved using MPI by splitting the coils evenly on multiple nodes in the 
first level of parallelisation. In this case, the dielectric space is first created, the 
admittance values are computed in the single 'master' processor and these are then 
broadcast to all the nodes using the MPI BCAST function. Each cluster node then 
computes the magnetic vector potential for the allocated subset of coils.

The second level of parallelisation is achieved in the electric potential subroutine by 
inserting OpenMP directives on the y-dimension or z-dimension, splitting the domain 
between processors sharing memory within each node. This approach allows great
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flexibility by varying the number of processes and threads and potentially provides an 
efficient means of employing a very large number of processors.

The resulting eddy current distribution is calculated in each node and is gathered 
using the MPI_GATHERV command. Finally, the sensitivity matrix is computed in 
the 'master' processor.

*
1 Process 1

Create dielectric space 
and compute voxel admittance

1
\

i Split by excitation and detect/on colts
I

| Process 2
*

1 Process N

I
Compute magnetic vector 

potential (A,)

I
Compute magnetic vector 

potential

±.
Compute magnetic vector 

potential (Av)

Compute electric current 
(J.)

Compute electric current 
(J.O

Compute electric current
(Jv)

Compute sensitivity matrix (S)

Figure 6. Diagram showing the multi-level coil/domain parallelisation with the subroutines of the 
forward modeller implemented using red-black SOR.

2.4. Simulation set-up and measurements
Simulations were conducted using a cylindrical conductive volume discretised into 
803 cubic voxels for all four approaches. Throughout the simulation, 16 
excitation/detection coils which were symmetrically arranged around the volume in an 
annular array were considered. A frequency of 10 MHz was used to drive excitation 
coils. For all of the computations in this study permittivity was not taken into account 
in the forward problem and its value was set to zero in all voxels. The model is 
however capable of modelling the influence of both conductivity and permittivity
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distributions on induced eddy currents since a complex admittance between nodes is 

employed in computations.

All four approaches described in the methodology section were implemented in 

Fortran on an IBM SP supercomputer. The total speed-up was measured for methods 

(i), (ii), (iii) and (iv), employing 1, 2, 4, 8, 16, 32, 64 and 128 processors for methods 

(ii), (iii) and (iv). However, 1, 2, 4, 8, 16 and 32 processors for method (i) were 

employed due to the limited number of coils (a total of 32) in our MIT system.

The computation time measured was the elapsed wall-clock time on the 'master' node 

obtained from the MPI_Wtime function which includes the CPU time, the 

parallelisation overhead for I/O and the MPI operations.

The speed-up factor SN of the parallelised algorithm was calculated using

(8)
N

where TS is the computation time on a single processor and rN is the computation 

time on TV identical processors. The efficiency (E) was defined as E = ^-- The optimal
N

speed-up is SN = TV" and optimal efficiency is E - 1.

A further set of simulations were conducted in which the number of processors was 

fixed to 32. However, the proportion of MPI processes to OpenMP threads was varied 

from 32x1, 16x2, 8x4 and 4x8 respectively and the computation time measured in 

each case.

2.5. Hardware implementation

The simulation was run on an IBM SP supercomputer system (IBM p5-575) based at 

CINECA, Inter-University Computing Centre, Bologna, Italy, which was composed 

of 64 nodes interconnected with a high performance switch with a bandwidth of up to 

2GB/S unidirectional. Each node contains 8 SMP PowerS processors at 1.9GHz. Each 

of the 60 nodes has 16GB and 4 other nodes have 64GB of memory.
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3. Results
Because of the difficulty of running the experiment in perfectly similar system 

conditions, there was a small variability in measured simulation time when the 

experiments were rerun, especially, when using the hybrid approach. In such cases, 

simulations were run 5 times and the average result was used. The observed 

differences between the sensitivity matrix data computed on a single PC and the 

algorithms tested on the supercomputer were almost negligible, with variations seen 

only in the last 2 digits of 13 digits of each datum due to round-up errors.

140

optimal 
(I) MPI coil 
(ii) MPI domain 
(ill) hybrid domain 
(iv) hybrid coil/domain

40 60 80 10O 
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(a)

40

35

30
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— — — - optimal
—•—— (i) MPI coil
—£— (ii) MPI domain
—6—(iii) hybrid domain 

X (Kr) hybrid coil/domain

0 5 10 15 20 25 30 35 

Number of processors

(b)
Figure 7. Speed-up versus number of processors for the four methods over range (a) 1-128 processors

and (b) 1 - 32 processors.
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Fig. 7a shows the speed-up versus the number of processors, and Table 1 shows total 

computation time for all of the 4 parallelisation approaches (i), (ii), (iii) and (iv), over 
1-128 processors. Fig. 7b shows the behaviour of each method in more detail over the 

range 1-32 processors. It can be seen from Fig. 7a that the highest speed-up for 
increasing number of processors was achieved with method (iv). Super linear speed 

up, which is speed-up higher than the optimal speed-up, was observed for the case of 

803 voxels using method (ii) and (iv). 

Table 1: Total computation time of the parallelised algorithm on IBM SP system (time in seconds).

Total Processors

1
2
4
8
16
32
64
128

(i) MPI coil

2330
1158
596
314
163
87
-
-

(ii) MPI domain

3097
1117
577
304
180
125
106
100

(iii) hybrid domain

3110
1581
818
394
206
132
89
74

(iv) hybrid coil/domain

3001
1466
757
293
153
85
50
30

Fig. 8 shows the computation time for varying proportions of MPI processes to 
OpenMP threads for each method. The lowest overall computation time was achieved 

with coil only parallelisation (i). Fig. 8 also shows that when the total number of 
processors (32) was fixed and the numbers of shared and distributed processors was 

varied, the performance improves with increasing use of OpenMP threads, i.e. 
processors utilising shared memory. The impact of this was most obvious for domain 

parallelisation.
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Figure 8. Effect of varying numbers of MPI processes and threads on the execution time using 32
processors.

4. Discussion and conclusion

Coil parallelisation (i) with SOR provided the lowest computation times out of the 

four methods studied. The computation time for coil parallelisation scaled well for an 

increasing number of processors on an IBM SP system and was greatly reduced for 

the model employed (Table 1) from T$ = 2330s on a single processor to TN = 87s on 

32 processors, representing a speed-up of 27 and efficiency of 84%. The algorithm 

has been found to be easily portable between different parallel hardware 

implementations including PC clusters. The method however is limited with regards 

to the number of parallel processors which can be employed by the number of coils in 

the MIT system.

For the second method, MPI domain parallelisation with red-black SOR, it was found 

that the speed-up dropped at a faster rate than for coil parallelisation and the algorithm 

became much less efficient for large number processors. For 128 processors for 

instance the observed speed-up was found to be 31 representing an efficiency of just 

24%. The computation time was reduced from Ts = 3097s to TN = 100s. The reduced 

efficiency is most likely due to the larger communication overhead introduced by the
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need to swap ghost values between voxels in each iteration for a large number of 

processors.

For the third method, which uses physical domain parallelisation with hybrid 

MPI/OpenMP, the efficiency and speed-up again dropped at a faster rate with an 

increasing number of processors in comparison to coil parallelisation. This is thought 

to be due to higher inter-process communication requirements as for method (ii) and 

the increased need to wait for synchronisation during the collection of residuals. For 

128 processors the observed speed-up was found to be 42 representing an efficiency 

of just 33%. The computation time was reduced from Ts = 3110s to TN = 74s.

The fourth method tested, multi-level parallelisation combining both coil and physical 

domain parallelisation with mixed MPI and OpenMP outperformed the pure domain 

parallelisation in terms of the observed speed-up and efficiency with increasing 

processors scalability. A speed-up factor of 100 with corresponding efficiency of 78% 

was obtained using 128 processors and the computation time was greatly reduced 

from TS = 3001s to TN - 30s. The super linear speed-up observed in this method is 

typically associated with a cache effect [6] where the total cache supplied by multiple 

processors more efficiently transfers and stores data than in the case of a single 

processor, especially for the case of a large domain size. Thus, the memory access 

time is reduced significantly.

By fixing the number of processors (to 32) and varying the proportion of the number 

of nodes and the processors sharing one node, it can be seen from Fig. 8 that higher 

efficiency and lower computation times could be obtained by maximising the number 

of OpenMP threads relative to the number of MPI processes. This may be expected 

since shared memory implementations result in lower inter-process communication 

requirements in comparison to distributed memory implementations.

The results obtained in this study suggest combined distributed/shared memory 

implementations, splitting the problem by both coil and physical domain, can provide 

more efficient and flexible parallelised MIT forward models when utilising large 

numbers of processors in comparison to coil-only or domain-only parallelisation 

methods. Since the method reduces communication overheads, equal or greater 

increases in efficiency are expected, and have been observed [21], in architectures 

with lower interconnect performance such as PC clusters.
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The ultimate objective of this work is to produce a fast forward solver for MIT for use 

in non-linear, iterative image reconstruction for biological tissues. Use of a large 

number of parallel processors is likely to be required given the computational expense 

of the problem. The hybrid approach of method (iv) is therefore considered to be the 

most effective of those described and tested within this study and will be further 

developed in future work for application in the development of clinical MIT systems.
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Abstract
Magnetic Induction Tomography (MIT) is a technique for imaging the electrical properties of 

objects. The image reconstruction process is time consuming and completing the required 

computations within a practical timescale, in particular for biomedical applications, is 

challenging. Parallel implementation of the algorithms is one potential means of achieving 

practical computation times.

This paper describes a parallel implementation of a finite-difference-based MIT forward 

modeller on an IBM SP system and a CLX Linux Cluster. The main parallelisation approaches 

for the MIT forward modeller are based on splitting the computational tasks by 

excitation/detection coils and by physical domain decomposition. A distributed memory 

approach was used in both cases. Coil parallelisation was implemented using a Successive Over- 

Relaxation (SOR) algorithm while physical domain parallelisation was implemented using Red- 

Black SOR. The model employed was of a 16-channel MIT system with the detection space 

discritised into 20*20*20, 40*40*40 and 80*80*80 cubic voxels.

By using coil parallelisation with 80*80*80 voxels, the computation time for this model in a single 

processor was reduced from (1 processor to 32 processors) 2330s to 87s and 3493s to 146s 

representing efficiencies of 84% and 75% for the IBM SP and CLX respectively. The 

computational speed scaled well with the increasing number of cluster nodes, due to the 

"embarrassingly parallel" nature of the algorithm and hence limited inter-node communication 

requirement. However, for the domain decomposition approach using Red-Black SOR, the 

efficiency dropped to 77% and 30% for the IBM SP and CLX implementations respectively. This 

is thought due to the greatly increased communication between processors required by this 

parallelisation method.

The efficiency values achieved suggest that parallel implementation is a promising means of 

achieving MIT image reconstruction within practical timescales.
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1. Introduction
Magnetic Induction Tomography (MIT) is a contactless and non-invasive method for 

imaging the conductivity distribution within objects. Arrays of small coils induce 

eddy currents within the object and detect the resulting magnetic field perturbations. 

MIT has potential medical applications including the monitoring of oedema at various 

sites in the body and the detection and classification of cerebral stroke and non- 

medical applications such as the monitoring of multi-phase flows in oil pipelines.

In MIT image reconstruction a matrix called the sensitivity matrix is typically 

computed and this is used along with the measured data to reconstruct the unknown 
distribution of conductivity. The computation of the sensitivity matrix within a 

practical time scale is challenging. MIT requires a fully 3-dimensional solution of 
Maxwell's equations and for biomedical applications a large number of voxels such as 

100*100*100 will be required to effectively model the complex spatial conductivity 
distribution found. Given the highly non-linear nature of MIT image reconstruction 

(the 'inverse problem'), iterative reconstruction methods may be essential, requiring 
the sensitivity matrix to be recalculated at each step resulting in excessive 

computation times. The ultimate objective of this work therefore was to produce a fast 

forward solver for MIT which may be employed in efficient iterative MIT image 

reconstruction. One obvious means of increasing the speed of the forward model is to 

develop a parallel implementation of it.

The MIT forward modeller employed is a single processor finite-difference based 

algorithm [51] which computes the sensitivity matrix with the reciprocity theorem 

[115]. This MIT forward model was parallelised by (i) splitting the problem by 

different excitation and detection coils and (ii) by splitting the physical space into 
multiple layers. Parallelisation by excitation/detection coils is simpler to implement 

since it is effectively an 'embarrassingly parallel' problem in which no 
communication between the computation nodes is required apart from a final gather 

of results at the end of the computation. No change to the finite difference method 

(FD) employed in the single-workstation implementation, that is Successive Over- 

Relaxation (SOR) based on the Gauss-Seidel algorithm [101], was required in this 

case. However, for the physical-domain-decomposition approach, the communication 

of data between processors during the computation is essential. Since the Gauss- 

Seidel scheme is inherently sequential with the most recently updated values used in
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each voxel, there is a strict restriction in the order of updating values which prevents 

its effective parallelisation. The parallel method Red-Black SOR was therefore 

employed [125].

In this study the existing single processor forward modeller was adapted to produce 

efficient implementations of both the coil parallelisation / SOR and the physical- 

domain-decomposition parallelisation/Red-Black SOR approaches. Measurements of 

the total computation time, speed-up and efficiency of the implementations were then 

carried out for varying voxel numbers and processors on both an IBM SP 

supercomputer and a CLX Linux cluster.

2 Methodology
A detailed description of the FD method is detailed [75]. A brief description however 

is given below.

2.1 Single Processor Finite Difference (FD) algorithm

The FD method is a commonly used numerical method for solving differential 

equations. FD involves discretising a volume into a finite grid and approximating the 

derivatives.

The scheme used in this FD method was the SOR based on the Gauss-Seidel 

algorithm. In this method, the potential (*(lVM) at each node (ij,k) depends on the

potentials at the six neighbouring nodes (i-ljjc), (i+\J,k), (ij-\,k), (ij+l,k) , (ij,k-l) 

, (ij,k+l). The potential at the neighbouring nodes ^(M>At) , tfaj-w and ^(,,;,*-D

should be the most recent updated values in the current iteration for SOR. The 

potential at all points on a 3-D grid is obtained by substituting at each point with a 

weighted average of the values at its nearest neighbours and repeating the procedure 

till convergence is achieved. In this way the scalar potential at all points can be 

calculated iteratively using the six nearest neighbour values.

2.2 Parallelisation approach

A distributed memory approach was implemented using a Message Passing Interface 

library (MPI) with FORTRAN. Single Program Multiple Data (SPMD) programming 

structure is a suitable programming structure for this MIT model. This means that 

each node executes the same program but on different sets of data distinguished by 

their own rank.
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a) Coil parallelisation with SOR

For the coil parallelisation algorithm, the dielectric space is first created and the 
admittance values are computed in the single 'master' node. This data is then split, as 
evenly as possible, between all of the nodes including the 'master' and is broadcast to 
all the nodes using MPI_BCAST function. Each cluster node then computes the 
magnetic vector potential, the total electric potential and the resulting eddy current 
distribution for their allocated subset of coils. The eddy current data is then gathered 
and ordered in a single array within the master node using MPI_GATHERV 
commands. Finally the sensitivity matrix is computed in the 'master' node using the 
reciprocity method.

b) Physical domain parallisation with Red-Black SOR

The sequential order in SOR algorithm can be broken, if the volume is split and all 
voxels are reordered to 'red' and 'black' elements. For each voxel, if the sum of its 
indices is an even number, the voxel is a red element. If the sum of its indices is an 
odd number, it is a black element. The six neighbours of a red element are all black, 
and vice versa. Red elements can then be updated independently of other red 
elements, and similarly for black elements, effectively decoupling the problem and 
allowing parallelisation.

The Red-Black SOR algorithm updates the red elements and black elements of the 
physical domain array in alternating phases. Referring to figure 1, the order of the 
operations within one iteration is:

1) The red elements are computed and updated.
2) The ghost values which are the values of the voxels within the boundary 

rows between the divisions of the physical domain, are exchanged between 
neighbouring nodes. Non-blocking calls (MPIJSEND, MPIJRECV) that 
do not wait for completion are used to exchange the ghost values.

3) The black elements are now computed and updated.
4) The ghost values are exchanged between neighbouring nodes.
5) The MPI command MPI_ALLREDUCE is used to collect the locally 

computed residuals, and to reduce them to a global value through a pre 
defined operation after which they are distributed back to all processors 

where the convergence criterion is checked locally.
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MPI_GATHERV operation is used to gather all the results from other processors once 
the potential has converged satisfactory or the maximum iteration is reached. The 
eddy current induced in the dielectric is then calculated.
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Figure 6. Red-Black SOR algorithm operations within one iteration.

c) Computer systems

The algorithms for each parallelisation approach were implemented on two different 
systems based at CINECA, Inter-University Computing Centre, Bologna, Italy, a 
CLX Linux Cluster and an IBM SP supercomputer system.

The CLX cluster is an IBM Linux Cluster 1350 that consists of 512 2-way IBM X335 
nodes. Each node has 2 Xeon Pentium IV processors at 3.06 GHz. All nodes are 
connected through a Myrinet network, capable of a maximum bandwidth of 256MB/S 
between each pair of nodes.

The IBM SP system at CINECA is made of 64 nodes p5575 interconnected with a 
pair of connections to the Federation HPS (High Performance Switch) with a 
bandwidth of up to 2GB/S unidirectional. Each node contains 8 SMP processors 
PowerS at 1.9GHz. Each of 60 nodes has 16GBs of memory and other 4 nodes have 

64GBs of memory each.

3. Measurements
The model employed for all simulations was a cylindrical detector volume discritised 
into 20*20*20, 40*40*40 and 80*80*80 cubic voxels and the MIT system comprised

215



Appendix D Selected Publications

16 excitation and detection coils. The simulations were then carried out using 1 to 
32 processors.

The computation time measured was the elapsed wall clock time on the 'master' node 

obtained from the MPI_Wtime function which includes the CPU time and 
parallelisation overhead for I/O and MPI operations.

The speed-up factor SN of the parallelised algorithm was calculated using

N

where Ts is the computation time for the algorithm on a single processor and TN is the 

computation time for the algorithm on N identical nodes. The efficiency was defined as Sn/N. 

a) Coil Parallelisation with SOR

Table 1 shows parallel computation time and figure 2 shows the speed-up and 

efficiency of parallel algorithms with increasing number of processors on both IBM 

SP system and CLX.

Table 1 Total computation time of the parallelised algorithm on both IBM SP system
and CLX

Total Time, s 
(CLX - Linux cluster) 

NoP 
(20*20*20) (40*40*40) (80*80*80)

1 4.3

2 2.7

4 1.7

8 1

16 0.64

32 0.4

67

36

19.5

12

6.7

5

3493

1768

949

546

283

146

(20*20*20)

2.8

1.45

0.79

0.48

0.33

0.22

Total Time, s 
(IBM SP)

(40*40*40)

45

23

12

6.6

3.8

2.4

(80*80*80)

2330

1158

596

314

163

87

Computation time scaled well for increasing number of processors on both IBM SP 

system and CLX as shown in Figure 2. Higher speed-up and efficiency values were 

achieved on the IBM SP than on the CLX cluster. Both the IBM SP system and CLX 

showed significantly higher speed-up and efficiency for 80*80*80 voxels compared 

to voxel sizes of 20*20*20, 40*40*40.
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Figure 7. (a) Speed-up and (b) efficiency versus number of processors. (Sp -IBM SP system, CLX

- Linux cluster with 20,40 and 80 cubed voxels)

b) Physical domain parallelisation with RED-BLACK SOR

Table 1 shows total computation time and figure 2 shows the speed-up and efficiency 
of parallel algorithms with the increasing number of processors on both IBM SP and 
CLX for physical domain parallelisation with the Red-Black SOR algorithm.

Table 2 Total computation time of the parallelised algorithm (Physical domain
parallelisation)

NoP

1

2

4

8

16

32

Total Time, s 
(CLX - Linux cluster)

(20*20*20) (40*40*40) (80*80*80)

5.8

3.2

2.6

2.4

2.9

5

68

46

26

17

I 7

19

5070

2938

1825

1029

723

524

(20*20*20)

2.8

1.7

1.2

0.96

0.9

0.92

Total Time, s 
(IBM SP)

(40*40*40)

42

22

13

8

6

5

(80*80*80)

3097

1117

577

304

180

125

The speed-up and efficiency can be seen to drop more rapidly for increasing number 
of nodes in comparison to coil parallelisation with SOR, especially with the smaller 
number of voxels. The speed-up and efficiency of Red-Black SOR on CLX shows 
much worse comparing to Red-Black SOR on IBM SP system.

Super linear speed-up where greater than 100% efficiency is achieved was observed 
for 80 cubed voxels on the Supercomputer.
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Figure 8. (a) Speed-up and (b) efficiency (16 excitation/detection coils) versus number of 

processors. (Sp - speed-up, £ - efficiency for 20,40 and 80 cubed voxels)

4. Discussion and conclusion
For the coil parallelisation with SOR algorithm efficiencies of 84% and 75% and 
speed-up of 27 and 24 on IBM SP and CLX respectively were observed for a domain 
size of 80*80*80 and 32 processors. The computation times were reduced from 2330s 
to 87s and from 3493s to 146s respectively.

For the physical-domain-decomposition approach the computation time on a single 
processor was reduced from 3097 seconds to 125 seconds on a 32 processors for 
80 cubed volume - with a speed up of 25 and an efficiency of 77% on IBM SP while 
CLX has much lower speed up of 10 and efficiency of 30%.

The coil parallelisation with SOR algorithm requires less communication between 
nodes than the physical domain parallelisation algorithm and this is thought to be the 
reason why it showed higher speed-up and efficiencies for a large number of voxels 
and processors. Other factors thought to be responsible for a reduction in efficiency 
values for the physical domain parallelisation algorithm were (i) the increased need to 
wait for synchronisation during the collection of residuals and (ii) load imbalance 
caused degradation in speed-up and efficiency since the total number of voxels was 
not evenly divided among the total number of processors.

The key differences between the IBM SP and CLX systems are thought to be due to 
the inter-node communication bandwidth. The IBM SP system has a bandwidth of up 
to 2GB/S between nodes while 256MB/S is quoted between each node on the CLX 
system. Thus IBM SP achieves better efficiency for coil and especially for the 
physical domain parallelisation where the RED-BLACK SOR algorithm requires high
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inter-node communication. Timing measurements suggest that this is due primarily to 

(i) network bandwidth restrictions during the ghost value exchanging and 
MPI_ALLREDUCE operations and (ii) the load unbalancing.

Super linear speed-up was observed for 80*80*80 voxels for the domain 

parallelisation algorithm on the supercomputer. This phenomena is due to the 

situation that multiple processors can provide inherently more efficient computation 

due to the way processor cache is used (Gustafson, 1990).

Coil parallelisation should be the first choice in the selection of a parallelisation 
method given the higher efficiency. It is limited, however, by the number of coils 

utilised. Physical domain parallelisation offers advantages where the number of 
processors exceeds the number of coils. The Red-Black SOR algorithm was found to 

provide an efficient implementation of this scheme. The two methods are not 
mutually exclusive however and may in principle be implemented together to provide 
efficient parallelisation schemes utilising very large numbers of processors.

The speed-up factors obtained in this study suggest that parallel implementation is an 

effective means of achieving major reductions of computation times towards practical 
values.
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