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ABSTRACT

Determining Geographical Causal Relationships through the Development of Spatial Cluster 

Detection and Feature Selection Techniques

Spatial datasets contain information relating to the locations of incidents of a disease or other 

phenomena. Appropriate analysis of such datasets can reveal information about the distribution of cases 

of the phenomena. Areas that contain higher than expected incidence of the phenomena, given the 

background population, are of particular interest. Such clusters of cases may be affected by external 

factors. By analysing the locations of potential influences, it may be possible to establish whether a 

cause and effect relationship is present within the dataset.

This thesis describes research that has led to the development and application of cluster detection and 

feature selection techniques in order to determine whether causal relationships are present within 

generic spatial datasets. The techniques are described and demonstrated, and their effectiveness 

established by testing them using synthetic datasets. The techniques are then applied to a dataset 

supplied by the Welsh Leukaemia Registry that details all cases of leukaemia diagnosed in Wales 

between 1990 and 2000.

Cluster detection techniques can be used to provide information about case distribution. A novel 

technique, CLAP, has been developed that scans the study region and identifies the statistical 

significance of the levels of incidence in specific areas.

Feature selection techniques can be used to identify the extent to which a selection of inputs impact 

upon a given output. Results from CLAP are combined with details of the locations of potential causal 

factors, in the form of a numerical dataset that can be analysed using feature selection techniques. 

Established techniques and a newly developed technique are used for the analysis. Results from such 

analysis allow conclusions to be drawn as to whether geographical causal relationships are apparent.
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1 Introduction
The spatial distribution of a disease may be hypothesised to be influenced by one or more geographical 

features. This chapter introduces the techniques that can be employed to analyse a spatial dataset in 

order to test such hypotheses and determine whether causal relationships are apparent. The 

background of cluster detection and feature selection techniques are described and details of the 

Leukaemia dataset that is to be examined are provided. Aims and objectives of the research are 
presented and the content of subsequent chapters is described.

1.1 Background
Leukaemia is a potentially lethal form of cancer that affects people of all ages. It occurs when the 

growth of blood cells becomes uncontrolled. The cause of the disease is at present unknown, yet 

several external factors are hypothesised to be influential. Such hypotheses are often based upon 

anecdotal evidence that lead to investigation, the results of which suggest that further examination is 

warranted. A dataset has been created by the Welsh Leukaemia Registry that provides the date and 

location of every case of leukaemia diagnosed in Wales between 1990 and 2000. Through the 

appropriate analysis of the dataset, this research aims to establish whether or not any relationship exists 

between the locations of the potentially influential factors and the spatial distribution of the leukaemia 

cases.

This thesis describes how techniques that can be used to analyse the dataset have been developed and 

tested. The techniques are then applied to the leukaemia dataset and the results presented.

1.2 Cluster detection
Datasets containing the co-ordinates of a set of points can be described as spatial point datasets. These 

datasets, such as the supplied leukaemia dataset, can be represented graphically using Geographical 

Information Systems. Cluster detection techniques can be applied to such datasets in order to reveal 

information relating to the spatial distribution of the cases.

Often (although not always) the techniques require information relating to the distribution of the 

population at risk. By considering the background population, estimates can be made as to how many 

cases are likely to occur in particular areas. Where a phenomenon such as a disease is under 

investigation, areas containing higher than expected quantities of cases are of particular interest. 

Statistical methods such as the Poisson formula can be used in order to determine whether the actual 

quantity of cases present is significantly different from the expected quantity. Moreover, some cluster 

detection techniques are also capable of establishing whether temporal clusters are present.

This thesis describes the development of a new cluster detection technique. The accuracy of the results 

achieved by the technique is assessed and compared with those from existing techniques.
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1.3 Feature selection
Within a dataset, the values of a collection of variables (inputs) may have an impact upon the value of 

another variable (the output). Assuming that a relationship exists between the inputs and the output, 

techniques exist that can be used to create models that allow an unknown output to be predicted, if the 

values of the inputs are known. The accuracy of such predictions is impaired if the inputs that are 

included in the dataset are 'unhelpful'. Unhelpful inputs may be totally irrelevant, or include 'noise' 

that makes the relationship between the input and output indistinct.

Rather than use all available inputs as a basis for model construction, a selection (or 'mask') of inputs 

can be used. More appropriate masks of inputs allow more accurate models to be constructed. By 

searching potential masks, possibly with the aid of a heuristic search technique such as a Genetic 

Algorithm, the optimal (or near-optimal) mask can be found.

The creation of each model is time-consuming, making the construction of multiple models 

impractical. Feature selection techniques are far less computationally expensive than modelling 

techniques and quickly provide an indication as to how accurate each model is likely to be, by 

assessing the quality of the inputs included. The criteria by which each mask is judged varies according 

to each technique.

This thesis demonstrates the qualities of the feature selection techniques used and describes how they 

can be applied to appropriately pre-processed datasets that have been analysed using a cluster detection 

technique. Appropriate analysis of the results obtained allows conclusions to be drawn as to whether 

geographical causal relationships exist within a spatial dataset. The techniques described are ultimately 

applied to the leukaemia dataset.

1.4 Research Objectives
The objectives of the research were:

  Develop and evaluate an effective cluster detection technique that can analyse a spatial dataset 

in an accurate manner and supply useful and meaningful results.

  Assess the quality of feature selection techniques in terms of their ability to accurately identify 

the most appropriate mask of inputs from a selection of available attributes.

  Develop an analysis process that will allow cluster detection and feature selection techniques 

to combine to allow the determination of geographical causal relationships within a spatial 

dataset.

  Analyse the leukaemia dataset and draw appropriate conclusions from the results obtained.

7.5 Thesis outline
The remainder of this thesis contains six chapters. Chapter Two provides a discussion of literature 

relevant to the topics under investigation. Chapter Three and Chapter Four describe the development
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and assessment of a new cluster detection technique. Chapter Five describes and assesses two existing 

feature selection techniques as well as a newly developed technique. Chapter Six describes how the 

techniques described earlier in the thesis can be combined in order to establish whether a geographical 

causal relationship is present within a spatial dataset. The techniques are then applied to the leukaemia 

dataset. Finally, Chapter Seven draws conclusions from the research and describes how the research 

objectives have been addressed. Potential avenues for further research are also presented.
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2 Literature Review
This Chapter describes past research relating to the topics pertinent to this research. Studies assessing 

geographical features hypothesised to be influential upon the spatial distribution of leukaemia are 

described. Techniques that can be used for cluster detection and feature selection are also described.

2.1 Potential Hazards Influencing Leukaemia Risk

2.1.1 Introduction
Past research has indicated that the risk of an individual contracting leukaemia may be increased by 

their exposure to a toxic or otherwise hazardous type of environmental feature. It is possible that these 

exposures trigger an infection in an individual that has lain dormant for a period of time, or that several 

exposures may combine to create an increased risk. Other research has suggested that parental exposure 

to hazards may influence risk to unborn or young children.

Many hypotheses exist that suggest possible relevant factors and these have been investigated to 

varying extents. This section details the results and conclusions of those that carried out the most 

pertinent studies, identifying those hypotheses that warrant further investigation.

2.1.2 General Information
Doll (1989) describes some factors that are considered to influence leukaemia risk. These include 

genetics and viral infection, as well as parental exposure to chemicals. The investigation of such 

hypotheses is beyond the scope of this research, as the information that would be necessary for analysis 

is difficult to obtain.

Knox and Oilman (1992) examined some cases of space-time clustering. From their investigations, 

they conclude that the clustering "probably represents a non-household low risk exposure through a 
mechanism -which does not give rise to retransmission ".

In another of their extensive investigations, Knox and Oilman (1997) discovered relative excesses of 

leukaemia near various industrial locations. They conclude that childhood cancers are geographically 

associated with two main types of industrial atmospheric effluent, namely:

1. Petroleum derived volatiles

2. Kiln and furnace smoke and gases, and effluents from internal combustion engines.

All these hazards were examined at appropriate ranges, to determine the extent of their effects. Knox 

and Oilman found that petrochemical factories displayed a non-significant excess of cases. Analysis of 

the petrochemical plant at Baglan Bay in South Wales by Lyons et al. (1995) also revealed an excess of 

cases, although again the results were not statistically significant. Sans et al. (1995) also examined 

incidence of leukaemia (and other cancers) at Baglan Bay, yet found no evidence of a decline in 

incidence or mortality with increasing distance.
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Knox and Oilman (1998) examined further toxic hazards in terms of their effects upon leukaemia 

distribution, namely:

1. Various volatile organic substances.

2. Products of combustion.

Knox and Oilman concluded that "multiple toxic sources are probably responsible for many birth time 
or pre-birth cancer initiations " and suggest that many other hazardous industrial sources are likely to 

also be influential, including small local sources that may only be effective at short ranges.

2.1.3 Nuclear Installations
Laurier et al. (2002) presented a review of studies examining leukaemia incidence in the vicinity of 

nuclear installations. They described how excesses near the locations at Sellafield, Dounreay and 

Krummel have been identified repeatedly. Gardner's (1989) earlier review also confirmed the excesses 

near Seascale and Dounreay, suggesting that most excesses occur among people under 25. This age- 

adjusted significance was supported by Guizard et al. (2001), who found an excess within 10km of La 

Hague nuclear plant, again concentrated particularly among under 25s. Also away from the UK, 

Hoffman (2002) looked at the influence of the Chernobyl disaster across Europe. Hoffman found an 

excess of incidence among children under 1 year old (i.e., those in utero at the time of the incident).

Cook-Mozaffari et al. (1989) found excesses of leukaemia cases near fifteen nuclear installations in the 

UK. Two of these installations are located in Wales, namely Wylfa and Trawsfynydd. Busby and Cato 

(1997) found higher death rates from leukaemia near to nuclear sites in the Berkshire and Oxfordshire 

area of England, however their methods were criticised by Dickinson et al. (1997). Reservations about 

the likelihood of observed distribution patterns being due to the effects of nuclear installations are 

expressed by Wheldon (1989), who suggests that the risk of leukaemia near nuclear installations has 

increased at a higher rate than would be expected according to estimates of radiation discharge.

Greaves (1997) describes the possibility of a link between leukaemia and low-level diagnostic radiation 

from occupational exposure for workers in the nuclear industry and their offspring.

2.1.4 Other Radiation Sources
Axelson et al (2002) describe ionizing radiation as being 'accepted etiologic factors', affecting 

children in utero and with rare genetic disorders. Axelson describes how housing constructed from 

alum shale concrete (containing uranium) and granite in Sweden and France respectively are possible 

background radiation sources. In Sweden, such houses were built until 1978, when they were stopped 

because of fears about their radioactivity. Pobel and Viel (1997) also suggest that radon exposure due 

to granite in the ground or buildings has an association with increased leukaemia risk.

Chen et al (1997) suggest that clusters of leukaemia incidence discovered in Israel could be due to 

exposure to a new carcinogen, possibly radiation. The NRPB Annual Report 2002/2003 (2003) 

describes how several studies have suggested that exposure to radon may be a cause of leukaemia, but
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identify a common difficulty in investigations of this type, highlighting the problem of exposure 

measurement.

2.1.5 Electric power
The effects of electric power lines upon leukaemia incidence has led to much investigation, yet the 

results from such analyses are often conflicting. Wertheimer and Leeper (1979) reported a large 

quantity of electrical wiring configurations near the homes of children who developed cancers, yet 

Lagiou et al. (2002) suggest that the control selection procedure was inadequate. In their own 

investigation, Lagiou et al. concluded that the link between electric magnetic fields from power lines 

and an increased risk of leukaemia is weak. Michelozzi et al. (2002) examined a high power radio 

station in Rome, after concerns were expressed about high frequency electro magnetic fields and found 

higher than expected levels within 6km.

The UK's national radiation watchdog concedes that there is a "weak association" between increased 

leukaemia risk and power lines, as reported by Kmietowicz (2001). These lines affect 0.5% of all UK 

homes according to The Advisory Group on Non-ionising Radiation. The UK Childhood Cancer Study 

Investigators (2000) studied leukaemia incidence within 50 metres of power lines and found no 

evidence of a link with electrical installations, yet concede that Ahlbom et al. (2000) did find relative 

risk in their similar study.

No evidence of a link between leukaemia incidence and power lines was found in the investigations 

conducted by Skinner (2002), Coghill et al (1996) or Green et al (1999). Day et al. (1999) examined 

reactions to exposure to power-frequency magnetic fields of varying strengths. Day et al. found no 

evidence that a mean exposure of over 0.2uT in the year prior to diagnosis increased risk of childhood 

leukaemia, as opposed to exposures over 0.1 |j.T, but suggest that there is doubt about the effects of 

fields of strength 0.4uT.

Draper et al. (2005) found an increased risk of childhood leukaemia among children living within 

200m of power lines at birth, with a relative risk of 1.69. Additionally, the authors were surprised to 

find that the relative risk for children living between 200m and 600m at birth was also raised, at 1.23. 

They conclude that the most obvious explanation for their results is a consequence of exposure to 

magnetic fields, while admitting that the results are not compatible with existing data on magnetic 

fields. They note that neither their own findings, nor those of previous studies are supported by 

"convincing laboratory data or any accepted biological mechanism". Fews et al (1999a, 1999b) 

assessed the distance to which electric power lines still produced a significant effect and suggest on 

average the effects were noticeable at a distance of up to 200 metres.

2.1.6 People Interaction
When there is a high influx of people into an area (particularly a rural area) over a short period of time, 

residents of the area can be exposed to infections brought in by the incoming population. If the 

community has been largely protected from such infections, it may not have developed any natural
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resistance to unfamiliar infective agents. This can also work in the opposite direction - individuals born 

near to a potential hazard develop resistance, while those moving into the range of the hazard can be 

more susceptible. Either way, increases in leukaemia incidence may occur. The effect is termed 

'Population Mixing'.

The NRPB Annual Report 2002/2003 (2003) describes excesses that have occurred in rural new towns, 

near concentrations of military camps, parts of northern Scotland affected by the North Sea oil 

industry, and other rural areas that received evacuees in World War Two.

Notable research into population mixing has been carried out by Kinlen et al. (1995) supporting the 

hypothesis that population mixing is conducive to transmission of underlying infective agents. These 

excesses are often overlooked because the sites do not attract attention, as they do not have a source of 

radiation or other obvious hazard. In addition, Kinlen et al. (2001), examined not only migration of 

people (eg. from urban to rural areas), but also paternal occupations (eg. teachers mix with many 

children, so their own children may be at higher risk). However, in another study Kinlen (2002) 

suggests that paternal occupation is more likely to be linked with high rates in rural areas and that 

population mixing is irrelevant.

Dickinson et al. (2002) found that migration of parents may have an effect, particularly movement 

between rural and urban areas. In another study, they found that the children of radiation workers had a 

non-significant increase in leukaemia risk. Dickinson & Parker (1999), suggest that the influx of 

workers to the nuclear plant at Seascale can account for the excess of cases there.

McNally et al. (2002) found patterns of incidence that were not consistent with sustained exposures, 

suggesting responsible agents are more likely to "exhibit a pattern of temporary occurrence at many 

points in time and space" (suggesting that incidence could be due to infection).

2.1.7 Roads
Knox (1994) set about validating previously found leukaemia clusters, comparing their locations with 

several suspected hazards, such as surface water (ponds, etc), wooded areas, roads and churches, 

however positive results were only obtained for railways. Possible reasons for the railway results are: 

atmospheric pollution from diesel fuel exhaust, evaporation of volatile cargo, sewage from passenger 

lavatories, use of herb/pesticides, rodent control poisons. Knox emphasises caution with the results 

obtained, encouraging further investigation, particularly into oil and petrochemical installations, power 

stations, and steelworks. Knox claims that this study reverses the earlier hypothesis that leukaemia is 

caused by infection or re-infection, rather that it is due to toxic exposure.

Harrison et al. (1999) chose to examine incidence near main roads and petrol stations because of the 

presence of high concentrations of benzene or exhaust emissions up to 100 metres away at ground 

level. Increased risks of leukaemia among children were discovered near both, although the levels were 

not significant.
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Reynolds et al. (2001) consider the hypothesis that exposure to traffic emissions might explain 

observed electrical associations, as power lines tend to coincide with roadways. They suggest that the 

biological characteristics of car emissions (e.g. benzene) are more likely to play a role in leukaemia 

cause than the electric fields. Their results do not provide any evidence of this, in contrast to those 

obtained by Feychting (1998), Wolff (1992), and Nordlinger and Jarvholm (1997), although Flood et 
al (1997) reported negative associations.

Savitz and Andrews (1997) talk of benzene being an 'accepted cause' of one strain of leukaemia, Acute 

Myeloid Lymphoma (AML), suggesting that "it would be surprising if benzene's only carcinogenic 

effect was on AML". They highlight a problem of using this kind of data with regard to occupational 

exposure, that it is hard to identify the magnitude of exposure to individuals even if their work 

environment is exposed to a hazard.

2.1.8 Estuaries
Alexander et al. (1990) set up their own hypothesis that incidence is higher in areas nearer to estuaries. 

The theory is based on the increased levels of radiation in estuarine silts and other fine sediments 

(suggested to be dispersed along the west coast of Britain). An elevated risk was found in the 36 census 

wards that contained estuaries. In addition, Herity, et al. (1992) found an evenly distributed excess in a 

narrow 3 mile strip of Ireland's east coast while Badrinath et al. (1999) reported an estuarine excess in 

East Anglia.

Lloyd et al. (2002) further analysed Alexander's claims. They classified each ward as being in one of 5 

categories - mud (substantial, as marked on an OS map), mouth (of a river without mud), tidal (no 

mudflats), other coastal, inland. No clear trend was found with estuarine classification. As they 

concede, a weakness to their method is that wards are classified as estuarine or coastal regardless of the 

population distribution within the ward, resulting in a loss of power for the tests. Their models also 

failed to detect trends in other attributes known to have an effect (age, sex, socio-economic status).

2.1.9 Toxic Waste Disposal
Individuals residing near landfill sites may be exposed to chemicals released into the air, water or soil. 

Dolk et al. (1998) found a significantly increased risk of congenital anomalies for individuals residing 

within 3km of landfill sites in five European countries (including the UK). The risk was theorised to be 

due to nearby residents' exposure to chemicals released into the environment. However, when Vrijheid 

et al. (2002) analysed the same locations, no evidence of an increased risk was found. Geschwind et al. 

(1992) studied the risk of congenital malformations among young children in New York, living in close 

proximity to hazardous waste sites. The results showed a 12% increased rate of children born with 

congenital defects. The authors encourage further investigation into the effects and given the positive 

results obtained, analysis of interaction with leukaemia incidence is justified.

Cancer incidence around municipal solid waste incinerators in the UK was examined initially by Elliot 

et al (1996) and then revisited by Knox (2000). Elliot et al. found an excess of cancers, with Knox
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noting carcinogenic risks near incinerators, however both also suggest that findings may stem from 

hazards nearby. Knox suggests the effects are linked with the combustion process as a whole, which the 

incinerators are one part of. Knox did not obtain significant results when landfill sites were analysed.

2.1.10 Other Factors
Other factors that have been linked with high levels of leukaemia incidence include:

  Mobile telephone base stations and transmitters. As a result of The Stewart Report's (2000) 

investigations into health effects in the vicinity, legislation was introduced regarding planning 

permission for these installations.

  Oil Fields. Hurtig and Sebastian (2002) found links between different types of cancer and 

proximity to oil fields, for example testicular cancer among petroleum and natural gas 

workers, rectal and lung cancer from exposure to crude oil and increased mortality from AML 

among individuals employed in the production of crude oil. Hurtig and Sebastion suggest that 

excesses near industrial sources may be more likely to reflect occupation, rather than 

environmental factors.

  Fluoride in Drinking Water. After Obe and Slacik-Erben (1973) suggested that "sodium 

fluoride exerts its antimutagenic action by suppressing events leading to chromosomal 

breakage", Steiner (2002) found high concentrations of fluoride in "virtually all areas" with a 

low cancer incidence rate.

2.2 Cluster Detection Literature Review

2.2.1 Introduction
The leukaemia dataset contains information relating to the address of the patient at the time of 

diagnosis, in the form of a postcode. This information can be translated into x and y co-ordinates. 

These co-ordinates can be analysed in order to reveal a greater understanding of the geographical 

layout of the cases. Of particular interest in such analyses are the locations of any clusters of cases 

within the dataset. It is important to properly define what is meant by a cluster. Turner (2000) states 

that a cluster is "a localised excess incidence rate that is unusual in that there is more of some variable 

than might be expected". This section describes some of the more popular techniques that are available 

for spatial analysis. Further issues that are relevant to cluster detection are also discussed.

2.2.2 Cluster Detection Techniques
In this section, some of the most popular existing techniques for detecting spatial clustering are 

described and assessed. Discussion concentrates upon three key spatial analysis techniques, namely the 

work of Knox (1964), the Geographical Analysis Machine of Openshaw et al. (1987, 1988, 1991) and 

Kulldorff s SatScan (Kulldorff and Nagarwalla 1995, Kulldorff 1997, Kulldorff et al. 2005). Additional 

techniques discussed are Besag and Newell's method (1991), Bithell's linear risk score test (1995, 

1999), the Local Moran Test (Anselin, 1995), The K-Function (Ripley, 1981) and Turnbull's Method
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(1990). The operation of each technique is described and their advantages and disadvantages are 

assessed.

2.2.2.1 Knox

One of the earliest attempts at creating a cluster detection method was that by Knox (1964). Knox 

designed a 2x2 test to compare every individual case with every other case, to make a large set of 

'pairs' that were then examined for interactions in space and/or time. The test became popular, due to 

its elegance and ease of use. A key benefit to it was that it demanded no prior information regarding 

controls, requiring knowledge only of cases.

However, this test is very much of its time, based as it is purely upon statistics. More modern 

techniques are able to increase the power of the examinations by taking advantage of advances in 

computing capability. The process of pairing up cases is a limiting one as the purpose of such 

investigations is to find large groups containing several cases. The capacity to consider several cases at 

once is a subject that played a key role in this research. The technique is also handicapped by the fact 

that background population is not considered. Knox's method is analysed in greater detail in Section 

4.4.2.

2.2.2.2 The Geographical Analysis Machine (GAM)

The Geographical Analysis Machine (GAM) was created and subsequently refined by Openshaw et al, 
(1987, 1988, 1991). GAM addressed the problem of purely statistical analyses used previously, which 

did not handle the special characteristics of spatial data, while providing an effective and unbiased 

search technique for exploratory data analysis incorporating a graphical display. GAM's primary 

novelty is its scanning properties: circular regions are applied to a two-dimensional grid lattice 

covering the entire region to be analysed. The shape is then moved onto the next grid intersection, until 

the study region has been completely and evenly covered by circles (assuming a circle is used). The 

lattice is created such that each circle will have a large overlap with the previous one. The circle radius 

is then increased by a pre-determined increment, and the process is then repeated until all radii 

considered relevant have been formed. For every circle, a significance test is performed based upon the 

number of cases found compared with the population at risk within the zone. This technique was used 

to identify potential clusters of childhood leukaemia following concerns that there were potential 

linkages with nuclear power stations.

One of the greatest assets of GAM is the exhaustive nature of its search, which required no previous 

knowledge of the data or the study region, and provided a completely unbiased exploration. However, 

an undesirable side-effect of this was that GAM spent much of its time examining regions in which 

there may be no relevant cases, or even any background population at all. GAM was criticised for this 

incredibly computer intensive process, given the technological limits of the era. This was particularly 

significant if the study area was large.

10
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2.2.2.3 KulldorfTs SatScan

In contrast to GAM, SatScan (Kulldorff and Nagarwalla 1995, Kulldorff 1997, Kulldorff et al. 2005) is 

less intensive, testing fewer points. KulldorfFs SatScan analyses points in the dataset in turn, counting 

the number of cases within increasing proximities of the point in question, both in spatial and temporal 

terms. Cases and background population are assigned to be members of the region within which they 

fall. Regions may be existing political districts or be specifically created by the user. The choice of 

region size will impact upon the success of the technique. If the regions chosen are large, the precision 

of case and population positioning becomes generalised and may lead to reduced accuracy of results.

SatScan has been used to identify potential leukaemia clusters (Hjalmars et al, 1996) and is analysed in 

greater detail in Section 4.4.1.

2.2.2.4 Besag and Novell's method

Besag and Newell (1991) present a method whereby a circular window focuses upon each area in turn, 

expanding until it finds the pre-determined number of cases. The population contained within the 

window is compared with the expected population required to find that level of cases. Collections of 

cases will be found, and their level of significance is then assessed. Circles may need to expand by very 

large amounts to find sufficient numbers of cases if the expected density is low, diluting the strength of 

the cluster.

Case locations are used as a basis for each test. However, the technique analyses the nearest centroid to 

each case (i.e., the geographical or population-weighted centre of the region within which the case 

falls) rather than its exact position.

2.2.2.5 BithelPs linear risk score test

Bithell (1995, 1999) created a focused cluster detection technique that assigns cases in the study area a 

risk score according to their relative risk, compared with other cases. This means that changes in risk 

within the proximity of point sources should be apparent. The technique assesses how risk decreases 

with distance from a particular point, a useful attribute when assessing environmental hazards with 

varying field strengths (e.g. electricity lines). A possible weakness to the technique is that significance 

may be found by default: if there are few cases far from the focus, it may appear that cases have 

clustered around it. This may occur if there are large uninhabited areas far from a densely populated 

area.

2.2.2.6 The Local Moran Test

The local Moran Test (Anselin, 1995) creates Local Indicators of Spatial Association (LISAs) that are 

used to compare disease frequencies in particular locations with frequencies observed nearby to 

determine if there is similarity or dissimilarity between the locations. The technique is therefore good at 

identifying the precise locations of clusters. However, the technique compares frequencies only with 

nearby sites, rather than large study areas.

11
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2.2.2.7 Ripley's K-Function

Ripley (1981) used the K-Function to compare the actual distribution of a set of cases with that which 

would be expected if the cases followed a homogeneous Poisson distribution. For each case in turn, the 

number of cases within close proximity is calculated and used to estimate a K-Function. The 

significance of the level of clustering in the dataset is calculated by comparing the actual K-Function 

with one that would be consistent with a Poisson process.

2.2.2.8 Turnbull's Method

Turnbull et al. (1990) examined leukaemia distribution using a technique whereby a circular window is 

expanded until the population contained reaches a threshold. The number of cases inside the window is 

calculated, before the window is moved onto the next region. Once all regions within the study area 

have been examined, the highest case count found is chosen as the test statistic, MR. The significance of 

MR is calculated by comparing Monte Carlo randomizations (described in further detail in Section 

4.4.2.2), where multiple simulations are performed to obtain a distribution of possible results. This 

technique indicates whether the cases are distributed evenly across the study area and shows the 

location of the region with the highest case count, but does not provide detailed information relating to 

all areas that are examined.

2.2.3 Analysis of Results
When interpreting results, it may be tempting to try to find evidence that a pre-supposed theory is 

correct, even if such evidence is very sparse. Burr (2001) describes this phenomenon as "fishing for 

statistical significance''' or more formally, "maximally selecting measures of evidence of disease 

clustering". Burr cites an example where high levels of incidence of an illness were reported within a 

range of 50 miles of US Department of Energy Facilities (Travis, 1998). Burr infers that experiments 

were also performed to assess incidence levels at other ranges, yet it is only the most significant result 

that is reported. Such misleading reporting of results leads to conclusions and highlights the necessity 

for experiments to be performed without external bias.

2.2.4 Population Representation
Consider once more Turner's (2000) definition of a cluster from Section 2.2.1: "a localised excess 

incidence rate that is unusual in that there is more of some variable than might be expected". The final 

part of this definition is very important, as estimating the 'expected' incidence is a non-trivial exercise. 

It is a fair assumption to expect higher levels of incidence in areas of higher population, but how can 

any cluster detection technique calculate the relevant figures appropriately? A complex issue faced by 

all techniques is that of representing the background population within the study area. This section 

describes some existing methods that can be used to map population data.

When census data is collated, the entire population for each areal unit is combined into one location, 

typically the geographical centroid. An alternative representation is available in the form of a 

population-weighted centroid. Population-weighted centroids are marginally more useful for cluster 

detection studies in the sense that their locations are based upon the locations of the population, rather

12



Paul Jarvis Literature Review

than the locations of political boundaries. However, these centroids often represent quantities of 

population that are displaced by too great an extent to be useful for accurate analysis.

A popular and effective technique for representing population data is Surpop, now available as Version 

2.0 from http://census.ac.uk/cdu/surpop/. The technique was designed using the surface and zonal 

models described by Martin and Bracken (Martin, 1988; Martin, 1996; Bracken 1989;). Surpop re 

allocates the population that has been grouped together into centroids in a manner that appropriately 

represents the genuine distribution of the population. Population estimates for 200m cells are derived 

from the 1991 UK Census. The main strength of Surpop is its ability to redistribute population counts 

from centroids towards residential locations, while retaining overall population totals within each zone.

Diggle (1990) suggested a novel method of indicating the background population, based upon the 

geographical dispersion of another, more common, disease (or other phenomenon) that has the same 

population at risk. This data is assumed to accurately reflect the spatial distribution of the phenomenon 

under investigation. Specifically, Diggle used cases of cancer of the lung to provide a background 

population in his examination of cancer of the larynx in a town in Lancashire, England. Diggle himself 

describes the idea as 'perhaps controversial', and there are important assumptions made:

1. The two phenomena will have exactly the same population at risk.

2. The more common phenomenon has evenly distributed itself over the population it is intended 

to represent and that it has no tendency to cluster itself.

Finding suitable phenomena, and the appropriate data, would be very problematical. This would render 

such a model difficult to implement.

2.3 Case-Control Studies
When a specific feature is theorised to have an influence upon the spatial distribution of a phenomenon 

such as a disease, the theory can be tested by examining locations close to the potential influence. It is 

reasonable to assume that if an influence is genuine, then the risk associated with the influence will 

diminish as distance from the feature increases. This diminishment in risk can be examined by counting 

quantities of cases that have occurred within a certain range of the feature and comparing the quantity 

found with an 'expected' number of cases. Appropriate expected case counts can be calculated using 

case-control studies. By taking a sample of controls with certain similar characteristics to the cases 

within the dataset, an expected distribution of cases can be estimated.

Draper et al. (2005) matched cases and controls according to sex, date of birth and birth registration 

district. The matched case-control pairs were analysed using conditional logistic regression to calculate 

relative risk values at various distances from electric power lines.

An important factor when performing case-control studies is the selection of subjects to be used as 

controls. As noted by Infante-Rivard (2003), controls must be representative of the study base with 

respect to exposure. Infante-Rivard considered the impact of selecting controls from either the general
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population, or specifically from hospitals. When experiments were performed, the null hypothesis was 

more likely to be rejected when using population-based rather than hospital-based controls.

Practical issues when obtaining information relating to both cases and controls for case-control studies 

can cause problems. Some investigations (e.g., Clavel et al., 1993) can require large questionnaires to 

be designed in order to elicit suitable information. Where information is required relating to past 

addresses, etc., individuals may not have perfect recollection. Even in examples where only simple 

information is required (e.g., date of birth, gender, address), large quantities of control data becomes 

difficult to acquire. For this reason, case-control techniques, although not without merit, were not used 

in this research.

2.4 Feature Selection Literature Review

2.4.1 Introduction
In numerical datasets, the values of some variables (inputs) may have an effect upon the values of other 

variables (outputs). When attempting to construct models that can predict output values, accuracy may 

diminish if a large number of inputs are included or if some inputs have little or no effect upon the 

output. It may be beneficial to eliminate some of these inputs from the dataset and use only a reduced 

subset. Feature selection techniques can be used to provide information that allows the user to make an 

informed decision as to which inputs should be retained and which should be discarded.

2.4.2 Aims of Algorithms
One of the problems when making direct comparisons between various feature selection techniques is 

that while their respective goals may superficially appear to be very similar, there can be subtle 

differences in the specific aspirations. Dash and Liu (1997) identify four distinct ambitions in this type 

of research:

1. Idealized searching searches for the smallest necessary and sufficient subset for the task in 

hand.

2. Classical selection aims to find the most effective subset of a pre-determined size.

3. Improving prediction accuracy is the most common aim in the techniques examined here and 

involves maximising accuracy, or not significantly reducing accuracy while condensing subset 

size (note that 'accuracy' itself can be subject to differing definitions, as described in section 

2.4.3).

4. Approximating original class distribution attempts to find a smaller subset of features that can 

closely match the class distribution possible when provided with data for all features.

Siedlecki and Sklansky (1989) describe in greater detail the concept hinted at in Dash and Liu's 

'Improving prediction accuracy section', namely to find the smallest subset for which performance 

does not diminish below a pre-determined threshold. In this case, the performance standard acts as a 

constraint upon the search, while the number of features becomes the primary search criterion.
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This topic suffers from further ambiguity with regard to the various definitions of relevance that are 

used in these problems. It is reasonable to assume that subsets that provide optimal results will consist 

of features that have an impact on the classification of the output vector. In other words, the features 

selected are 'relevant'. However, as Blum and Langley (1997) ask, "Relevant to what?" Boros et al. 

(2003) note that many methods ("implicitly or explicitly") replace the concept of relevance with that of 

separation. In fact, feature selection techniques that claim to be finding relevant features are actually 

finding features that are most useful in order to classify examples. The algorithms attempt to find 

support sets containing the minimum number of features that are necessary to distinguish examples: 

these sets may exclude some features that are still 'relevant' to the problem, in the true sense of the 

word. Dash & Liu characterise these features, describing them as 'redundant' in that they do not add 

anything new to the target concept. 'Irrelevant' features, meanwhile do not affect the target concept at 

all.

Blum and Langley (1997) provide five definitions of relevance:

  A feature is Relevant to the target. This means that there must exist an example in the instance 

space where changing the value of the feature will alter the classification output.

  A feature is Strongly Relevant to the sample/distribution. This is subtly different to the first 

definition, in that there must exist two specific examples that demonstrate this change in 

classification.

  A feature is Weakly Relevant to the sample/distribution if it is possible to remove a subset of 

other features that will leave the feature in question as being Strongly Relevant, according to 

definition two. These features can be useful if minimising the size of the subset is an important 

consideration, as they may allow other features to be removed without significant deterioration 

of results and could fall into the 'redundant' category described by Dash and Liu above.

  Relevance as a complexity measure, which ranks the relevance of all features relative to one 

another. This is used in order to find the smallest number of features needed to achieve 

optimal performance.

  A feature is Incrementally useful if the algorithm can attain superior results by including the 

feature in a subset than from not including it.

These definitions address the issues brought up by Boros et al., in that they clinically assess relevance 

according to how useful a feature is towards the classification task.

2.4.3 Evaluation of techniques
Another common inconsistency when assessing feature selection algorithms is the method used for 

evaluation of subset quality, i.e. the criterion function. A straightforward method, employed by the 

Gamma test described in Section 5.3 is to examine the Mean Standard Error (MSB). This is calculated 

by finding the average difference between the expected and the actual output value. The most usual 

alternative is to assess the number of outputs that have been correctly classified, shown in Equation 1:
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Fitness = (Total Examples - Correct Examples)/Total Examples [1 ]

This method is particularly useful when using discrete datasets, but can be refined to assess how many 

cases are correctly classified if continuous datasets are used. A case could be considered to be 

'correctly' classified if the output value is closer to the appropriate classification value than any other 

classification value, or a less forgiving method would require the output value to be within a certain 

percentage range.

Punch et al. (1993) suggest an alternative evaluation function that can be used for feature selection 

techniques that use near neighbours. This technique gives credit to correct classification and also for 

using more near neighbours, hence creating greater class separation. It is described in Equation 2:

 . TotPats - CorrectPats ~«min/&Fitness = /I               + S       m 
TotPats TotPats

Where TotPats is the number of total patterns to be examined, CorrectPats is the number of patterns 

correctly classified, nmin is the number of neighbours not used for classification and k is the number of 

near neighbours. A. and 5 are constants that are chosen by the user as appropriate. This idea is further 

developed in Section 5,5.

Ferri et al. (1994) state that the criterion function must be related to the final performance measure for 

the overall assessment. However, the Gamma test (described in detail in section 5.3) promises that this 

is not a necessary requirement. WinGamma1 (Durrant, 2001) generates models (through Local Linear 

Regression, or Neural Networks) that can be assessed according to MSB, correct classification or any 

other method, yet the Genetic Algorithm (see section 5.2) uses the Gamma Value when evaluating 

subsets. This is the entire premise of the Gamma test: the Gamma Value should be more useful as a 

subset evaluation technique than the final modelling method used. In fact, quite apart from the Gamma 

test exception, another clause could be added to Ferri et a/.'s statement. More appropriate would be to 

state that it is beneficial (rather than essential) for the criterion function to be related to final 

performance measure. When judging experimental subsets, Local Linear Regression uses relative MSB, 

yet final results were judged according to the number of cases classified. In many cases these two 

criteria will display positive correlation and to an extent will be interchangeable, but the subtle 

differences are a factor. This philosophy can also be applied to subset assessment.

Jain and Zongker (1997) used an interesting method of evaluation when they performed an experiment 

to compare the effects of using different sized training sets. Assuming that the best subset would be 

created by using all available training data, they used this subset as a standard by which other subsets

1 A non-linear data-analysis and modelling package produced by Cardiff University as a Windows 
application.
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would be judged: subsets that contained features that also occur in the 'standard' subset would be 

considered superior to those with fewer common features. This method could theoretically be adapted 

to evaluate the effectiveness of feature selection techniques in which the optimal subset is known or 

can be calculated (possibly through an exhaustive search). Is the feature selection technique under 

investigation capable of identifying the optimal subset of features? If not, how close can it get?

2.4.4 Partitioning Data
Typically, example data is used according to the Holdout method in which some data (known as test 

data) is set aside. The remaining data (training data) is used to create a classification formula, which is 

subsequently assessed using the test data.

Schulerud and Albregtsen (2002) describe the leave-one-out method first mooted by Lachenbruch and 

Mickey (1968) which uses all data for training without the need to partition into training and test data. 

This method uses all but one example to generate a classifier, before re-incorporating the excluded 

example and omitting another. This is repeated until all examples have been excluded. This is a very 

computationally expensive technique to employ.

Langley and Iba (1993) suggest that the amount of training data required to achieve a certain standard 

increases exponentially with every additional irrelevant attribute. Schulerud and Albregtsen observed 

that additional training samples led to an increase in the number of correctly selected features. They 

report that nTVD, the ratio of number of training samples (nTr) compared with the number of feature 

candidates (D), is not constant but depends upon the Mahalanobis 1 distance. This itself is subject to the 

amount of data available. Jain and Zongker note that fewer data points mean that the Mahalanobis 

distance may be unreliably calculated, introducing an inaccurate bias into results (if the Mahalanobis 

distance is used). This effect is accentuated with every additional feature. Jain and Zongker describe 

this effect as the 'curse of dimensionality'. Campos et al. (2001) meanwhile state that "the training set 

size should increase exponentially with the feature vector size."

Blum and Langley identify three reasons why it can be beneficial to manually limit the number of 

samples used for training. Two of them are related to efficiency: labelling of data can be impractical 

and time consuming, while it can be detrimental to feed too much information into a computationally 

expensive learning algorithm. The third (and probably most important) reason is to aid learning by 

selecting those examples that are most informative. Liu et al. (2003) acknowledge that when there is an 

excess of data it is necessary to use only a sample of the data, but state that random sampling is blind. 

They attempt to find instances that have more helpful characteristics through so-called active feature

1 A distance measurement that differs from Euclidean distance in that it takes into consideration the 

variance and correlation of the variables in measuring distances between points.
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selection. They describe Relief, a filter algorithm capable of selecting statistically relevant features. 

Briefly, Relief operates by initially choosing an example for the dataset. From this example, near 

neighbours from the same class and from a different class are found and referred to as the 'nearest hit' 

and 'nearest miss' respectively. Using the distances from these near hits and misses gives an indication 

of the class separation relating to that particular example, referred to as 'diff()'. The process is repeated 

for other examples in the sample (for a user defined number of times) and those with the highest diff() 

value are selected as members of the training set.

2.4.5 Branch & Bound
The Branch and Bound algorithm introduced by Narendra and Fukunaga (1977) was described by Jain 

and Zongker (1997) as the only optimal feature selection method to avoid an exhaustive search. The 

strength of the technique is its ability to reject suboptimal subsets of features without the need to assess 

them individually, while still guaranteeing the identification of the optimal subset as judged by a 

monotone criterion function. Monotonicity means that the quality of any subset will not be diminished 

by the incorporation of additional features into the subset. In other words, when the optimal subset is 

found, its predictive capabilities will not be harmed by adding superfluous features to it.

The fact that Monotonicity is a consideration for Branch and Bound is a symptom of the subtly 

different aims of this particular algorithm. Rather than searching for the subset that will significantly 

reduce the error rate, the implication here is that the algorithm is anticipating the existence of several 

subsets with similar error rates. From these, the subset containing fewest features is considered 

paramount. However another effect of the curse of dimensionality, again noted by Jain and Zongker, is 

that in some small samples Monotonicity does not apply.

Two further problems of Branch and Bound are highlighted by Siedlecki and Sklansky (1989). The first 

of these is the artificial limitation of the search space: by pruning the search space, Branch and Bound 

may unintentionally disconnect certain parts of the feasible region. Exploration of these areas becomes 

impossible, yet is necessary for the optimal solution to be found. The second problem is that it is 

necessary to perform an exhaustive search of the feasible regions to find the optimal solution. The 

nature of Branch and Bound is such that even the reduced feasible region may be very large, 

particularly for datasets with high dimensionality.

2.4.6 Sequential Search Algorithms
Ferri et al. (1994) describe Sequential Search Algorithms, examples of which are Sequential Forward 

Selection and Sequential Backward Selection, which add and subtract the locally best or worst feature 

respectively to their existing subset. Following this process, a nested collection of subsets are 

generated. The weakness of these techniques is that their nested characteristic means that it is not 

possible to go back and correct potential errors. An improvement on this idea is the "plus I — take away 

r" method, which adds and subtracts features in turn by moving back and forward a certain number of 

steps at a time. This means that the nested effect is diluted and the procedure is not so likely to reach 

locally optimal dead-ends, yet is not flawless as it is impossible to know in advance what values of /
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and r will produce suitable results. Constantly adding and subtracting features can mean the algorithm 

becomes very inefficient without ever escaping from its local optimum. Pudil et al. (1994) describe the 

algorithms in detail. The Sequential Floating Forward Selection (SFFS) procedure is more efficient, as 

it implements these concepts under appropriate conditions. A forward or backward step is taken if such 

a step will improve subset quality. This means values for / and r are not required, as movement is 

controlled dynamically. The method does still appear to be prone to finding locally optimal results and 

being unable to escape, however.

Ferri et al. (1994) experimented with this method for a problem containing 20 features (describing this 

as a medium sized problem). They found that SFFS gave similar quality results to GAs. They then 

conducted a further experiment to analyse the effectiveness of the two techniques when dimensionality 

(i.e. number of potential features) was increased. The only criterion function used in these experiments 

(for both SFFS and GAs) was Mahalanobis distance, in order to save time. The GA was forced to stop 

when it had performed the same number of trials as SFFS. Ferri et al. found that GAs tended to 

produce inferior results as dimensionality increased. In fact, they suggest that the search space for GAs 

increases at a faster rate than that used by SFFS. This is contrary to the results found by Siedlecki and 

Sklansky (1989). Perhaps the limitations imposed in these experiments were not the ideal conditions 

for the GA to operate. In order to maximise performance of a technique, parameters should be set 

appropriate to that technique without constraints imposed by characteristics of alternative techniques. 

Nevertheless, Fern's results make interesting reading. Ferri et al. go on to point out that GAs have the 

advantage of being able to search in the near optimal region of the search space because of its 

randomisation method. They go on to suggest that perhaps a superior method could be created by 

hybridising the two techniques, referring to attempts to use SFFS in order to initialise the GA process. 

Alternatively, the floating search could be embedded into genetic operators.

The Gamma test operates using a nearest neighbour strategy, described in Section 5.3.2.4. Campos et 
al. (2001) found that when feature subsets are evaluated using the distance between clusters, some 

clusters that are strong in terms of classification rates are not considered useful under the distance 

measure. They proposed a new approach based on fuzzy clusters. This meant that they were able to 

take into account the idea that some points within the cluster were more typical of the cluster and hence 

were more useful. These more useful instances were recognised as such. This concept of looking more 

closely at the near neighbours in order to understand their relative usefulness is along similar lines to 

Punch's assessment method and also the experiments performed in Section 5.5.

2.4.7 Wrapper Methods
A popular way of discriminating selection techniques is to describe them as either 'wrapper' or 'filter' 

methods. Wrapper methods use accuracy estimates made by the learning algorithm to assess the 

relevance of features. Feature selection is effectively a subroutine within the algorithm. Filter methods 

examine the characteristics of data independently of the learning algorithm. This means that irrelevant 

attributes are filtered out before the induction process takes place.
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As noted by Blum and Langley (1997), wrapper methods are far more computationally expensive. They 

discuss the OBLIVION algorithm of Langley and Sage (1994), a wrapper method which uses nearest 

neighbours to classify examples. Through backward elimination, features are removed one at a time: 

the feature whose removal improves estimated accuracy by the greatest amount is removed. Further 

features are removed until accuracy begins to diminish.

Moser and Murty (2000) note that wrapper methods generally produce better classification 

performance for specific tasks. They specifically advocate the use of GAs for large-scale tasks, as they 

require little background knowledge. Hall and Holmes (2003) also conclude that wrappers are more 

effective feature selection devices, although concede that these methods can be slower.

2.4.8 Genetic Algorithms
Siedlecki and Sklansky (1989) introduced Genetic Algorithms into the field of feature selection. They 

proposed two possible objectives for implementing the procedure: firstly to find a subset that will 

minimise error rate, secondly to find the smallest subset for which the error rate is not dramatically 

affected. In the case of the second objective, the error rate is used as a constraint (in the form of a 

threshold over which the error is unacceptable), with the primary goal being to eliminate inputs. Jain 

and Zongker (1997) suggest that the algorithm is too heavily influenced by the subset size, causing 

difficulties when attempting to find the overall best subset.

When conducting feature selection experiments there may be very little prior knowledge available. It is 

uncommon to have information pertaining to the likelihood of a particular feature being included in the 

support set, while it is rarer still to know how many features the optimal support set will contain. These 

factors have a strong bearing on the effectiveness of some proposed developments in the feature 

selection domain, described here.

Salcedo-Sanz et al. (2002) design their own GA for feature selection. Their GA incorporated a novel 

genetic operator that they named m-features. This operator fixes the number of features that will be 

included in the final subset, according to a user defined level. Prior to the implementation of this 

operator the GA works in a conventional manner, creating genomes containing any number of features. 

The m-features operator then randomly adds or removes features from the string so that it contains the 

appropriate number of features. This means that the GA has a greatly reduced search space, leading to 

faster convergence. There are some fundamental logical problems that will occur when following this 

process. An obvious question that arises straight away is 'how do you know how many features are 

optimal?' Salcedo-Sanz et al. do not really answer this question. They performed several experiments, 

searching for various different sized subsets, increasing subset sizes in jumps of three. This leaves the 

process open to missing out the optimal subset size. It can also be very impractical if there are many 

potential features, nullifying the effect of reducing the search space. There is also the danger of adding 

and removing features at random: this can mean that the most important features are removed or 

redundant features are added, incorporating unnecessary noise. It is also worth questioning the grounds 

for using the operator at all. If the GA is run properly it should search for optimal subsets automatically
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without the need for extra random encouragement, as this is the purpose of the mutation operator. 

Salcedo-Sanz et al. do produce good results in their examples, but it seems logically doubtful that the 

m-features operator will provide consistently strong subsets.

2.5 Chapter Summary
This chapter has described key research in the topics that form the basis of this thesis. Significant issues 

that have been encountered in the past are identified and described.

Past research into potential influences upon leukaemia distribution has identified many different 

geographical features that warrant further investigation. These features include electric power lines, 

nuclear installations, landfill sites and estuaries.

Cluster detection research has led to the development of several techniques. This chapter has identified 

some of the key issues that occur when attempting to develop such techniques. These issues include the 

statistical methods used to judge the significance of collections of cases found, the method used to 

search the study area to find collections of cases and the representation of background population 

across the study area.

Analysis of feature selection research has identified two key aspects that are critical to the success of 

the techniques employed, namely the method of finding appropriate feature subsets and the subsequent 

evaluation of the quality of these subsets. Different techniques often have different aims and the results 

obtained can also be evaluated in different manners. The sometimes subtle differences between the 

available techniques accentuates the necessity for care to be taken when choosing an appropriate 

technique to investigate a specific problem.
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3 The Cluster Location Analysis Procedure (CLAP)
This chapter describes the development and assessment of a novel program designed to detect spatial- 

temporal clusters. An appropriate method of analysing the dataset is considered and implemented. 

Aspects of the cluster detection process that are deliberated upon include the selection of a suitable 

method of searching the study area, how best to represent the background population and how to 

assess the findings statistically. Output issues are then addressed, in terms of recording the most useful 

results and how these results can be represented visually. The section also includes a demonstration of 

how a synthetic dataset is analysed by the newly created program.

3.1 Introduction
When determining geographical causal relationships within a dataset, the appropriate analysis of the 

dataset under investigation can provide useful information about spatial and temporal patterns. 

Specifically, if areas containing excessive numbers of cases can be identified then these can be used for 

further investigation. Information about such clusters can be used to establish trends within the dataset 

that may supply the necessary evidence to help support or contradict an existing hypothesis.

Section 2.3 describes tools available to analyse spatial data and identifies their strengths and 

weaknesses. This section describes how previous research has been built upon, detailing the 

development of the Cluster Location Analysis Procedure (CLAP), a far-reaching development on the 

Crime Location Analysis Procedure (Corcoran et al., 2003). A usable example of CLAP is included on 

the attached CD.

CLAP can be described as a density-based clustering method. This means that for a region to be 

classified as a 'cluster', its immediate neighbourhood must contain at least a minimum number of 

relevant datapoints.

In many cases, when exploratory techniques are used to identify clusters, no prior knowledge of the 

dataset is provided. Any clusters must be identified completely independently of any external bias. In 

other words, the user should not provide additional information relating to particular areas in order to 

prejudice the technique in favour of a desired result. The entire point of CLAP is that it can detect 

clusters by itself.

3.1.1 Requirements
Key attributes of the cluster detection technique developed are:

  It requires no previous knowledge of the dataset.

  It requires little subjective input from the user.

  It is efficient, in the sense that the number of calculations performed is kept to a minimum in 

order to reduce computational time.

  Results must provide the user with useful information about the dataset.

22



Paul Jarvis CLAP

3.1.2 Development
CLAP is a data mining tool developed using the programming language Visual C++. CLAP is capable 

of identifying clusters of incidence within spatial data. For the purposes of the leukaemia study it was 

important to understand fully the inner workings of the tool being used to analyse the dataset. By 

creating a new method, the technicalities become completely transparent, creating greater user 

confidence in the results obtained.

The development of CLAP was very much a step-by-step procedure, each modification aiming to 

increase the extent to which the outlined requirements are met. Section 3.2 describes each alteration in 

turn.

3.2 The Search Method
This section describes how the CLAP algorithm for cluster detection was developed. It explains how 

the algorithm initially searched exhaustively, before being adapted so as to examine clusters in the most 

appropriate locations. Technical aspects (population estimation, statistical tests) of CLAP are also 

discussed.

3.2.1 Exhaustive Search
A straightforward method of gaining a good indication of the overall layout of the study area is to 

simply count the quantities of cases that are present in different locations. This was performed by 

simply examining locations in isolation. A circular zone of a size defined by the user is placed at the 

bottom left corner of the study area as illustrated in Figure 3.1. In this image, as with all images in this 

section, cases are represented by red squares. The number of cases within this circle, or 'window', is 

calculated and recorded, before the circle is moved across the study region by a pre-determined 

increment (Figure 3.2).

'S^xr'
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Figure 3.1- The circle is positioned in the bottom left of 
the study area the number of cases contained 

within are counted

Figure 3.2- The circle moves by the increment and the 
number of cases are again counted

The new location of the circle should overlap with the previous one, in order to avoid gaps in the 

analysis leading to clusters being undetected. The process is repeated until the entire study region has 

been covered. This is achieved by retaining the same y co-ordinate for the centre of the window, while
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increasing the x co-ordinate by a small increment to cover the entire east-west axis of the study region. 

The x co-ordinate is then reset and the y co-ordinate increased, before the process is repeated. 

Following this pattern, a large number of locations in the study region are assessed, as shown in Figure 

3.3.

Figure 3.3- The entire study area is covered

In many studies, such as those concerned with the distribution of disease, clusters deemed to be of the 

greatest significance need to be close both spatially and temporally. When combined with a date 

believed to be appropriate (for example, the date of disease diagnosis), every case can be described in 

three dimensions. This extra dimension can be incorporated into the search technique by translating the 

chosen date into a linear number. In the same way as the spatial window, a user-defined range is set, in 

terms of a time scale. The base value of this time scale is set as that of the earliest case in the data set. 

Before increasing the x co-ordinate of the area being examined, the point in time under analysis is 

increased, again by a pre-determined increment. Cases considered to be part of the same cluster would 

need to occur in the same place, at the same time.

Note that for investigations searching for chronologically close clusters as well, three different inputs 

would be required (smallest and largest cluster radius limits and maximum temporal limit). These 

limits would vary between investigations and would need to be properly researched so as to be 

justifiable. CLAP contains scope for the user to define temporal and spatial limits such that they are 

appropriate to the particular investigation. Previous research on searching for clusters of leukaemia has 

suggested that spatial limits of between 0.5km and 5km are most appropriate (for example, Petridou et 

al. (1996); Knox and Oilman (1996a, 1996b); Taylor and Chavez (2002)) . There seems to be a 

consensus in the literature that one year is a reasonable time limit for cases to be described as being 

'close in time', as demonstrated by McNally et al. (2002) and Ederer et al. (1964).
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3.2.2 Size of Circles
At this stage, all circles examined are of identical magnitude. However, in investigations of this type 

clusters will not be of uniform size, yet still need to be directly evaluated relative to one another. This 

is achieved by calculating the case density of each circle examined. For each examination, the number 

of cases found within the circle is divided by its area. If this number is greater than a pre-determined 

threshold value, then the radius of the circle is increased by a predetermined increment (Figure 3.4 and 

Figure 3.5). As demonstrated in Figure 3.6, greater attention is therefore paid to areas containing more 

cases. Only circles containing cases are recorded and saved to the output file.

Figure 3.4- The number of cases are 
significant...

Figure 3.5-... so the radius is 
increased

Figure 3.6- More attention is paid 
to areas with more cases

3.2.3 Assessing Cluster Significance
Given that more cases will occur in conurbations, it is not suitable to determine the significance of each 

circle purely according to circle area. CLAP must evaluate the significance of the number of actual 

cases found, based upon whether there is an excess compared with the number that would be expected 

in that location.

Leukaemia has been assumed to follow a Poisson distribution, as described by Alexander (1999). The 

Poisson model estimates the number of cases that can be expected for a given population. Therefore, 

the background population contained within the circle is calculated for every location examined, in 

addition to the number of cases. The method of estimating the population is described in Section 3.2.4. 

Through the application of the Poisson formula, an expected number of cases for the circle under 

investigation is found and compared with the actual value to provide an estimate of the circle's 

significance.

The CLAP algorithm was set such that the first operations performed were to calculate the total 

population of the entire study area and to count the total number of cases. By dividing the total number 

of cases by the total population, the proportional probability, p, is found. This needed to be performed 

only once for each run of CLAP.

For every circle analysed, the significance is then assessed. This is achieved by counting the population 

of the circle, N, and the actual number of cases, A. The expected number of cases, X, for this population 

is then calculated using Equation 3:
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A = Np [3] 

The probability of finding k cases in a population of N can be found using Equation 4:

,., , ,p(X = k) =      [4] 
Kl

Therefore, the probability of finding A or more cases in such a population can be found by using 

Equation 5. The value obtained from this equation is retained for the output file and regarded as the 

significance of the location. If this value is less than a, then the result can be considered to be 

significant at the a% level of significance.

[5]

In large datasets, clusters may occur at random making it difficult to ascertain whether a detected 

'cluster' is a genuine unnatural collection of cases around a particular location. This is a difficult 

problem to overcome. Indeed, as Turton (1998) notes in the case of GAM, "[it is perhaps better] to use 

the term 'database anomaly' rather than 'cluster' when referring to the results produced". This 

statement very much applies to CLAP as well. As a consequence of this, additional criteria (described 

in Section 4.3.1.5) are applied to each location in order to gain further confidence in the assessment of 

significance.

3.2.4 Population Estimation
A problem that has repeatedly occurred in research of this type is the accurate mapping of background 

population.

1991 UK Census data indicates the demographic breakdown of population within each Enumeration 

District (E.D.). Data from 1991 was used because it is most relevant to the leukaemia dataset, which 

has a start date of 1991. At the simplest level, the entire population of the E.D. can be assigned to its 

geographical centre. The background population of a circle under investigation is then assumed to be 

the combined population of E.D. centroids contained within the circle, however the geographical 

centroids fail to take into account the distribution of the population with the E.D. Population weighted 

centroids that are listed in the census data and are calculated to indicate the 'centre of gravity' of the 

population of an area. A key drawback of the use of centroids is that it is quite ineffective when 

working on a small scale: smaller circles may need to expand by several increments before meeting any 

of these centroids, giving the impression that a case has occurred in an area completely devoid of any 

inhabitants, as shown in Figure 3.7. The distribution of population will be more accurately represented 

if population points are more numerous and are situated in appropriate locations.
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Figure 3.7- Cases (red squares) appear to have occurred in an uninhabited 
area (population points are represented by blue dots)

One existing method of representing the distribution of the population is the weighted grid model, 

SurPop, described by Martin (1989, 1996). Martin creates a distance-decay function, based upon 

relative density of nearby political region population-weighted centroids. The population of the region 

is then distributed among square cells of diameter 200 metres. This creates a raster model with 

population estimates in each cell, shown in Figure 3.8. In order to comply with CLAP's method of 

counting points, the cells are translated into points. Each cell is treated as if it were an E.D. in its own 

right, with the population assigned to a centroid, as shown in Figure 3.9.

Figure 3.8- The population grid. Cells containing 
population are blue.

Figure 3.9- Population has been assigned to the blue 
centroids of populated cells.

Using SurPop tackles the two problems encountered when E.D. centroids are used: the distribution of 

the population within an E.D. is taken into account, while the small scale used for each cell means that 

there will not be any large gaps that will make cases appear to lie within unpopulated areas. The 

advantages of the system can be seen in Figure 3.10: the cases that appeared to be in an unpopulated 

area in Figure 3.7 are now in the middle of a densely populated area.
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Figure 3.10- SurPop population points make for a more precise representation of population distribution. The cases 
from Figure 3.7 are now clearly located in populated areas.

3.2.5 Case to Case
An obvious problem with the exhaustive search is that it is far too inefficient. The vast majority of the 

areas assessed contain no cases, yet require several calculations. The problem was solved by limiting 

the number of points tested. However, reducing the exhaustiveness of the search creates a danger of 

overlooking important areas, making it imperative that those areas that are examined are carefully 

chosen. The method used to achieve this is to make the circle jump from case to case, shown in Figure 

3.11. This means that CLAP inspects only those areas likely to contain relevant information.

Figure 3.11- Circles jump from case to case

3.2.6 Focused cluster detection
Another key concept that needs to be considered is that of focused cluster detection. That is, searching 

for clusters in specific pre-selected locations, as opposed to the unfocused cluster detection that is 

performed when every individual case is examined. The pre-selected locations will usually be those of 

potentially influential hazards (represented by blue squares in Figure 3.12), but any other areas of
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interest to the user may be selected. The co-ordinates to be focused upon can be included in the CLAP 

input file. The user therefore has a choice of three search techniques:

1. Unfocused searching: circles jump from case to case.

2. Focused searching: circles are placed in user-defined locations (typically potentially 

influential hazards).

3. Focused and unfocused searching: circles examine all individual cases and specific user- 

defined locations,

Figure 3.12- Circles are centred on hazards, represented by blue squares

3.2.7 Different starting sizes, expand and contract.
One of the problems faced during investigations was that it could be very difficult to anticipate the 

scale of clusters. Some phenomena may cluster in a very small region, while others may occur over a 

larger area. These clusters may not become apparent until the larger region is examined. By initially 

examining a small area and expanding if anything relevant is found, the larger clusters may never be 

discovered. To tackle this, two different starting sizes were used. Two values need to be supplied by the 

user- a smallest possible useful radius and a largest possible useful radius. Taking these values as 

starting points, two independent experiments are performed. First, the system operates as before: 

expanding from the small circle. Second, taking the larger radius as an initial value, the circle is 

contracted.

Of course, this still does not solve the problem of requiring prior knowledge of likely maximum and 

minimum radii of clusters. Such values need to be researched or estimated.

3.2.8 Preliminary checks
The efficiency of the algorithm was further improved by first of all getting an indication of whether the 

area around a case was worthy of a rigorous examination. Some cases may be very isolated from other 

cases, meaning that small expansions of the circle radius would cause population and statistical 

calculations to be performed that do not provide any useful information, in the sense that their
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statistical significance will necessarily be weaker. These calculations are avoided by immediately 

expanding the radius until the nearest other case is found. Only at this point is the content of the circle 

analysed. If the population has increased to such an extent that the circle is not statistically significant, 

the algorithm moves on. A full demonstration of the procedure for determining cluster size is shown in 

Section 3.4.

3.2.9 Unnecessary calculations
Efficiency of early versions of the algorithm was hampered by the procedure of examining whether 

cases fall within a certain distance of another point. These examinations were done by adding the 

square of the east-west and north-south distances between the points under scrutiny and comparing the 

value with the squared threshold distance. This involved four calculations that are individually simple, 

but that when performed repeatedly can make a considerable impact upon computation time. The 

functions are particularly destructive when the accuracy of such comparisons is far greater than 

required for what should be immediately apparent. For example if a case is compared with another 

hundreds of miles away, it should not be necessary to perform complicated calculations in order to 

ascertain that the two are not linked.

In order to reduce the number of calculations performed, CLAP examines the proximity of the circle 

centre and the point to be compared (either a case or population point) along the north-south axis. If the 

distance between the circle centre and the point along the north-south axis is greater than the circle 

radius, it becomes impossible for the subject point to lie within the circle. The point is ignored and the 

next one examined. If the point is close enough to the circle centre on the north-south axis, the east- 

west axis is also examined- in effect checking whether the point falls within a square where the length 

of each side is the diameter of the circle. Only if this is also true does CLAP make the final check that 

the point is actually situated inside the circle under investigation. Introducing these measures means 

that the likelihood of making complicated calculations is reduced. The drawback to the new technique 

is that for those points that are within the circle, it is now necessary to perform three calculations rather 

than just one as previously required. However, these occasions are relatively uncommon, meaning that 

overall computation time is improved.

3.2.10 Time
If temporal information is included in the dataset, CLAP must also ascertain the significance of clusters 

in within variable time periods. This is done by setting earliest and latest dates between which a case 

must occur for it to be considered a part of a cluster.

When spatial clusters are examined by CLAP, whether a case is a member of a cluster depends upon its 

spatial proximity to the case at the centre of the cluster. For temporal clusters, the same principal is 

applied, with other cases required to occur within a certain time range of the central case.
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The earliest and latest limits will usually be initialised such that the entire study period is covered, 

however this is not compulsory. Smaller maximum time ranges may be chosen if the user desires. The 

earliest and latest dates are then altered such that they are appropriate to the required time range.

If a smaller temporal range is used, then the expected quantity of cases will fall in proportion to the 

reduction of the temporal range. For example, if ten cases are expected when the entire study period is 

included in the temporal range, only five cases would be expected if 50% of the study period is 

included in the temporal range. The Poisson probability must be calculated using an expected quantity 

appropriate to the proportion of the temporal range covered.

3.3 Result selection
CLAP examines many different circles during a normal run. There is little benefit in recording the 

results for every circle as many have only superficial differences and do not contribute any extra 

understanding of the dataset. This section describes how the results that are considered to be useful are 

selected.

3.3.1 Probability thresholds
Initial experiments required the user to select the desired level of significance beforehand. Rather than 

automate this decision, the process was altered so as to store up to three different results for each point. 

These results show areas that are significant at the 10% level, 5%, and 1% levels which could be 

assumed to be only slightly significant, fairly significant and very significant. This means that in 

circumstances where there are varying strengths of clusters this can be reflected in one run of CLAP, 

rather than requiring multiple runs. For example, one particular point may belong to a large cluster 

which could be significant at, say, a 4% confidence level. The same point may also be part of a smaller, 

more intense cluster that is significant at 0.5%. By recording and displaying both of these clusters, a 

more accurate overall impression of the layout of cases is gained.

3.3.2 Retaining results
Storing three different levels of significance gives the user a greater quantity and greater quality of 

information. However, CLAP was still ignoring certain results because they were deemed to be of little 

use. The decision of what results are useful is in fact best left to the user. CLAP was altered to retain 

useful results that had a significance level below 10%. For a result to qualify as 'useful', it must 

provide the user with new information about the distribution of cases. For example, a radius increase 

may lead to additional cases being included yet the probability remaining similar. Early versions of 

CLAP would have recorded only one of the two circles, despite the two covering potentially vastly 

different areas and having vastly different contents. Since the output file includes a lot of information 

(such as size of cluster, number of cases contained, etc.), these results can easily be filtered by the user, 

allowing results of certain significance or size to be displayed.
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3.3.3 Negative results
In order for genuine data mining to be performed, it will be necessary to record 'negative' results. That 

is, identify some locations that display little or no tendency towards clustering. This will allow 

comparisons to be made between the characteristics of areas that do display clustering and those that do 

not. The quantities of negative results required will vary. If there are excessive negative results 

available, the quantity retained can be limited. Criteria can be imposed that will mean that only those 

clusters that display probabilities between certain ranges are recorded. For example, probabilities of 

over 90% (no tendency towards clustering) and between 45% and 55% (uncertain tendency towards 

clustering) may provide sufficient suitable results.

3.4 Example Demonstration
This section describes how the algorithm examines one particular point, to determine the size and 

strength of spatial clusters that are centred upon that point. Circle expansions and calculations are 

shown, along with details of results that are retained for output.

3.4.1 The Scenario
A typical area to be investigated may appear like the artificially created scenario in Figure 3.13. Cases 

are shown as red circles, population points as blue squares. In a full run of CLAP, all cases are 

examined. This section however describes only calculations pertaining to the case labelled as 'A', as 

this is sufficient to demonstrate how circles are expanded and contracted, and which details are 

recorded. The entire study area contains 25 cases and has a total population of 7000, creating a 

proportional probability of 0.0035714. The scanner begins searching at a radius of 1000m, and the 

maximum radius is 5000m. The radius of the circle will increase at a rate of 100m at a time. The user 

can alter these values in a way that is appropriate to the specific investigation.

Figure 3.13-A typical scenario

In reality, a region like this would have far more population points associated with it. For the benefit of 

this demonstration however, points that would normally be spread out are combined together such that 

each expansion of the circle will find one additional population point. The points have been positioned 

in various directions to demonstrate that the scanner is searching the entire contents of the circle. The 

input file would appear as shown in Figure 3.14. Note that thirteen cases and a population of five
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thousand are assigned to the co-ordinates (40527, 39623). The population of this point serves as a 

background that contributes to the overall proportional probability. The point is situated such that it is 

well out of reach of the maximum circle radius, so will not be tested.
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Figure 3.14- a demonstration input file. Columns refer to: 

Reference number; Time; x co-ordinate; y co-ordinate; Population.

3.4.2 Algorithm Summary
Sections 3.4.3 and 3.4.4 provide detailed breakdowns of how the scenario described in section 3.4.1 is 

analysed. The steps that the algorithm follows to find relevant cluster sizes can however be summarised 

as follows:

1. Cases within the pre-determined minimum useful radius are counted.

2. If the number of cases is less than two, the radius is increased by the predetermined increment 

and cases are recounted. This is repeated until another case has been found, or the circle radius 

reaches the pre-determined maximum radius. If the maximum radius is reached, the case is not 

regarded as being part of a cluster and the algorithm will look at the next case in the input file.
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3. If additional cases are found, the population contained within the radius is counted and the 

probability of such a case count occurring is calculated. These details are recorded.

4. If the probability is below 10%, the circle is expanded further until another case is found. This 

step is repeated until either the maximum radius is reached, or a probability is calculated of 

10% or over.

5. Unless the pre-determined maximum useful radius has already been reached, cases within the 

maximum radius are counted.

6. If the number of cases is higher than that found at the last count during expansion, then 

population is counted and probability calculated. The details are recorded. If the probability is 

10% or higher, the algorithm moves onto the next case in the input file.

7. If the probability is below 10%, the circle is contracted by the increment until the case count 

drops. Population is counted and probability calculated for the last circle before the case count 

dropped. Details are recorded.

8. Step 7 is repeated until a probability is calculated of 10% or above, or the case count reaches 

the value achieved at Step 4. The algorithm then examines the next case in the input file.

3.4.3 Expanding the Circle
When the algorithm is applied to the scenario described in section 3.4.1, the following outcome 

develops. The search begins as a circle is centred on the case under investigation, as shown in Figure 

3.15. The circle has a radius of 1000m, the pre-determined minimum useful radius. The circle contains 

a population of 700 people at risk. With such a population, the expected number of cases would be 2.5, 

yet six cases have been found. The Poisson probability of finding greater than or equal to this number 

of cases is 0.042. In other words, this location can be described as being a significant cluster with 

95.8% confidence.

Figure 3.15-1000m radius Figure 3.16-1100m radius Figure 3.17-1200m radius

As the circle is considered to be of interest, the details are recorded and the circle expands by the pre 

determined radius 'jump' of 100m, giving a radius of 1100m, shown in Figure 3.16. The recorded 

circle is still shown on the image, in red. No further cases are found here, so the probability of finding 

that number of cases among the relevant population is not tested, and the details are not recorded. The
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circle will continue to expand until either another case is found, or the pre-determined maximum useful 

radius is reached. In fact the next cases are found at the very next step, at a radius of 1200m, Figure

3.17.

Figure 3.18-1500m radius Figure 3.19- 4500m radius Figure 3.20- 5000m radius

The population at this point is 800, meaning that 2.857 cases can be expected. The Poisson probability 

of finding eight cases, as occurs here, is 0.0091. This is significant at the 1% confidence level, so the 

details are recorded and expansion continues. The next case is found at a radius of 1500m, Figure 3.18, 

(population 950, 3.392 cases expected, nine cases found, probability 0.00818). Again, the details are 

recorded and the circle continues to expand. The next case is found when the circle reaches a radius of 

4500m, Figure 3.19 (population 1750, 6.25 cases expected, ten cases found, probability 0.1022). This 

circle does not reach the 10% confidence limit desired, so details are not recorded and outward 

expansion ceases.

3.4.4 Contracting the Circle
The second stage of the process now begins, as the circle is set to its pre-determined maximum useful 

size, and inward contraction begins. The full 5000m radius (Figure 3.20) is examined, which with a 

population of 2000 would have 7.143 cases expected. Twelve cases are found, at a probability of 

0.0600. This meets the 10% criteria, so the circle is contracted until a case is lost from the count. This 

first occurs at a radius of 4800m (Figure 3.21).

Figure 3.21- 4800m radius Figure 3.22- 4900m radius Figure 3.23- 4600m radius
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Now, the circle is examined at its immediately previous radius of 4900m (Figure 3.22, population 

1950, 6.964 cases expected, twelve cases found, probability 0.0517). As this is under 10% probability, 

details are recorded and the circle continues to contract until a further case is lost. This occurs at 4600m 

radius (Figure 3.23), so a 4700m radius is tested (Figure 3.24, population 1850, 6.607 cases expected, 

eleven found, probability 0.0730). Again details are recorded and the circle continues to contract. The 

contraction halts at a radius of 4500m (Figure 3.25): this radius has already been examined during the 

expansion of the circle, so there is no need to look at it again. Finally, five different circles will have 

been recorded, shown in Figure 3.26. The details of these circles are printed in the output file.

Figure 3.24- 4700m radius Figure 3.25- 4500m radius Figure 3.26- Significant circles

3.4.5 Superfluous Case Counts?
As shown in the demonstration above, the algorithm has required a large number of case counts to be 

performed. These counts are an unavoidable burden.

After finding a 'significant' cluster, the circle will continue expanding until another case is found or the 

maximum radius limit is reached. This next case may be a fairly large distance away, and require many 

case counts to be performed at each different radius examined. If there are many population points 

between the edge of the cluster and this next case then it may appear that testing all of these individual 

radii is not worthwhile, as significance will have disappeared long ago. The alternative to expanding to 

the next case would be to make population counts at every expansion. Operating like this would make a 

negligible positive impact upon the total number of counts performed (counting population points takes 

the same computing effort as counting cases), but leaves CLAP open to missing potential clusters. The 

addition of one case can have the effect of turning a non-significant area into a significant one. 

Searching for these additional cases makes CLAP more likely to find these borderline clusters.

3.4.6 Temporal Demonstration
For investigations where temporal data is included in the dataset, additional processes are performed 

when the algorithm described in Section 3.4.2 reaches Step 3. In order to determine the extent to which 

the cases are clustered temporally, CLAP will calculate the significance for clusters with reduced time 

periods. The time period will be centred upon the corresponding date of the individual case at the 

centre of the cluster.
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The maximum temporal limit will be set by the user, prior to analysis of the dataset. The maximum 

time period will vary according to the particular dataset under investigation and the length of time 

across which clusters are expected to be formed, as suggested by a hypothesis or past research. For 

example, the limit may be set at one year, or cover the entire study period.

For this theoretical demonstration, the cases cover a period often years (3652 days, taking into account 

leap years) and the maximum time limit is set to this value. The temporal range is reduced at each step 

by a period of 365 days. Cases are assigned a value from 1 to 3652 that correspond to a date (for 

example, the date of disease diagnosis).

In the image shown in Figure 3.16, six cases have been found among a population of 700. With 2.5 

cases expected, a Poisson probability of 0.042 is calculated. For this demonstration, the time values 

associated with the six cases are shown in Table 1. The circle is centred upon Case A.

Case

Time

A

2583

B

2859

C

3090

D

2794

E

543

F

3224

Table 1- Temporal values for the six cases

The time range is then reduced by periods of 365 days (i.e. the maximum and minimum values are 

moved closer to 2583 by a difference of 182.5) until the quantity of cases within the time range is 

reduced. This first occurs when the time range is reduced to 1095 days either side of day 2583, as case 

E is eliminated. The details for the previous time range (i.e. the smallest time range to include all six 

cases) are then recorded. The time range of this cluster covers 89.2% of the total study period, meaning 

that the expected quantity of cases is reduced to 2.23, meaning a Poisson probability of 0.026 is 

calculated. The time range is subsequently reduced by further periods of 365 days, with details being 

recorded when the quantity of cases found is altered. This occurs when the time range reaches 2 years, 

1.5 years, and 1 year. Table 2 shows the temporal details that would ultimately be recorded for this 

scenario.

Time Range 
(days)

2190

1460

1095

730

Percentage of Study Period 
covered by Time Range

89.2

40

30

20

Expected 
Cases

2.23

1

0.75

0.5

Actual 
Cases

6

5

4

3

Poisson 
Probability

0.026

0.003

0.007

0.014

Table 2- Temporal information that would be recorded for this circle

5.5 Outputs from CLAP
Results are produced in the form of a text file, listing x and y co-ordinates for each cluster, its radius, 

population within, the actual and expected quantities of cases and if appropriate, the start time and time
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range. Arc View3 was used to present the results as it offers a flexible and reliable means of displaying 

large amounts of spatial data. A typical output is shown in Figure 3.27, displaying information relating 

to cluster location and appropriate Poisson probability, as well as locations of population points and 

potentially influential features.

0
1
2-5 

6- 20
21 - 100

Poisson Probability (%)

Feature A 

Feature B 
Population point

Figure 3.27- a typical output from CLAP, represented in ArcView

Difficulties were, however, experienced when attempting to simultaneously display information 

relating to multiple categories from the output file using ArcView. The different shapes, sizes and 

colours available to ArcView users provides some capacity to present information imaginatively, yet it 

was still not possible to display all aspects simultaneously. Ultimately, CLAP would benefit from 

having a specially designed display mechanism of its own. Construction of such a mechanism that is 

fully operational is beyond the scope of this research, yet some suggestions for its future development 

are described in Section 7.1.

' An ESRI GIS package primarily used for visualization and analysis
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3.6 Conclusion

3.6.1 Chapter Summary
This chapter has described the development of a new cluster detection technique that is capable of 

analysing a point dataset and accurately determining the significance of the quantity of cases found, 

when compared with the quantity expected.

CLAP analyses each case in turn, counting the quantities of cases within a particular range, effectively 

creating a circular region around the case. The radius of the circle is expanded or contracted as 

appropriate to find the optimal size of any clusters, within maximum and minimum boundaries. The 

boundaries are chosen by the user and may be varied according to any theorised expected clusters sizes 

for the particular investigation. After counting the quantity of cases within the circular region under 

analysis, the population is also counted. The population is represented by another point dataset. The 

reliability of the results obtained is directly related to the accuracy with which the population points are 

represented, with more points at greater precision providing the user with a superior impression of the 

study area. Given the population, an expected quantity of cases is calculated according to the Poisson 

model. The expected quantity is then compared with the actual quantity, to provide the Poisson 

probability level at which the result is significant.

In addition to searching spatially, CLAP can also detect temporal clusters if the dataset contains such 

information. Just as cluster size can increase or decrease spatially, the time range across which cases 

are considered to be a part of that cluster can also be altered. The time range will increase or decrease 

until the optimal temporal range is found. Limits can be set by the user, so CLAP can be set to search 

for clusters occurring within a period of one year, say.

Benefits of CLAP include the way in which its features combine to provide a technique that is 

exhaustive in that all relevant areas are examined, whilst efficiency is retained. Computing power is not 

wasted examining unpopulated areas, with greater attention paid to area containing more cases (i.e. 

more likely contain statistically significant clusters).

Outputs from CLAP contain detailed information relating to the locations under investigation, and can 

be represented graphically to provide a visual interpretation of the distribution of the dataset. A large 

amount of information is reported that can easily be filtered by the user according to what is deemed 

relevant.

CLAP is a very flexible technique and can be altered to analyse datasets in a manner that the user 

deems to be appropriate. Where cluster sizes are anticipated or the range of influence of a potentially 

influential feature is hypothesised, maximum and minimum limits on cluster sizes can be imposed. 

CLAP is typically used for unfocused searching but can also be used for focused searching, allowing 

specific areas of interest to be analysed.
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The accuracy and flexibility of CLAP is demonstrated fully in Chapter 4, that describes how CLAP can 

be applied to practical investigations and assesses the quality of the results achieved.

3.6.2 Contribution to Knowledge
CLAP, an alternative to existing cluster detection techniques, has been developed. The study area is 

examined in an efficient manner, providing the user with useful information about the distribution of 

cases within the dataset.
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4 Assessment of CLAP
This chapter describes existing benchmark datasets and the development of a method for creating new 

datasets. The datasets are then analysed by CLAP and the results obtained are compared with those 

from two popular clustering detection techniques, Knox's Test and Kulldorffs Spatial Scan.

4.1 Introduction
Ultimately, the effectiveness of CLAP is judged upon its performance in direct comparison with 

existing techniques. CLAP was tested using benchmark data (Openshaw et al., 2000), designed to 

contain clusters of varying strength that needed to be identified correctly. Crucially, CLAP must be 

capable of differentiating between clustered and background cases within a dataset. Boundaries of 

clusters must be identified accurately and CLAP must also be capable of dealing with temporal 

clusters.

Beyond the benchmark datasets of Openshaw et al., relatively few datasets were found that were 

appropriate for testing a cluster detection technique such as CLAP. Openshaw et al. include a 

description of the algorithm used to create their datasets and this algorithm was enhanced in order to 

construct a dataset generator. This generator was used to produce further datasets that allow a robust 

examination of the types of scenario that CLAP may be required to analyse.

This chapter describes the development of the new data generator. Existing and newly created datasets 

are then analysed using CLAP and the results assessed, before being compared with those from 

alternative techniques.

4.2 Generated Data
Openshaw et al. [ibid.] tested GAM using artificially created datasets. These datasets are freely 

available on the internet at http://web.archive.org/web/20030626191620/www.ccg.leeds.ac.uk/ 

smart/data/. The datasets were created using an algorithm that caused cases to cluster around a 

particular location. This section describes how the algorithm was adapted in such a way that additional 

datasets could be created in a more complex manner that reflects real-world situations. A usable 

example of the new data generator is included on the attached CD.

4.2.1 The Original Data Generator
Openshaw et al. [ibid.] use an algorithm that generates a user defined quantity of cases in a 

geographical scenario. The algorithm is provided with a list of population points covering the study 

area and a target location that serves as the centre of the cluster. Each population point is assigned a 

value, rating the likelihood of a case existing in that location. This value depends upon two variables: 

the population size and the proximity to the target location. Cases are then generated according to the 

relative likelihoods.
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The formula used to calculate the likelihood of incidence at a point (x,y) (represented byp(x,y)) is:

p(x,y) = h(x,y)xe-(((x-^^-y' ))/2b) [6]

Here, the location of the cluster centre is (x,,y,). b is bandwidth of the cluster, effectively the range of 

influence the point has upon the dataset. h(x,y) is the population at risk. The effect of Equation 6 is such 

thatp(x,y) will increase as the population increases, or the distance from (xj.y,) decreases.

In order to actually generate a set number of cases, the following algorithm was used:

1. p(x,y) is calculated for every population point in the study area, labelled !...«. These values 

are stored in an array, X.

2. The highest likelihood in array X is stored as M

3. A uniformly random integer, J, is generated in the range 1 . . .«

4. A uniformly random continuous number, U, is generated in the range 1...M

5. If C/<X(J), then a case is generated at the location of population point J.

6. Repeat from step 3 until the appropriate quantity of cases have been generated.

Background cases that have not been influenced by the location of the cluster centre can be generated 

using the formula:

p(x,y) = h(x,y) [7] 

4.2.2 Adapting the Generator

Analysis of the datasets already created by Openshaw et al. demonstrates that CLAP can find clusters 

within theoretical datasets, as shown in Section 4.3.2. Genuine datasets may however be more complex 

than those of Openshaw et al. [ibid.], involving several clusters of variable strengths. A new data 

generator was necessary in order to create such datasets to allow CLAP to be tested more rigorously.

4.2.2.1 What exactly is required?

Consider the circumstances under which CLAP is likely to be applied. Specifically, consider the type 

of problem under investigation in this thesis, determining geographical causal relationships.

Clusters created in Openshaw et al.'s examples are centred around a randomly chosen point, yet the 

location need not be random. In keeping with the philosophy of discovering a cause and effect 

relationship, the clusters should be related to unknown factors, referred to henceforth as 'Hazards'. A 

simple scenario is shown in Figure 4.1, where each letter represents a different type of hazard. Perhaps 

Hazard A is a genuine influence upon the distribution of a disease. Clusters would therefore be present 

around all three hazards of type A. Openshaw et al.'s datasets sometimes contained multiple clusters, 

created by overlaying individually created datasets. The adapted data generator is capable of generating 

datasets such that all three examples of Hazard A interact simultaneously. Furthermore, the new
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generator allows hazards of different types to affect case generation to different extents. For example, 

Hazard A may be the primary influence in a scenario, but Hazards B and C may also have minor 

influences upon case generation. Another aspect of the generator that has been altered is the quantity of 

cases generated. Originally, the quantity was selected by the user. It is still possible for case quantities 

to be user defined, however the algorithm may alternatively be set to run for a certain number of 

iterations. Running the algorithm for a set number of iterations means that the number of cases 

generated will vary according to the particular design of a scenario. For example, a scenario filled with 

dozens of influential hazards will contain more cases than a scenario containing only one weak hazard, 

if a standard number of iterations are chosen before the algorithm is set to run.

B C 
A B

A C 
B C

B C A 
C 

C
C B 

B C
C C

Figure 4.1- A potential hazard layout

Hazards used for dataset generation can have widely varying characteristics in terms of their quantity 

and location. Some may be fairly rare and located in highly populated regions, others more common 

and seemingly randomly positioned. These details can be chosen manually- it is not important for them 

to be randomly generated, as they are representations of real-world buildings or other hazards which 

have their positions chosen deliberately. It is not the locations of the hazards themselves that are under 

investigation but their possible relationship with cases in the vicinity.

4.2.2.2 Additional hazards

The first aspect of the new style generator to be tackled was that of allowing thep(x,y) in Equation 6 to 

be influenced by more than one location. Originally, the distance evaluation part of the formula 

appeared as:

[8]

where only one hazard located at (x/,yj) had an influence. This was altered to become:

+(y-y2 ) [9]

where two hazards located at (x^yi) and (x2,yi) had a simultaneous influence upon the likelihood of a 

location containing a case. Here, locations close to one of the hazards in question will lead to a high 

likeilhood, but locations close to both hazards will have the highest likelihood.

Further hazards can be incorporated into this equation, such that if n different hazards are present, 

likelihood is calculated as:
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[10]

4.2.2.3 Multiple instances of the same type of hazard

For this generator, it is assumed that only one example of each type of hazard in the study area will 

have an influence upon p(x,y) at any one time, although there may be more than example present. 

Accordingly, it is not appropriate to simply add further distance measures for every hazard of the same 

type into Equation 10. An alternative process for calculating likelihood was necessary for scenarios 

where multiple instances of hazards were present. Potential methods are described in this section.

Consider a very simple example, where there are two instances of Hazard A, referred to as Al (co 

ordinates (xa,,yal)) and A2 (co-ordinates (xa2,ya2)). There are also two instances of Hazard B (Bl, co 

ordinates (xbi,ybl) and B2, co-ordinates (3cM,yM)). Here, there are four possible interactions that could 

cause a case to occur. The case could be caused by the interaction of hazards Al and Bl, Al and B2, 

A2 and Bl, or A2 and B2. Each one of these interactions will have a different likelihood of affecting a 

given point. But how can all of these interactions be incorporated appropriately into the formula?

Firstly, likelihoods for every possible permutation of interactions must be calculated. Using Equation 

10, let:

  q=p(x,y) when hazards Al and Bl are included (Interaction One)

  r=p(x,y) when hazards Al and B2 are included (Interaction Two)

  s=p(x,y) when hazards A2 and Bl are included (Interaction Three)

  t=p(x,y) when hazards A2 and B2 are included (Interaction Four)

One way of finding the overall likelihood for a particular point would be to find the sum of all these 

likelihoods:

t [11] 

The problem with Equation 1 1 is that the point may have a very small q value, with large r, s and t 
values. This would make the location appear to be an unlikely candidate to have a case associated with 

it. In fact, the low q value makes it a prime location.

An alternative would be to choose the minimum value of the four likelihoods and assigning that to be 

the absolute likelihood of the location being chosen:

,r,s,i) [12] 

The weakness with Equation 12 is that a location may have very low values for both r and /, say. Such 

a point would be more likely to contain a case than a location with only a low value of r. However, by 

ignoring one of r or /, this increased likelihood would be discarded.
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The solution chosen involved a reworking of the algorithm described in Section 4.2.1. The algorithm 

was changed, with changes highlighted:

1. p(x.y) is calculated for every population point in the study area, labelled !...«, for ^^| 

^^^^|^^^^|^K»f interactioniiH These values are stored in arrays, |

2. The highest likelihood for each array | is stored as H

3.

4. A uniformly random integer, J, is generated in the range \...n

5. A uniformly random continuous number, U, is generated in the range 1... H

6. If HHML then a case is generated at the location of population point J.

7. Repeat from step 3 until the appropriate quantity of cases have been generated.

In the example containing four interactions described above, if K=3 then the procedure would assess 

the chance of creating a case according to the likelihood stored in array Xj, relating to interactions 

between Hazards A2 and Bl.

4.2.2.4 Relative importance of interactions

The weakness with the algorithm described above is that at each iteration of the algorithm there is a 

similar chance of a case being generated, regardless of which interaction is being considered. If two 

hundred cases are created, it would be expected that fifty cases would be created according to each 

interaction.

In the example shown in Figure 4.2, Al and Bl are quite close together, while other combinations are 

relatively distant. This needs to be reflected in the likelihood of a point being selected as appropriate 

for case generation: more cases should be generated due to their proximity to Al & Bl than the other 

interactions. Rather than every interaction creating fifty cases, it would be more appropriate if say, 190 

were created by Interaction One (A1:B1), and ten created by others.

A2
Al 

Bl

B2

Figure 4.2- A potential layout. The interaction between Hazards Al and Bl should be the most significant.

The algorithm was altered such that only the maximum overall M value was stored. In Figure 4.2, the 

maximum likelihood would occur at a location near to Interaction One. Arrays X, to X^ will contain
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vastly different likelihood levels, with the values contained in X; (relating to A1:B1) tending to be 

much higher.

The difference in likelihood levels means that when the new algorithm is followed, the values of U that 

are generated will normally be higher than the values of X4 (J). This will mean that relatively few 

cases will be produced due to interaction between Hazards A2 and B2, compared with those produced 

due to interaction between Hazards Al and Bl. This method successfully creates the desired bias in 

favour of Interaction One.

4.2.2.5 The updated algorithm

After incorporating the changes described thus far, the algorithm appeared (with changes highlighted) 

as:

1. p(x,y) is calculated for every population point in the study area, labelled !...«. for every 

possible combination of interactions, i. These values are stored in arrays, X/.

2. The highest j|^H value contained in the arrays X/ is stored as |.

3. A uniformly random integer, K, is generated in the range 1... /

4. A uniformly random integer, J, is generated in the range 1...«

5. A uniformly random continuous number, U, is generated in the range 1.. .|

6. If U< Xjt (J), then a case is generated at the location of population point J

1. Repeat from step 3 until the appropriate quantity of cases have been generated.

4.2.2.6 Quantities of Cases Generated

The algorithm allows the user to select the number of cases that will be generated. This is useful to 

allow an appropriate balance between population and number of cases to be cultivated. For example, if 

a disease was known to affect 1% of a population, then this could be accurately modelled.

Alternatively, the algorithm may be set to run for a certain number of iterations. This will mean that 

fewer cases will be generated for a scenario containing a small number of hazards in relatively 

unpopulated areas than an identical population with perhaps twenty hazards in densely populated areas.

4.2.2.7 Hazard strength

As additional hazards are incorporated into a scenario, the magnitude of Equation 10 will increase. This 

has some practical implications when the generator is implemented in C++. When dealing with 

scenarios that are spread out over very large distances and contain many different hazards, the numbers 

used can become too large for C++ to handle (note that an exponential function is used). Sometimes the 

individual likelihood values can become infinite, or zero. In order to combat this, Equation 10 was 

altered such that the distance evaluation part of is divided by a constant value, perhaps ten or one 

hundred. If any zero or infinite likelihood values are created, an error is produced informing the user 

that the constant value must be increased.
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Dividing the distance value by a constant led to an interesting concept: it is not necessary for the 

distance measures relating to every hazard to be divided by the same value. The distance evaluation 

part of the formula became:

| Qc-JC2 ) 2 +(y-j;2 ) 2 *-* 2 +>-

constl const2 constn

These constants can be altered appropriately to apply different levels of importance to each type of 

hazard. A large value will diminish the influence that the distance from one particular hazard will have 

upon the combined likelihood levels. In effect, each type of hazard can be assigned a value that 

represents its 'strength', i.e. the level of influence that the hazard has upon case generation, relative to 

other hazards.

4.2.2.8 Linear hazards

Whilst many hazards are represented by specific point locations that are independent of one another, 

linear hazards such as roads and railways should not be represented in this way. It is necessary for the 

location of a road to be described by a multitude of points, dotted at regular intervals along its path. 

The representation of such a hazard may potentially consist of several hundred points. This will have a 

dramatic effect upon the efficiency of the generator, as the number of permutations of interactions will 

be multiplied by this number. Also, it is not really appropriate to compare all of these interactions. The 

points may be in different locations, but they all represent the same type of hazard. One population 

point will only really be affected by a road once. For this reason, only the point of the road which is 

closest to each population point is considered to interact with that point. The weakness of this idea is 

that if a road loops around a point, passing close by on both sides then the road will be interacting twice 

with the population point, yet only one of these interactions will be noted. For this reason it is 

important that each road is considered to be a separate entity, in order to reflect the increased risk of a 

location that is surrounded by many roads, perhaps in a busy part of a town. Considering roads on an 

individual basis will also allow different types of roads to have different significances associated with 

them; a motorway is likely to have a stronger effect than a minor road and this can be taken into 

account.

4.2.2.9 The new formula

The formula used to calculate the likelihood of incidence at a point (x,y) is:

const2

H4]

4.2.2.10 Computational issues

There are no problems with the algorithm or formula when relatively few hazards are included in the 

scenarios created. Scenarios that involve around 1000 possible permutations of hazard interactions are
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generated within moments. More realistic scenarios could involve many more permutations, which led 

to logistical problems that were irrelevant in the work of Openshaw et al. (2000) Specifically, the 

problems relate to the creation of the array containing the likelihood of selection for each population 

point. With multiple hazards, arrays are created that contain the likelihood values for each population 

point according to every possible permutation of hazards. When using the test data described by 

Openshaw et al, containing 10,280 population points, the arrays will contain 10,280*Af pieces of 

information, where N is the number of permutations of hazards. For small quantities of hazards this is 

not a difficulty, as there will be only a handful of interactions. However, as hazard quantities begin to 

increase, problems occur because the level of memory required to store these details increases 

exponentially. The increase occurs to such an extent that the algorithm is only able to assess a fraction 

of the necessary situations before memory is exhausted.

A scenario was devised containing 88 hazards of eight different types, shown in Figure 4.3. Quantities 

of each hazard type are shown in Table 3.

Figure 4.3- 88 hazards

Hazard Type

Quantity

A

6

S

4

C

12

D

4

E

3

F

3

G

6

H

35

/

5

J

5

Table 3- Quantities of each hazard type 

Each hazard is represented in the image by a differently shaped red icon, with population points shown 

as black dots. This scenario would require 6x4x12x4x3x3x6x35x5x5= 54,432,000 permutations of 

interactions to be examined. Such a large number of interactions were impossible for the algorithm to 

handle in its existing form. Even larger scale scenarios may be encountered, but generating cases for 

this scenario within a reasonable amount of time seemed to be a suitable goal. By achieving this goal,
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one could be confident of the algorithm's capability to generate cases in scenarios of a similar scale. 

Scenarios that have been generated for experiments in this thesis are shown in Appendix A

4.2.2.11 Identifying computationally expensive aspects

The physical obstacle of storing all likelihood values in arrays could not be easily overcome. It was 

necessary to alter the algorithm in order to eliminate the need for such arrays.

Steps three to seven of the algorithm described in Section 4.2.2.5 are extremely quick. These steps 

relate to the process of choosing a population locations and a set of hazard interactions and comparing 

the appropriate likelihood value with a random number. Of course, the number of iterations that are 

chosen to be performed can increase performance time, but only infeasibly large runs will last more 

than a few minutes. Steps one and two were very computationally expensive and needed to be altered 

in order that scenarios such as that shown in Figure 4.3 could be dealt with.

Storing every permutation of interactions between hazards for every population point served two 

purposes:

1. It prevented the need to recalculate likelihood values later on in the algorithm. This was 

helpful, but recalculating likelihood values without the array was not a significant burden.

2. It meant that the maximum likelihood value, M, also used later in the algorithm, was 

discovered through an exhaustive search.

Considering both of these points, it was decided that retaining the array was a luxury that caused 

problems that outweighed its benefits.

Looking up individual likelihood values when required was simple enough to incorporate into the 

program. The key challenge to the new style data generator was to find the maximum likelihood value, 

necessary when considering the relative likelihood of each individual population point containing a 

case.

4.2.2.12 Finding the maximum likelihood value

Exhaustively searching every population point in combination with every permutation of hazards is a 

mammoth task. Consider the 88 hazard example shown in Figure 4.3. Removing hazards I and J from 

the scenario leaves 2,177,280 possible permutations. This means there are 10,280x2,177,280= 

22,382,438,400 calculations to perform. A PC with Microsoft Windows XP Professional v5.1, Intel 

Pentium 4 CPU, 1700MHz and 256MB RAM took eight hours to complete the search. Additional 

hazards increase this time exponentially. Re-introducing hazards I and J would mean the program 

would take over a week to complete the search. Such a long period of operation is undesirable at best 

and makes it infeasible for the user to generate multiple scenarios.

Consider the circumstances under which M will be found. For any particular population point, one 

hazard of each type must be selected to make up a permutation of hazards. The highest possible 

likelihood will occur when the closest instance of each hazard is selected.
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The number of calculations necessary to complete the algorithm is dramatically reduced by 

systematically choosing the closest hazard of each type, rather than exhaustively searching through all 

permutations of hazards. For each population point, the distance from each hazard must be calculated, 

so as to ascertain the optimal permutation of hazards. When the algorithm has done this, however, only 

one further calculation needs to be performed for each point. This reduces the overall algorithm run 

time to approximately one second, an enormous difference from the eight hours previously required.

4.2.2.13 The new algorithm and formula

The final algorithm used to generate cases is:

1 . For every population point in the study area, labelled !...«, the nearest instance of each hazard 

is found andp(x,y) is calculated.

2. The highest p(x,y) value found during Step 1 is stored as M.

3. Every possible combination of hazard interactions is labelled in the range \...i.

4. A uniformly random integer, K, is generated in the range 1...L

5. A uniformly random integer, J, is generated in the range 1 . . .«

6. p(x,y) is calculated for location J, with interaction K.

1 . A uniformly random continuous number, U, is generated in the range 1 . . . M

8. If U<p(x,y), then a case is generated at the location of population point J

9. Repeat from step 4 until the appropriate quantity of cases have been generated. 

Remember thatp(x,y) is calculated using Equation 14, repeated below:

cora/2

4.2.2.14 Time

The method of adding a temporal dimension to the dataset is rather different to that described by 

Openshaw et al.\ibid.]. In the original paper, a 'hot day' was chosen and a proportion of the generated 

cases would cluster temporally around this particular time. Remaining cases would be assigned a time 

value at random. The algorithm could be set such that those cases located spatially close to the 'hot 

spot' would be more likely to also be close to the 'hot day'. By incorporating this interaction between 

time and space, the technique was capable of creating datasets that contain spatial clusters, temporal 

clusters and spatial-temporal clusters.

Although a certain level of correlation is present between cases that are clustered spatially or 

temporally included in the method of Openshaw et al., the two types of clustering essentially occur 

independently of one another. The method introduced here is based upon the principle that a case
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within the dataset is either clustered, or not clustered. As such, cases are divided into two distinct 

groups:

1. Clustered cases: these cases have been caused by an external factor and are generated in a 

specific location at a specific time.

2. Background (non-clustered) cases: these cases are caused by reasons unknown and may occur 

in any location at any time.

Time values are assigned to all cases when they are generated and the method of selecting the value 

depends upon whether the case is 'clustered' or background. All time values will be set to fall within a 

chosen study period (for example, 365 days). The algorithm was adapted to include a temporal 

category using the following processes:

  Clustered cases. As with Openshaw's method a 'hot day' is selected prior to case generation. A 

time range is also chosen. Time values will be randomly spread within the chosen time range 

of the hot day. For example, if the hot day is chosen to be Day 70, with a time range of 10 

days, cases will occur uniformly between Day 60 and Day 80.

  Background cases. Cases will occur uniformly over the entire study period.

Datasets created in this manner will (as with the datasets created by Openshaw et al.) contain spatial 

clusters, temporal clusters and spatial-temporal clusters. The datasets created here will however contain 

greater overlap in terms of cases that are clustered spatially and temporally.

4.2.3 The new generator
Some examples of the types of scenarios that the new generator is capable of creating are shown in this 

section.

4.2.3.1 One cluster

Figure 4.4 shows cases (in green) that have been generated so as to cluster around a single hazard (the 

red dot). Population points are shown as grey dots.
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. ^

Figure 4.4- Cases have been generated to cluster around a single hazard.

4.2.3.2 Variable bandwidth

The same scenario as seen in Figure 4.4 was generated, with the bandwidth value, b, multiplied by 10. 

This meant that the range of influence of the hazard was greater, creating a cluster containing more 

cases over a larger radius. The new cluster is shown in Figure 4.5.

••-•- V*>:V••>'';'".••"
. >.
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i.- •..--;-••.• -. • . •"••'

Figure 4.5- A cluster with a high bandwidth
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4.2.3.3 Four clusters

In Figure 4.6, cases have been generated to cluster around four hazards.

Figure 4.6- Cases cluster around four hazards of the same type

4.2.3.4 Different hazard strengths

In Figure 4.7, the hazards have been allocated different strengths. The yellow triangles and red crosses 
are much more influential than the blue circles, so population points in the south east of this image 
have much higher p(x,y) values. A cluster has therefore been formed around the influential hazards.
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Figure 4.7- Yellow triangles and red crosses are the most influential hazards

4.2.4 Other uses for the data generator
Feature selection techniques such as the Gamma test (Stefansson et al., (1997), Koncar, (1997), Evans 

et al. (2002a, 2002b)) require continuous numerical datasets to operate. The data generator can be 

utilised to provide clustered datasets that can be used to assess the qualities of such feature selection 

techniques.

4.3 Assessment results
This section describes outputs generated by CLAP when test datasets were examined. These test 

datasets consisted of the newly created datasets, as well as those created by Openshaw and Brunsdon 

(Openshaw et al.[ibid.]), all of which are described in Section 4.2. The section shows how results need 

to be considered carefully before conclusions can be drawn and suggests guidelines that should be used 

when analysing clusters that have been discovered. A wide spectrum of potential scenarios is examined 

so as to gain a suitable understanding of those situations for which CLAP is most successful.

4.3.1 Specially created datasets
Datasets were generated that were more complex than those shown later, in Section 4.3.2. The new 

datasets contain variable sizes of cluster, both in terms of the geographical distance covered and the 

number of cases within them, as well as variable levels of background cases.

CLAP was applied to each dataset and the outputs analysed. By differentiating between background 

cases and cases that had been generated according to their proximity to particular locations, it was 

possible to assess how successfully the significant clusters (that consist of cases that are situated around 

the pre-determined 'hazard' location) had been identified. Successful identification requires not only
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locating significant clusters, but also not falsely identifying background cases as being part of a 

significant cluster. Due to multiple testing, every location that is analysed has a 0.01 probability of 

being significant at the 1% level. This effectively means that if 10,000 locations are tested, 100 can be 

expected to be classified as significant even with no clustering present in the dataset. As this section 

demonstrates however, there are other parameters that can be taken into consideration when 

considering the significance of a cluster. More stringent criteria will lead to more accurate cluster 

identification.

In all of these examples, parameters were altered experimentally until the most appropriate significance 

levels were found for the clusters. Parameters that may be changed are:

• Probability: this need not be kept at 10%, but may be reduced in order to limit the number of 

clusters that are considered to be significant.

• Case count: random chance will sometimes place several cases in a sparsely populated region. 

Clusters that are considered significant can be altered by ignoring clusters with low case 

counts.

• Ratio: dividing the actual case count of a cluster by the expected case count gives the case 

ratio. The ratio indicates the magnitude of the cluster and may, in conjunction with the 

probability value, aid significance identification.

4.3.1.1 Scenarios

The following datasets were created:

• Purely Background Cases: no deliberate clusters were created. Instead, the dataset consisted 

entirely of background cases.

• Low Background: 20% of the cases in the dataset should be considered to be background 

cases.

• Equal Background: 50% of the cases were background cases. A more difficult challenge was 

set for the scanner with equal levels of clustered/background cases and then with the majority 

of cases being background cases.

• High Background: 75% of the cases were background cases.

• Multiple clusters: Five separate clusters have been generated in different locations within the 

study region. There are 1378 cases generated, half of which are background cases.

4.3.1.2 Analysis

Consider the scenario with a high level of background cases, shown in Figure 4.8. Background cases 

are displayed in red, clustered cases are white. Population points are not displayed. This is a 

challenging scenario for CLAP, as there is strong potential for clusters to occur at random, with nearly 

900 background cases generated. The initial output is shown in Figure 4.9, clusters are shown in blue.
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Figure 4.8- A high level of background cases Figure 4.9- Initial outputs from CLAP

'False' clusters (i.e. clusters that are classified as significant, yet consist of background cases) tend to 
occur in more densely populated areas. By applying restrictions, false clusters can be largely 
eliminated, as shown in Figure 4.10. The green areas that represent clusters with four or more cases and 
probability below 1% have been restricted to the genuine cluster and a few other locations. These false 
clusters can be completely eliminated by imposing another restriction on the clusters. Figure 4.11 
displays in green those clusters that contain four or more cases, have probability below \% and also 
have actual-expected case ratios of eight or more. Only genuinely clustered cases fit into this category. 
Those cases that were created by association with the hazard, yet have not been highlighted (for 
example those in the south west of the study area) are sparse enough to be considered outliers that are a 
product of random chance and not part of an underlying trend.

Figure 4.10- Clusters under stricter parameters Figure 4.11- Even stricter parameters

4.3.1.3 Results

The analysis described in Section 4.3.1.2 was repeated for each different Scenario. Table 4 shows the 

parameters that successfully eliminated the false clusters.
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Scenario

Pure Background

Low Background

Equal Background

High Background

Multiple clusters

Case count limit

S4

-

S4

24

-

Probability limit

1%

10%

1%

1%

1%

Ratio limit

-

-

22

28

28

Table 4- Parameters for eliminating 'false' clusters

4.3.1.4 Conclusions

These experiments demonstrate the strengths of CLAP. The scanner has consistently been able to 

identify those areas that contain greater quantities of cases than would be expected, in both focused and 

non-focused detection scenarios. The weakness of the initial results is that 'false' clusters are often 

found: areas that have been filled with unusually high levels of background cases are sometimes 

identified as clusters. This weakness has been overcome and false clusters have been eliminated by 

considering the results more carefully.

The key issue when weighing up and labelling the significance of a supposed cluster is assessing the 

likelihood that such a scenario has been developed by chance. When dealing with sensitive issues such 

as disease distribution, it is sensible to err on the side of caution. Of course, by doing this it is possible 

that some genuine clusters will be lost. However, by applying stricter criteria to the details of clusters 

that are retained, greater credence is attached to any claims that are made about clusters that have been 

found.

4.3.1.5 Criteria Limits

The scenarios described previously in this section have been analysed on an individual basis in order to 

find the appropriate parameters under which false clusters are eliminated. For these parameters to be 

applied to further datasets, trends within these parameters must be found and translated into suitable 

heuristics. Appropriate limits vary according to two factors, both of which relate to the level of 

randomness that occurs within the scenario:

1. Total quantity of cases. The greater the quantity of cases that occur in a scenario, the more 

likely it is that outlying cases will occur among the 'clustered' cases- these may create false 

clusters. There is also greater opportunity for background cases to accidentally cluster 

together.

2. Percentage of cases that are 'background'. Background cases are more likely to form false 

clusters than 'clustered' cases, so a higher proportion of background cases increases the 

chance of false clusters occurring.

Further scenarios were generated that contained identical quantities of cases, yet had varying 

proportions of clustered and background cases. Analysis of these scenarios reveals that limits need to 

be much stricter for the scenarios where there are a greater proportion of background cases. Details of 

these datasets are shown in Appendix A and included on the attached CD. The limit variations are 

shown in Table 5 and Table 6.
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Quantity of Cases

500

1000

2000

3000

4000

5000

10,000

Case count limit

22

24

24

£6

26

25

27

Probability limit

1%

1%

1%

1%

1%

1%

1%

Ratio //toft
-

23

23

25

25

24

26

Table 5- parameters applied when 50% of cases are background cases

Quantity of Cases

500

1000

2000

3000

4000

5000

10,000

Case count limit

-

-

23

24

25

25

25

Probability limit

1%

1%

1%

1%

1%

1%

1%

Ratio ///rot
-

-

-

-

-

-

-

Table 6- Parameters applied when 20% of cases are background cases

Of course, in these scenarios it is known beforehand how many cases are clustered and how many are 

background. This information is not available in genuine experiments, however. For this reason, the 

safest option to ensure that all false clusters are eliminated is to assume that all cases are background 

cases.

Further scenarios were generated that consisted purely of background cases. Limits that were set in 

these examples are shown in Table 7. When applied to other scenarios described in this section, these 

parameters successfully eliminated false clusters. Applying these strict criteria adds further confidence 

to the authenticity of remaining clusters and combats the problem of multiple testing.

Quantity of Cases

500

1000

2000

3000

4000

5000

10,000

Case count limit

25

26

27

29

29

29

211

Probability limit

1%

1%

1%

1%

1%

1%

1%

Ratio limit

24

25

26

26

26

27

210

Table 7- Parameters applied when 100% of cases are background cases 

Note that despite these limits being helpful in gaining greater confidence in results, it would not be 

beneficial to incorporate them into the scanner algorithm. Allowing slightly more flexible conditions on 

the expansion of circles means that the scanner has the freedom to explore all potential avenues that 

may lead to significant clusters. Using these rigorous standards all the time may end expansion too 

early if there are few cases in very close proximity.
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4.3.2 GAM spatial datasets
The datasets described by Openshaw et al. (2000) were created independently by Prof. Stan Openshaw 

himself and Prof. Chris Brunsdon. CLAP was applied to the datasets created by Openshaw and 

Brunsdon for the purpose of testing GAM. Openshaw's first dataset is shown in Figure 4.12, with cases 

shown as red squares and population points as grey dots. This dataset was created such that it contains 

three distinct clusters, with radii ranging between 500 and 2200 metres. These values were used as 

upper and lower cluster limits when the dataset was analysed using CLAP. When the appropriate 

parameters described in 4.3.1 were applied to the results, the quantity of clusters considered to be 

significant was limited. These locations are highlighted in green in Figure 4.13. The genuine clusters 

are located near to the regions labelled 'A' and 'B' (two clusters) in Figure 4.13. These locations are 

shown in more detail in Figure 4.14 and Figure 4.15 respectively. In these images cases are shown as 

red squares, with cases considered to be cluster centres also highlighted with green dots. The black 

circles show the borders of the clusters listed as the 'answers' to the dataset. In other words, the cases 

were designed to cluster around the centre of this circle and to spread out to its edge.

..--

Figure 4.12- Cases present in Openshaw's first test 
dataset are shown in red

Figure 4.13- Significant clusters according to CLAP are 
shown in green

Figure 4.14- Region 'A' Figure 4.15- Region 'B'
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In both of the locations shown, the clusters have been found. Some additional locations outside the 
cluster border have also been classified as significant, however this does not necessarily mean that the 
classification is erroneous. These additional clusters contain some overlap with the 'answer' clusters, as 
demonstrated in Figure 4.16. The green circle represents the extent of the cluster centred on the green 
dot. This cluster is considered to be significant and as it does contain cases that are intended to form a 
cluster, this classification is fair. The 'answer' clusters are the strongest clusters in the dataset, but this 
does not mean that they are the only clusters present.

'

Figure 4.16- An example of an overlapping cluster

The datasets created by Brunsdon in the same paper were generated using a different algorithm, 
presenting CLAP with a theoretically different challenge to that of the Openshaw datasets. The first 

Brunsdon dataset is shown in Figure 4.17, with cases in red. Results were filtered according to the same 
criteria used for the Openshaw dataset. Cases that are considered to be the centre of significant clusters 
are shown in green in Figure 4.18. Figure 4.19 shows the north area of the region in greater detail, with 
cases as red squares and cases considered to be cluster centres again highlighted with green dots. The 
success of CLAP is revealed by the fact that the significant cases coincide accurately with the borders 
of the genuine answers (the boundaries of which are shown by the black circles). The additional criteria 

have however been somewhat too strict in the south west of the region, shown in detail in Figure 4.20. 
In this example, the centres of clusters that have probability values below 1%, yet do not meet the 
criteria in terms of case counts and ratios are highlighted with yellow dots. Although the 
implementation of the criteria has not yielded perfect results, results from this experiment increase the 
confidence in CLAP overall. Figure 4.20 once more demonstrates that the Poisson probability is 
providing a very useful impression of the overall scenario. This impression is complemented by the 

case count and ratio criteria, which eliminate any dubious clusters, meaning that confidence can be held 
in those clusters that are ultimately considered significant. Details of these experiments are shown in 

Appendix A and details of 10% of the datasets are included on the attached CD.
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Figure 4.17- cases for the first Brunsdon dataset Figure 4.18- significant cases are shown in green

Figure 4.19- cases that CLAP has identified as 
significant match up with the official answers

Figure 4.20- the stricter criteria has caused some of 
these low probability clusters to be disregarded

4.4 Alternative methods
Having produced successful results using CLAP, it was necessary to compare these results with outputs 
achieved using some of the techniques described in Section 2.2. The formats in which these outputs 
appear are different for each technique. Results are judged upon how successful each technique is at 
differentiating background cases with those generated specifically to cluster around a particular 
location.

4.4.1 SatScan
SatScan provides several output files, providing a range of information about the dataset. Included 
among the outputs are files detailing the contents of the strongest clusters and others providing risk 
estimates for each location. The risk estimate files provide details about each individual population 
point, specifically the quantity of observed and expected cases in that location as well as the 
appropriate Relative Risk Estimates. These estimates are fairly simple and do not give much indication 
of the overall layout of the dataset, analysing as they do only one location. This is a point-to-point 
examination of the dataset, with no expansion allowing for consideration of nearby locations. 
Circumstances under which relative risk estimates are most useful are when the accuracy of the 
population points is very generalised and multiple cases are assigned to one location. In scenarios such
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as those under investigation here, background cases will be considered to be excessively significant. 

Locations containing isolated background cases will be assigned similar relative risk estimates to 

locations on the edge of genuine clusters.

SatScan outputs most appropriate for the experiments performed in this section are the Location 

Information Files. These files contain details of every location belonging to a cluster, including 

observed and expected cases and the probability value. The information can easily be represented using 

GIS packages and compared with outputs from CLAP.

SatScan and CLAP were both applied to a dataset containing 3089 clustered cases and 309 background 

cases. The parameters of the two analyses were set such that the experiments were as similar as 

possible, in order to provide a fair comparison. SatScan was set to scan for high rates of incidence in a 

purely spatial retrospective analysis, based on the Poisson model with overlapping clusters permitted. 

The maximum cluster size for both experiments was set to 3000 metres.

Outputs from CLAP and SatScan are superficially very similar. Consider the results obtained when the 

two techniques were applied to the same dataset, shown in Figure 4.21 (CLAP) and Figure 4.22 

(SatScan).

Figure 4.21- Output from CLAP Figure 4.22- Output from SatScan

2-5 6-1011-100

Figure 4.23- Key to cluster Poisson probability values

The influential hazards in this scenario are coloured red. The key to the cluster strengths in terms of 

Poisson Probability for CLAP and the p-values calculated by SatScan is shown in Figure 4.23. Note 

that each cluster is displayed as a standard sized point, rather than to the appropriate radius- the radius 

is however considered in this analysis.
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Finding from these analyses are very similar, with the strongest clusters occurring in the same areas. 

Only on closer inspection are the minor differences apparent. An example of these differences appears 

in the circled area shown in Figure 4.22. This area is shown in more detail in Figure 4.24. Here, the 

outputs from the two techniques are shown together. In order to accentuate the contrasts between the 

two outputs, only those clusters with probability values below 1% are displayed. Clusters for SatScan 

are shaded orange, clusters for CLAP are shaded black and also shown slightly larger, so that clusters 

in the same location can be distinguished. It can be seen from this image that SatScan has identified 

more cluster centres in the middle of the region. This is potentially useful when trying to establish a 

pattern, as each instance will mean an additional positive result. In experiments such as this it is always 

beneficial to have as much data available as possible. This image also reveals a discrepancy between 

the analyses of the two techniques in the circled southerly region. CLAP suggests that the extent of 

clusters that are significant at the 1% probability level extends further south than SatScan is indicating.

Figure 4.25 shows the circled area in even more detail. Here, cases in the dataset are also represented. 

Red squares are 'clustered' cases, while white squares are background cases. Note that each location 

may contain more than one case. The clusters that are considered by the two techniques to be of 

differing strengths do consist of clustered cases.

mt a 
• I" -

D

Figure 4.24- Clusters with probability values below 1%. Figure 4.25- Clustered cases are red, background cases 
CLAP clusters are black, SatScan clusters are orange. are white.

Inspection of an individual location reveals further information. Figure 4.26 shows the cluster labelled 

'X' in Figure 4.25 in isolation. Both CLAP and SatScan identify this location to be the centre of a 

cluster of radius 2700 metres, containing 74 cases and a background population of 61,740. Under such 

conditions, the Poisson model predicts 43 cases to be present. CLAP considers this cluster to be 

significant at the 1% level. SatScan however, assigns this location with a p-value that indicates the 

cluster to be significant only at the 31% level. This is due to the different processes that are used by the 

two techniques to calculate probability values. The likelihood ratio tests and Monte Carlo hypothesis 

tests that are used by SatScan eliminate the problems caused by multiple testing. Multiple testing 

problems in CLAP have been compensated for by applying additional criteria to clusters before 

deciding their significance, as described in Section 4.3.1. Clusters that are considered to be significant
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according to these stricter parameters are shown in Figure 4.27, covering the same area as Figure 4.24. 
Significant clusters according to CLAP do not spread so far south now as those with p-values below 
1% according to SatScan.

0
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Figure 4.26- The contents of a cluster with different
significance levels when assessed by CLAP and

SatScan

Figure 4.27-'Significant1 clusters from SatScan (orange) 
and CLAP (black) outputs

Additional experiments comparing CLAP and SatScan provided similar results to those obtained in the 
experiment performed in this section. Overall outputs were generally very similar for the two 
techniques, with CLAP providing slightly more conservative estimates of cluster significance due to 
minor differences in the detection algorithms. A cautious approach is prudent when dealing with 
sensitive datasets.

4.4.2 The Knox Method
The Knox Method provides rather different results to those obtained using either SatScan or CLAP. 
Every permutation of pairs of cases within the dataset are analysed in terms of their proximity to one 
another spatially and temporally. Quantities of pairs that are close in space only, close in time only, 
close in both space and time, or close in neither space nor time are recorded. The quantities found are 
analysed using a x2 test and the significance of the x2 result is assessed using a Monte Carlo Simulation 

technique.

In essence, The Knox Method works on the assumption that some cases will inevitably be close in 
space and some cases will be close in time. The Knox Method is examining whether there is correlation 
between these cases. If the results suggest that there is a significantly greater number of cases close in 
space and time than would be expected if the chances of each are independent of one another, then it is 
reasonable to assume that there is something unusual about the dataset.

Whether a pair of cases is 'close' in time and space is measured against critical values that must be 

selected by the user beforehand.

64



Paul Jarvis Assessment of CLAP

4.4.2.1 x2 Test

X2 tests are described in more detail in Section 5.7.3. In essence a x2 test is concerned with estimating 
and comparing expected values with actual values. By calculating the proportion of pairs cases that are 

close in space and the proportion that are close in time, a x2 test will predict how many pairs of cases 

will be close in both space and time if the two events are genuinely independent. The test statistic, X, is 
the quantity of pairs of cases that are found to be close in both space and time and is calculated using

1=1 j=\
Here, N is the number of cases. sv is the space adjacency value, equal to 1 if the distance between cases 

i and j is less than the critical distance value, or equal to 0 otherwise. //, is the time adjacency value, 
equal to 1 if the time between cases i anAj is less than the critical time value, or equal to 0 otherwise.

If the events are not independent, a higher test statistic will be calculated, resulting in a low P-value.

4.4.2.2 Monte Carlo Test

Monte Carlo Tests can be employed to assess whether the results obtained from the x2 test are 

unusually strong or weak. Only strong results are searched for here, as the purpose of the experiments 

performed here is to determine whether there is a stronger than expected level of clustering present.

After the test statistic is calculated, analysis is repeated upon a randomised dataset. The spatial 
distances between each case are retained during the randomisation process for the Knox method. The 

time values are shuffled and reassigned to the cases before the analysis is repeated and the test statistic 
re-calculated. After obtaining a large number of simulated test statistics (typically 999), the 
significance of the actual test statistic is assessed by comparing it with the 999 other values. The 

relative ranking of the actual statistic is referred to as the P-value and reveals the likelihood that such a 
scenario could have been created by chance. The P-value is calculated using Equation 16:

[.q

Nmns is the total number of Monte Carlo simulations created, while NGE is the number of simulations 

where the statistic was greater than or equal to the originally observed statistic.

4.4.2.3 Knox Analysis

Some computational difficulties were experienced when larger datasets were analysed using the Knox 

Test. For datasets containing approximately 2500 cases or above, computation time became so slow as 

to make the technique unusable. It was therefore not possible to analyse the same dataset as that used 
for the SatScan experiment in Section 4.4. 1 . An alternative dataset containing five hundred cases was 

generated and analysed using both CLAP and Knox's Method. The study area was also reduced, in 

effect making the experiment cover a small proportion of the study area used in Section 4.4.1. Among 

the cases generated, one hundred were background cases that occurred over a time period of 365 days,
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while four hundred were genuine cases that clustered spatially around two locations and temporally 
over a period of 20 days. Figure 4.28 shows the layout of these cases. Clustered cases are shown as red 
squares, background cases as white squares and population points as blue dots. The two influential 
hazards are shown as yellow circles.

>.-*

Figure 4.28- Cases for the Knox Method experiment

The two experiments were set up in such a way as to make comparison between them as fair as 
possible. Critical values for The Knox Method were set to 9000 metres spatially and 20 days 
temporally. CLAP circles were set to have a maximum radius of 9000 metres (upper time limits do not 
need to be set for CLAP).

Results from the Knox Method are shown in Table 8. The x2 test gives an expected Test Statistic of 
22,888.34 compared with the actual statistic of 30,585 found here. The P-value calculated from this is 
too small to be represented by the implementation of The Knox Method used, so can be assumed to be 
zero. 999 Monte Carlo simulations were created, with a P-value of 0.001. These results provide 
evidence towards rejecting the null hypothesis that the two events are independent of one another. This 
suggests that there is clustering present within the dataset.

8
(0
OL 
0)

Far

Close

Time

Far

34687

1745

Close

57733

30585

Table 8- quantities of cases considered far and close in terms of space and time

Results from CLAP also suggest that there is clustering present. By imposing the appropriate criteria 
(Poisson probability<l%, case count>5, expected/actual case ratio>4, see Section 4.3.1) and a time 
range limit of 20 days, significant clusters are selected. These clusters are located around the influential 

hazards.

Figure 4.29 and Figure 4.30 show graphical representations of the outputs from CLAP and The Knox 

Method respectively. Cases that are considered by the two techniques to be close in both space and

66



Paul Jarvis Assessment of CLAP

time are coloured blue, while the remaining cases are coloured black. The two outputs are largely the 
same, with all blue cases in the CLAP output also coloured blue in the Knox output. There are however 
several additional blue cases in the Knox output, notably in the region highlighted by the red circle in 

Figure 4.30. A re-examination of Figure 4.28 reveals that these cases were not generated in order to be 
clustered. The Knox Method has however identified these cases as being close in space and time. The 
fact that they are close in time is coincidental, but statistically inevitable as the study period of 365 
days provides potential for cases to fall within 20 days of one another. The fact that they are close in 
space is not coincidental at all, however. These cases are situated within close geographical proximity 
of one another because this location contains many population points (presumably it is a town). Unlike 
CLAP, The Knox Method does not take population into account. The effect of ignoring population is 
that any areas containing many people, such as towns, are likely to contain many cases that fall within 
the chosen critical value for cases to be 'close in space'. With many cases regarded as close in space 
that should not be, the chances of finding additional cases that are close in both space and time 
increases.

• ".*•

f

Figure 4.29-Output from CLAP Figure 4.30- Output from Knox's Method

If the quantity of pairs of cases that are close in space and time has been inappropriately judged, then 
the Test Statistic calculated will also be inappropriate, as will the Monte Carlo P-value. The inclusion 
of population data in the CLAP analysis is a key advantage that CLAP has over The Knox Method.

Another weakness to the Knox Method is the inflexibility of the critical time and distance values, once 

they have been chosen. The critical values set a threshold that subsequently governs the whole analysis, 
as anything under this threshold is considered to be 'close'. There is no variation in this, or quantifying 
of 'how close'. CLAP will examine lots of different levels of closeness within the threshold, with the 
output file providing the user with lots of information relating to the significance of a location as time 

or distance levels vary.

Section 6.2 describes how CLAP is successfully used in conjunction with feature selection techniques 

in order to establish geographical causal relationships. The lack of specific information about 
individual locations makes The Knox Method unsuitable for the experiments performed in that section.
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4.4.3 Comparison and conclusion
When CLAP and SatScan were applied to the same datasets, results achieved by the two techniques 

were very similar. Boundaries of clusters were found to a similar level of accuracy, although CLAP 

tended to be slightly more conservative about estimates of cluster significance. In the experiments 

performed in this section, CLAP was more successful than the Knox Method at differentiating between 

clustered and background cases, largely due to the capability of CLAP to account for the distribution of 

the background population. This section has established that CLAP can accurately identify the 

locations of clusters of cases within spatial and temporal datasets and is a viable alternative to reputable 

existing cluster detection techniques. Key advantages to CLAP are that the transparency of its 

operation means that results produced are fully understandable in terms of how they can be used 

subsequently in this research. In addition, the large amount of information relating to clusters of 

differing sizes and locations allows the user to filter the results in a manner appropriate to the specific 

investigation. For example, at each location the cluster with the strongest Poisson probability may be 

selected, or the cluster containing the largest quantity of cases, etc.

4.5 Conclusion

4.5.1 Chapter Summary
This chapter has shown how CLAP can be applied to a variety of spatial and temporal datasets. The 

experiments upon the datasets described in Section 4.2.4 show that CLAP is consistently capable of 

accurately identifying the locations of known significant clusters. Section 4.4 demonstrates that CLAP 

also compares favourably with well-established cluster detection techniques.

The data generator that has been specially built is also a very useful tool. The generator has the 

capability to create spatial-temporal datasets that contain both background cases as well as spatially 

and/or temporally clustered cases. Cases can either be generated such that they appear in the most 

populous areas (serving as 'background' cases), or to cluster around geographical features. Multiple 

features of different types can be included, of which each type is assigned a value that reflects the 

extent of its influence upon the clustering pattern, relative to other influences. When cases are 

generated, they are more likely to appear in locations close to features with high levels of influence. 

The bandwidth, or 'tightness', of the clusters can also be altered by the user.

4.5.2 Contribution to Knowledge
Analysis of outputs from CLAP have been assessed and demonstrated to be reliable, meaning that the 

user can have confidence in the results obtained when using CLAP.

A technique has been created that allows complex synthetic spatial-temporal point datasets to be 

generated. Points within the dataset can be designed to cluster around pre-determined locations and/or 

times, or to occur randomly (serving as 'background' cases). The data generator can also be utilised 

adapted to create datasets that can be used to test any feature selection technique that requires 

continuous numerical input/output relationships that are causally linked.
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5 Feature Selection
This chapter describes research using feature selection techniques, namely the Gamma test, CHAID 1 
and the J-Score, a newly developed technique. The techniques can be used to determine the influence of 
particular features upon another feature within a dataset. In the cases of the Gamma test and J-Score, 
Genetic Algorithms are used as part of the selection process to extract the most important features 
from artificial and genuine datasets. Having selected appropriate features, models are then constructed 
and the performance of the methods used is assessed.

5.1 Introduction
The value of a variable within a dataset may depend upon the impact of several other variables. If these 
variables are appropriately modelled, it is possible to predict the output of the dependent variable if the 
model is supplied with values for the independent variables. Several mathematical modelling 
techniques are available to assist such prediction, for example Artificial Neural Networks (ANNs) 
described by Zurada (1992) and Local Linear Regression (LLR) (Cleveland and Devlin, 1988).

A common difficulty when attempting to predict an output is the selection of inputs with which to 
construct a model. In real world situations, it is often not immediately apparent which factors are 
making a significant impact upon the behaviour of the variable to be predicted. Data can be collected 
for factors assumed to be important, and this data is thrown into the mix of the model, as it were. Some 
of these factors may in fact have little or no bearing upon the actual result. Furthermore, the data may 
be incorrectly measured. Functions used to describe the model will rarely be perfectly smooth - 
external factors may result in slight variations in the values of attributes. This variation can be 
described as noise.

In practice, the inclusion of irrelevant attributes is detrimental to the model created. Even predictively 
useful attributes may contain a certain level of noise, with the extraneous elements only serving to 
increase this noise. This is exacerbated if there is relatively little data available with which to construct 
these models. Therefore, a method that determines which attributes are most predictively useful 
without a priori knowledge would be of great utility. A method that allows only the salient attributes to 
be selected for inclusion within a model would result in more robust models and improve 
understanding about the interaction of multivariate data.

This chapter describes existing techniques that can be used in order to select the appropriate features 
from a dataset, namely The Gamma test and CHAID. The J-Score, a new technique that has been

1 Chi-squared Automatic Interaction Detection. A multivariate segmentation technique which splits up 

respondents into groups.
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developed, is also described. The techniques are applied to a wide variety of datasets and the results 
obtained are evaluated. Datasets derived from examination of clustered spatial datasets described in 
Chapter 4 are among those analysed.

5.2 The Genetic Algorithm Overview
A Genetic Algorithm (GA) (see Goldberg, 1989) technique was adopted to determine those inputs that 
are most relevant when attempting to predict the output of a particular problem. Based upon theories of 
evolution observed in nature, a GA can develop increasingly superior solutions to given problems. A 
GA makes use of genomes that characterise the structure of the problem, with each genome 
representing a possible solution. In the examples presented, each genome is represented by a string of 
binary digits. Also referred to as a mask, these binary digits signify whether available attributes are to 
be included in the creation of a model.

Through the adaptation of these genomes, an optimal (or near optimal) solution can be found. The GA 
does this by assessing the relative strength of each alternative genome, and combining parts of pairs of 
genomes (with a tendency to allow superior genomes to be selected for pairing) in order to create new 
hybrid genomes. In addition to this, a small part of the genome may be randomly 'mutated'. If the GA 
is successful, these new genomes will be superior to previously created genomes. By following the 
designated replacement strategy (typically replacing the weakest genomes), a new population of 
genomes is created. By repeating the process many times, the overall quality of the solutions provided 
should continue to improve until a near optimal solution is found. In practice, where there may be 
many millions (or more) of potential solutions, it may not be practically possible to find an optimal 
solution (by a GA or by any other method). However, GAs can normally be relied upon to provide a 
'good' solution, within reasonable time constraints. The steady state GA used in these experiments is 
similar to that described by DeJong and Sarma (1993).

Prior to running a given GA, three factors must be defined. Firstly, the structure of the genome to be 
used must be formalised. Secondly, the genome operators must be set. Thirdly, an appropriate objective 
function must be chosen.

In essence, the process the GA follows is relatively simple:

1. Create a population of genomes.

2. Apply the GA to this population to evolve the genomes according to the set of parameters into 
a superior population.

3. Repeat until pre-specified objective function has been satisfied. 

The remainder of this section explains the various aspects of the GA procedure in more detail.
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5.3 The Gamma test

5.3.1 Gamma Test Overview
The Gamma test is used to estimate the likely noise levels present within a dataset and hence qualify 
the predictive abilities of potential models that are constructed.

In experiments where many potential masks are generated, it would be impractical to implement 

models for every single mask. The Gamma test provides a useful guide to the overall quality of any 
smooth (i.e. infinitely differentiable) data model that can be built using the data provided. By 

estimating the likely Mean Squared Error (MSB) of these models, only those anticipated to be most 

accurate need be formally constructed. This section describes the technique in brief, however for 

greater detail refer to Stefansson et al. (1997), Koncar, (1997), Evans et al. (2002a, 2002b).

The dataset consists of a list of M vectors, each containing a series of inputs, x, that may contribute 

towards an output, y. Ideally, the input and output variables will relate to one another directly, 

according to an unknown function, y=f(x). In practice, when models are created using complex data it 

is highly unlikely that such a simple relationship will present itself. More likely, the model will be of 

the form y=f(x)+e. Here, e is the error of each predicted output compared with the output observed. 

This occurs when there is noise associated with the data that cannot be incorporated into the function 

for it to remain true in general. The lower this level of noise, the lower the MSB that can potentially be 

achieved. In fact, the minimum possible MSE is equal to the variance of the noise. Any attempt to 

create a model with a lower MSE will be detrimental to results, as such a model will only respond to 

the vagaries of its particular training set, i.e. it will be overtrained.

So, the Gamma test uses noise levels as a basis for its prediction of F— »var(e,), where F denotes the 
Gamma value, proven by Evans et al. (2002a, 2002b, 2002c). T suggests the minimum value that the 

MSE is likely to take, and hence the quality of masks can be ranked. The Gamma test estimates noise 

levels by creating lists of the k nearest neighbours for each input vector in the dataset. For a vector (xt, 

y,), where x is the list of input vectors x,(t), x1(2), — Xi(*), the nearest neighbour of x is the vector (xt ',yt '). 
If the function is continuous, then y ' is likely to be a relatively near neighbour ofy, if not necessarily its 

nearest neighbour.

The Gamma test uses the statistic

1 M
y=—
7 2A
This is repeated for every near neighbour, for every vector in the dataset, to obtain a y value for each. 

The algorithm also calculates a 5 value using the formula:

1 M
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where |.| denotes Euclidean distance. Again, this is repeated for every near neighbour. Thus there are 

Mk points considered, each assigned a y and a 5 value. Using these values, the regression line j=T+A5 

is calculated. The vertical intercept, T, is recorded as the estimate of the variance of e. The gradient, A, 

is also recorded.

There must be sufficient vectors available to reach a reliable estimate for Var(£), which can be 

determined by applying the GT to an increasing number of the available vectors (known as the M-test) 

(Jones, 2004). If the GT reaches an asymptotic level, then it can be assumed that the sample size is 

sufficiently large to enable an approximately accurate measure to be reached. In this case, the vectors 

up to the point at which the M-test graph has stabilised are set aside for training (i.e. slightly beyond 

the point at which the graph first achieves the asymptotic value). Subsequent vectors are set aside for 

testing.

Figure 5.1 summarises the procedure that has been described in this section.
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Figure 5.1- Summary of the GA and Gamma test procedure

5.3.2 Optimising feature selection
As described in Section 5.3.2, there are several components of the GA that can be altered in order to 

increase the likelihood of a good quality model being constructed. This section details the 

implementation of each of these components.

5.3.2.1 Objective function

This objective function makes use of three different variables to gauge the relative merits of every 

particular genome. Applying appropriate weightings to the calculated product of each function will 

vary the relative importance of these variables. These variables are (Durrant, 2001):

• intercept fitness (referring to the absolute value of the Gamma statistic);

• gradient fitness (referring to the gradient);
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• length fitness (referring to the length of the mask under consideration);

Figure 5.2 shows a typical Gamma scatter plot. The line of best fit through the datepoints is shown in 
blue. Here, the intercept value is 0.01058 while the gradient is 0.082135.

Gamma Scatter Plot

0.22

0.20

delta

Figure 5.2- A Gamma scatter plot

Higher weighting for the intercept fitness,/}, gives more importance to having good model accuracy. A 
high weighting for gradient fitness,/^, gives more emphasis to those masks that have low gradients (i.e. 
have simpler modelling functions). The value of the length fitness,/}, changes inversely to the length of 

the mask it is assessing. A high weighting here will give priority to masks containing fewer features. 
The objective function used to evaluate masks examines the summed, weighted, relationship between 

these measures of the mask quality [ibid.]. The general expression of the objective function is:

fynask) = l- [19]

Where ffonasK) and TV/ represent, respectively, the value associated with the appropriate fitness measure 
and the weight of that particular measure, with a high value of j[masK) indicating a good solution. 

These values are then scaled to a positive range.

The first term of the objective function, f,(mask), returns a measure of the quality of the intercept based 

upon the Vrallo :

v = _ _
Var\y] ~ Var\y\

[20]

where Var[] is the variance. The Vralio is a standardised measure of the Gamma statistic that enables a 

judgement to be made, independently of the output range, as to how well the output can be modelled by
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a smooth function. Minimising the intercept by examining different mask combinations provides a 
means for eliminating noisy attributes, facilitating the extraction of a smooth model from the input 
data, and is expressed as:

[21] 
otherwise

The second term of the objective function, f2, returns a measure of the complexity of any underlying 
smooth model based upon the gradient determined by the GT. Minimising this complexity is desirable, 
especially in cases where data points are relatively sparse and is expressed as:

f2 (mask)=l
1 + gradient(mask )

outputRange

Here, |.| denotes the absolute value. Lastly, the third term of the objective function,/^, sums the number 
of active elements within the input vector and returns this as a percentage of the total number of 
elements within the input vector. Minimising the number of active genes within the genome encourages 
the search procedure to find solutions that are less complex, resulting in minimal input vectors.

„ _ Active(mask) 
Length(mask)

5.3.2.2 Population

Choosing a population size for the Genetic Algorithm can be problematic. The greater the number of 
inputs each dataset contains the greater the number of mask permutations that are possible. If the 
population is too small, the Genetic Algorithm may not have enough genetic material from which to 
derive a near optimum solution. The heuristic used to determine population sizes for each of the 
experiments presented in this section was to multiply the number of inputs by 10, resulting in 

predictively useful masks in reasonable processing time.

5.3.2.3 Mutation, replacement and crossover
The number of attributes also affects the value chosen for the Mutation operator. The same value may 
have a very different effect upon two different datasets. For example, if a 2% chance of mutation is 
chosen, in a dataset containing 100 inputs, it could be reasonably expected that approximately two 
inputs would be mutated. However, in a dataset containing just ten inputs, an input would be mutated 
typically only every five iterations of the GA. This means that for the Mutation to have the desired 
effect, it should be increased when using fewer inputs. For these experiments, the heuristic used to 

calculate the mutation rate, r, for n inputs was: r=2/«
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The replacement method chosen was to replace the weakest genomes from the population. The 

crossover rate used was 50%. This value was experimentally determined to be the most useful, as it 

consistently led to strong results being found more quickly.

5.3.2.4 Nearest neighbours

An aspect of the Gamma test that can be altered is the number of nearest neighbours,/?, to be used. The 

choice of the number of near neighbours to be used in an experiment can have a significant impact 

upon the results obtained. There is no universally recognised method of calculating the most 

appropriate number of neighbours that should be used. For this reason, experiments are performed 

using near neighbour quantities chosen according to two proposed heuristics and comparing results.

Experiments were initially performed using ten near neighbours. The choice of ten neighbours has 

previously been shown to generate good results on a regular basis (Jones, 2004). If the number of data 

samples is large, then it can be useful to use a larger number of near neighbours. This is because there 

are more likely to be neighbours close to the point being examined, so the locations of these neighbours 

will be relevant. If however there are relatively few data samples available, then considering the 

location of, for example, the neighbour that is thirtieth nearest would be detrimental, as it would have 

little relevance.

Using a greater number of near neighbours is also problematical if the unknown function has a high 

level of local curvature - neighbours that are too far away will not aid the modelling process. An 

increasing near neighbour test applies the GT to the data for incrementally larger numbers of 

neighbours, the results from which being easily plotted graphically (illustrated in Figure 5.3). It is 

proposed [ibid] that a suitable number of near neighbours will occur at the point at which the standard 

error (or, the estimated standard deviation) is minimal after stabilising. For example, in the graph in 

Figure 5.3, fourteen would be a suitable number of near neighbours. The value that is chosen here is 

used as an alternative to the standard ten near neighbours.

Increasing Near Neighbours
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Figure 5.3- Increasing near neighbours
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Both near neighbour values are used for experiments. By comparing the results obtained in both cases, 

the impact of the number of neighbours is made completely transparent. The reasons for any 

improvements in experimental results can therefore be identified.

The experiments undertaken here often contain many different types of inputs, the format of which can 

vary considerably. Some may take very large values; some may only have a very small range. Others 

may consist of a list of discrete options. The Gamma test and its related modelling techniques cannot 

handle non-numerical inputs (e.g. spring, summer, autumn, winter). Features that were composed of 

several options were translated into numerical data by replacing each alternative with a distinct integer.

It is interesting to note that the designers of the Gamma test suggest that it is not suitable for use with 

discrete data and recommend using only continuous data for experiments (Evans et al, 2002b). In 

practice however, all data used in such experiments will be discrete, as limits upon the number of 

significant figures used will impose this. Using datasets with inputs in integer form is merely an 

extension of having inputs rounded to a few decimal places. As will be demonstrated by results 

obtained, the effect of using discrete data has not been significantly detrimental.

When one particular attribute can take a value up to several thousand, it may have the effect of 

'dwarfing' the other attributes, even if it is not particularly relevant. This can be counteracted by 

normalising all data so that every input operates over the same scale (-0.8<*<0.8). Any missing values 

were replaced by the modal value for that feature.

The genome utilised here consists of a binary string. If an attribute is to be included in the construction 

of a model, a number 1 is included in the appropriate place in the string. For example, in the case of 

Boston housing data described in Section 5.4.1, the binary string within a given genome (mask) would 

determine which attributes are to be included. An example of how a potential set of attributes could be 

translated into a mask is illustrated in Figure 5.4.
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Figure 5.4- The genome representation

In the course of these experiments, it was necessary to construct a large number of models for 

comparison. These models needed to be constructed in a standard way, so as to allow them to be
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compared fairly. The method chosen to do this was Local Linear Regression (LLR). LLR is a method 
of estimating a regression line using a multivariate smoothing process. The function is locally fitted, 
allowing for greater accuracy over a smaller range of the function.

The experiments presented in the following sections (summarised in Section 5.4.2) were initially 
carried out using a full mask, with ten nearest neighbours. The result obtained here is the standard by 
which all other experiments were judged, to assess whether the suggested changes are beneficial.

5.3.2.5 The M-Test

For each experiment, the dataset is split into training and test datasets. The quantities of each dataset 
are determined by the M-Test. The M-Test calculates F statistics for increasing quantities of data. If the 
dataset is of suitable quality, the F statistics obtained will begin to stabilise as the quantity of data 
increases. The value of M at the point where the F statistic has stabilised is the minimum quantity of 
data required in order to build an accurate model. For example, Figure 5.5 shows a graph of a typical 
M-Test, plotting the F value against M, the number of unique data points. Here, F stabilises at around 
240 points. Therefore the dataset should be split into sets comprising of 240 vectors for training and 
100 vectors for testing.

0.045 

0.040 +

0.005 -

20 40 60 80 100 120 140 160 180 200 220 240 260 280 300 320 340
Unique Data Points

— Gamma

Figure 5.5- A graph of the M-Test

5.4 Gamma Test Analysis
The feature selection techniques described in this chapter have been tested using both real-world and 
artificial datasets to demonstrate how subsets of predictively useful attributes can be elicited from a set 
of features. The data sets were chosen for their mixture of formats (some have many attributes, some 
have a large number of vectors available) to demonstrate that the techniques used are able to operate 

under different conditions.
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There are two aspects that are under investigation here:

• Firstly, the Gamma test appraisal of different masks must be assessed. In other words, how 

effective is the Gamma Value at evaluating the quality of masks? In order to assess the 

Gamma test alone, exhaustive searches were run with the objective function set such that the 
Gamma Value was the only relevant aspect.

• Secondly, having shown that the Gamma test is capable of accurately assessing the likely 

quality of models that can be constructed, the overall process must be evaluated. This 

incorporates the Genetic Algorithm, the choice of weightings applied to the objective function, 

and the Gamma test itself. Further experiments were conducted in order to assess these 
features.

5.4.1 Real World Data
Exhaustive searches were implemented on the datasets, with the Gamma Value the only criteria with 

any weighting in the objective function. Model success was judged according to different criteria. 

Some experiments were classification tasks. In the case of these, each output was deemed to have been 

correctly predicted if the prediction was closer to the correct output than to any other classification. 

Where outputs were of a continuous form, judgements were made according to how many predictions 

were accurate to within a small range of the observed output.

5.4.1.1 Datasets details

Details of the datasets used in these experiments are summarised in Table 9, described in full in 

Appendix A and included on the attached CD.

Dataset

Boston Housing

Income

Breast Cancer

Lymphography

Algae

Vectors

507

48,842

286

148

340

Number of Inputs 
Available

13

14

9

18

18

Accuracy Criteria

Predicted to within 2.5% of 
true value

Correctly categorized

Correctly categorized

Correctly categorized

Predicted to within 1% of 
true value

Table 9- Real world datasets details 

Boston Housing Data: the median value of homes within a region are predicted, given details of local 

crime, transport access, number of bedrooms etc. Data originally published by Harrison and Rubinfeld 

(1978).

Income: USA census data (containing information relating to age, education standard, race, etc.) was 

used to predict whether an individual's yearly income was above or below $50,000. Data published by 

Hettich and Bay (1999).
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Breast Cancer: the task here was to ascertain whether individuals suffered a recurrence of breast 
cancer, based on nine medical variables. Data published by Hettich and Bay (1999).

Lymphography: This experiment was based upon lymphography records with medical inputs, 
attempting to classify a lymphoma into one of four categories. Data published by Hettich and Bay 
(1999).

Algae Concentrations: European rivers were tested for water quality over a period of one year. 

Measurements were taken of physical attributes such as flow velocity, as well as the concentrations of 

certain chemicals within the rivers. These factors were theorised to have an impact upon the 

concentrations of seven different species of algae within these rivers. Seven different data sets were 

created each using the same inputs with one particular algae assigned as the output. Data published by 
Hettich and Bay (1999).

5.4.1.2 Gamma test Results

Table 10 shows the results from the Gamma test experiments, comparing the accuracy of models 

constructed using a full mask with the mask suggested by the Gamma test. These results are compared 

with those from alternative techniques in Section 5.7.11.

Dataset

Boston Housing

Income

Breast Cancer

Lymphography

Algae 1

Algae 2

Algae 3

Algae 4

Algae 5

Algae 6

Algae 7

Average Score

Full Mask

70%

52%

42%

61%

45%

45%

55%

45%

55%

50%

40%

51%

Gamma Mask

70%

76%

69%

89%

60%

75%

35%

45%

60%

60%

50%

63%

Table 10- Results obtained from masks suggested by the Gamma test

5.4.1.3 Overall Process Results

Having established that the Gamma test is a useful measure of mask quality, further experiments were 

performed to assess the entire feature selection process described in Section 5.3. These experiments 

were performed using some of the datasets described in Section 5.4.1.1. Results are shown in Table 11. 

The 'Number of inputs in partial mask' column represents the number of inputs used out of the number 

available, while the 'Number of accurate predictions' columns represent the number of predictions that 

were judged to be correct according to the appropriate criteria.
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Experiment

Boston Housing

Income

Breast Cancer

Lymphography

Algae 5

Algae 7

Number of 
inputs in 

Partial Mask

12/13

13/14

2/9

13/18

16/18

11/18

Suggested 
number of 
neighbours 

(P)

10

5

10

15

9

4

Percentage of accurate predictions

Full Mask, 
10 neighbours

70%

52%

42%

61%

70%

80%

Partial Mask, p 
neighbours

79%

85%

100%

100%

80%

100%

Table 11- Summary of Gamma test results

A common trend that occurred in these experiments was the removal of inputs that were represented in 
binary form. Binary inputs do not lend themselves well to use with the Gamma test and along with any 
social or aesthetic factors, the method of representation could be a reason that results were improved 
when these inputs are removed. An example of this was observed in the Boston Housing dataset, where 
the eliminated input related to the proximity to a river.

Further experiments were also carried out using some specially created datasets, designed to test 
particular abilities of the GA and Gamma test:

> Deliberate noise: in order to establish that the GA was capable of picking out appropriate 
variables that led to the creation of superior models, noise was deliberately introduced into a 
dataset. The GA should be able to discard the variables consisting purely of noise. The fifth 
algae dataset was used to do this, as it was known to be capable of producing useful models, 
Here, no judgement is made upon the accuracy of models developed, as the aim is merely to 
ascertain that the GA is capable of picking out irrelevant data.

> Introducing Random Data: an additional column was introduced into the dataset, containing 
random numbers. The GA correctly suggested the use of a mask that did not contain the 

random data.

> Duplicating Variables: one of the chemical concentrations that had consistently been included 
in the best masks was copied and repeated in the dataset. This experiment was particularly 
interesting as the input that was to be discarded did contain relevant information, but it was 
data that was supplied elsewhere (i.e. the duplicated attribute) and as such was not necessary 
for the construction of a good model. With six near neighbours (p=6), the GA removed the 

duplicated input.

5.4.2 Spatial Datasets
An issue that must be addressed is that of how the Gamma test and alternative feature selection 
techniques can be applied to the domain under investigation in this thesis, namely that of determining
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geographical causal relationships. The methods used to translate geographical maps into numerical 

datasets that can be used for feature selection are discussed in full within Sections 6.1.3 to 6.1.5. This 

section however, is concerned with the success of the Gamma test when applied to the appropriately 

processed datasets. Gamma test results are assessed in terms of how successfully the known 

relationships in the datasets have been found. The datasets used in this section were generated using the 

technique described in Section 4.2. The datasets are shown in detail in Appendix A and included on the 

attached CD.

The datasets created for the experiments in this section are all based upon the same scenario, containing 

a population of approximately 4,800,000. Two hazard types were added to the layout first described in 

Section 4.2.2.9, creating the layout shown in Figure 5.6 that contains twelve different types of hazards. 

In this image, each different type of hazard is represented by a different symbol, while population 

points are represented by black dots. Several artificial datasets were generated, containing between 

1000 and 6000 cases. Approximately 10% of these cases are background cases (i.e. cases that were not 

influenced by any hazards and added an element of noise to the dataset).
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Figure 5.6- 12 different types of hazard

Each hazard was analysed in isolation (i.e. the Gamma Value for every mask containing only one input 

was calculated) in order to detect a genuine influence. The results from these experiments were very 

encouraging. An example is shown in Table 12. The Gamma Values for masks containing only one
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input are shown. The Gamma Value for the mask containing the input relating to Hazard J alone is 
lower than that for any other hazard: this hazard was salient. Whilst the Gamma Value for Input J is 
lower than any other, it is necessary to establish that the value is significantly different from others 
before it can be concluded that the input is related to an influential feature. One way this can be done is 
to calculate the mean and standard deviation of the Gamma Values for all inputs. If the Gamma Value 
for any individual input is smaller than the mean by more than one standard deviation, then the input 
can be considered significant. In Table 12, the mean score is 1.641 with a standard deviation of 
0.04757 making a target value for significance of 1.593. Input J achieves this target.

Hazard

Gamma 
Value

A

1.69

B

1.63

C

1.61

D

1.64

E

1.66

F

1.61

G

1.64

H

1.72

1

1.68

J

1.53

K

1.64

L

1.64

Table 12- Gamma Values for masks containing only one input 
Table 13 shows the results when blind tests were performed upon ten datasets using the target value 
heuristic. Where more than one feature achieves the target value, only the strongest feature is 
considered significant.

Genuine Influence 
Correctly Identified

8

Irrelevant Influence 
Incorrectly Identified

2
Table 13- Results from Gamma test experiments upon artificial datasets

5.4.3 Gamma Test Conclusions
Experiments performed upon genuine datasets provide evidence that clearly demonstrates the utility of 
the Gamma test derived objective function, used in conjunction with a Genetic Algorithm, in terms of 
determining which attributes are most predictively useful. In addition, it has been shown that the 
methodology is able to eliminate those duplicated and random attributes that were artificially added to 
the existing attributes - in other words, those attributes that were known to be irrelevant.

Experiments performed on artificially created geographical datasets give further evidence that the 
Gamma test can also generate useful results under different circumstances, provided that the problem 
under investigation is carefully considered and analysed appropriately.

These results demonstrate that the techniques applied to the datasets have improved the accuracy of 
models that have been constructed. It has been shown that the GA has been able to work in conjunction 
with the GT to appropriately select the relevant inputs within a data set without a priori knowledge 
concerning each application area. The ability to select useful predictive attributes from numerical data 
sets in a true data driven sense promises to provide knowledge engineers with a formidable tool. 
Section 5.7.11 compares results from experiments performed using The Gamma test with those from 

other techniques, described later in this Chapter.
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5.5 An Alternative to the Gamma test
Considering in detail the mathematics of the Gamma test, an additional theory was put to the test 

regarding a potential method of fine tuning the feature selection process in order to produce superior 

results. The theory was based upon Punch's idea (Punch, et al., 1993) of analysing the near neighbours 

used during classification to assess how reliable the classifications were for each example, first 

described in Section 2.4.3.

5.5.1 Quantifying Useful Neighbours
Punch's weight modified Knn dealt with classification problems. An example of the type of problem 

that Punch's method would be used for is shown in Figure 5.7. Here, Features A and B interact and the 

output is classified as being either Type P or Type Q. An unknown sample, labelled X, is classified 

according to its nearest neighbours. In this simple example, three nearest neighbours are chosen. In 

Figure 5.7, X would be identified as being of Type P. Punch's Knn would give the scenario credit if the 

nearest neighbours that were used were all of the same type. Figure 5.8 shows how a continuous output 

would appear if represented in a similar format. Punch's approach would not be suitable for a 

continuous output as it is not possible to 'count' precisely how many neighbours are of the same type. 

However, it is possible to apply the same principles as Punch used in order to assess a continuous 

output problem in a useful manner.

OJ

Q
Q

P 
P

Feature B

<
<n

0.11 0.12

0.28 0.4

0.57

0.65

Feature B

Figure 5.7- a classification problem Figure 5.8- a problem with a continuous output

The genetic algorithm procedure was adjusted to incorporate an assessment of the near neighbours that 

were used into the objective function. This value was used in conjunction with the Gamma value (each 

value being weighted appropriately) in order to judge the relative merits of each mask prior to 

modelling.

Aiming to be as faithful to Punch's philosophy as possible, an attempt was made to determine whether 

or not any particular near neighbour was having a positive impact upon classification. Of course, while 

Punch stated categorically whether any neighbour was or was not used for classification, in these 

examples all near neighbours were used. Table 14 shows two simple examples of the three nearest 

neighbours that might occur in different scenarios. The output values for the nearest neighbours for 

Datapoint A are much closer to the genuine output value than their equivalents for Datapoint B. It can 

be assumed therefore that the neighbours for Datapoint A are more 'useful' than those for Datapoint B.
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'Useful' means that trends are more apparent; strong trends are necessary for accurate model 
construction. Broadly speaking, a scenario should gain credit for having as many datapoints with 
neighbours close by as possible, in a similar manner to Datapoint A. The challenge here was to find an 
appropriate method of evaluating the usefulness of each near neighbour.

Output Value

1*' Near Neighbour Output Value

2nd Near Neighbour Output Value

3rd Near Neighbour Output Value

Datapoint A

0.5

0.49

0.52

0.46

Datapoint B

0.5

0.41

0.65

0.33

Table 14-Near neighbour values 
Figure 5.9 shows an example of a representation of all neighbours for a particular datapoint. One 
possible method of quantifying the useful near neighbours would be to impose a Euclidean output 
distance threshold upon each datapoint. For the k nearest neighbours, if the output distance was beyond 
this threshold, the value of the variable nmin was increased by one. nmin represents the same idea as in 
Punch's work- a neighbour that is not helpful (here unhelpful means it was not valuable in the 
classification process, while for Punch it was not used at all). In Figure 5.10, neighbours that are not 
analysed have been removed and the threshold distance from the datapoint in question is represented by 
an orange line. Unhelpful neighbours are represented by red points, helpful neighbours by blue points. 
Here, nmin=5.
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Figure 5.9- all possible neighbours for one particular Figure 5.10- the ten nearest neighbours are classified as 
datapoint 'helpful' and 'not helpful'

Such an idea is good in theory, however when attempting to put this into practice it is a non-trivial 
exercise to confidently choose a threshold value that will work under all circumstances. Different 
datasets may contain inputs and outputs on a vastly different scale, making Euclidean distance 
thresholds very difficult to standardise. For this reason, the attempt to precisely quantify the number of 
useful neighbours was abandoned, however another approach that gauged the usefulness of the 

neighbours is presented in the following section.
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5.5.2 TheJ-Score
An alternative technique for assessing the overall near neighbour layout was developed. For this to be 
done, the relative qualities of some examples needed to be considered. In the scenarios shown in Figure 
5.11, Figure 5.12 and Figure 5.13, the five nearest neighbours are represented by blue points. The 
scales in each are identical.
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Figure 5.11- Scenario A. 

Mean Output distance=2.

Figure 5.12- Scenario B. 

Mean Output distance=5.

Figure 5.13- Scenario C. 

Mean Output distance=2.

Comparing Scenarios A and B it is immediately clear that Scenario A is superior. All five near 
neighbours are much closer to the subject datapoint in terms of output distance and will result in a 
superior end result, namely a more accurate predictive model. The difference between these scenarios 
can easily be enumerated by calculating the mean distance between the datapoint and the near 
neighbours. This value will be much smaller for Scenario A than for Scenario B. The situation becomes 
more complicated when comparing Scenario A with Scenario C. Here, the mean near neighbour 
distance is identical, yet Scenario A is in fact the more desirable. Scenario A is superior to Scenario C 
as there is a more consistent trend in terms of Output distance rather than the slightly haphazard 
arrangement seen in Scenario C, with one very close neighbour and a few very far neighbours.

Scenarios A and C can be discriminated by calculating the standard deviation of the near neighbour 
output distances. The standard deviation will be much lower for Scenario A. Note that Scenario C is 
superior to Scenario B, yet its standard deviation score will be much higher. It is therefore necessary to 
include both the mean distance and the distance standard deviation, each multiplied by a weighting, in 
order for these Scenarios to be accurately assessed.

In summary, the quality of an overall scenario improves if more datapoints have near neighbours in a 
format similar to that shown in Figure 5.11. The output distance mean and standard deviation are 
calculated for the k nearest neighbours for every datapoint and multiplied by weightings that can be 

estimated experimentally. The resulting value is known as the J-Score.

The objective function was changed to accommodate this- where before it had attempted to minimise 
the gamma statistic alone, it now attempted to minimise the combination of the gamma statistic and the 

J-Score, each multiplied by an experimentally calculated weighting.
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5.5.3 J-Score Experiments
The weightings of the overall objective function were set such that the J-Score was the only variable 

that had any impact (i.e. the Gamma statistic weighting was set to zero). This section describes 

experiments that were performed on different types of datasets, in order to determine how successful 

the J-Score is at correctly identifying optimal masks. Details of the datasets are described in Appendix 

A and included on the attached CD. A usable program allowing experiments to be performed using the 

J-Score is also included on the CD.

5.5.3.1 Numerical Datasets Experiments

The J-Score is very effective at dealing with simple numerical problems, as demonstrated in the 

following example. Twelve datasets were constructed. Each contained 500 examples with twelve inputs 

(A-L) and one output. The inputs consisted of random numbers, while the output was the sum of 

varying quantities of the inputs, each multiplied by two, with a small amount of noise added.

For each dataset, two GAs were run with the objective function containing only the J-Score, attempting 

to find the optimal masks. This was repeated with the objective function containing only the Gamma 

Value. Results from these experiments are shown in Table 15. For all twelve datasets, the optimal mask 

achieved the lowest J-Score.

J-Score

Gamma test

Optimal Mask 
Correctly Identified

12

3

Optimal Mask 
Incorrectly Identified

0

9

Table 15- Results when the J-Score and Gamma test were applied to purely numerical datasets 

Comparing J-Score accuracy with results achieved when the Gamma statistic was the only variable 

used in the objective function, enhances the reputation of the J-Score. When the Gamma statistic was 

applied to the same datasets, results became indistinct and the optimal mask was rarely found. Such 

strong results for the J-Score provide good evidence that the theory is sound.

5.5.3.2 Spatial Datasets Experiments

The J-Score heuristic was tested using the same ten datasets described in Section 5.4.2, with suitable 

parameters established experimentally. Good results were achieved when the J-Score was used to 

identify individual inputs that are distinct from others. Results from blind tests are shown in Table 16.

Genuine Influence 
Correctly Identified

7

Irrelevant Influence 
Incorrectly Identified

3

Table 16- Results from J-Score experiments upon artificial datasets

5.5.3.3 Real-World Datasets Experiments

Experiments were also performed upon the datasets described in Section 5.4.1. Results from these 

experiments are shown in Table 17. The models constructed using masks ranked best by the J-Score 

proved to be consistently more accurate than models constructed using the full mask. In Section 5.7.11, 

the J-Score is compared with the other techniques described in this chapter.
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Dataset

Income

Boston Housing

Breast Cancer

Lymphography

Algae 1

Algae 2

Algae 3

Algae 4

Algae 5

Algae 6

Algae 7

Average Score

Full Mask

52%

70%

42%

61%

45%

45%

55%

45%

55%

50%

40%

51%

J-Score Mask

80%

80%

61%

72%

45%

50%

55%

80%

65%

70%

75%

67%

Table 17- Results obtained from masks suggested by the J-Score

5.6 A Practical Application of the J-Score
With the aim of demonstrating that the J-Score is both practical and effective, it was applied to another 
real-world problem, namely housing value prediction. By showing that the J-Score decisively suggests 
feature subsets and that these subsets can be used to generate models that are superior to models 
suggested by alternative means, the aim of this section is to prove that the J-Score is of utility.

5.6.1.1 The Study Topic

The output in the experiments performed here is the House Price Index (HPI), a measure of UK house 
prices, calculated quarterly. The inputs used related to eight economic metrics that were assumed to 
have a potential influence upon the HPI (Wilson et al, 2004). Full details of the datasets are described 
by Jarvis et al. (2006), included in Appendix B. Raw data is included on the attached CD. Metrics 

chosen were:

• Average Earnings (AE)

• Claimant Count (CC) 1

• Retail Price Index (RPI)

• Bank Rate (BR)

Mortgage Equity Withdrawal (MEW)2 

Household Savings Ratio (HSR)3

1 Number of people claiming unemployment benefit.
2 A way of borrowing money by increasing the size of the mortgage.
3 The savings ratio is an economic term that refers to the proportion of income which is saved, usually 
expressed for household savings as a percentage of total household disposable income.
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• GDP Household Consumption (GDPHC)1

• Consumption of Durable Goods (DG)2

The value of each metric was compared with the corresponding value from four quarters earlier, in 
order to calculate a yearly percentage change. These percentage changes were used to create an initial 
eight inputs. However, part of the challenge to this investigation was to ascertain not only which 
metrics were relevant, but also the length of time needed for each relevant factor to have an effect upon 
the HPI. In a study area as complex as the economy, changes in one variable may take a long period to 

exert an influence upon another. For this reason, the percentage change values of six different time 
periods for each economic metric were included as inputs. The inclusion of lagged observations makes 
the dataset appear similar to a time-series problem. This meant that a total of 48 inputs were available 

for selection. Information relating to the eight chosen metrics dated far enough back that it was possible 
to create a dataset containing 107 input vectors. This dataset was split into a training dataset containing 
98 vectors and a test dataset containing nine vectors. Such a split allows the predicted period to cover a 
range of two years.

5.6.1.2 Control Models

Prior to using the J-Score to select a mask, some alternative models were created in order that the 
quality of the J-Score model could be assessed relative to the standards of other techniques and control 
models.

A mask was created using the Gamma test, following the same procedure as that used by Wilson et al. 
[ibid]. A Genetic Algorithm search was used to identify a population of 100 useful masks. This 
population was then analysed to create a composite mask of the most popular attributes. The mask was 
subsequently heuristically pruned in order to acquire a shorter mask. This heuristic allowed only one 
lagged observation from each metric to be included in the final mask, namely the most recent 

observation suggested for each metric.

Additional control masks were created using simple heuristics. One mask was created such that it 
contained the most recent lagged observation from each metric. Four further masks were created that 
each contained one randomly chosen lag from each metric. Another mask consisted of all 48 inputs.

5.6.1.3 J-Score Attribute Selection
Given that each metric is represented only once in the final Gamma mask, an alternative attribute 

selection process became apparent when the J-Score was employed to suggest a mask. With a choice of 
six lags from eight metrics, the number of potential masks is reduced to 68= 1,679,616, a quantity small

1 Household consumption as a ratio of GDP.
2 E.g., televisions, microwaves, etc.
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enough to allow an exhaustive analysis of the search space to be performed. This allowed comparisons 
to be made within each metric category, as to which lag is the most significant.

Additional information about the dataset was obtained by implementing another search that allowed 
comparisons between the relative qualities of the eight metrics to be made. An exhaustive search was 
performed of masks that contained either all six, or none of the input lags for each economic metric. 
This required analysis of 6! =720 masks. Relative usefulness of the metrics can be judged according to 
how regularly the six lags from each appeared in the best ranked masks. The choice of optimal mask 
was based upon analysis of the results from the two searches.

co < LU

Figure 5.14- Graph showing how often each metric is present in best 100 masks according to the J-Score

During the selection process, the weightings for Output Distance Mean and Standard Deviation used 
within the J-Score were 2 and 1 respectively. These values were obtained experimentally. Figure 5.14 
shows the results produced when a search of masks containing either all or none of the input lags for 
each economic metric was performed. The search of masks containing one lag from each metric 
produced the results shown in Figure 5.15. The graphs show the number of times each lag featured in 

the best 100 masks according to the J-Score evaluation.
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Figure 5.15- Graphs showing how often each lagged observation occurs within the population for the J-Score

Results from the J-Score experiments give strong indications as to which inputs should be retained. The 

RPI features most prominently in Figure 5.14, while Figure 5.15 shows that lags of one or two quarters 

are significant for this category. More recent lags have a tendency to be rated as more influential by the 

J-Score, with the exception of Claimant Count, where the earliest time frame appears most regularly. 

Pruning of the mask was performed such that the most commonly occurring lag was retained for each 

metric, with the exception of Mortgage Equity Withdrawal. This feature was represented least in Figure 

5.14, while the lack of any strong trend in the graph shown in Figure 5.15 suggests that this metric does 

not have a particularly strong influence upon the J-Score and is therefore unlikely to be helpful in the
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construction of a predictive model. The selection process resulted in a choice of a final J-Score mask 
containing seven inputs, represented graphically in Figure 5.16.
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Figure 5.16- Lagged observations included in the J-Score mask

5.6.1.4 Training and Testing Models

ANN models were trained using the control masks and the masks suggested by the J-Score and Gamma 
test. The models were created using the same network architecture. These models were then applied to 
the test data subset. Success of the models was judged on two criteria. Firstly, the Mean Squared Error 
gave an overall impression of how closely the predicted values matched the actual values. Secondly, 
the model was judged upon how often it was capable of predicting whether house price fluctuations 
were slowing down or speeding up at a particular time.

The J-Score model achieved a Mean Squared Error of 3.0552 and also successfully identified the 
fluctuations on six occasions out of eight. Figure 5.17 shows the J-Score forecast in comparison with 

the actual value.
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J-Score Model

-Actual
•Prediction

2002 Q4 2003 Q2 2003 Q4 2004 Q2 

Year, Quarter

2004 Q4

Figure 5.17- Annual percentage movement forecast results using mask suggested by the J-Score

Comparison of the J-Score model with the alternative models demonstrates just how accurate the J- 

Score has been. Table 18 lists the appropriate MSB values associated with each model, while Figure 

5.18 shows the predicted outputs.

Model

USE

J -Score

3.05

Gamma

9.12

Full Mask

11.49

Recent 
Lags

28.36

Random 
1

26.69

Random
2

26.72

Random 
3

13.53

Random 
4

40.26

Table 18- Mean squared errors associated with different models

5.6.1.5 Conclusion

The results achieved provide evidence that through the application of the J-Score, a predictively useful 

model has been extracted from the available feature data. Predicted fluctuations accurately follow those 

that actually occurred. The model based upon the mask suggested by the Gamma test is more accurate 

than the control masks, but not as strong as that of the J-Score model. The accuracy of models based on 

the full and recent lag masks were much weaker in comparison, suggesting that the strong results have 

not occurred by chance.

For each of the four random models, the MSB achieved is much larger than those for either the J-Score 

or the Gamma test. Inspection of Figure 5.18 reveals how closely the J-Score and Gamma test 

predictions follow the actual fluctuations of the HPI over the last eight quarters, relative to the 

predictions made by the random masks and the recent lag model.
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Model Comparisons

24

2002,4 2003,1 2003,2 2003,3 2003,4 2004,1 2004,2 2004,3 2004,4

Year, Quarter

— — Recent —— 1 —— 2 —— 3 —— 4 —— Full Actual J-Score Gamma Test

Figure 5.18- A comparison of different models. 1, 2, 3, 4 refer to the four randomly chosen masks.

By applying the J-Score technique to a notoriously challenging domain, it has been demonstrated that 
the J-Score can be implemented in a practical scenario and obtain results of merit. The attribute 
selection process provided clear indications as to which inputs should be retained and discarded, while 
the model constructed using the suggested attributes provided strong results. The results from the J- 
Score model were appreciably superior to results from models based upon random and other control 
masks. J-Score results were also more accurate than those from a model based upon a mask suggested 
by the Gamma test.

5.7 CHAW
CHAID (Chi square Automatic Interaction Detection) (Kass, 1980) is a technique that attempts to 
determine cause and effect relationships between variables. This is done in the style of a classification 
tree, that divides the data into a series of 'branches' that represent similar groups within the dataset, 
according to significant inputs (known as splitting). Non-significant inputs are grouped (or merged) 
into existing categories, such that the classification of outputs is not influenced. The algorithm 
determines the extent to which inputs can usefully be split. This is done either by stopping additional 
splitting beforehand, or pruning branches that are found to be non-useful. The success of classifications 
depends not only upon the dataset under investigation, but also how effectively the classification tree 

implements the procedures described above.

CHAID has been adapted to create Exhaustive CHAID (Biggs et al., 1991). Both CHAID and 
Exhaustive CHAID attempt to find the optimum split for each input, or predictor. These splits will 
typically separate the dataset into several mutually exclusive and exhaustive subsets. The two 
algorithms differ in that CHAID can tend to be biased in favour of creating fewer subsets. The
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disadvantage of Exhaustive CHAID compared with CHAID is that its exhaustive nature means it must 
perform many more calculations before results are presented, resulting in longer computational time. 
At the time of their creation this was probably an important factor, but using the algorithms today 
reveals an undetectable difference in runtime. Experiments in this section were therefore performed 
using Exhaustive CHAID.

For each predictor, the data is split up into several sections, known as categories. If inputs are discrete 
(e.g. red, blue, green) then these splits are very easy to make. When inputs are continuous, it is not so 
easy. Threshold values must be chosen and the data is then split according to these. Splits are always 
created such that each category will contain an equal number of vectors. Sometimes this is not possible 
where remainders occur, so a few groups may contain one more vector than others.

After making these splits, a base value will be created for this input that assesses the appropriateness of 
the input for making a split. This value is based upon either the F-Test 1 or the x2 test2 , described in 
Sections 5.7.2 and 5.7.3.

The next step is to assess whether this initial split is the best possible split for the input in question. 
This is done by combining categories. If the categories are 'Monotonic', i.e. they are placed in a 
specific order (as will be the case with the continuous datasets used in the experiments in this section) 
then only adjacent categories can be combined. 'Free' categories that are nominal and have no pre 
determined order (typical when discrete inputs are used) may be combined with any other category. 
The significance of each possible split is calculated using the x2 test or the F-Test. The best result for 
each input is compared and the optimum split is made, as long as the significance of that split is above 
a threshold value.

Multiple tests increase the likelihood of a significant split being found when no genuinely significant 
relationship exists (a Type 1 error). The Bonferroni adjustment factor3 takes into account the fact that 
several tests have been performed for each input. The significance level at which the best group should 
be tested becomes extreme when over ten categories are used. The implementation of the algorithm 
seen in SPSS AnswerTree therefore initially splits the dataset into ten groups.

1 A method used to test various statistical hypotheses about the mean (or means) of the distribution 

from which a sample or a set of samples have been drawn.

2 A statistical test which computes the probability that there is no significant difference between the 
expected frequency of an occurrence with the observed frequency of that occurrence.

3 A correction method used to keep the total chance of erroneously reporting a difference below some 

significance level.
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If a split is made, then further splits are assessed for each node created. If these splits are considered 

significant, then the process will be repeated until a stopping condition is found, i.e. further splits are 
no longer possible or beneficial.

5.7.1 Pre-processing for CHAID
Simply applying CHAID to a raw dataset is unlikely to produce consistently strong results in terms of 

selecting relevant or useful inputs from a range. Before using CHAID, the data must be transformed in 

an appropriate manner. Therefore, the first challenge in this section is to answer the following question: 

what is the most appropriate way to pre-process the datasets? Before this question can be answered, the 

methods used by the algorithm must be considered. By understanding the circumstances under which 

the algorithms will operate most effectively, datasets can be manipulated so as to create these 

circumstances as closely as possible. This will allow superior results to be achieved.

5.7.2 TheF-test
The F-test is used to assess whether a selection of mean values are significantly different from one

another when the outputs are in a continuous format. Consider the following example:

AnswerTree was applied to a dataset containing twelve possible inputs, labelled A to L, and a total of 

2252 vectors. Each of these inputs is assessed according to the F statistic produced after the optimum 

split for each one is found. For example when Input A is examined, the optimum split occurs when the 

dataset is split into seven sections, known as nodes. Before splitting, the dataset is sorted according to 

Input A and the nodes are created. Nodes do not necessarily contain the same quantities of data. The 

values of Input A range between 781 and 64511.2 and AnswerTree suggests splitting the dataset into 

seven nodes. These nodes are split into categories using the following boundaries: 10495.7; 10495.7 

18478.4; 23000; 25647.8; 27563.7; 30181.1;

The key information is summarized in Table 19.

Node

Number of vectors

Output Mean

1

225

66.93

2

676

59.17

3

450

51.24

4

226

58.43

5

225

45.86

6

225

52.81

7

225

58.47

Table 19- Output means when the dataset is split according to Input A 

The question being asked here is:

> When the outputs are split according to Input A in this manner, are they categorized in such a 

way that strong outputs tend to be assigned to nodes containing other strong outputs, while 

weak outputs are assigned to nodes with other weak outputs?

If the chosen Input has a strong influence on the Output, then the answer to the question is likely to be 

'yes'. A high F statistic will therefore be obtained, as Output means for each split will be very different. 

If however the Input has little or no bearing upon the Output value, then the Outputs will be assigned in 

a largely random manner- this will lead to Output means being similar.
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In order to calculate the F statistic, the following process is performed:

For each node, the sum of squared deviates (SS) is calculated,

Feature Selection

(IX) 2
00 Z^^i N \.**\

Node

SS

1

219630.8

2

829797.1

3

583656

4

273281

5

308233.9

6

291433

7

278169.4

Table 20- Sum of squared deviates 

SSt and Mt are also calculated, representing the sum of squared deviates and mean respectively of the 

total array. Here, SSt =2,856,093 and Mt =56.2502

For each node, the squared deviate is the difference between the nodal mean (Mn) and the mean of the 

total array (Mt) all squared, (Mn - Mt)2 .

Node

SS,

1

25,671 .24

2

5757.775

3

11,308.88

4

1071.079

5

24,31 1 .44

6

2659.599

7

1111.34

Table 21- Squared deviates 

The sum of these values gives the sum of squared deviates between groups, =71,891.34

The degrees of freedom associated with this value (DFbg) is the number of nodes minus 1. Here, DFbg= 
7-1 = 6.

The sum of squared deviates within groups (SSwg) is calculated such that it is the sum of the SS values 

above. Here, SSwg = 2,784,201.

The degrees of freedom associated with this value (dfwg) is the number of vectors in the dataset minus 

the number of nodes. Here, dfwg = 2252-7 = 2245.

Next, the Mean Square between groups (MSbg), and the Mean Square within groups (MSwg) are 

calculated, according to the formulae:

SSbg [25]
'bg

and

[26]

Here, these are calculated as:

MSbg = 71,891.34 - 6 = 1,1981.89 and MSwg = 2,784,201 - 22,450 = 1240.179
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Finally, the F statistic is calculated,

MS
[27]

wg

Here, F= 11,981.89- 1240.179 = 9.661423

This process is repeated for any other potential splits that CHAID chooses to examine. When Input I is 
considered, the algorithm suggests a split into ten nodes as being optimum. The output means are 
shown in Table 22.

Node

A/

Output Mean

1

225

22.51

2

225

37.66

3

226

50.25

4

225

61.67

5

226

66.12

6

225

64.38

7

225

68.61

8

225

69.13

9

225

63.45

10

225

58.71

Table 22- Output means when the dataset is split according to Input I 
At first glance, the mean values in this table appear to be much more distinct than those for Input A, 
first seen in Table 19- Output and repeated in Table 23. Notice that the first two nodes in particular 
have mean values that are further away from other mean values. Compare this with the mean values for 
Input A, where none of the means stray far away from the 50 to 60 mark. This is reflected in the 
superior F statistic calculated here, F=49.11024.

Node

N

Output Mean

1

225

66.93

2

676

59.17

3

450

51.24

4

226

58.43

5

225

45.86

6

225

52.81

7

225

58.47

Table 23- Output means when the dataset is split according to Input A

5.7.3 The x2 test
When outputs are in a discrete format, CHAID follows the same process that is described in Section 
5.7.2. The dataset is sorted and split according to each input in rum, with the quality of each split being 
assessed. Here, however the x2 Test is used as an alternative to the F-Test. This section explains the 

calculations that are performed to determine x2 scores.

This example is based upon the same dataset that was described in Section 5.7.2, with the outputs 
changed from continuous to discrete. Here, there are only two possible outputs, 'Strong' and 'Weak', 

referring to the significance of the cluster. Inputs remain continuous.

The formula used to calculate the x2 score is:

[28]

where o is the observed number of cases and e is the expected number of cases.
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In this example, the optimum split when the dataset is split according to Input A occurs when the 
dataset is split into ten sections. Each split contains a certain number of strong and weak clusters, as 
shown in Table 24. These are the observed frequencies.

Split

Weak

Strong

Total

1

224

1

225

2

218

7

225

3

211

14

225

4

206

20

226

5

183

42

225

6

187

38

225

7

204

22

226

8

178

47

225

9

195

30

225

10

211

14

225

Total

2017

235

2252

Table 24-Observed frequencies for Input A 
The expected frequencies are calculated for each part of the table by multiplying the Total values for 

the appropriate row and column before dividing by the overall total. For example, the Expected number 
of Weak clusters for Split 1 is calculated such that,

= 201.52
2252 

Table 25 shows the overall expected frequencies.

[29]

Split

Weak

Strong

Total

1

201 .52

23.48

225

2

201 .52

23.48

225

3

201.52

23.48

225

4

202.42

23.58

226

5

201 .52

23.48

225

6

201.52

23.48

225

7

202.42

23.58

226

8

201 .52

23.48

225

9

201.52

23.48

225

10

201 .52

23.48

225

Total

2017

235

2252

Table 25- Expected frequencies for Input A

These observed and expected frequencies are entered into Equation 28, giving a final value of 

3^=100.88.

Consider what is happening within Equation 28. The final x2 value will be maximised if the difference 

between the observed and expected frequencies can be increased. The expected frequency is of course 
proportional to the overall quantity of vectors within each section. Therefore, if the quantities of 

vectors within the splits are approximately equal as in this example, the expected values will also be 

approximately equal. If the input under investigation has little or no influence upon the output, then the 

quantities of strong outputs within each split will be random and likely to also be approximately equal.

A more influential input will sort the outputs more effectively, leading to quantities of strong outputs 

that are not in proportion to the total number of vectors with each section. This is demonstrated by 
considering the observed and expected frequency tables for Input I, shown in Table 26 and Table 27. 

Here, the optimum split occurs when the dataset is split into seven sections.

Split

Weak

Strong

Total

1

97

128

225

2

141

84

225

3

204

21

225

4

225

1

226

5

225

0

225

6

225

1

226

7

900

0

900

Total

2017

235

2252

Table 26- Observed frequencies for Input I
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Split

Weak

Strong

Total

1

201 .52

23.48

225

2

201.52

23.48

225

3

201.52

23.48

225

4

202.42

23.58

226

5

201.52

23.48

225

6

202.42

23.58

226

7

806.08

93.92

900

Total

2017

235

2252

Table 27- Expected frequencies for Input I

It is immediately obvious when comparing Table 26 with Table 27 that Input I has sorted the dataset 

much more effectively than Input A. There are now vast differences between the corresponding 
observed and expected frequencies. This improved sorting leads to an appropriately superior %2 value of 

873.33.

This means that if a set of circumstances produces good results for the x2 test, then the same 

circumstances will also produce good results for the F-Test.

5.7.4 Understanding CHAID
By examining two simple scenarios a greater understanding of CHAID's methods can be attained. This 

will make it possible to consider how datasets should be pre-processed so as to achieve superior results. 

A spreadsheet was created containing 2000 vectors of ten inputs labelled A to J, and an output. All 

inputs were randomly generated within a range of 0 to 100. Two Scenarios were created, with each 

input multiplied by weighting. The sum of these inputs (with some random noise) became the output. 

The weightings by which each input was multiplied are shown in Table 28.

Input

Scenario 1 
Weighting

Scenario 2 
Weighting

A

2

10

B

1.8

2

C

1.2

1

D

1

0

E

1

0

F

0

0

G

0

0

H

0

0

1
0

0

J

0

0

Table 28- Weightings for inputs in the two scenarios 

In both of these scenarios, Input A has the greatest influence upon the output. This means that when the 

datasets are sorted according to the value for Input A, output values will also predominantly appear in 

order. However, in Scenario 1 the influence of Input A is not vastly greater than other inputs, unlike 

Scenario 2. This will mean that the ordering of outputs will be much more apparent in Scenario 2, as 

demonstrated in Table 29.

In Table 29, the figures represent the ranked position of the first ten Outputs for the two scenarios 

when the datasets are sorted into order according to Input A. There is far greater correlation with 

Scenario 2, with four of the lowest ten Outputs occurring within the lowest ten A Inputs, This trend is 

repeated throughout the dataset. When this experiment is repeated with the dataset sorted according to 

Input H (an irrelevant input in both scenarios), no correlation is displayed.
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Input A Rank

1

2

3

4

5

6

7

8

9

10

Output Rank

Scenario 1

4

465

57

81

712

167

44

294

85

814

Scenario 2

1

35

2

62

240

103

7

61

5

163

Table 29- Ranked outputs for the two scenarios 

Of course, the F-tests and •£ tests that are used by CHAID involve more complex calculations in order 

to assess which input is most useful for splitting the dataset. There are however certain similarities in 

the circumstances that will lead to strong ranking correlations described above and also strong F-test or 

X2 test results.

CHAID splits the data into categories, using the appropriate test to assess the quality of the split. Here, 

with a continuous output, the F-test will be used. A better F-test score will be achieved if the variance 

within each category can be minimised. By aiming to make the input and output rankings as alike as 

possible, similar output values will be more likely to be assigned into the same group when the dataset 

is split. This will mean that each group will have a smaller variance and hence superior F-test scores. 

The net result of this will be that trends will be easier to detect and greater confidence can be placed in 

conclusions drawn.

As the CHAID algorithm will search for the Input for which the best split provides the best overall 

statistic for that particular problem, Input A has been successfully identified as relevant in both 

scenarios. F-Test scores for the two strongest influences (A and B) as well as an irrelevant influence 

(H) are shown for comparison in Table 30.

Input A

Input B

Input H

Scenario 1

126.8

88.2

2.4

Scenario 2

2705.0

11.5

2.7

Table 30- F-test scores for three different inputs 

The important thing to observe is that the process has been much more clear cut in Scenario 2, with 

easier identification of Input A's relevance. This is due to the more accurately grouped outputs leading 

to superior F-test scores. Of course, the reason behind the differences in these particular examples is
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that the dataset created for Scenario 2 has an inherently clearer pattern when unprocessed. Considering 

this, the question posed in Section 5.7.1 is partially answered:

> Results will be improved if the inputs can be processed such that the most relevant inputs will 
display stronger correlation with outputs when ranked, while irrelevant inputs continue to 
display no correlation with output rankings.

When x2 tests are used, the same rule of thumb can be applied as regards situations that will provide 
strong or weak results.

These results also provide an interesting point for deliberation with regard to identifying secondary 

factors, i.e. those Inputs that are relevant, yet do not have as strong an effect as the most relevant input- 

Input B in these examples. Despite being multiplied by a greater number in Scenario 2 (2 compared 

with 1.8), F-test scores of 88.2 and 11.5 for Scenarios 1 and 2 respectively, imply that Input B is more 

influential in Scenario 1. This has occurred because the impact of Input B has effectively been 

swamped by the power of Input A in Scenario 2. Hence, care must be taken not to read too much into 

relative magnitudes of F or/2 statistics when fully developed trees are analysed.

Note that in these particular examples where there is a clear linear relationship between the inputs and 

outputs, it would not be possible to process the dataset to achieve results superior to those already 

attained. The datasets dealt with in Section 5.7.9 do not behave in such a regimented manner and it is 

possible to improve results through normalisation or other techniques, described in Sectionlnputs 5.7.7.

5.7.5 Spatial Datasets
Having gained an understanding of the algorithm employed by CHAID, it was possible to begin 

considering exactly how the datasets should be pre-processed in order to maximise the likelihood that 

genuine influences within the dataset can be identified. With an appropriate pre-processing method in 

place, CHAID can then be applied to the artificial geographical datasets described in Section 5.4.2. In 

this section, hazards with no effect are referred to as 'irrelevant'.

Section 5.7.4 described the type of situation in which results will be optimised. The next challenge in 

order to achieve good results for the experiments conducted in this section was to process the data in 

such a way as to re-create the most favourable conditions. Several different methods were considered 

when selecting the most appropriate method of pre-processing the datasets used. Inputs and outputs 

needed to be treated as quite distinct aspects of the same problem.

5.7.6 Outputs
One of the critical variables when deciding how best to pre-process the dataset was the output format to 

be used. One choice for a continuous output is to use the Poisson Probability. Alternatively, for a 

discrete output, each vector can be classed as either 'significant' or 'insignificant'. The classification is 

performed by following the method discussed in 4.3.1.5, where threshold values are used for Poisson 

probability, case counts and expected-observed case ratio.
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5.7.7 Inputs
CHAID literature states that continuous inputs are automatically discretized beforehand. Given that this 

occurs, it makes sense to do this manually with the aim of discretizing the inputs in a more appropriate 

manner. Several different methods were considered and are described in this section.

5.7.7.1 Preventing equal splits

The way that SPSS AnswerTree implements the algorithm 'Exhaustive CHAID' makes the name of the 

algorithm slightly misleading. The term 'exhaustive' implies that every possible combination of splits 

is analysed, yet this is not the case. In fact, a heuristic is followed that leads to the data being split into 

ten equally sized groups if possible. When continuous inputs are used, this is easy to do. Boundaries are 

set that divide the data up in such a manner. Unfortunately, making equally sized groups is not 

necessarily the most beneficial way of splitting the data. More appropriate would be to split the data 

such that each group contains values that are as close together as possible. That statement may appear 

to be superfluous to what has already been described here: splitting the data into similar groups has 

already been identified as the most appropriate scenario and results from a truly exhaustive algorithm 

should reflect this. The fact remains that this is not what happens- SPSS AnswerTree's algorithm for 

Exhaustive CHAID is not exhaustive. To combat the non-exhaustive nature of the algorithm 

implementation, the algorithm can be aided by denying it the opportunity to make equal splits.

It is possible to prevent the dataset being equally split by discretizing continuous inputs such that the 

input value becomes a letter. By choosing appropriate quantities of each letter, CHAID cannot split the 

dataset equally. For example, if there are 2000 vectors, then allocating 55 vectors as 'A', 121 as 'B', 

237 as 'C' and 1587 as 'D', equal splits become impossible as identical values cannot be differentiated 

(all examples of input 'D' must appear in the same group). The challenge here is to find a heuristic that 

will allocate these values such that a good F-test score can be achieved.

One method attempted was to split data for each input into groups of 50. This did not produce 

successful results, as it allowed CHAID to create groups of approximately equal size. Minor 

improvements were noted when data was placed into unequal groups, shown in Table 31. The 

percentages used in this example were decided arbitrarily, yet the improved results suggested that this 

was a useful idea to develop.

Vectors

Input 
Label

Lowest 3%

A

Next 4%

B

Next 8%

C

Next 10%

D

Next 25%

E

Highest 50%

F

Table 31- Continuous values are transformed into discrete values in unequal proportions 

Part of the success of this arbitrary split is due to the nature of the experiments and considering what 

constitutes 'similarity' among vectors. This is summed up by the thinking behind grouping the highest 

valued 50% of the vectors together, based upon the same reasoning that led to separating outputs into 

'strong' and 'weak'. As distances increase, even a relatively strong trend is likely to dissipate to some 

extent. This means it is infeasible to expect to find trends among the furthest clusters and attempting to 

do so is an unnecessary process that will lead to minimal rewards at best.
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5.7.7.2 Quantiles

When splitting datasets during pre-processing, splits need to be made according to similarities within

the inputs, not according to symmetrical quantities. Therefore, using percentages partially defeats the

objective here. A more appropriate method of splitting the dataset is to divide it into ten quantiles

before applying CHAID, as this means that similar inputs will be more likely to be placed into the same

group.

5.7.7.3 'Genuine' and 'false' trends

Discretized inputs that were known to be Monotonic (and easily recognisable by CHAID as being so) 

are assumed to now be Free. This means that CHAID can now place these groups into an order that it 

believes to be appropriate. If this suggested order is different to the actual order of the groups, then it is 

likely that the trend is not genuine, i.e. it has occurred through random chance. Table 32 shows 

examples of 'False' and 'Genuine' trends: for the false trend, CHAID has suggested that group C 

should appear first and remaining groups do not appear in what is known to be the correct order. For 

the genuine trend, the groups are accurately sequenced. If a false trend is discovered, then the input 

should be ignored even if the F-test or •%? score suggests it is significant.

A 'False Trend'

A 'Genuine Trend'

C-H-A-D-G-B-E-F

A-B-C-D-E-F-G-H

Table 32- Examples of'False' and 'Genuine' trends

5.7.7.4 Combining Groups

Sometimes genuine trends dissipate as distance from a hazard increases. This means that a genuine 

trend may appear to be false at greater distances. Experimentally it was found that by combining 

quantiles containing inputs relating to greater distances, results are improved. Table 33 shows the 

effects of combining quantiles six to ten upon the F values obtained.

Scenario

A

B

C

D

E

F

G

Genuine Influence

Separate 
Quantiles

28

510

188

64

254

162

13

Quantiles 6-10 
Combined

48

611

184

94

351

291

52

Irrelevant Influence

Separate 
Quantiles

13

20

17

9

60

6

19

Quantiles 6-10 
Combined

20

26

13

10

48

6

24

Table 33- Effects of combining quantiles upon genuine and irrelevant influences 

For comparison, results for the primary influence and a random irrelevant influence are shown. 

Combining the final quantiles has consistently had a strong positive effect upon the genuine influence 

(except in Scenario C, where the F value was already high). The irrelevant influences have not been 

affected so strongly, and not always in a positive manner.
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5.7.8 Creating a heuristic
After initial tests were performed using CHAID, promising results were obtained. Significant 
influences seemed to be successfully identified as such. The next step was to ascertain precisely how 
effective CHAID is at discriminating between significant and non-significant influences. It was 
necessary to develop a heuristic in order to facilitate this. The scenarios described in Section 5.4.2 were 
used. Ten of these scenarios were used to develop a heuristic. Blind tests were then performed upon the 
remaining scenarios, following this heuristic. The success of these tests was used to judge the quality of 
CHAID.

Looking at the trends for the genuine and irrelevant influences, patterns begin to emerge. The genuine 
influence has generally been successfully identified as such. Eight out of ten scenarios have genuine 
trends, while six of those have high (>100) F-Test scores associated with them. There are two scenarios 
with genuine trends that have low scores of 94 and 52. Note that there is a difference between the 
'strength' of the trend and the F-Test score. Here, 'strength' refers to the likelihood of the trends being 
'false'.

Section 5.7.7.4 describes how F-Test scores for the genuine influence can be improved by combining 
some quantiles. It is sometimes beneficial to combine further groups at this stage, as demonstrated in 
the case of Scenario D from Table 33. By combining quantiles three to ten, the F value is increased 
from 94 to 192. This led to the genuine influence being correctly identified.

5.7.8.1 A heuristic for determining whether a hazard is a genuine influence

The heuristic to be followed is:

> A hazard is considered to be a genuine influence, if all of the following three conditions are 
satisfied:

1. The F-Test score is above 100.

2. A false trend is not evident.

3. There are no other hazards with genuine trends that have higher F-Test scores.

Blindly following the heuristic should lead to good results, but by examining the results more carefully 
it is possible to make further assessments with regard to the confidence with which predictions are 
made. For example, if there are several hazards with genuine trends and F-Test scores little over 100, 
then it would be rash to make strong claims in favour of one hazard with a slightly higher score. 
Combining quantiles can be helpful in circumstances such as this: irrelevant influences may not receive 
such a large score increase as genuine influences. It is also worth noting the importance of flexibility 
with regard to what may be regarded as 'high' F-Test scores: the threshold of 100 has been effective in 
the experiments performed in this section, but may not always be appropriate. Of course in some more 
complex scenarios, circumstances may not be appropriate for any prediction to be made at all.
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5.7.9 Spatial Datasets Results
The heuristic described Section 5.7.8.1 was applied to the remaining ten datasets. Results from these 
experiments are shown in Table 34 and are compared with results obtained using other techniques in 
Section 5.8.1.2.

Genuine Influence 
Correctly Identified

7

Irrelevant Influence 
Incorrectly Identified

0

No Prediction Made

3
Table 34- Results from CHAID experiments upon artificial datasets

5.7.10 Real-World Datasets
The appropriate choice of parameters was not immediately apparent when CHAID was applied to the 
real-world datasets described in Section 5.4.1. This section describes how the experiments were 
performed.

When following the CHAID algorithm, each input is assessed for the quality of a split made according 
to that input. A suitable mask would contain all of those inputs deemed to have good quality splits 
associated with them. The quality of each split can be established by setting a threshold F-Test or x2 
value, according to which inputs to be retained for the mask are selected. The problem with creating 
such a heuristic is the choice of threshold value. During initial experiments, setting an appropriate 
threshold proved very difficult.

An alternative to the threshold values method was used, based upon CHAID's definitions of the split 
type. CHAID defines each potential split as being either 'default' or 'arbitrary'. 'Arbitrary' splits are 
defined as those predictors that are not competitors and not actively considered for splitting a particular 
node. Therefore, selected masks consist of those inputs that are defined as 'default1 and can be 
considered to be potentially useful in splitting the dataset.

Another issue to be considered is the choice of the minimum number of examples that a child or parent 
node must contain. Some of the datasets used contain small quantities of data, for example the 
Lymphography dataset contains as few as 148 examples. In such a scenario, even a split created using a 
genuinely influential input may achieve a low F-Test or x2 score if each split is forced to contain around 
50 examples. Here, reducing the minimum quantities with child nodes is justified and beneficial. 
Scenarios were set up such that a child node needed to contain 10% of the data.

Following the criteria outlined here, useful masks were generated. Results from LLR models created 
using the suggested masks are shown in Table 35. The quantities of examples correctly categorised 
were consistently higher than those created with a full mask. These results are compared with those 
obtained using other techniques in Section 5.7.11.

105



Paul Jarvis Feature Selection

Dataset

Income

Boston Housing

Breast Cancer

Lymphography

Algae 1

Algae 2

Algae 3

Algae 4

Algae 5

Algae 6

Algae 7

Average Score

Full Mask

52%

70%

42%

61%

45%

45%

55%

45%

55%

50%

40%

51%

CHAID Mask

80%

82%

61%

89%

75%

80%

65%

85%

70%

65%

75%

75%

Table 35- Results obtained from masks suggested by CHAID

5.7.11 CHAID conclusion
This section has described how CHAID operates and how it can be applied to various feature selection 

problems. Analysis of the CHAID algorithm has revealed how datasets can most appropriately be pre- 
processed in order to maximise the chances of obtaining high quality results. Continuous input values 

can be transformed using quantiles into discrete values that prevent CHAID from splitting the dataset 
equally. This means that splits are made according to similarities within the groups, rather than by 

symmetrical patterns, leading to more meaningful results. In addition, by disguising the order of the 
groups from CHAID, results can be verified by assessing whether groups have been placed into what is 

known to be the correct sequence.

Results achieved using CHAID are encouraging. Experiments performed using spatial datasets led to a 
genuine influence being correctly identified 70% of the time, with no incorrect predictions made at all. 

For real-world datasets, the predictive qualities of models created based upon masks suggested by 

CHAID are superior to those built using full masks.

5. 8 Comparison of Techniques
Three feature selection techniques have been used in this chapter, namely The Gamma test, The J- 
Score and CHAID. This section compares and analyses results achieved when the techniques were 

applied to a variety of datasets.

5.8.1 Experiment Results
Experiments were performed using a variety of datasets, described in detail in Appendix A and 
included on the attached CD. These datasets fall into two categories: Real-World datasets, based upon 

genuine data, and artificial Spatial Datasets specially created for these experiments.

5.8.1.1 Real-World Datasets
In order to make a direct comparison between the techniques, experiments were performed on the 

datasets described in Section 5.4.1. Conditions for these experiments were kept constant in order to
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maintain a level playing field for each technique. For the Gamma test and J-Score, a genetic algorithm 
search was employed with the only variable in the objective function being either the Gamma Score or 
the J-Score. Other factors such as mask length and gradient were ignored. The number of near 
neighbours remained constant, at ten. Of course, these factors may be adjusted in order to create further 
improvements in the results, but the aim at this stage is to compare the relative qualities of the Gamma 
test and J-Score with one another. As the masks obtained using the Gamma test and J-Score are not of 
the best possible quality, results should only be compared with those from one another and the full 
mask, but not CHAID. CHA1D was supplied with the same datasets, yet its results should only be 
compared with those of the full mask. A model was created and tested for the masks suggested by each 
technique. These models were created using LLR. Table 36 shows the percentage of correctly 
identified examples for the full mask compared with the masks chosen by The Gamma test and The J- 
Score.

Dataset

Income

Boston Housing

Breast Cancer

Lymphography

Algae 1

Algae 2

Algae 3

Algae 4

Algae 5

Algae 6

Algae 7

Average Score

Full Mask

52%

70%

42%

61%

45%

45%

55%

45%

55%

50%

40%

51%

Gamma Mask

76%

70%

69%

89%

60%

75%

35%

45%

60%

60%

50%

63%

J-Score Mask

80%

80%

61%

72%

45%

50%

55%

80%

65%

70%

75%

67%

Table 36- Comparison of Gamma test and J-Score masks with a full mask 
Table 37 shows the percentage of correctly identified examples for the full mask compared with the 
masks chosen by the Gamma Test and CHAID. These results show that all three techniques have 
consistently achieved superior results to those obtained using the full mask to construct a model. 
Although CHAID appears to have been the most successful technique in these examples, it is not 
appropriate to conclude that it is necessarily superior to the other techniques, as noted above.
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Dafaset

Income

Boston Housing

Breast Cancer

Lymphography

Algae 1

Algae 2

Algae 3

Algae 4

Algae 5

Algae 6

Algae 7

Average Score

Full Mask

52%

70%

42%

61%

45%

45%

55%

45%

55%

50%

40%

51%

CHAID Mask

80%

82%

61%

89%

75%

80%

65%

85%

70%

65%

75%

75%

Table 37- Comparison of CHAID mask with a full mask

5.8.1.2 Spatial Datasets

Table 38 shows the relative success when each method was applied to the geographical datasets 
described in Section 5.4.2. These results have again shown strong performances from all three 
techniques, with a minimum 70% success rate. If the predictions had been made through random 
choice, an 8.333% success rate would have been achieved. The Gamma test has performed most 
effectively out of the three techniques. When analysing genuine geographical datasets where strong 
evidence is necessary before any conclusion may be drawn, it would be beneficial to apply all three 
techniques to the dataset. If all three point towards the same factor being influential, this will add 
support to the argument.

Correct predictions

No prediction made

Incorrect predictions

Gamma test

8

0

2

J -Score

7

0

3

CHAID

7

3

0

Table 38- Comparison of predictions made with geographical datasets 
Table 39 shows the results when the three techniques are used in combination to identify an influential 
feature. The three scenarios that the J-Score incorrectly assessed are the same as those which do not 
display any strong trend during CHAID analysis and also coincides with the two scenarios the Gamma 
Test incorrectly assessed. By requiring all three techniques to identify the same feature as being 
influential, all incorrect predictions are eliminated. The use of the three techniques in combination with 

one another demonstrates their complimentary nature.

Correct Prediction

7

No Prediction

3

Incorrect Prediction

0
Table 39- Predictions using the three techniques in combination

5.8.2 Experiment Conclusions
Results from the experiments performed throughout this Chapter have shown that the Gamma test, the 
J-Score and CHAID have all produced strong results. The techniques may be applied to a variety of

108



Paul Jarvis Feature Selection

feature selection problems and results can be presented with confidence. If all three techniques suggest 

that the same conclusion should be drawn, greater confidence can be placed in the results. Therefore, 

the techniques can be used as complements to one another, rather than alternatives.

5.9 Conclusion

5.9.1 Chapter Summary
This chapter has described feature selection problems and how several techniques can be used in 

combination with one another in order to tackle such problems.

If a collection of features (the inputs) are theorised to have an influence upon another feature (the 

output) in a dataset, mathematical modelling techniques such as Artificial Neural Networks or Local 

Linear Regression can be used to construct predictive models. The quality of the predictive models is 

maximised if unhelpful (i.e. irrelevant or noisy) features are not included. Feature selection techniques 

can be used to aid the selection of the appropriate inputs.

Where large quantities of attributes are available, it is infeasible to assess the quality of every available 

mask. By following a heuristic, the quantity of masks assessed can be reduced to a practical size. If the 

heuristic is successful, the mask that is optimal or close to optimal will be found. Section 5.2 describes 

The Genetic Algorithm, a technique that has been employed successfully in this chapter. With an 

effective objective function that guides the GA in its search to find the most suitable masks, good 

quality masks can be found in an efficient manner. Only models based upon those masks containing the 

most useful attributes need then be created.

Three different techniques are described that can be used to assess the qualities of the features within a 

dataset. The Gamma test, described in Section 5.3, provides an estimate of the noise levels that are 

likely to be present within for a selection of features. By estimating the likely MSB of a model 

constructed based upon a particular selection of attributes, the Gamma test can qualify the relative 

usefulness of the attributes. The Gamma test is included in the objective function to guide a GA, so as 

to discover the most appropriate masks.

Consideration of the mathematics behind the Gamma test inspired the development of the J-Score, 

described in Section 5.5. The J-Score is calculated by considering the locations of near neighbours in 

order to qualify the usefulness masks of attributes and can be incorporated into the GA objective 

function as an alternative or complement to the Gamma test.

Section 5.7 describes CHAID, a classification tree feature selection technique. CHAID splits the 

dataset into groups at intervals according to the input values and the effect that the split has had upon 

the output is assessed. Where the groups of output values display distinct differences from one another, 

the split is considered to be of high quality. The process is repeated for each available input, giving an 

indication of the extent of the influence that each input has upon the output.
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Before CHAID was applied to the datasets, appropriate heuristics were created for pre-processing the 

raw data. The pre-processing aids the CHAID algorithm as it attempts to find the input and the split 

that will create the most distinct groups of output values.

The utility of the three techniques is demonstrated in this chapter by applying each to a selection of 

feature selection problems. Several genuine datasets are analysed that vary in terms of the number of 

potential features and the amount of vectors that are available. Artificial spatial datasets are also created 

and analysed. By analysing such a variety of datasets, the flexibility of the techniques is demonstrated. 

Analysis of the artificial datasets shows how visual data can be translated into a numerical format and 

meaningful results extracted.

Results obtained are consistently strong. For the real-world datasets, predictive models built using 

masks suggested by the Gamma test, J-Score and CHAID are repeatedly superior to those built using a 

full mask. When artificial spatial datasets are analysed, the genuine influence is correctly identified by 

all three techniques on a regular basis. Section 5.6 shows how the J-Score has also been successfully 

applied to a challenging real-world problem, namely housing price forecasting.

5.9.2 Contribution to Knowledge
A new feature selection technique, the J-Score, has been developed. The J-Score is a useful technique 

that can serve as a complement or alternative to the Gamma test. The utility of both the J-Score and 

Gamma test has been demonstrated in experiments that were performed using a wide variety of 

problem types.
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6 Determining Geographical Causal Relationships
This chapter describes the complete process that has been followed to test a cause and effect 

hypotheses, relating to the influence of external factors upon the spatial distribution of a phenomenon. 

Techniques that have been described in previous chapters are combined and applied to artificial 

datasets and ultimately the leukaemia dataset initially supplied.

The aim of this research is to analyse spatial datasets in such a way as to determine whether causal 

relationships exist between potentially influential external factors and the spatial distribution of a 

phenomena such as a disease. Chapters 3 to 5 have described various techniques that, if applied in an 

appropriate manner, can be used to elicit useful information from datasets. This chapter will show how 

these techniques can be used in a complementary fashion to verify the existence of any causal 

relationship that is present in the dataset. In experiments described in Section 5.4.1, the aim of the 

feature selection techniques was to identify a selection of inputs that would ultimately be used to 

construct a predictive model. Here, however, no predictive model is constructed: the aim is to correctly 

identify those factors that have a genuine influence upon case distribution. Establishing the quality of 

the techniques created and applied in this research vindicates the title of this thesis: "Determining 

Geographical Causal Relationships Through the Development of Spatial Cluster Detection and 

Feature Selection Techniques ".

Geographical causal relationships can be determined by applying the following process:

1. Dataset analysed by CLAP

2. CLAP results pre-processed

3. Pre-processed results analysed by: 

a. Gamma test 

b. J-Score 

c. CHAID

4. Results analysed, conclusions drawn.

6.1 Artificial Dataset Analysis
This section describes how the process is applied to an artificial dataset.

6.1.1 Dataset Generation
Section 4.2 describes the data generator that has been created for this research. The scenario described 

in section 5.4.2 containing 12 different hazard types was used once more as a basis for this example. 

3150 cases were generated, strongly influenced by hazards A and J. 350 background cases were also 

generated, making a total of 3500 cases for analysis, 10% of which are background. The layout of these 

cases is shown in Figure 6.1, while the details of hazard symbols are shown in Figure 6.2, with the 

influential hazards shaded blue, other hazards shaded red. Cases are shown as black squares. Note that
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the density of distribution is not apparent in this image, as multiple cases may be positioned in the same 
location.
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Figure 6.1- cases generated for this experiment are shown in black
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Figure 6.2- Hazard types and corresponding symbols

6.1.2 CLAP Analysis
CLAP was applied to the artificial dataset, revealing clusters of cases. These clusters varied in strength, 
ranging between zero and 100% Poisson probability.

6.1.3 Filtering vectors
As described in section 3.3.2, CLAP was initially designed to record the details of all clusters that are 
discovered with a probability below 10%. CLAP was subsequently altered to retain details for all 
clusters in order to supply negative results for analyses such as this. Retaining so many pieces of data 
creates a problem, as due to the expansion process it is possible for the same location to have several 
clusters associated with it that may have vastly different probabilities. For example, one location may 
have a very strong small cluster and a weak large cluster, in effect providing both positive and negative
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results. Conflicting information will have unhelpful repercussions when the Gamma test attempts to 

understand the data it is provided with. An additional problem was caused by the fact that identical 

results would have been created where multiple cases had been generated in the same location. Such 

identical results are also unhelpful to the analysis of the Gamma test, J-Score and CHAID.

In order to compensate for the multiple results at one location, the clusters were filtered so that for each 

location only the cluster with the lowest Poisson probability value was retained. The filtered clusters 

are shown in Figure 6.3. Clusters with probability values below 1% are shaded black, clusters with 

probability values between 1% and 30% are shaded green, while other clusters are shaded purple.

'-J"* . r '• - '

« f •* r •• •&*.''• '
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Figure 6.3- Cluster locations

6.1.4 Pre-processing data
Having analysed the dataset and identified the locations of clusters of cases, the next step in the 

investigation is to make connections between the clusters and the potential hazards in order to identify 

which hazards (if any) have had an influence on case distribution. To do this, the results must be put 

into a format that is suitable for use with the Gamma test and other feature selection techniques. 

Effectively, the geographical features visually represented in Figure 6.1 must be translated into a series 

of numerical inputs and outputs that can be understood by the techniques used.
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6.1.4.1 Inputs

Inputs needed to be designed such that the relative influence of each hazard could be evaluated. This 
was done by calculating the distance between the edge of the cluster and the nearest hazard of each 
type. A typical selection of inputs and outputs could appear like those shown in Table 40. Each cell 
displays the distance in metres of a particular cluster from the closest example of each particular 
hazard. Each input was subsequently normalised to range between -0.8 and 0.8, so as to prevent one 
input from dwarfing another and appearing to be more relevant than was the case.

A

39950

39839

34471

B

22469

22269

19383

C

19670

19590

19011

D

25835

25932

28030

E

52884

52538

46650

F

22517

22199

16935

G

52803

52456

46703

H

13682

13408

9466

I

37700

37900

41453

J

90742

90561

87469

K

25842

37091

28467

L

5300

4940

1236

Prob

4

1

78

Table 40- An example of an input-output table, prior to normalisation. The full table would contain many more
rows of data.

When the influence of the inputs is assessed, all three of the techniques employed assign a score to 
each input according to their estimated influence (i.e. the Gamma Value, J-Score, F-Test or £2 score). 
These scores are assessed and conclusions are drawn about the significance of each input.

The scores obtained by each input are compared with scores obtained by other inputs. If one input 
achieves a score that is distinct from the scores of all other inputs, then it is an indication that there is 
something unusual about the relationship between the input and the output. A reasonable number of 
alternative scores are required in order to establish that the distinct score has not occurred by chance. In 
the examples where 12 inputs are used, the results are sufficiently accurate to suggest that 12 is a 
reasonable benchmark for reliable results. However, if there are fewer potential hazards under 
investigation, fewer inputs will be available. Under such circumstances, it becomes beneficial to obtain 
alternative inputs through some other method. Two options exist to provide these alternative input 

values:

• 'Dummy' Hazards. A geographical feature that is not suspected to be influential in the 
distribution of the phenomena can also be tested. For example, the locations of postboxes, 
dental surgeries or children's play areas should provide insignificant results that will help to 

highlight any genuine results, should they occur.

• Randomising Distances. The distance values for an already analysed input can be retained, but 
placed in a completely random order. Randomising the distances will remove any trends from 
the data, effectively making a completely new input that should provide insignificant results.

6.1.4.2 Outputs
Poisson probability can be used for a continuous output. For a discrete output, clusters can be classified 
as significant or non-significant according to the criteria described in Section 4.3.1.5. The continuous 
output was used in these experiments as it is suitable for use with all three techniques.
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6.1.5 Gamma test Analysis
The Gamma test was used to assess the quality of masks containing only one input was compared, in 
order to identify a genuine influence. The Gamma Values for all twelve inputs considered on an 
individual basis are shown in Table 41. The lowest value found here is 0.257, corresponding to Input J 
which is indeed a genuine influence. For this value to be considered significant, it must be distinct from 
Gamma Values achieved by other inputs. Experiments performed in Section 5.4.2 demonstrate that a 
margin of difference of more than one standard deviation from than the mean of the Gamma Values is 
sufficient to conclude that the input is significant. Here, the mean is 0.3004, with a standard deviation 
of 0.0189, making the target value 0.2815 for an input to be considered significant, according to the 
Gamma test. Input J achieves this target, therefore the conclusion that can be drawn from analysing the 
dataset using the Gamma test is that Input J has had a strong influence upon the distribution of cases. 
This conclusion is correct.

Input

Gamma 
Value

A

0.303

B

0.290

C

0.289

D

0.309

E

0.305

F

0.287

G

0.303

H

0.333

1

0.321

J

0.257

K

0.305

L

0.303

Table 41-Gamma Values for individual inputs

6.1.6 J-Score Analysis
The dataset was examined using the J-Score as the only criteria for evaluating datasets. Table 42 shows 
the appropriate J-Scores for each input.

Input

J-Score

A

1.694

B

1.631

C

1.611

D

1.638

E

1.663

F

1.610

G

1.644

H

1.722

I

1.677

J

1.529

K

1.641

L

1.643

Table 42- J-Scores for individual inputs 
The mean value of the J-Scores is 1.6419, with a standard deviation of 0.0483, making a target value of 
1.5936 for an input to be considered significant according the J-Score. Input J has the lowest J-Score of 
1.529, achieving the target. Again, the correct conclusion drawn is that Input J has had a strong 

influence upon the distribution of cases.

6.1.7 CHAID Analysis
An additional pre-processing step (first described in Section 5.7.7) was necessary before CHAID was 
applied, with the inputs in the dataset changing from continuous to discrete. The values for each input 
were split into ten quantiles and relabelled, such that the lowest 10% values for each were labelled 'A', 
the next 10% were labelled 'B', etc. The top five quantiles were combined and labelled 'J'. Outputs 

remained continuous.

The strongest predictors and their corresponding F-Test values according to CHAID are listed in Table 
43. The table also notes whether the trend is 'false' (also described in Section 5.7.7.3). Table 43 shows 

that Inputs E and J are the only potentially useful Inputs according to CHAID as they are the only 
inputs where the splits have not revealed a false trend. Input A has once more not displayed any serious
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influence upon the strength of nearby clusters. Neither Input E nor J have particularly encouraging F- 
Test scores approaching the threshold value of 100.

Predictor

B

J

E

K

C

A

F-Test Value

50.2

36.39

35.4

28.46

21.73

7.45

False Trend?

False

Genuine

Genuine

False

False

False
Table 43- F-Test values for best ranked predictors 

Section 5.1.7.4 describes how it is sometimes possible to improve F-Test scores by merging quantiles 
that are not particularly distinct from one another. The potential for such mergers was investigated. 
CHAID initially split Input E such that quantiles formed three groups: A (mean output value= 27.25), B 
(mean output value= 42.33), and C-D-E-J (mean output value= 57.9). The F-Test score in this example 
cannot be improved by merging quantiles, as none of the groups display similar output values. Input J 
meanwhile, was split such that quantiles formed four groups: A-B (mean output value= 26.85), C 
(mean output value= 49.58), D-E (mean output value= 51.77) and J (mean output value= 59.33). The 
mean output values for the groups containing quantiles C, D, E and J are quite similar. Therefore, these 
quantiles were combined and CHAID re-applied to the dataset, now containing quantiles 'A' and 'B' 
(the lower two 10% quantiles for Input J) with the remaining 80% of the values labelled as 'J'. The F- 
Test value obtained with the new dataset was 102.35, just above the 100 threshold.

Once more, the correct conclusion that can be drawn from analysing the dataset using CHAID is that 
Input J has had a strong influence upon the distribution of cases.

6.1.8 Conclusion
The Gamma test, The J-Score and CHAID have all correctly identified Hazard J as being influential in 
case distribution. The fact that all three techniques suggest the same conclusion means that the results 
can be presented with confidence. The experiments performed here demonstrate the ability of the 
process employed to identify an influence upon case distribution within a spatial dataset. Results from 
further examples are listed in Section 5.8.1.2.

6.2 An Equivalent to the Leukaemia Dataset
Prior to examining the Leukaemia dataset, equivalent experiments were performed upon specially 
created datasets in order to establish appropriate parameters for the genuine analysis.

The genuine leukaemia dataset contains around 8000 cases within a population of 2.7 million. In order 
to conduct equivalent experiments under the same circumstances, an equivalent dataset was generated 
that also contained 8000 cases. The dataset was generated based upon the SurPop population points 
(described in Section 3.2.4), with the locations of genuine geographical features used as potential 
hazards. The features used included some that were hypothesised to be influential (described in Section
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2.1), while others, such as dental surgeries and GP surgeries, were known to be irrelevant. The 

irrelevant features provide a standard against which the potentially influential features can be judged, 

as described in Section 6.1.4.1.

6.2.1 Detecting relationships of variable strength

The extent to which the genuine causal factor is responsible for the total quantity of cases within a 

study area is an important factor when attempting to determine causal relationships. In other words, 

what proportion of the cases present is actually related to the causal factor and what proportion is 

unrelated, containing background cases? The answer to this question will have a major impact upon the 

ease with which the relationship can be detected: if 100% of the cases are closely clustered around the 

causal factor, the relationship should be simple to establish. As the proportion of background cases 

increases, the clarity of the trend within the dataset becomes diluted and more difficult to identify. 

Datasets containing variable proportions of background and clustered cases were created and analysed 

so as to determine the ratio of clustered cases necessary for the genuine influence to be selected from a 

range of alternative data. Experiments were performed upon datasets containing 3000, 2000, 1000, 500, 

200 and 100 clustered cases, with additional background cases included such that each dataset 

contained a total of 8000 cases. Cases were generated such that they clustered within a range of 2000 

metres of a randomly chosen influence. The datasets are shown in detail in Appendix A and included 

on the attached CD. Figure 6.4 shows the scenario created with 2000 clustered cases (red squares) and 

6000 background cases (white squares). The 26 locations of the influential feature are shown as yellow 

circles.

Figure 6.4- 2000 clustered cases with 6000 background cases

117



Paul Jarvis Determining Geographical Causal Relationships

Initially, three 'dummy' hazards were included alongside the genuine hazard, with eight inputs 
consisting of randomised distances. However, it soon became obvious that the randomised distances 
were too easy to eliminate. Table 44 shows the J-Score and Gamma values for the dataset containing 
2000 clustered cases. The values calculated for randomised distances were much higher than not only 
the scores for the genuine hazard, but also the dummy hazards. This phenomenon was also apparent in 
all other datasets examined. The discrepancy between the irrelevant and randomised data is due to the 
geography of the dummy hazards that are typically located in conurbations and were often relatively 
near to stronger clusters. This led to very weak trends being detected among the dummy hazards. Such 
trends may not have been comparable to those detected with the genuine hazard, but are still strong 
enough that the randomised inputs are over-conspicuous.

Input 
Type

Gamma 
Value

J-Score

Genuine

0.185

1.238

Irrelevant

0.238

1.459

0.237

1.447

0.238

1.448

Randomised

0.250

1.499

0.257

1.507

0.255

1.506

0.252

1.509

0.251

1.509

0.255

1.521

0.248

1.502

0.253

1.502

Table 44- Gamma values and J-Scores for the dataset containing 2000 clustered cases 
If an experiment was performed to analyse the influence of an irrelevant feature and all other inputs 
consisted of randomised distances, the insignificant feature would appear to be significant. For this 
reason, the randomised inputs were discarded and experiments were repeated with all inputs relating to 
distances of clusters from genuine geographical features.

6.2.1.1 Gamma test and J-Score analysis

As anticipated, results from experiments performed upon datasets containing higher quantities of 
clustered cases distinctively indicated the correct causal factor. Table 45 shows the Gamma values and 
J-Scores obtained from these experiments. The genuine influence consistently achieves lower scores 
than the irrelevant influences, yet the difference between it and the nearest score for an irrelevant 
feature (Feature F) becomes less pronounced as the proportion of background cases increases. 
Following the criteria described in Section 6.1.5, the score of the genuine influence achieves the target 
score for both the Gamma test and J-Score with 500 or more clustered cases present (6.25% of the 
total). However, when 1000 or fewer clustered cases are included, Irrelevant Input F achieves Gamma 
and J-Scores that also achieve the target value. Under such circumstances, conclusions about the 
significance of the features cannot be drawn without further investigation. Inspection of the dataset 

revealed an interesting phenomenon.
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Influence Type

Quantity of 
Clustered 

Cases

Evaluation 
Technique 
(G=Gamma 

test,
J=J-Score)

Irrelevant A

Irrelevant B

Irrelevant C

Irrelevant D

Irrelevant E

Irrelevant F

Irrelevant G

Irrelevant H

Irrelevant 1

Irrelevant J

Irrelevant K

Genuine

Mean Score

SO

Target

100

G

0.176

0.171

0.166

^m
0.170

^m
0.171

0.174

0.178

0.170

0.169

0.168

0.005

0.170

0.165

J

1.225

1.227

1.212

1.220

1.223

P?7?

1.220

1.224

1.250

1.209

1.216

1.208

0.017

1.218

1.201

200

G

0.180

0.176

0.172

0.170

0.171

?nra
0.178

0.173

0.198

0.175

0.174

0.169

0.008

0.175

0.167

J

1.254

1.251

1.234

1.246

1.246

TUP

1.246

1.244

1.294

1.227

1.241

•B
0.024

1.241

1.216

500

G

0.190

0.191

0.183

0.197

0.186

$m
0.195

0.187

0.206

0.190

0.192

o.rr?
0.008

0.189

0.181

J

1.297

1.304

1.283

1.331

1.308

•I

1.308

1.295

1.357

1.282

1.294

1.22SI

0.034

1.294

1.260

1000

G

0.210

0.206

0.204

0.223

0.205

••

0.210

0.207

0.225

0.202

0.204

b.fad
0.012

0.206

0.194

J

1.361

1.355

1.341

1.396

1.363

1.302

1.358

1.367

1.418

1.331

1.352

1*1

0.047

1.348

1.302

2000

G

0.238

0.237

0.238

0.244

0.243

0.222

0.241

0.246

0.256

0.231

0.235

^m
0.018

0.235

0.217

J

1.459

1.447

1.448

1.472

1.474

1.394

1.463

1.485

1.495

1.437

1.452

!1.238

0.068

1.439

1.370

3000

G

0.258

0.257

0.260

0.257

0.261

0.233

0.258

0.270

0.277

0.253

0.250

0.1 Ti

0.027

0.250

0.223

J

1.494

1.486

1.487

1.481

1.507

1.416

1.498

1.528

1.506

1.486

1.475

mi
0.097

1.461

1.364
Table 45- Gamma Values and J-Scores for all experiments. Scores that are lower than the target are highlighted. 

Figure 6.5 shows the locations of the two instances of Feature F (orange circles), along with the 
clusters with Poisson probability values of lower than 1% (blue dots) for the scenario containing 1000 
clustered cases. Population points are shown as grey dots. Note that the strongest clusters happen to be 
located almost as far away as possible from the feature in question. The Gamma test and J-Score have 
identified a strong trend relating to the feature, however following manual investigation of the dataset it 
becomes apparent that the trend is in fact negative. The input can therefore be eliminated as a genuine 
influence. The following section demonstrates how the role of the manual investigation may also be 
performed through the application of CHAID to the dataset, once more demonstrating the benefits of 
analysing the dataset using multiple techniques.

Re-examination of Table 45 ignoring Irrelevant Influence F reveals that the genuine influence will now 
be identified with 500 clustered cases by both techniques. With 200 clustered cases, the genuine 
influence is still the most significant, yet no conclusion can be stated with much confidence based upon 
this result as the Gamma test score does not achieve the required criteria. With these values in a 
scenario with an unknown genuine influence, no prediction would be made. With 100 clustered cases, 
the effect has become too weak to identify and again no prediction would be made based on this 

evidence.
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Figure 6.5- strong clusters are located far from this irrelevant feature

6.2.1.2 CHAID analysis

CHAID was applied to the datasets containing varying proportions of clustered and background cases. 
Initial experiments with the data distributed into ten quantiles proved unsuccessful, even with the 
relatively straightforward scenario containing 50% clustered cases. Examination of the datasets 
revealed that the lack of success was due to the distance thresholds imposed by the quantiles. Cases in 
this scenario are clustered much more tightly around the influential features than those in the examples 
in Chapter 5. Therefore, cluster strength weakens within a shorter distance of each feature than 
occurred in Chapter 5. After 2000 metres, the clusters are no longer significant, yet the first quantile 
includes clusters up to a range of approximately 6000 metres. By altering the quantiles such that the 
first quantile imposes a threshold of approximately 2000 metres for each input, CHAID was capable of 
producing good quality results.

CHAID results were analysed using the heuristic proposed in Section 5.7.8.1:

> A hazard is considered to be a genuine influence, if all of the following three conditions are 

satisfied:

1. The F-Test score is above 100.

2. A false trend is not evident.

3. There are no other hazards with genuine trends that have higher F-Test scores.
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Table 46 shows the five features with the highest F-Test scores for each dataset. For each genuine 
trend, quantiles are combined in an attempt to improve the F-Test score.

Clustered cases 
in dataset

100

200

500

1000

2000

3000

4000

Influence

Irrelevant H

Irrelevant K

Irrelevant C

Irrelevant B

Genuine

Genuine

Irrelevant H

Irrelevant C

Irrelevant A

Irrelevant K

Genuine

Irrelevant K

Irrelevant H

Irrelevant C

Irrelevant E

Genuine

Irrelevant E

Irrelevant J

Irrelevant C

Irrelevant K

Genuine

Irrelevant H

Irrelevant G

Irrelevant C

Irrelevant K

Genuine

Irrelevant G

Irrelevant E

Irrelevant C

Irrelevant K

Genuine

Irrelevant G

Irrelevant K

Irrelevant E

Irrelevant C

F-Test

56.76

32.33

28.47

28.20

19.64

32.57

32.55

32.00

30.88

27.64

48.22

33.90

26.99

17.26

24.36

77.03

56.02

54.18

38.34

31.58

171.15

30.47

24.49

23.18

18.67

234.03

34.47

32.58

27.29

23.85

310.28

43.43

32.83

29.05

20.38

Trend

FALSE

FALSE

FALSE

GENUINE

GENUINE

GENUINE

FALSE

FALSE

FALSE

FALSE

GENUINE

FALSE

FALSE

FALSE

FALSE

GENUINE

FALSE

FALSE

FALSE

FALSE

GENUINE

FALSE

GENUINE

FALSE

FALSE

GENUINE

GENUINE

FALSE

FALSE

FALSE

GENUINE

GENUINE

FALSE

FALSE

FALSE

Potentially 
Improved 

F-Test

20.53

76.49

136.16

215.28

317.18

735.88

84.64

1056.91

116.61

1464.28

162.98

Table 46- F-Test scores for best 5 features in each dataset 
As expected, detection of the genuine influence becomes more difficult with fewer clustered cases 

present in the dataset. Initial analysis of the datasets allowed the genuine influence to be correctly
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identified where 2000 or more clustered cases are present, in common with the results from the Gamma 
test and J-Score. By combining some quantiles, CHAID was capable of selecting the genuine influence 
with 1000, 500 or even 200 clustered cases, albeit with less confidence than scenarios where higher 
proportions are present. With only 200 clustered cases, the threshold F-Test score of 100 is only just 
reached, implying little confidence in the result. Irrelevant Influence F was shown in Section 6.2.1.1 to 
have a strong trend that was assumed to in fact be negative, with strong clusters located far from the 
influence. CHAID analysis provides evidence that there is no positive trend relating to Influence F. In 
the scenario containing 500 clustered cases, only two clusters are located within 2000 metres of 
Influence F and hence appear in the first quantile when the data is transformed for CHAID analysis. 
The two clusters have a mean Poisson probability of 44.67, indicating that there are no strong clusters 
in the immediate vicinity of the Influence. As the distance from the Influence increases, the mean 
probability falls, contrary to expectations if the influence is genuine. Influence F also achieves poor F- 
Test scores for all scenarios examined, as shown in Table 47. None of these scores approach anywhere 
near the quality required to make positive claims about the influence of the feature in question.

Clustered cases in 
dataset

100

200

500

1000

2000

3000

4000

F-Test score for 
Irrelevant Influence F

6.43

6.63

5.88

6.05

7.21

4.44

4.06
Table 47- F-Test scores for Irrelevant Influence F

6.2.1.3 Equivalent Dataset Conclusion

Analysis of datasets containing variable proportions of clustered and background cases unsurprisingly 
reveals that detection of causal relationships becomes more difficult as the proportion of background 
cases increases. In these experiments, the correct relationship was confidently identified when one or 
more case in every eight was a clustered case. When the extent of the clustering falls below this level, 
the correct relationship is hinted at, yet there is insufficient evidence to draw any strong conclusions.

6.3 The Leukaemia Dataset Analysis
This section describes analysis of the leukaemia dataset. Experiments were performed to establish 
whether any causal relationships can be determined between the genuine Leukaemia dataset and 
several features that were identified in past research described in Section 2.1 as being potential causal 

factors.

6.3.1 CLAP Analysis
CLAP was applied to the leukaemia dataset. Figure 6.6 shows a representation of the results obtained, 
while Figure 6.7 shows the results filtered to include only those clusters that are significant at the 1% 

level. Figure 6.8 shows the key to the significance levels.
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Figure 6.6- CLAP output for the leukaemia dataset Figure 6.7- Clusters significant at the 1% level

1% 2% 5% 10% 100%

Figure 6.8- Key to Poisson significance levels for clusters in the leukaemia dataset

Due to multiple testing, there are a large number of clusters that are significant at the 1% level. A more 
reliable impression of the distribution of the cases can be seen in Figure 6.9, where the clusters have 
been filtered in accordance with the criteria that were designed to compensate for the multiple testing, 
described in Section 4.3.1.5. These clusters can be considered to be strong.
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Figure 6.9- Strong clusters in the leukaemia dataset

Examples of two of these clusters are shown in Figure 6.10 and Figure 6.11. In these images, cases are 
shown as red dots, population points as blue squares. The cluster in Figure 6.10 shows nine cases that 
have been found within a circle of radius 400 metres, while the cluster in Figure 6.11 shows nine cases 
within a circle of radius 300 metres.

n n a
• 
n

a a

Figure 6.10- A strong cluster of cases Figure 6.11- Another strong cluster

Note however what has occurred with some other clusters, an example of which is shown in Figure 
6.12. Here, clusters have occurred on the edge of a conurbation: some of these cases appear to have 
occurred in areas containing no population. This is not a weakness of CLAP itself, but accentuates the 
necessity for accuracy in the representation of cases and population.
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Figure 6.12- A cluster has been found on the edge of a populated area

6.3.2 Causal Relationship Analysis
The leukaemia dataset was analysed following the process described in Section 6.1. It was not possible 
to obtain data relating to all potential hazards described in Section 2.1, however co-ordinates were 
obtained for the following features:

• Landfill sites

• Estuaries

• Power Stations at Trawsfynydd and Wylfa

• Electric power lines (South Wales only)

• Petrochemical plant at Baglan Bay

These locations were analysed using the Gamma test, J-Score and CHAID in two different 
experiments, one covering the entire study area, the other only the region covered by the electric power 
line data. The results were compared with those from several genuine features that are known to be 
irrelevant.

6.3.2.1 Gamma test and J-Score Analysis
Table 48 shows the values obtained from the Gamma test and J-Score experiments. Analysis of the 
scores achieved here leads to the following conclusions:

> No trend is detected for landfill sites.

> A very weak trend has been detected for estuaries.

> A significant trend has been detected for nuclear power stations.

> A significant trend has been detected for Baglan Bay.
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Feature

Landfill Sites

Estuaries

Nuclear Power Stations

Baglan Bay

Irrelevant A

Irrelevant B

Irrelevant C

Irrelevant D

Irrelevant E

Irrelevant F

Irrelevant G

Irrelevant H

Irrelevant 1

Mean Score

SD

Target

Gamma Value

0.186

0.182

^m
•i
0.188

0.187

0.199

0.208

0.184

0.185

0.196

0.177

0.179

0.185

0.012

0.173

J-Score

1.211

1.191

mi
m
1.202

1.224

1.225

1.240

1.214

1.249

1.232

1.172

1.185

1.199

0.040

1.159
Table 48- Gamma values and J-Scores for several geographic features in the genuine leukaemia dataset. Scores

that achieve the target are highlighted.
The values obtained from both the Gamma test and J-Score for landfill sites and estuaries are no lower 
than those for several irrelevant features. In fact, for landfill sites, the scores are slightly higher than the 
mean scores. For estuaries, the values are lower than the mean, suggesting that a very weak trend has 
been detected. The estuary values do not however approach the target value, meaning that it would not 
be appropriate to read a great deal of significance into the results.

The values for the Nuclear Power Stations and Baglan Bay achieve the target scores for both the 
Gamma Value and the J-Score. This suggests that a trend is present for these two factors. Figure 6.13 
shows the locations of the Nuclear Power Stations and the Baglan Bay petrochemical plant in relation 
to clusters significant at the 1% level. The different operation methods of CHAID will indicate whether 
the trends are negative, but manual investigation can also be helpful. Figure 6.13 shows the locations of 
the features, while Figure 6.14, Figure 6.15 and Figure 6.16 show the locations at a smaller scale and 
show the clusters (key to cluster significance shown previously in Figure 6.8). The distance of nearest 
cluster to each feature that is significant at the 1% level is identified.
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Figure 6.13- The locations of the Nuclear Power Stations (A and B, orange) and the petrochemical plant at Baglan 
Bay (C, purple), with clusters significant at the 1% level (red)

Figure 6.14-Location A: Nuclear 
Power Station at Wylfa.

Nearest cluster significant at 1% 
level: 1.3km

Figure 6.15- Location B: Nuclear 
Power Station at Trawsfynedd.

Nearest cluster significant at 1 % 
level: 7.1km

Figure 6.16- Location C: 
Petrochemical plant at Baglan Bay.

Nearest cluster significant at 1 % 
level: 1.5km

The fact that the nearest clusters that are significant at the 1% level are at least a kilometre away from 

each feature and that there are weaker clusters in between is an indication that the trend is negative.

Data relating to power lines (of strength 132kv, 275kv and 400kv) was obtained that related only to 
South Wales. Table 49 shows the results when the experiments were repeated using only clusters that 

were situated within the region covered.
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Feature

Power Lines

Irrelevant A

Irrelevant 8

Irrelevant C

Irrelevant D

Irrelevant E

Irrelevant F

Irrelevant G

Irrelevant H

Irrelevant 1

Mean Score

SD

Target

Gamma Value

wm
0.166

0.165

0.172

0.187

0.169

0.184

0.171

0.166

0.163

0.168

0.014

0.153

J-Score

1.120

1.119

1.122

1.123

1.170

1.148

1.180

1.199

1.127

1.126

1.137

0.029

1.114

Table 49- Gamma values and J-Scores when only South Wales is analysed 

Analysis of the scores achieved here leads to the following conclusions:

> The Gamma test suggests a significant trend has been detected for electric power lines, while 

the J-Score has detected a weak trend.

The Gamma test value for power lines is well below the target value, suggesting a strong trend. The J- 

Score does not reach the target, yet it is well below the mean value, suggesting a weak trend. Figure 

6.17 shows the locations of the power lines (black) in relation to the clusters of variable strength (key 

to cluster strength shown previously in Figure 6.8).

Figure 6.17- Power lines and clusters
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With linear features such as power lines, it is not practical to make manual inspections of the proximity 
of strong clusters to the feature as when a small number of distinct features are under analysis. There 
are too many locations to inspect.

6.3.2.2 CHAID Analysis

The dataset covering the whole of Wales and the dataset covering South Wales only were analysed 
using CHAID. The results of the CHAID analysis are shown in Table 50 and Table 51.

Influence

Landfill Sites

Estuaries

Nuclear Power Stations

Bag/an Bay

Irrelevant A

Irrelevant B

Irrelevant C

Irrelevant D

Irrelevant E

Irrelevant F

Irrelevant G

Irrelevant H

Irrelevant 1

F-Test

21.40

16.30

3.69

51.46

23.25

19.17

37.80

11.27

31.65

23.40

14.65

38.85

26.20

Trend

FALSE

GENUINE

FALSE

FALSE

GENUINE

FALSE

FALSE

GENUINE

FALSE

GENUINE

FALSE

GENUINE

FALSE

Improved 
F-Test

8.18

68.99

9.46

50.42

89.47

Table 50- F-Test scores for potential influences across the whole of Wales

Influence

Power Lines

Irrelevant A

Irrelevant B

Irrelevant C

Irrelevant D

Irrelevant E

Irrelevant F

Irrelevant G

Irrelevant H

Irrelevant I

F-Test

7.452

34.176

27.147

8.572

12.235

37.396

30.008

22.798

32.5345

22.4667

Trend

FALSE

GENUINE

GENUINE

FALSE

GENUINE

FALSE

GENUINE

GENUINE

GENUINE

FALSE

Improved 
F-Test

78.7856

9.24

16.8323

34.17

17.02

45.947

Table 51- F-Test scores for potential influences across South Wales only 

Analysis of the scores achieved here leads to the following conclusions:

> No trend is detected for landfill sites.

> A very weak trend has been detected for estuaries.

> No trend has been detected for nuclear power stations.

> No trend has been detected for Baglan Bay.
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> No trend has been detected for electric power lines.

None of the influences examined achieved F-Test scores that satisfied the heuristic referred to in 
Sections 6.1.7 and 6.2.1.2. Landfill sites have a false trend, with a weak F-Test score.

Estuaries achieve a genuine trend, yet the trend is very weak, approaching nowhere near the target F- 
Test score of 100.

The nuclear power stations that had achieved strong scores when analysed using the Gamma test and J- 
Score in Section 6.3.2.1 register a very weak score when analysed by CHAID. Only 12 clusters appear 
in the first quantile (i.e. are within 2000 metres of the influence) and their average Poisson probabilities 

are not lower than those clusters further away.

The trend detected by the Gamma test and J-Score at Baglan Bay is also shown to be negative: the 38 
clusters within 1500 metres of the site achieve a mean Poisson score of 40.56, compared with a mean 

of 22.86 for all other clusters. These results indicate that the clusters closest to the site are not strong.

The electric power lines had also displayed strong results during analysis by the Gamma test and J- 
Score. CHAID finds no significance in the dataset, with a low F-Test score and a negative trend.

6.3.2.3 Genuine Dataset Conclusion

Table 52 shows the results from the analysis of the features by the three techniques and the overall 
conclusions that can be drawn, based upon the analysis.

Influence

Landfill Sites

Estuaries

Nuclear Power Stations

Baglan Bay

Electric Power Lines

Gamma Test 
Conclusion

No trend

Weak trend

Strong trend

Strong trend

Strong trend

J -Score 
Conclusion

No trend

Weak trend

Strong trend

Strong trend

Weak trend

CHAID 
Conclusion

No trend

Weak trend

Negative trend

Negative trend

Negative trend

Overall 
Conclusion

No trend

Weak trend

No trend

No trend

No trend
Table 52- Conclusions from leukaemia dataset analysis 

Results from these experiments do not provide evidence that any of the geographical features examined 
have been influential upon the spatial distribution of leukaemia cases in Wales between 1990 and 2000.

Analysis of estuaries have provided evidence of a very weak trend, yet the values obtained for the three 

techniques are not at all close to the values required to claim that the trend is significant. Trends that 

have been detected for nuclear power stations, the petrochemical plant at Baglan Bay and electric 
power lines using the Gamma test and J-Score, have been shown to be erroneous following further 

analysis using CHAID.

None of the features examined meet the criteria that have been demonstrated elsewhere in this thesis to 

be necessary in order to draw positive conclusions. The lack of evidence for any geographical causal
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relationships may be due to the quantities of cases occurring as a direct result of any influence being 

too small for the relationship to be detected. It is also possible that these relationships do not exist.

6.4 Conclusion

6.4.1 Chapter Summary
This chapter has described how a spatial dataset can be analysed in such a way that geographical causal 

relationships present can be detected using the techniques described in Chapter 3, Chapter 4 and 

Chapter 5. Analysis of a generic synthetic spatial dataset demonstrates how such a dataset can be 

translated into a numerical dataset. Distances are calculated between each cluster discovered 

(regardless of significance) and a selection of geographical features. Some of the geographical features 

used may be hypothesised to be influential upon the spatial distribution of the cases, while additional 

features that are known to be irrelevant to the distribution may also be included. The calculated 

distances are used as input values for the numerical dataset, with the associated Poisson probability 

values used as outputs.

With a suitable dataset created, feature selection techniques can be used to determine whether 

relationships exist between any of the inputs and the output. The Gamma test, the J-Score and CHAID 

are applied to the dataset and results are analysed. In the experiment shown in Section 6.1, as well as 

the extensive experiments performed in Chapter 5, the success of these techniques is demonstrated. 

Accurate conclusions are drawn, with features that are known to be influential consistently identified.

Accurate identification of an influential feature becomes more difficult when a smaller proportion of 

the cases in the dataset have occurred as a direct result of the feature under investigation. Using the 

background population of the leukaemia dataset artificial datasets are generated. The datasets contain 

the same total quantity of cases as the genuine leukaemia dataset, but with variable proportions of 

clustered and background cases. Experiments performed using these datasets show that the techniques 

are successful at identifying the correct feature when one in eight cases within the dataset is influenced 

by it.

The leukaemia dataset is then analysed. Results do not provide evidence that any of the influences 

investigated have had an influence upon the spatial distribution of the leukaemia cases.

Experiments performed using artificial datasets have demonstrated that the techniques applied are 

capable of identifying influential features. Confidence in the techniques leads to confidence in the 

results obtained.

Using three different feature selection techniques to analyse the same dataset has been particularly 

beneficial as the techniques compliment one another, not only in terms of endorsing results obtained. 

The different methods of operation provide different types of information about the dataset. Where the 

Gamma test and J-Score identified a relationship between an irrelevant feature and the output, CHAID 

demonstrated that the relationship was negative.
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6.4.2 Contribution to Knowledge
Cluster detection and feature selection techniques have been developed and shown to be reliable in 

previous chapters. This chapter has shown how the techniques have been combined to assess whether 

geographical causal relationships are present within spatial datasets. The effectiveness of the technique 

has been demonstrated in experiments using synthetic datasets.

Experiments were performed to determine whether geographical causal relationships are present in the 

Leukaemia dataset. Five geographical features that have been identified in Section 2.1 as being 

potentially influential to the distribution of leukaemia were assessed. Results from these experiments 

do not support the hypothesis that any of the features have a significant effect upon leukaemia 

distribution.

132



Paul Jarvis Conclusions and Future Work

7 Conclusions and Future Work
This Chapter assesses how the research objectives have been addressed. The contributions to 
knowledge of the research are identified and areas of research in which further work is justified are 
also articulated.

7.1 Conclusions
The objectives of this research, as described in Section 1.4, were:

> Develop and evaluate an effective cluster detection technique that can analyse a spatial dataset 
in an accurate manner and supply useful and meaningful results.

> Assess the quality of feature selection techniques in terms of their ability to accurately identify 
the most appropriate mask of inputs from a selection of available attributes.

> Develop an analysis process that will allow cluster detection and feature selection techniques 
to combine to allow the determination of geographical causal relationships within a spatial 
dataset.

>• Analyse the leukaemia dataset and draw appropriate conclusions from the results obtained.

Chapters 3 to 6 have described research that has collectively addressed these objectives. This Section 
describes how each individual objective has been achieved.

7.1.1 Objective 1
Develop and demonstrate an effective cluster detection technique that can analyse a spatial dataset in 
an accurate manner and supply useful and meaningful results.

The Cluster Location Analysis Procedure (CLAP) has been developed. CLAP scans the study area, 
counting cases and population, and uses the Poisson formula to establish the significance of the actual 
number of cases found compared with the expected number. The development of CLAP is described in 

Section 3.

Evidence of CLAP's accuracy can be seen in the manner in which it is capable of differentiating 
between cases within a dataset that have been created specifically to be clustered and other cases that 
are unclustered. Through direct comparisons, results from CLAP are shown to be as accurate as those 
from existing techniques. Experiments using CLAP as part of a process to establish geographical causal 
relationships within a spatial dataset demonstrate that the results achieved are useful and can be 
employed in practical applications. Assessment of CLAP is described in Section 4.

7.1.2 Objective 2
Verify the quality of feature selection techniques that can accurately identify the most appropriate mask 

of inputs from selection of available attributes.

133



Paul Jarvis Conclusions and Future Work

Two existing techniques have been utilised to tackle feature selection problems, namely The Gamma 
test and CHAID. In addition, a new technique, the J-Score, has been developed (Jarvis et al, 2006). 
These techniques are described and analysed in Section 5.

The utility of the techniques is demonstrated in experiments performed using a variety of datasets 
containing different quantities of vectors and potential inputs. The input and output types were also 
varied, both continuous and discrete values being used.

The techniques are shown to be capable of selecting useful masks of inputs that can then be used to 
construct predictive models. The capacity of the techniques to identify one particular relevant input 
from a selection of irrelevant inputs is also demonstrated.

7.1.3 Objectives
Develop an analysis process that will allow cluster detection and feature selection techniques to 

combine to allow the determination of geographical causal relationships within a spatial dataset.

CLAP provides a probability value for each cluster that can be used as an output value. By calculating 
the distances between each cluster and a selection of geographical features a set of input values can 
also be created. Feature selection techniques can then be applied to the dataset to determine whether a 
relationship exists between the relative proximity of a cluster to a geographical feature and the 
probability value of that cluster. The application of these techniques is described in Section 6.

Experiments performed using synthetic datasets demonstrated that the analysis process was capable of 
accurately identifying a geographical causal relationship within the dataset.

The usefulness of CLAP (Objective One) is further demonstrated during this process, as the results 
retained can be filtered in exactly the manner desired by the user. This means that sufficient negative 
results are available to allow trends within the dataset to be detectable.

7.1.4 Objective 4
Analyse the leukaemia dataset and draw appropriate conclusions from the results obtained.

Analysis of the leukaemia dataset using the procedures developed does not reveal evidence supporting 
any hypothesis regarding the influence of the geographical features investigated. Although some weak 
relationships are detected, none match the established criteria to make any claims regarding their 

significance. The analysis is described in Section 6.3.

7.2 Contribution to Knowledge
Research described in this thesis has covered the topics of cluster detection and feature selection, with 

contributions made to these areas.
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7.2.1 Cluster detection
CLAP provides an alternative to existing cluster detection techniques. CLAP searches the study area in 
an efficient manner and results obtained are demonstrated to be reliable.

A novel method has been presented that allows visual geographic data to be translated into a numerical 
dataset. The dataset can then be analysed using feature selection techniques in order to establish the 
presence of causal relationships.

A technique has also been created that allows complex synthetic spatial-temporal point datasets to be 
generated. Points within the dataset can be designed to cluster around pre-determined locations and/or 
times, or to occur randomly (serving as 'background' cases).

7.2.2 Feature Selection
Development of The J-Score provides a useful technique that can serve as a complement or alternative 
to the Gamma test. Experiments were performed using a wide variety of problem types. Results from 
these experiments provide evidence of the utility of both the Gamma test and J-Score, and suggest that 
further investigation into their application is justified.

7.2.3 Leukaemia
Results from analysis of the leukaemia dataset do not support any existing hypotheses regarding 
influential geographical features.

7.3 Future Work
This section describes further research that can be undertaken, inspired by questions and issues that 

have arisen during the research performed.

7.3.1 Outputs from CLAP
In this thesis, Arc View has been used to display results from CLAP in a graphical manner. Generally, 
the qualities of ArcView have been sufficient to visualise the relevant information. Sometimes 
however, the results contained too many aspects to be displayed simultaneously. An alternative display 
method is presently under development. Several aspects must be considered in order to represent the 

clusters in a clear and concise manner.

ArcView does not represent clusters to scale. Although clusters can be altered manually to accurately 
reflect their radius, the accuracy is lost when the view is zoomed. The new technique represents 

clusters to scale, as shown in Figure 7.1.
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Figure 7.1- Clusters are represented to scale

Rather than use completely different colours to represent all different cluster strengths, different shades 

can be used as well. For example, clusters with probabilities below 1% may be blue, while clusters with 

probabilities between 1% and 5% may be red. Crucially however, the shade of red may vary across the 

probability range (perhaps 1.01% clusters are dark red, 4.99% clusters are light red). Figure 7.2 shows 

an example of how this system might appear.

Figure 7.2- These clusters have probability values of 1.01%, 4.99% and 0.92% (left to right)

A problem with Figure 7.2 is that will become difficult to see all clusters clearly if there are several 

within a small area. Clusters become more easily visible if they are hollow, as shown in Figure 7.3.

Figure 7.3- Hollow circles
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By adding an extra dimension to the circles, an additional piece of information can be displayed. By 
using cones, the time period can also be represented by the cone height, shown in Figure 7.4. The base 
of the cone points to the centre of the cluster, with the top of the cone representing the cluster size.

Figure 7.4- Cones

7.3.2 Input Distances and the J-Score
The J-Score analyses the relative proximity of near neighbours in terms of output distances. Consider, 
however the impact that input distances have upon the quality of model that can be constructed. 
Average input distance is entirely independent of the appropriateness of the mask. If the input distances 
are close, then it means that there are lots of records with comparable inputs. If a model is to be 
constructed by making comparisons with similar records then sufficient data must be available. 
However, the accuracy of a model built with close Input distances is not guaranteed. To be able to 
construct a good model, the output distances must also be close.

A value could be calculated in an equivalent manner to the J-Score, but using input distances instead of 
output distances. Such a value could potentially be used as an alternative to the M-Test.

7.3.3 Housing Market Research
The experiments performed in Section 5.6 leave much scope for additional research. The model created 
has been shown to be successful at predicting housing price fluctuations, but the ANN has been used as 
a 'black-box' technique. The individual elements that are used to create the model combine to assist in 
the predictive process, but their individual effects are not assessed. What happens to the predicted 
output when the value of one of the inputs increases or decreases? Does the prediction fluctuate in the 
manner that would be expected according to economic theory? To what extent does the input value 
need to vary for an effect on the output to be noticeable? How do its effects compare with other inputs?

7.4 Final Remarks
This research has demonstrated an effective method of analysing spatial datasets in order to determine 
geographical causal relationships. By combining a cluster detection technique with feature selection 
techniques, the appropriate feature can be identified from a selection of irrelevant features. The 
technique provides a sound basis for future research to be based upon. In particular the newly
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developed feature selection technique, the J-Score, provides interesting opportunities for further 
investigation.

Attempting to establish causal relationships between geographical features and a disease as serious as 
leukaemia is a controversial subject area. Compelling evidence is required for the existence of such a 
relationship before any conclusions can be drawn and action taken to prevent further cases occurring. 
Despite considerable research into the subject, the lack of such evidence may be seen as indicative of 
no causal relationship existing. However, it is also possible that relationships do exist, yet are too weak 

to be detected and verified rigorously. The relative lack of data available due to leukaemia's fortunately 
infrequent occurrence hinders the analysis. If several of the hypothesised influences are genuine, then 
in the analysis of any one particular feature there will be a very large proportion of cases that are 
unconnected to that feature, serving as 'background' cases and making identification of a relationship 
difficult.
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9 Appendices

9.1 Appendix A: Data and Results from experiments

9.1.1 CD
The attached CD contains various datasets and programs that have been described in this thesis. 

The topics covered on the CD are:

> CLAP
^ Criteria Limits
> Data Generator
> Detecting Relationships of Variable Strength
> Gamma Test and J-Score Program
> Openshaw/Brunsdon Analysis
> A Practical Application of the J-Score
> Real World Datasets
> Spatial Datasets
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9.1.2 Criteria Limits (Section 4.3.1.5)
In these images, 'clustered' cases are red, background cases are white. Cases that are considered to be 
significant when the appropriate criteria have been applied are surrounded by green circles.
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9.1.3 Openshaw/Brunsdon Spatial Datasets (Section 4.3.2)
In these images, cases are represented as red squares, population points as grey dots. Clusters that are 

deemed significant are purple. The 'answers' are shown as blue circles.

9.1.3.1 Openshaw Dataset

Image:

• ....

Clusters:
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9.1.3.2 Brunsdon Dataset 1

Image:

Clusters:
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9.1.3.3 Brunsdon Dataset 2

Image:

Clusters:
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9.1.4 Real-World Datasets (Section 5.8.1.1)

9.1.4.1 Algae

This dataset contained 10 inputs and 7 outputs. This was divided into 7 datasets with one output each. 

The data relates to 'the prediction of algal frequency distributions on the basis of the measured 

concentrations of the chemical substances and the global information concerning the season when the 

sample was taken, the river size and its flow velocity'.

Inputs

a-d = Season (categorical)

e-g = River Size (categorical)

h-j = Fluid velocity (categorical)

k-r = Chemical concentrations (continuous)

Output

Algal frequency

Criteria

Prediction must be within 0.16 (10%) to be correct.

9.1.4.2 Algae 1

Mask contents

Gamma test: abejlmopqr. 60% correct. 

J-Score: fpq 45% correct. 

CHAID: emopr 75% correct. 

Full mask: 45% correct. 

Tested for 20 examples.
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Actual result

-0.77862
-0.52383
-0.38664
0.522049
-0.56837
-0.72695
-0.27082
-0.26013
-0.49532
-0.19599
0.060579
0.097996
0.212027
-0.49176
-0.50067
-0.47751
-0.7804
-0.8
-0.8
-0.76971

Full Mask 
Prediction

-0.5584
1.048921
-0.71703
-0.27205
-0.61004
0.22513
-0.49545
-3.97908
-0.78692
15.18198
0.066099
0.090145
-14.1923
-0.51002
-0.48797
-0.35029
-1.00023
-0.7605
-0.89073
-0.75323

Gamma Test 
Mask Prediction

-0.64586
0.230697
-0.54472
0.554145
-0.35391
0.613999
-0.23876
1 .848293
-0.54625
1.283191
0.039328
-0.21445
-1.91815
-0.35077
-0.47399
-0.30384
-0.77978
-0.75341
-0.80678
-0.8821 1

J-Score Mask 
Prediction

-0.69246
-0.29212
-0.20187
0.271037
-0.35142
-0.46754
-0.23212
-0.4969
-0.32305
-0.26285
-0.14742
0.05308
-0.49504
-0.13362
-0.46146
-0.65583
-0.72409
-0.74937
-0.73829
-0.76034

CHAID Mask 
Prediction

-0.697
-1.53405
-0.48964
0.070103
-0.52036
-0.43064
-0.37381
-0.51942
-0.42017
-0.04991
0.114889
0.120999
0.257614
-0.26602
-0.35222
-0.36633
-0.77679
-0.70691
-0.89845
-0.72128

9.1.4.3 Algae 2

Mask contents

Gamma test: dhjmopq 75% correct. 

J-Score: ejmnoqr 50% correct. 

CHAID: jkmpq 80% correct. 

Full mask: 45% correct.
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Actual result

-0.8
-0.8
-0.69642
-0.6876
-0.53554
-0.8
-0.54435
-0.64573
-0.8
-0.73609
-0.61047
-0.8
-0.73168
-0.8
-0.8
-0.8
-0.8
-0.76253
-0.66336
-0.49807

Full Mask 
Prediction

-10.9235
-0.96563
-0.69296
-0.69069
-0.21093
-0.68287
-0.42497
-0.5468
-0.96429
-1.07773
-0.27513
2.30654
-0.77545
-1.44343
-0.73269
-0.81484
-0.80378
-0.44362
-1.13835
9.346335

Gamma Test 
Mask Prediction

-0.76936
-0.77194
-0.68449
-1 .25664
-0.59625
-0.79619
-0.53905
-0.41589
-0.87139
-0.67588
-0.46227
-0.07136
-0.49285
-1.03115
-0.7488
-0.76037
-0.81294
-0.66462
-0.77864
-0.45592

J-Score Mask 
Prediction

-0.75447
-0.85814
-0.58786
-1.47059
-0.43233
-0.5954
-0.33418
-0.68004
-0.59007
-0.25076
-0.64229
-1.13764
-0.46748
-0.47695
-0.69006
-0.76396
-0.77575
-0.5669
-0.68259
-0.13537

CHAID Mask 
Prediction

-0.75841
-0.76349
-0.59749
-0.29378
-0.27756
-0.83992
-0.67178
-0.61178
-0.78186
-0.37641
-0.58369
-0.78512
-0.90253
-0.64044
-0.7633
-0.77273
-0.78272
-0.79252
-0.54434
-0.34403

9.1.4.4 Algae 3

Mask contents

Gamma test: dfhimnopr 35% correct. 

J-Score: cfhlp 55% correct. 

CHAID: acefl 65% correct. 

Full mask: 55% correct.
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Actual result

-0.72466
-0.41256
-0.76413
-0.8
-0.3157
-0.70314
-0.6852
-0.8
-0.8
-0.8
-0.8
-0.46996
-0.8
0.071749
-0.8
-0.7139
-0.76054
-0.22601
-0.8
-0.72825

Full Mask 
Prediction

-1.08019
-0.60451
-0.6483
2.158331
-0.26282
-0.69869
-0.98299
-0.73514
-1 .76591
-0.79928
-0.69452
-0.96279
-0.85199
0.006553
-0.70158
0.18923
11.41216
-0.031
-0.89799
-0.74609

Gamma Test 
Mask Prediction

-0.741
0.048826
-0.63057
-0.82401
-0.65578
0.068291
-1.1826
-0.98934
-0.62454
-0.76465
-0.5464
0.062448
-1 .09506
-1.16037
-2.28905
-0.57329
-0.4101
0.075877
-0.71493
-0.77205

J-Score Mask 
Prediction

-0.78787
-0.71146
-0.7678
-0.60795
0.003766
-0.6494
-0.6115
-0.66377
-0.58015
-0.49092
-0.7325
-0.39251
-0.60936
-0.63796
-0.83863
-0.70097
-0.22748
-0.59544
-0.74021
-0.78907

CHAID Mask 
Prediction

-0.6739
-0.62493
-0.74211
-0.51913
-0.37954
-1.04237
-0.66034
-0.76347
-0.71378
-0.62245
-0.74482
-0.52337
-0.61945
-0.35864
-0.84787
-0.59124
-0.40377
-0.37231
-0.78415
-0.68926

9.1.4.5 Algae 4

Mask contents

Gamma test: abcdegijklmnopr. 45% correct. 

J-Score: begiklmop 80% correct. 

CHAID: fgklm 85% correct. 

Full mask: 45% correct.
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Actual result

-0.8
-0.8
-0.8
-0.8
-0.8
-0.8
-0.8
-0.75506
-0.8
-0.58876
-0.60674
-0.8
-0.71461
-0.71461
-0.8
-0.8
-0.8
-0.8
-0.8
-0.8

Full Mask 
Prediction

-0.19891
-1.21571
-0.43425
-0.5048
-0.93097
-0.787
-0.86489
-0.44743
-0.4238
-0.82265
-0.78521
-0.68245
-0.94421
-0.73769
-0.794
-0.54352
-0.94561
-0.94938
-0.79763
-1.13492

Gamma Test 
Mask Prediction

-1 .40042
-0.76639
-0.49003
-0.83383
-2.4763
-0.76586
-0.81057
-1.02044
-0.60244
-1 .09553
-0.73115
-0.62634
-0.99062
-1.12162
-1.42164
-0.69428
-0.83589
-0.91249
-0.80216
-1.24863

J-Score Mask 
Prediction

-0.85526
-0.74256
-0.47838
-0.78822
-0.82838
-0.76476
-0.86539
-0.75048
-0.62731
-0.51799
-0.7469
-0.81602
-0.64788
-0.50289
-0.93901
-0.53297
-0.8
-0.8
-0.8644
-0.8

CHAID Mask 
Prediction

-0.70362
-0.64205
-0.77434
-0.80317
-0.85131
-0.51561
-0.8125
-0.81686
-0.69023
-0,62136
-0.58272
-0.66796
-1.5793
-0.71145
-0.81566
-0.97285
-0.8
-0.8
-0.7847
-0.7828

9.1.4.6 Algae 5

Mask contents

Gamma test: adfhilmopqr. 60% correct. 

J-Score: ghkmnpq 65% correct. 

CHAID: fmnpq 70% correct. 

Full mask: 55% correct.
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Actual result

-0.62474
-0.61031
-0.8
-0.8
-0.77526
-0.23093
-0.63299
-0.6866
-0.74433
-0.5299
-0.8
-0.8
-0.75052
-0.75464
-0.8
-0.70103
-0.8
-0.8
-0.8
-0.8

Full Mask 
Prediction

-0.87224
-0.82602
-0.78132
-0.89129
-0.12996
-0.4227
-0.63828
-15.7633
-0.80891
-0.24012
-0.77151
-0.70912
-0.85743
-0.28004
-0.80391
-0.36016
-0.88966
-0.58063
-0.82683
-0.73631

Gamma Test 
Mask Prediction

-0.50267
-0.81299
-0.7976
-0.69788
-0.44232
-0.2373
0.095399
-0.87007
-0.76263
-0.73998
-0.78043
-0.79065
-0.72688
-0.60103
-0.77912
-3.54761
-0.79923
-0.5991
-1.01975
-0.82728

J-Score Mask 
Prediction

-0.63255
-0.94386
-0.79583
-0.80903
-0.55322
-0.24763
-0.82574
-0.62944
-0.70726
-0.75922
-0.65268
-0.45429
-1.14554
-0.772
-0.65509
-0.64603
-0.82379
-0.64574
-0.33387
-0.76949

CHAID Mask 
Prediction

-0.72679
-0.33053
-0.79683
-0.60595
-0.60969
-0.35063
-0.54562
-0.77553
-0.76738
-0.65915
-0.8
-0.7703
-0.64028
-0.80895
-0.77087
-0.50687
-0.81567
-0.52461
-0.49873
-0.77264

9.1.4.7 Algae 6

Mask contents

Gamma test: acdfhjkmopqr. 60% correct. 

J-Score: chijlnopq 70% correct. 

CHAID: nopqr 65% correct. 

Full mask: 50% correct.
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Actual result

-0.61216
-0.77737
-0.8
-0.76605
-0.8
-0.8
-0.8
-0.8
-0.67553
-0.8
-0.8
-0.51259
-0.8
-0.71174
-0.8
-0.76832
0.317963
-0.8
-0.757
-0.8

Full Mask 
Prediction

-0.75139
-1.02314
-0.65769
-0.14182
-0.51559
-0.8
-0.65086
-0.80066
0.771614
-0.7087
-0.51385
-0.58264
-0.11933
0.021112
-0.84204
-0.41655
-1.2779
-0.81794
-0.67717
-1.51786

Gamma Test 
Mask Prediction

-0.99582
-0.92348
-0.02199
-0.73975
-0.8237
-0.82823
-0.70403
-0.73117
-0.10631
-0.74864
0.075947
-0.6138
-0.82891
-0.64203
-0.95196
-0.5749
-0.53586
-0.61665
-0.91189
-1.09074

J-Score Mask 
Prediction

-0.78946
-0.7822
-0.81689
-0.68412
-0.8
-0.79931
-0.7419
-0.8
-0.50504
-0.78747
-0.60803
-0.27784
-0.8
-0.67335
-0.64169
-0.29618
-0.78579
-0.79089
-0.8
-0.8599

CHAID Mask 
Prediction

-0.57373
-0.79583
-0.35483
-0.56992
-0.8
-0.96144
-0.82005
-0.78541
-0.75098
-0.8
-0.88818
-0.68359
-0.74211
-0.45303
-0.6791
-0.54236
0.107814
-0.76466
-0.8
-0.83878

9.1.4.8 Algae 7

Mask contents

Gamma test: acegijkmnopqr, 50% correct. 

J-Score: eikqr 75% correct. 

CHAID: fkmoq 75% correct. 

Full mask: 40% correct.
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Actual result

-0.54177
-0.67342
-0.8
-0.7038
-0.8
-0.68861
-0.8
-0.60253
-0.8
-0.8
-0.8
0.759494
-0.8
-0.8
-0.8
0.724051
-0.8
-0.8
-0.8
-0.68354

Full Mask 
Prediction

-0.75336
-0.65438
-1.21445
-0.73045
0.31746
1.362175
-0.91584
-1.13797
-1.31554
-0.85977
-0.71756
-0.78692
-1.09175
-0.71124
-0.52055
0.509397
-1.02888
-0.81075
-0.84757
-0.8811

Gamma Test 
Mask Prediction

-495.2
-0.69798
-1.15898
-0.69502
-0.61072
3.488735
-0.79198
-0.80115
-0.80917
-0.82948
-0.75356
-1.41053
-0.80955
-4.02532
-0.56787
0.396745
-0.59431
-0.80657
-0.75964
-0.66733

J-Score Mask 
Prediction

-0.43681
-0.72484
-0.73265
-0.77225
-0.76889
-0.58643
-0.61272
-0.80157
-0.78148
-0.80769
-0.78626
-0.72362
-0.72634
-0.707
-0.9555
-0.11777
-0.80488
-0.79398
-0.4884
-0.57001

CHAID Mask 
Prediction

-0.23328
-0.7894
-0.75463
-0.76849
-0.74366
-0.76898
-0.6254
-0.69846
-0.8
-0.66312
-0.78349
-0.72552
-0.77148
-0.73062
-0.74544
-0.57107
-0.78531
-0.77841
-0.96239
-0.67885
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9.1.4.9 Boston Housing

This dataset contained 13 inputs. The data relates to the median value of properties in Boston, USA, 
according to several socio-economic factors.

Inputs

a = per capita crime rate by town (continuous)

b = proportion of residential land zoned for lots over 25,000 sq.ft. (continuous)

c = proportion of non-retail business acres per town (continuous)

d = Charles River dummy variable (1 if tract bounds river; 0 otherwise) (binary)

e = nitric oxides concentration (parts per 10 million) (continuous)

f = average number of rooms per dwelling (continuous)

g = proportion of owner-occupied units built prior to 1940 (continuous)

h = weighted distances to five Boston employment centres(continuous)

i = index of accessibility to radial highways (continuous)

j = full-value property-tax rate per $10,000 (continuous)

k = pupil-teacher ratio by town (continuous)

1 = the proportion of black residents by town (continuous)

m = % lower status of the population (continuous)

Output

Median value of owner-occupied homes in $1000's

Criteria

Prediction must be within 0.16 (10%) to be correct.

Mask contents

Gamma test: acefghjklm. 70% correct.

J-Score: aflm 80 correct.

CHAID: bcfhm 82% correct.

Full Mask: 70% correct.
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Actual result

-0.67556
-0.18489
-0.19556
-0.24178
-0.20978
-0.48711
-0.32
-0.66844
-0.288
-0.30222
0.263111
-0.288
-0.096
-0.35911
-0.40533
-0.24533
-0.32
0.8
-0.42311
-0.23822
-0.17422
-0.512
-0.25244
0.8
-0.096
-0.18133
-0.52978
-0.23822
-0.36622
0.252444
-0.45867
0.113778
0.8
-0.8
-0.67556
0.085333
-0.15644
-0.224
-0.24889
-0.68267
-0.09956
-0.14578
-0.17067
0.039111
-0.512
0.206222
-0.20622
-0.24178
-0.30578
-0.50489
-0.512
-0.10311
-0.29867
-0.36622
0.092444
-0.16356

Full Mask 
Prediction

-0.55754
-0.10604
-0.1856
-0.19942
-0.58129
-0.31951
-0.02043
-0.59391
-0.28412
-0.38931
0.144776
-0.35368
0.116855
-0.41912
0.264536
-0.12777
-0.27981
-0.71943
-0.78605
-0.0868
-0.27211
-0.61948
-0.07836
0.833465
-0.19994
0.271836
-0.35123
-0.4158
-0.87271
-0.05453
-0.4846
0.122717
0.847841
-0.72849
-0.67914
0.423114
-0.15586
-0.16214
-0.16031
-0.85839
-0.17866
-0.28868
-0.27153
0.039454
-0.48749
-0.06127
-0.20837
-0.17195
-0.2422
-0.46234
-0.43405
-0.20972
-0.33532
-0.376
-0.15465
-0.07543

Gamma Test 
Mask Prediction

-0.55754
-0.09876
-0.24163
-0.21802
-1.26387
-0.31951
-0.14599
-0.59391
0.064284
-0.38931
0.151974
-0.37254
0.177321
-0.41912
2.432487
-0.13747
-0.27981
-0.78244
-0.44064
0.087821
-0.06282
-0.61948
-0.07836
0.576833
-0.01991
-0.79252
-0.42698
-0.21187
-0.87271
-0.10515
-0.4846
0.122717
0.801154
-0.72849
-0.67914
-0.01258
-0.16388
-0.16214
0.584552
-0.85839
-0.15133
-0.19331
-0.32942
-0.02804
-0.5784
0.40904
-0.29775
-0.21949
-0.26884
-0.46234
-0.43405
-0.07605
-0.33532
-0.376
-0.14651
-0.0036

J-Score Mask 
Prediction

-0.41264
-0.12885
-0.31359
-0.12732
-0.17452
-0.42958
-0.32595
-0.67047
-0.19792
-0.47171
0.225206
-0.38264
-0.0149
-0.25799
-0.18656
-0.01686
-0.17683
0.726906
-0.45629
-0.1692
-0.16957
-0.4509
-0.17816
0.817649
0.056058
-0.15391
-0.41583
-0.19822
-0.64402
0.215436
-0.35384
-0.46165
0.68335
-0.61979
-0.76439
0.035327
-0.11132
-0.11639
-0.03776
-0.48298
-0.04257
-0.319
-0.20453
0.049098
-0.46517
0.251661
-0.34697
-0.20446
-0.29197
-0.48528
-0.36786
-0.12923
-0.35397
-0.61363
0.184837
-0.13145

CHAID Mask 
Prediction

-0.49231
-0.22306
-0.19561
-0.19586
0.073836
-0.46977
-0.41184
-0.66257
-0.26971
-0.42377
0.139437
-0.3648
-0.00327
-0.385
-0.98471
-0.61224
-0.23155
0.642667
-0.46977
-0.23291
-0.23965
-0.46593
-0.27532
0.662096
-0.1541
-0.46352
-0.41786
-0.21841
-0.46941
0.269846
-0.39596
0.086159
0.908043
-0.56463
-0.68272
0.069503
-0.13727
0.054999
-0.18791
-0.47891
-0.06319
-0.17152
-0.18442
0.048344
-0.41281
0.346509
-0.4224
-0.25458
-0.19872
-0.42824
-0.46329
-0.00241
-0.40611
-0.65914
0.003579
-0.14276
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9.1.4.10 Income

This dataset contained 14 inputs. The data relates to an individual's income (above or below $50,000 
per annum) according to socio-economic factors.

Inputs

a = Person's age (continuous)

b = Work type (categorical)

c = unknown (continuous)

d = Education level (categorical)

e = educational-num (unknown definition) (continuous)

f = marital-status (categorical)

g = occupation (categorical)

h = relationship (categorical)

i = race (categorical)

j = gender (binary)

k = capital-gain (continuous)

1 = capital-loss (continuous)

m = hours worked per week

n = native country (categorical)

Output

Income (under/over $50,000) (binary)

Criteria

Prediction must be within 0.8 (correct classification) to be correct.

Mask contents

Gamma test: abdghjklm. 76% correct.

J-Score: efklm 80% correct.

CHAID: efhjm 80% correct.

Full Mask: 52% correct.
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Actual result

0.8
0.8
-0.8
0.8
0.8
0.8
0.8
0.8
0.8
0.8
-0.8
-0.8
-0.8
0.8
-0.8
0.8
-0.8
-0.8
0.8
-0.8
0.8
0.8
0.8
0.8
0.8
0.8
-0.8
-0.8
0.8
-0.8
0.8
-0.8
-0.8
0.8
-0.8
-0.8
0.8
0.8
0.8
0.8
0.8
0.8
0.8
0.8
0.8
0.8
0.8
0.8
0.8
-0.8

Full Mask 
Prediction

0.810508
-0.79341
0.074501
0.8
0.8
0.8
0.8
0.769284
-1.06967
-1.70344
0.350847
-1.31233
2.419647
-3.43565
-0.07284
0.648556
0.959249
-0.43048
0.8
2.757265
-3.0814
0.8
-1.86211
-1.71485
0.8
0.8
-1.77338
-13.8799
-0.07608
1.577044
0.8
0.22608
-0.11847
1 .532521
-2.4
1.124149
0.8
0.402795
1.150533
0.8
-6.21474
0.805618
-6.48178
0.826836
2.377237
4.062023
0.8
0.8
0.563129
1.096169

Gamma Test 
Mask Prediction

-1.21616
0.108975
0.052109
0.127547
0.8
0.8
1.115768
0.588062
1.214966
0.31968
-0.97513
-0.18379
0.496085
-0.992
-0.08569
1 .064363
0.508206
-0.17285
0.583743
-0.8
0.8
0.8
0.803961
0.617054
0.8
0.8
-0.46137
-1 .96854
0.178802
-0.29317
0.8
0.178081
-0.62698
0.8
0.8
0.652704
0.8
0.936574
0.812553
0.8
0.285593
-1.30381
0.688626
-0.71057
0.146431
0.8
0.8
0.8
0.230684
0.783986

J-Score Mask 
Prediction

0.428508
0.574368
-0.52554
0.8
0.8
0.749819
0.8
0.221607
0.8
0.45014
-0.79018
0.386827
0.001266
-0.8569
0.313212
0.8
0.313212
-0.70856
0.83178
-1.0844
0.652452
0.630733
0.386827
0.820784
0.8
0.8
0.175883
-0.43383
0.8
0.45014
0.730066
-0.2664
-0.33466
0.681636
0.8
0.213214
0.8
0.733293
0.652452
0.8
0.234606
0.8
0.652452
0.45014
0.635245
0.508427
0.36233
0.8
0.45014
0.213214

CHAID Mask 
Prediction

0.8
0.31765
0.275374
0.8
0.8
0.8
0.8
0.198741
0.8
0.616699
0.294867
0.204331
-0.18258
0.386713
-0.02937
0.8
-0.02937
-0.47177
0.8
-1.01786
0.66683
0.8
0.035247
0.8
0.8
1.144359
0.327171
-0.09885
0.8
0.202086
0.8
-0.44635
-0.54069
0.8
0.8
0.225574
0.8
1.185247
0.8
0.8
-0.93109
0.8
-0.1286
0.492427
0.352932
0.371625
1.434742
0.8
0.227908
0.169578

A-27



Paul Jarvis Appendix A: Data and Results

9.1.4.11 Breast Cancer

This dataset contained 9 inputs. The data relates to the recurrence of breast cancer among patients 
according to medical factors.

Inputs

a = age (continuous)

b = menopause (categorical)

c = tumor-size (categorical)

d = inv-nodes (categorical)

e = node-caps (binary)

f = deg-malig (categorical)

g = breast (binary)

h = breast-quad (categorical)

i = irradiat (binary)

Output

Recurrence (binary)

Criteria

Prediction must be within 0.8 (correct classification) to be correct.

Mask contents

Gamma test: fl 76% correct.

J-Score: ae 61% correct.

CHAID: defig 61 correct.

Full Mask: 42% correct.
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Actual result

0.8
0.8
-0.8
0.8
-0.8
-0.8
-0.8
-0.8
-0.8
0.8
0.8
-0.8
0.8
-0.8
-0.8
-0.8
-0.8
-0.8
0.8
-0.8
-0.8
-0.8
-0.8
0.8
-0.8
0.8

Full Mask 
Prediction

-0.8
1.71172
-0.25897
-0.09012
6.215113
0.084154
-0.92473
0.372663
-0.59839
-0.15584
-0.30256
-0.92676
0.8
-1.76779
1.50303
-0.47486
-1.25908
-2.19636
-0.69478
-0.8
-0.58615
0.346154
-0.35628
-0.60509
-0.41964
-0.49014

Gamma Test 
Mask Prediction

-0.57585
0.092624
-0.37997
-0.24161
-0.04574
-0.04574
-0.71421
-0.04574
-0.04574
-0.57585
-0.04574
-0.04574
-0.04574
-0.57585
-0.04574
-0.37997
-0.37997
-0.37997
-0.37997
-0.71421
-0.37997
-0.04574
-0.37997
-0.71421
-0.37997
-0.71421

J-Score Mask 
Prediction

-0.46951
0.143274
-0.42574
-0.42574
-0.44763
0.099505
-0.44763
0.077621
-0.44763
-0.46951
-0.44763
-0.42574
0.12139
-0.42574
-0.44763
-0.42574
-0.46951
-0.44763
-0.42574
-0.42574
-0.44763
-0.44763
-0.46951
-0.40386
0.077621
-0.42574

CHAID Mask 
Prediction

-0.50627
0.974096
0.57084
-1 .05938
1.661741
0.715204
-0.54696
0.503898
-0.16416
-0.24332
0.373281
-0.37305
0.492789
-0.41389
-0.09365
-0.45182
-0.65981
-0.3441
-0.45182
-0.61441
-0.65981
-0.09275
-0.40452
-0.54696
-0.22008
-0.56686
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9.1.4.12 Lymphography

This dataset contained 18 inputs. The data relates to classification of lymphoma types according to 
medical factors.

Inputs

a = lymphatics (categorical) 

b = block of affere (binary) 

c = bl. of lymph, c (binary) 

d = bl. of lymph, s (binary) 

e = by pass (binary) 

f = extravasates (binary) 

g = regeneration of (binary) 

h = early uptake in (binary) 

i = lym.nodes dimin (categorical) 

j = lym.nodes enlar (categorical) 

k = changes in lym (categorical) 

1 = defect in node (categorical) 

m = changes in node (categorical) 

n = changes in stru (categorical) 

o = special forms (categorical) 

p = dislocation of (binary) 

q = exclusion of no (binary) 

r = no. of nodes in (categorical) 

Output

Class (categorical)

Criteria

Prediction must be within 0.2666 (correct classification) to be correct.

Mask contents

Gamma test: abegijkmqr 89% correct.
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J-Score: bghijimnopr 72% correct.

CHAID: bhmor 89% correct.

Full Mask: 61% correct.

Actual result

0.266667
0.266667
-0.26667
-0.26667
-0.26667
0.266667
-0.26667
-0.26667
-0.26667
-0.26667
0.266667
0.266667
0.266667
0.266667
0.266667
0.266667
-0.26667
-0.26667

Full Mask 
Prediction

0.753647
-0.83977
-0.2896
-0.27065
0.850688
0.266667
-0.17335
-0.30766
0.06238
-0.16809
-0.12982
-0.12138
0.604065
0.286567
0.224404
0.266667
-0.30331
-0.30041

Gamma Test 
Mask Prediction

0.266667
-0.15039
-0.26667
-0.37982
-0.2595
0.406822
-0.32464
-0.26667
-0.26667
0.002759
0.120867
0.152003
0.040202
0.418633
0.342185
0.347826
-0.26576
-0.3208

J-Score Mask 
Prediction

2.289254
0.266667
-0.26667
-0.17041
0.107602
0.266667
-0.16672
-0.26667
0.054946
-0.2701
-0.66667
0.447571
0.569732
0.266667
0.266667
0.266667
-0.26667
-0.26667

CHAID Mask 
Prediction

0.337535
-0.22806
-0.33842
-0.08889
-0.21498
0.245455
-0.30081
-0.39113
-0.08889
-0.22442
0.23616
0.121791
-0.09089
0.274957
0.220552
0.212663
-0.39113
-0.24459
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9.1.5 Spatial Datasets (Section 5.8.1.2)
In the images here, red squares are cases clustered around blue influences. White squares are 
background cases.

9.1.5.1 Dataset 1:

Note that this dataset contains 2 genuine influences, D and I.

Image:

: -W\ :* °<j *-"' /^ %'V*!-.--. -wr :-2* •

.- <*i
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Gamma test, J-Score results:

CHAID results:

Influence

A

B

C

D

E

F

G

H

1

J

K

L

Standard deviation

Mean

Target

Gamma value

0.341367

0.310061

0.353963

•••1

0.34098

0.321134

0.328336

0.333959

0.282991

0.312649

0.306501

0.326957

0.02831 1

0.317031

0.28872

J-Score

1.74062

1 .66858

1.781102

•••

1.73199

1.673455

1.711901

1.729685

^^m
1.64009

1.62876

1 .690685

0.089969

1.665952

1.575983

Influences D & I correctly identified.

Influences with genuine trends: D, I, K

Influence

D
1

K

Initial F-Test 
Score

•

•

64

Influences D & I correctly identified.
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9.1.5.2 Datasetl

Image:

.•* Ql
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Gamma test, J-Score results:

Influence

A

B

C

D

E

F

G

H

1

J

K

L

Standard 
deviation

Mean

Target

Gamma 
value

0.263531

0.188329

0.337771

0.241623

^^m
0.284154

0.258116

0.310399

0.283803

0.201516

0.292997

0.272477

0.05991

0.254454

0.194544

J -Score

1.36571

0.961592

1.542566

1.14195

m^m
1.31644

1.221411

1.551175

1 .305483

1 .06247

1 .36054

1.300091

0.253426

1.231065

0.977639

Influence E correctly identified. Note that although, Influence B also meets the target values, the 
heuristic acts only as a guide and Influence E is clearly more significant in this example.

CHAID results:

Influences with genuine trends: E only

Influence

E

Initial F-Test 
Score

•

Influence E correctly identified.
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9.1.5.3 Dataset 3

Image:
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Gamma test, J-Score results:

Influence

A

B

C

D

E

F

G

H

1

J

K

L

Standard 
deviation

Mean

Target

Gamma 
value

•••
0.29189

0.317076

0.24577

0.249931

0.265756

0.232573

0.312022

0.272745

0.205991

0.235051

0.253204

0.049572

0.25125

0.201678

J -Score

m^m
1.4642

1 .53626

1.28463

1.29452

1.359477

1.29144

1.594235

1.41655

1.13105

1.255276

1.36643

0.20407

1.317032

1.112962

Influence A correctly identified

CHAID results:

Influences with genuine trends: A, H

Influence

A

H

Initial F-Test 
Score

•
67

Influence A correctly identified.

A-37



Paul Jarvis Appendix A: Data and Results

9.1.5.4

Image:
Dataset4

I 0 . . .V.

Gamma test, J-Score results:

Influence

A
B

C
D

E

F

G

H

1

J

K

L

Standard 
deviation

Mean

Target

Gamma 
value

0.355238

0.347475

0.338185

0.2921

0.349949

0.316654

0.282887

0.357637

0.335577

0.20105

0.3278

0.329292

0.044049

0.319487

0.275438

J -Score

1.779029

1.75848

1.73105

1.578148

1.74656

1.66317

1.53715

1.778858

1 .70704

1.205148

1.67491

1 .67569

0.159917

1 .652936

1.493019

Influence J correctly identified
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CHAID results:

Influences with genuine trends: D, J

9.1.5.5 Dataset 5 
Image:

Influence

D

J

Initial F-Test 
Score

82

•

Influence J correctly identified.

%• >•• • •.*• .

-.o * -v .*•. s .v-v».->. •
,^ " '-^jafvPO "
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Gamma test, J-Score results:

Influence K correctly identified

CHAID results:

Influences with genuine trends: K

Influence

A

B

C

D

E

F

G

H

1

J

K

L

Standard 
deviation

Mean

Target

Gamma 
value

0.34926

0.30767

0.37696

0.301365

0.339308

0.359427

0.313879

0.413032

0.32971

0.238212

••1

0.32758

0.058315

0.321039

0.262725

J -Score

1.72563

1.57512

1.82505

1.55674

1.69533

1.764772

1.606479

1.92413

1.680808

1.320585

^H
1.662876

0.206586

1.626214

1.419628

Influence

K

Initial F-Test 
Score

•

Influence K correctly identified.
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9.1.5.6 Dataset 6

Image:

••-.• a-.

Gamma test, J-Score results:

Influence

A

B

C

D

E

F

G

H

1

J

K

L

Standard 
deviation

Mean

Target

Gamma 
value

0.296392

0.301325

0.284447

0.294986

0.300489

0.29417

0.275974

0.29325

0.289675

0.278055

0.255261

0.27491

0.013471

0.286578

0.273108

J -Score

1.622085

1 .636298

1 .623705

1.6172

1.63915

1.610766

1.570277

1 .630095

1 .605035

1.592131

••1

1 .568489

0.044764

1.599442

1.554679

Influence K incorrectly identified
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CHAID results:

Influences with genuine trends: None

No prediction made.

9.1.5.7 Dataset 7

Image:
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Gamma test, J-Score results:

Influence

A

B

C

D

E

F

G

H

1

J

K

L

Standard 
deviation

Mean

Target

Gamma 
value

0.35148

0.299747

0.355051

0.31346

0.334264

0.283369

0.317295

0.357776

^^m
0.265481

0.27738

0.31481

0.046526

0.305326

0.2588

J -Score

1.735613

1.57454

1.78604

1.61837

1.684669

1.49369

1.62125

1.74106

^H

1.39756

1 .45572

1.59246

0.178235

1.570674

1.39244

Influence I correctly identified

CHAID results:

Influences with genuine trends: C, I, K

Influence

C

I

K

Initial F-Test 
Score

23

•
71

Influence I correctly identified.
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9.1.5.8 Dataset 8

Image:

Gamma test, J-Score results:

Influence

A
B

C

D

E

F

G

H

1

J

K

L

Standard 
deviation

Mean

Target

Gamma 
value

0.30205

0.322284

0.324651

0.321574

0.282813

0.319641

0.303371

0.355724

0.327013

0.291227

tsam
0.277068

0.02571

0.307649

0.281939

J -Score

1 .600738

1 .643203

1.680116

1.669256

1 .526855

1 .642405

1.616034

1.774485

1.699849

1.559775

IHB
1 .545854

0.084864

1.61871

1.533845

Influence K incorrectly identified
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CHAID results:

Influences with genuine trends: A, E, K

Influence

A

E

K

Initial F-Test 
Score

43

63

65

Improved F- 
Test Score

91

104

125

F-Test scores too close: no prediction made.

9.1.5.9 Dataset 9
Image:

**\* " ' R" -.""•" *v -V° ja^-";
• ••a * mmm f m m&JKB**^ ° a •
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Gamma test, J-Score results:

Influence

A
B

C

D

E

F

G

H

1

J

K

L

Standard 
deviation

Mean

Target

Gamma 
value

0.148782

^^m
0.149258

0.143087

0.151115

0.145314

0.14705

0.156661

0.147611

0.148434

0.149113

0.144478

0.00408

0.147644

0.143564

J -Score

1.12301

^•B
1.116172

1.095392

1.123991

1.103284

1.103989

1.146257

1.120811

1.107919

1.101523

^^m
0.01691

1.109917

1.093008

Influence B incorrectly identified by both techniques, Influence L correctly identified by Gamma Test.

CHAID results:

Influences with genuine trends: K

Influence

K

Initial F-Test 
Score

10

No prediction made.
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9.1.5.10 Dataset 10

Image:

* * ** • « o"^* * •* •* * "^ * * •*. ri •*•-_** • ^ *•_•_. _

a*-

Gamma test, J-Score results:

Influence B correctly identified

CHAID results:

Influence

A

B

C

D

E

F

G

H

1

J

K

L

Standard 
deviation

Mean

Target

Gamma 
value

0.29044

^M
0.285779

0.185201

0.224297

0.244378

0.227296

0.35257

0.255721

0.235513

0.202587

0.203733

0.054956

0.237472

0.182516

J -Score

1.138135

^^m
1.36892

0.966881

1.12679

1.180339

1.122148

1.60888

1.236827

1.148259

1.019209

1.145924

0.202158

1.154233

0.952075
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Influences with genuine trends: B, F, L.

Influence

B

F

L

Initial F-Test 
Score

•
188

•

Improved F- 
Test Score

•1
418

535

Score for B is so large, that it is chosen despite large scores for other influences. Influence B correctly
identified.

9.1.6 Detecting Relationships of Variable Strength (Section 6.2.1)
Here, cases that are clustered around the yellow circles are shown as red squares, with background 
cases as white squares. Population points are grey dots.

100 clustered cases 200 clustered cases
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500 clustered cases 1000 clustered cases

2000 clustered cases 3000 clustered cases
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9.2 Appendix B: Published Papers

9.2.1 Jarvis, P.S. (2003). A Technique for Detecting Clusters Within
Spatial Data. In: Proceedings of the CIS Research UK llth Annual 
Conference, 9-11 April 2003, City University, London. Ed. Jo Wood. 
pl81-184.

1. Introduction

The Welsh Leukaemia Registry has provided postcode details of all leukaemia cases in Wales between 

1991 and 2001.This project aims to determine the extent to which this dataset exhibits clustering 

tendencies. The exploratory techniques developed can be used to highlight areas where further 

investigation is needed in order to account for such clusters.

Spatial data has particular characteristics that allow its distribution to be inspected using analytical 

techniques. These techniques can be used to determine whether point datasets display a tendency 

towards spatial clustering. Locations of any clusters can then be ascertained.

There are a number of existing techniques available to analyse data in this manner, yet each have 

weaknesses associated with them. These include a lack of efficiency, or a tendency to overlook 

clusters. Other techniques do not take full advantage of technological advancements.

To this end, the Cluster Location Analysis Procedure (CLAP) has been developed. CLAP incorporates 

the best attributes of other cluster detection tools (exhaustiveness, independent analysis), while 
introducing novel qualities of its own. Requiring no previous knowledge of the dataset, CLAP 

independently interprets the information in order to produce accurate results. CLAP is efficient and 

unlikely to disregard potential clusters. While CLAP was inspired by the need to analyse the leukaemia 

data provided, it should be applicable to any type of point dataset containing relatively few cases.

This paper describes and assesses some of the more popular techniques, identifying their strengths and 

weaknesses. The development process of CLAP is then explained, detailing obstacles faced and 

overcome. This development is still very much ongoing, leading to speculation as to how further 

improvements can be made. Aspects that allow scope for further exploration are also discussed.

2. The Problem

It is important to properly define what is meant by a cluster. This is best explained by Turton (1998): 

"a localised excess incidence rate that is unusual in that there is more of some variable than might be 

expected".

This problem can be described as a density-based clustering method. This means that for a region to be 

classified as a 'cluster', its immediate neighbourhood must contain at least a minimum number of 

relevant datapoints. The problem is complicated by the fact that these clusters need not necessarily
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occur in uniform shapes. It is important that our cluster detection device is able to account for this, 
identifying boundaries of clusters appropriately.

No prior knowledge of the dataset is provided, nor should there be any need for it. Any clusters must be 
identified completely independently of any external bias.

3. Alternative Techniques

One of the earliest attempts at creating a cluster detection method was that by Knox (1964). Knox 

designed a 2x2 test to compare every individual case with every other case, to make a large set of 

'pairs' that were then examined for interactions in space and/or time. The test became popular, due to 

its elegance and ease of use. A key benefit to it was that it demanded no prior information regarding 
controls, requiring knowledge only of cases.

However, this test is very much of its time, being purely statistics based. More modern techniques are 

able to increase the power of the examinations by taking advantage of advances in computing 

capability. The process of pairing up cases is a limiting one, particularly when it is considered that the 

purpose of such investigations is to find large groups containing several cases. The capacity to consider 

several cases at once is a subject that will play a key role in the work undertaken here.

Another popular program for analysing the distribution of spatial data is the Geographical Analysis 

Machine (GAM), created and subsequently refined by Openshaw et al (1987). GAM addressed the 

problem of purely statistical analyses used previously, which did not handle the special characteristics 

of spatial data, while providing an effective and unbiased search technique for exploratory data 

analysis, incorporating a graphical display.

GAM's primary novelty is its scanning properties: appropriately shaped search regions (usually circles) 

are applied to a two-dimensional grid lattice covering the entire region to be analysed. The shape is 

then moved onto the next grid intersection, until the study region has been completely and evenly 

covered by circles (assuming a circle is used). The lattice is created such that each circle will have a 

large overlap with the previous one. The circle radius is then increased by a pre-determined increment, 

and the process is then repeated until all radii considered relevant have been formed. For every circle, a 

significance test is performed based upon the number of cases found compared with the population at 

risk within the zone.

One of the greatest assets of GAM is the exhaustive nature of its search, which required no previous 

knowledge of the data or the study region, and provided a completely unbiased exploration. However, 

an undesirable side-effect of this was that GAM spent much of its time examining regions in which 

there may be no relevant cases, or even any background population at all. GAM was criticised for this 

incredibly computer intensive process, given the technological limits of the era. This was particularly 

significant if the study area was large.
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Kulldorff et aPs spatial scan (1995) was far less intensive, testing far fewer points. They made use of 
political boundaries to split the study area. For each political region, the geographical centre is 
calculated. Each of these centroids is then examined, counting the number of cases within a specified 
proximity of the centroid in an attempt to discover clusters. This is inadequate for these purposes, as it 
is likely to miss any potential clusters that are situated between centroids (the gaps between centroids 
may be relatively large).

Besag and Newell (1991) use the locations of cases as a basis for each test. However, precision is 
reduced by testing not the exact position of the case, but the nearest centroid to it. However, the 
advantages of this approach seem to be outweighed by its disadvantages, given that the approximation 
process applied offsets any processing efficiency benefit.

4. The Cluster Location Analysis Procedure (CLAP)

Motivated by the desire to capitalise upon opportunities created by other work, a data mining tool was 
created in this project using the programming language Visual C++. The program was capable of 
identifying clusters of incidence within spatial data. For the purposes of the leukaemia study it was felt 
that it would be helpful to understand fully the inner workings of the tool being used to analyse the 
dataset. By creating a new method, the technicalities become completely transparent, creating greater 
confidence in the results obtained. The development of this device was very much a step-by-step 
procedure, each modification leading to greater accuracy of results. Key attributes of the device created 

are:

> It requires no previous knowledge of the dataset; 
> It requires little subjective input from the user; 
> It is efficient;
^ It produces a clear graphical display of results;
> In order to operate, CLAP requires only a text file listing the x-y co-ordinates of each incident, 

as well as details of background population, discussed later.
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5. Exhaustive Search

The first simple method for detecting clusters operated in a similar way to GAM. A circular zone of a 
size defined by the user is placed at the bottom left corner of the study area [fig 1], The number of 

cases within this circle, or 'window', is calculated and recorded, before the circle is moved across the 

study region by a pre-determined increment [fig 2], This new circle should have a significant overlap 

with the previous one, in order to avoid missing potential clusters. The process is repeated until the 

entire study region has been covered. This is achieved by retaining the same y co-ordinate for the 

centre of the window, while increasing the x co-ordinate by a small increment to cover the entire east- 

west axis of the study region. The x co-ordinate is then reset and the y co-ordinate increased, before the 

process is repeated. Following this pattern, a large number of points in the study region are assessed, as 

shown in fig 3. Each is assigned a value according to the number of cases in the vicinity.

6. Time

In many studies, such as those concerned with the distribution of disease, clusters deemed to be of the 

greatest significance need to be close not only spatially, but also chronologically. When combined with 

a date believed to be appropriate (for example, this could be the date of leukaemia diagnosis), every 

case can be described in three dimensions. This extra dimension can be incorporated into the search 

technique, by translating the date into a linear number. In the same way as the spatial window, a user- 

defined range is set, in terms of a time scale. The base value of this time scale is set as that of the 

earliest case in the data set. Before increasing the x co-ordinate of the area being examined, the point in 

time under analysis is increased, again by a pre-determined increment. Cases considered to be part of 

the same cluster would need to occur in the same place, at the same time.

7. Size Of Circles

At this stage, all sectors examined are of identical magnitudes. However, in investigations of this type 

clusters will not be of uniform sizes, yet still need to be directly evaluated relative to one another. This 

is done by calculating the case density of each circle examined. For each examined, the number of 

cases found within the circle is divided by its area. If this number is greater than a pre-determined 

threshold value, then the radius of the circle is increased by a predetermined increment [fig 4, 5]. As 

demonstrated in figure 6, greater attention is therefore paid to areas containing more cases.

Initial tests do not necessarily need to be limited to small circles. By testing larger zones as well, it 

would be possible to identify clusters on a larger scale. Perhaps circles of two different sizes can be 

studied for each point (the user can suggest maximum and minimum limits for cluster size - these can 

be used as starting sizes. Their mid-point could also be examined if deemed necessary). If the density 

of cases is found to be significant at any size, then the circle can be expanded or contracted 

appropriately. Unfortunately, this introduces the problem of further user input, which can introduce 

bias into results created. Note that for investigations searching for chronologically close clusters as 

well, four different inputs would be required. These limits would vary between investigations and

B-4



Paul Jarvis Appendix B: Published Papers

would need to be properly researched so as to be justifiable. Most past leukaemia research by Petridou 

et al (1996), Knox and Oilman (1995), and Taylor and Chavez (2002) has suggested that spatial limits 

of between 0.5km and 5km are most appropriate. There seems to be a consensus view that one year is a 

reasonable time limit for cases to be described as being 'close in time', as explained by McNally et al 
(2002) and Ederer et al (1964).

Only circles containing cases are recorded and saved to the output file. For each point, the circle with 
the greatest density will have its details retained.

Described in pseudo-code, the algorithm used to calculate the number of cases near to the point under 

investigation is:

y=y co-ordinate of the window; x=x co-ordinate of the window;

±CaseY=y co-ordinate of the case being tested;

iCaseX=x co-ordinate of the case being tested;

iCaseNumber=the number of the case being tested;

iCaseTime=time of the case being tested;

if:

the radius of the window >= 

the square root of:( (iCaseX-x) A 2 + (iCaseY-y) n 2

And: 

The time range >=

8. Case to Case

An obvious fault with the exhaustive search is that it is far too inefficient. The vast majority of the 

areas assessed contain no cases whatsoever, yet require several calculations. This was solved by 

limiting the number of points tested. Reducing the exhaustiveness of the search creates a danger of 

overlooking important areas, making it imperative that those areas that are examined are carefully 

chosen. The primary method of achieving this is to make the circle jump from case to case [fig 7].

This means that the program inspects only those areas guaranteed to contain relevant information. 

Testing areas in this way has advantages over the three techniques previously described:
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> Clusters are unlikely to be missed, as with Kulldorff s Spatial Scan; 

^ Clusters are discovered in a more efficient manner than GAM; 

^ Accuracy is not sacrificed as efficiency improves, as with Besag and Newell;

An interesting alternative is to use other points of interest for the particular study. For example, many 
theories about possible causes of leukaemia suggest alleged links with environmental hazards. 
Locations of potential hazards can be used as a basis for the search, as shown in fig 8.

This feature means that CLAP, whilst primarily an unfocused search technique, can be used as a 
focused method if the user desires.

9. Spatial Indexing

Initially, the algorithm used to determine the number of cases within the relevant radius of the point in 
question operated by calculating the Euclidean distance from that point to every case within the dataset. 

This severely hindered efforts to make the technique as efficient as possible, as it required a large 
number of calculations that should not logically be required. Ideally, the point should only be compared 
with other points within a realistic proximity to it. This is achieved by using a simple spatial indexing 
algorithm. The study area is divided into a grid of small squares, each square represented in a two 
dimensional array. Every case is assigned to its appropriate square within the array. When a point is 
under investigation, distance comparisons need only be made with points that fall inside squares 
adjacent (or within a certain range, as appropriate) to its own base square. In studies where there may 
be hundreds or thousands of individual points, this dramatically increases computational efficiency.

10. Mapping Population

The idea of determining case density purely according to circle size is clearly flawed. Obviously, more 
cases will occur in conurbations - CLAP needs to determine areas where incidence is greater than 
expected. One major problem that has repeatedly occurred in research of this type is the accurate 

mapping of background population.

An existing method of representing the distribution of the population is the weighted grid model, 
described by Martin (1989, 1996). Martin creates a distance-decay function, based upon relative 
density of nearby political region population-weighted centroids. The population of the region is then 

distributed among regularly shaped cells. This creates a raster model with population estimates in each 

cell. However, an alternative technique is also proposed.

Access has been obtained to the 1991 UK Census data, indicating the demographic breakdown of 

population within each enumeration district (E.D.). At the simplest level, the entire population of the 
E.D. can be assigned to its geographical centre. The background population of a circle under 
investigation is then assumed to be the combined population of E.D. centroids contained within the
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circle. The trouble with this is that it is quite ineffective when working on a small scale: smaller circles 
may need to expand by several increments before meeting any of these centroids, giving the impression 
that a case has occurred in an area completely devoid of any inhabitants. A slightly better method is to 
make use of population weighted centroids. (Locations of population weighted centroids are listed in 
the census data and are calculated to indicate the 'centre of gravity' of the population of an area.)

This approach is somewhat rudimentary, and its deficiencies are highlighted by the differences in 
accuracy between the mapping of the individual cases and the background population. However, it does 
allow scope for improvements.

Further data is available relating to the locations of postcode regions accurate to 100 metres. While it is 
not possible to state with any certainty the number of people within each postcode, an average number 
can be calculated and assigned to the centre of that postcode. This greatly increases the number of 
population points on the map, making it less likely that there will be problems of the type where an 
impression is created of a case occurring where there is zero population [fig 9]. The aim is to illustrate 
the settlement pattern, rather than the zonal boundaries. This type of depiction is particularly pertinent 
to regions such as the South Wales valleys, where the majority of the community live in relatively 
small areas, while the E.D. extends to cover agricultural land. Again, there are limitations to the 
accuracy, but in the absence of a perfect representation any minor improvement in the generalisation 
created is to be welcomed.

In some studies, there will be a very specific group of individuals that are to be considered. For 
example, different strains of leukaemia affect different age groups. It would be important in such an 
investigation to identify areas where there is an excess of cases relative not simply to the entire 
population, but rather relative to the population at risk. Census data also includes details of the socio- 
economic breakdown of population. In the case of leukaemia, it may be more appropriate to calculate 
the average number of children under 16 per house.

Diggle (1990) suggested a novel method of indicating this, by basing the background population upon 
the the geographical dispersion of another, more common disease (or other phenomenon) that has the 
same population at risk. This data is assumed to accurately reflect the spatial distribution of the 
phenomenon under investigation. Specifically, Diggle used cases of cancer of the lung to provide a 
background population in his examination of cancer of the larynx in a town in Lancashire, England. 
Diggle himself describes the idea as 'perhaps controversial', and there are a number of important 

assumptions:

> that the two phenomena will have exactly the same population at risk;

> that the more common phenomenon has evenly distributed itself over the population it is 

intended to represent and that it has no tendency to cluster itself;
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Finding suitable phenomena, and the appropriate data, would be very problematical. This would render 
such a model difficult to implement.

11. Statistics

In large datasets, clusters may occur at random. This is a difficult problem to overcome. Indeed, as 

Turton (1998) concedes in the case of GAM, "[it is perhaps better] to use the term database anomaly 

rather than cluster when referring to the results produced". This statement very much applies to CLAP 

as well. These randomly occurring 'clusters' can only be accounted for by making the tests statistically 

robust.

Leukaemia has been assumed to follow a Poisson distribution, as described by Alexander (1999). The 

Poisson formula has been incorporated into the program, allowing threshold levels to be set according 

to the statistical probability of the observed number of cases within a window.

12. Representing Results

Results are produced in the form of a text file, listing x and y co-ordinates for each cluster, its size and 

its case density. These results are fed into a specially created program. In its present form, this program 

translates the data into a graphical display that represent the results in a clear and concise way, as 

shown in figure 11. Sizes of circles are accurately reproduced, each one shaded appropriately according 

to its density. The spectrum of colours used for this can be defined by the user. Those circles with 

lower density will be shaded lighter, while those of higher density will be darker. If two or more circles 

overlap, then the circle with the greater density should take priority when being displayed.

There are some questions that need to be answered before a definitive display mechanism is finalised. 

Importantly, the chronological order of clusters needs to be taken into consideration. The output file 

will contain the date at which each cluster occurred, which must be represented. There will sometimes 

be clashes where two clusters, possibly several years apart, overlap spatially. Kulldorff used a cylinder 

on a three dimensional map to indicate the time period under consideration: the taller the cylinder, the 

longer the time period. However, if there is a spatial overlap between clusters can they be shown to be 

unconnected? Perhaps it will not be possible to incorporate all of this information onto one map 

without it becoming cluttered and difficult to interpret (negating one of the technique's key objectives). 

One solution would be to create several maps, each representing one year, say, of the study period. 

These individual maps could be combined if necessary to produce a map similar to the original. This 

allows the user to demonstrate trends over time or space. The use of different visualisation techniques 

in this project will be explored in future research.

13. Assessment of CLAP

Ultimately, the effectiveness of the finished version of CLAP will be judged upon its performance in 

direct comparison with existing techniques. This can be done by testing it using benchmark data, 

designed to contain clusters of varying strength. These clusters must be identified correctly, as CLAP

B-8



Paul Jarvis Appendix B: Published Papers

will stand or fall by the outcome of this. As for whether it is an improvement upon existing methods, 

this will depend to a great extent upon how much those techniques are handicapped by their 

weaknesses. Future work will compare results obtained by CLAP against those from other clustering 
algorithms, including Knox's Test, GAM and Kulldorff s Spatial Scan.

14. Conclusion

For the most part, CLAP's features have a lot in common with those of Kulldorff s Scan and GAM. 

The concept of counting points within circular zones and expanding where appropriate is not new, nor 

is the idea of limiting the number of points examined. Where CLAP is innovative, is the way it has 

combined these features to provide an alternative which addresses some of the limitations of previous 

cluster detection techniques. The methods of mapping background population have also been arrived at 

independently, offering an alternative to existing choropleth maps and Martin's raster representation.

Overall, CLAP has many strengths to it. These include its exhaustiveness, whereby all relevant areas 

are examined, whilst greater attention is paid to zones containing more cases (i.e. more likely contain 

statistically significant clusters). It is efficient, not wasting time investigating unpopulated areas and 

has a sound basis for mapping the background population that can easily be developed. The visual 

display represents results in a clear way, shading of colours making it easy to see relative strength and 

size of clusters.

There are still some aspects of CLAP that need to be improved, notably accuracy of mapping 

background population. A definitive method for representing cluster strength/size needs to be decided 

upon. CLAP's weaknesses also include the amount of user input required prior to operation. One of the 

stated goals was to create a system that operated completely independently, with no prior knowledge of 

the type of data being investigated. At present, several important figures need to be supplied by the 

user, such as the increments by which the circle expands and the maximum/minimum size of potential 

clusters. These need to be fully automated for CLAP to truly be described as an unbiased cluster 

detection tool. This will be the subject of future research.
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Figure 1 - cases inside the window 
are counted.

Figure 2 - the circle moves by a 
predetermined increment.

Figure 3 - the entire study 
area is covered.

Figure 4 - here, the number of 
cases is above the threshold...

Figure 5 - ... so the radius of 
the circle is increased.

Figure 6 - more attention is paid 
to areas containing more cases.
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Figure 7 - the circles 
jump from case to case,

finding the most
appropriately sized circle

for each.

Figure 8 - alternative points
(here represented by 

squares) can be tested for 
focused cluster detection.

Figure 9 - These cases may
appear to have occurred in
an area where there is no
population (population is

assigned to centroids, 
represented by squares).

Figure 10 - More
population points reflect
settlement patterns in a

more accurate way.
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Figure 11 - the CLAP display.
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9.2.2 Jarvis, P.S., Wilson, I.D., Ware, J.A. (2003). A Genetic Algorithm 
Approach to Attribute Selection Utilising the Gamma Test. In: 
Proceedings of Applications and Innovations in Intelligent Systems 
XI Ed. Max Bramer, Richard Ellis, Ann L. Macintosh. p247-260.

Abstract

In this paper, we present a methodology that facilitates attribute selection and dependence modelling 
utilising the Gamma Test and a Genetic Algorithm (GA). The Gamma Test, a non-linear analysis 

algorithm, forms the basis of an objective function that is utilised within a GA. The GA is applied to a 

range of multivariate datasets, describing such problems as house price prediction and lymphography 

classification, in order to select a useful subset of features (or mask). Local Linear Regression is used 

to contrast the accuracy of models constructed using full masks and suggested masks. Results obtained 

demonstrate how the presented methodology assists the production of superior models.

1. Introduction

The value of a variable within a dataset may rely upon the impact of several other independent 

variables. If these variables are appropriately modelled, it is possible to predict the output of the 

dependent variable if the model is supplied with values for the independent features. Several 

mathematical modelling techniques are available to assist such prediction, for example Artificial 

Neural Networks (ANNs) [1] and Local Linear Regression (LLR) [2].

A common difficulty when attempting to predict an output is the selection of inputs with which to 

construct a model. In real world situations, it is often not immediately apparent which factors are 

making a significant impact upon the behaviour of the variable to be predicted. Data can be collected 

for factors assumed to be important, and this data is thrown into the mix of the model, as it were. Some 

of these factors may in fact have little or no bearing upon the actual result. Furthermore, the data may 

be incorrectly measured. Functions used to describe the model will rarely be perfectly smooth (i.e. 

infinitely differentiable) - external factors may result in slight variations in the values of attributes. 

This variation can be described as noise.

In practice, the inclusion of irrelevant attributes is detrimental to the model created. Even predictively 

useful attributes may contain a certain level of noise, with the extraneous elements only serving to 

increase this noise. This is exacerbated if there is relatively little data available with which to construct 
these models. Therefore, a method that determines which attributes are most predictively useful 

without a priori knowledge would be of great utility. A method that allows only the salient

attributes to be selected for inclusion within a model would result in more robust models and improve 

understanding about the interaction of multivariate data.

In this paper, we describe Genetic Algorithms and the Gamma Test. The Gamma Test guides the 

selection process upon which the Genetic Algorithm extracts the most important features from genuine
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datasets. Having selected appropriate features, models are then constructed. Finally, the performance of 
the methods used is assessed.

Table 1 briefly describes the effectiveness of the techniques at eliminating irrelevant inputs and
improving model accuracy.

Experiment

Number of available
inputs

Number of inputs used

Percentage reduction in
inputs

Percentage improvement 
in classification accuracy

1

14

13

7

3.5

2

14

13

7

12.1

3

9

2

78

15.4

4

18

13

28

6

5

18

16

11

10

6

18

11

39

20

Table 53 - effectiveness of techniques

Other techniques can be used for feature selection problems. Some of these are described and compared 
by Halt and Holmes [3].

2. The Genetic Algorithm Overview

This section describes the Genetic Algorithm (GA) [4] techniques adopted to determine those inputs 
that are most relevant when attempting to predict the output of a particular problem. It explains the 
basic idea behind the GA process, the genomes used to represent potential solutions, the techniques 
used to manipulate the genomes into better quality solutions, and the ways of assessing the relative 

worth of these solutions.

Based upon theories of evolution observed in nature, a GA develops increasingly superior solutions to 
given problems. A GA makes use of genomes that characterise the structure of the problem, with each 
one representing a possible solution. In the examples presented, each genome is represented by a string 
of binary digits. Also referred to as a mask, these binary digits signify whether available attributes are 

to be included in the creation of a model.

Through the adaptation of these genomes, an optimal (or near optimal) solution can be found. The GA 
does this by assessing the relative strength of each alternative genome, and combining parts of pairs of 
genomes (with a tendency to allow superior genomes to be selected for pairing) in order to create new 
hybrid genomes. In addition to this, a small part of the genome may be randomly 'mutated'. If the GA 
is successful, these new genomes will be superior to previously created genomes. By following the 
designated replacement strategy, (typically replacing the weakest genomes) a new population of
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genomes is created. By repeating the process many times, the overall quality of the solutions provided 
should continue to improve until a near optimal solution is found. In practice, where there may be 
many millions (or more) of potential solutions, it may not be practically possible to find an optimal 
solution (by a GA or by any other method). However, GAs can normally be relied upon to provide a 
'good' solution, within reasonable time constraints.

Prior to running a given GA, three factors must be defined. Firstly, the structure of the genome to be 
used must be formalised. Secondly, the genome operators must be set. Thirdly, an appropriate objective 
function must be chosen.

In essence, the process the GA follows is relatively simple:

1. Create a population of genomes.

2. Use this population to evolve the genomes according to the set parameters into a superior population.

3. Repeat until pre-specified objective function has been satisfied.

The remainder of this section explains the various aspects of the GA procedure in more detail.

2.1 The Genetic Algorithm

This section outlines the process that the GA follows in order to produce its optimal solution to a 
particular problem. The steady state GA used in these experiments is similar to that described by 
DeJong and Sarma [5]. Starting with a user defined initial genome, the GA sets about creating a 
population full of different genomes, each representing a possible solution to the problem at hand. 
From this population, the GA picks those genomes that provide the best solutions (using the objective 
function described in section 2.4) and allows them to 'breed' (according to the rules set down by the 
crossover operator described in section 2.3). An offspring may undergo a small amount of random 

mutation (described in section 2.3).

If these new genomes are, as hoped, superior to existing members of the population they will be 
incorporated into the population at the expense of other genomes. In essence, the population is evolving 
to create a set of improved genomes. The process is repeated until a pre-specified criterion is satisfied. 
This can be a certain number of generations, a time limit, the fitness of the best solution, population 

convergence, or other criterion.

2.2 The Genome

Here, the concept of the Genome is introduced. Genomes contain all information pertaining to the 
format of a particular solution. They are structured in such a way as to represent the solution in as 
concise a way as possible. This can include real numbers, integers or binary characteristics. These 
inputs can be individually assigned to fall within a pre-determined range if need be. It is beneficial to 
structure the genome using a minimal number of characteristics, i.e. not to incorporate additional
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unnecessary features. Adding such features, rather than increasing options and hence generating more 
specific results, detracts from the efficiency of the algorithm. The extra variables increase the search 
space, increasing the time required to find solutions of acceptable quality.

The relative superiority of these genomes needs to be ranked in order to make progress in finding the 

best possible solutions. This is done by assigning a 'fitness' score to each genome. The procedure for 

calculating this fitness score is described in section 2.4. The fitness score calculates the merits of each 

genome, deeming those genomes with the highest scores worthy of retention within the GA. The 
creation of subsequent genomes is based upon these retained 'best' solutions.

The various components of the GA can be defined completely independently. The structure of the 

genome does not necessarily relate exclusively to one particular GA procedure. This structure can be 

altered without the need to alter other variables in accordance. The reverse is also true — one genome 

structure can be used in conjunction with different GA procedures.

2.3 Genome Operators

This section summarises the Genome Operators that combine to allow the GA to find an optimal 

solution. The three distinct operators that can be applied to the genome in order to trigger its evolution 

are initialisation, mutation and crossover. These can be fine-tuned by the user in a way suitable to the 

particular problem.

Initialisation involves 'filling' each genome within the population with the genetic material from which 

all subsequent solutions will be evolved. Typically, in the examples used here, the population consists 

of a full mask, which incorporates every input, and a set of random masks. Some parts of the genome 

are randomly mutated at each new generation. The Mutation operator determines how mutation will 

take place and occurs at a given probability. Such mutations introduce an element of randomness into 

the equation, which can help the GA escape local optimality on its way towards a globally optimal 

solution.

Each new genome created (referred to as 'offspring') is formed from the features of previous genomes, 

(the 'parents'). The Crossover operator is the mating strategy utilised (such as single point crossover). 

Each of these operators are independent functions that can be adjusted appropriately and separately by 

the user without any impact upon other components.

2.4 The Objective Function and Fitness Score

This section describes the objective function and the fitness score, which are used by the GA to 

compare and rank the genomes generated during the evolution process. GA requires only the ability to 

make direct comparisons in terms of the overall quality of generated solutions, allowing solutions to be 

ranked relative to one another, to reach a near optimum or optimum solution. From this ranking system, 

the 'best' solutions are selected and used to generate further solutions. Each genome is ranked
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according to a score, with this score being obtained using an objective function, which encodes specific 
instructions for calculating the value of each genome.

The result of the objective function is known as the objective score. This can be transformed by linear 

scaling to what is referred to as the fitness score. The fitness score is used by the GA to select genomes 

for mating. The objective function can be modified independently of the GA procedure without 

necessarily altering the structure of the genome.

3. The Gamma Test

This section outlines the theory behind the Gamma Test that is used to estimate the noise levels a 

model is likely to face and hence qualify the predictive abilities of potential models.

In experiments such as these, where many potential masks are generated, it would be impractical to 

implement models for every single mask. The Gamma Test provides a useful guide to the overall 

quality of any smooth data model (for example Artificial Neural Networks, Local Linear Regression) 

that can be built using the data provided. By estimating the likely Mean Squared Error (MSB) of these 

models, only those anticipated to be most accurate need be formally constructed. This section describes 

the technique in brief, however for greater detail refer to Stefansson et al. [6].

In essence, the Gamma Test uses differentiated training and test datasets to build its model. Each 

dataset consists of a list of M vectors, each containing a series of inputs, x, contributing towards an 

output, y. Ideally, the input and output variables will relate to one another directly, according to an 

unknown function, y=f(x). In practice, when models are created using complex data it is highly 

unlikely that such a simple relationship will present itself. More likely, the model will be of the form 

y=f(x)+e. Here, e is the error of each predicted output compared with the output observed. This occurs 

when there is noise associated with the data that cannot be incorporated into the function for it to 

remain true in general. The lower this level of noise is the lower the MSB that can potentially be 

achieved. In fact, the minimum possible MSB is equal to the variance of the noise. Any attempt to 

create a model with a lower MSB will be detrimental to results, as such a model will only respond to 

the vagaries of its particular training set, i.e. it will be overtrained.

So, the Gamma Test uses noise levels as a basis for its prediction of T—»var(g), proven by Evans et al. 

[7,8]. T suggests the minimum value that the MSB is likely to take, and hence the quality of masks can 

be ranked. The Gamma Test estimates noise levels by creating lists of the k nearest neighbours for each 

input vector in the dataset. For a vector (xi, yi), where x is the list of input vectors xi(i), xi<2),... xi<n), the 

nearest neighbour of x is the vector (xi'.yi'). If the function is continuous, then y' is likely to be a 

relatively near neighbour of y, if not necessarily its nearest neighbour.

The Gamma Test uses the statistic
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m

This is repeated for every near neighbour, for every vector in the dataset, to obtain a y value for each. 

The algorithm also calculates a 5 value using the formula:

M

|.| denotes Euclidean distance. Again, this is repeated for every near neighbour. Thus there are Mk 

points considered, each assigned a y and a 5 value. Using these values, the regression line y=F+A8 is 

calculated. The vertical intercept, T, is recorded as the estimate of the variance of e. The gradient, A, is 

also recorded.

There must be sufficient vectors available to reach a reliable estimate for Var(e), which can be 

determined by applying the GT to an increasing number of the available vectors (known as the M-test) 

[9]. If the GT reaches an asymptotic level, then it can be assumed that the sample size is sufficiently 

large to enable an approximately accurate measure to be reached. In this case, the vectors up to the 

point at which the M-test graph has stabilised are set aside for training (i.e. slightly beyond the point at 

which the graph first achieves the asymptotic value). Subsequent vectors are set aside for testing.

4. Empirical Analysis

The experiments presented in this section use genuine datasets, obtained from various sources, to 

demonstrate how subsets of predictively useful attributes can be elicited from a set of features. The data 

sets were chosen for their mixture of formats- some have many attributes, some have a large number of 

vectors available. Using this variety demonstrates that Genetic Algorithms and the Gamma Test are 

able to operate under different conditions.

The primary aim of these experiments was to demonstrate that the Genetic Algorithm is capable of 

successfully selecting the relevant input attributes required to predict outputs. This relies upon the 

Gamma Test accurately assessing the likely quality of models that can be constructed.

This section explains decision-making processes that were necessary to initialise the experiments. The 

format of individual experiments is then briefly described along with results that were obtained.

4.1 Optimising feature selection

As described in Section 3, there are several components of the GA that can be altered in order to 

increase the likelihood of a good quality model being constructed. This section details the 

implementation of each of these components.

4.1.1 Objective function
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This objective function makes use of three different variables to gauge the relative merits of every 

particular genome. Applying appropriate weightings to the calculated product of each function will 
vary the relative importance of these variables. These variables are:

• intercept fitness (referring to the absolute value of the Gamma statistic);

• gradient fitness (referring to the gradient);

• length fitness (referring to the length of the mask under consideration).

Higher weighting for the intercept fitness, fl, gives more importance to having good model accuracy. A 

high weighting for gradient fitness, f2, gives more emphasis to those masks that have low gradients (i.e. 

have simpler modelling functions). The value of the length fitness, O, changes inversely to the length 

of the mask it is assessing. A high weighting here will give priority to masks containing fewer features. 

The objective function used to evaluate masks examines the summed, weighted, relationship between 

these measures of its quality [10]. The general expression of the objective function is:

f(mask) = l-(wl fl(mask) + w2f2(mask) + w3f3(mask)) (3)

Where f^mask) and w, represent, respectively, the number of conflicting objects and the weight of that 

particular measure, with a high value of /(mask) indicating a good solution. These values are then 

scaled to a positive range.

The first term of the objective function, f,(mask), returns a measure of the quality of the intercept based 

upon the Vralio :

v = _
Var\y] Var\y\

where Var\\ is the variance, which is a standardised measure of the Gamma statistic that enables a 

judgement to be made, independently of the output range, as to how well the output can be modelled by 

a smooth function. Minimising the intercept by examining different mask combinations provides a 

means for eliminating noisy attributes, facilitating the extraction of a smooth model from the input 

data, and is expressed as:

1

2 — ———-.——r otherwise

(5)

The second term of the objective function,/., returns a measure of the complexity of any underlying 

smooth model based upon the gradient determined by the GT. Minimising this complexity is desirable, 

especially in cases where data points are relatively sparse, and is expressed as where |.| denotes the 

absolute value:
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MmaSk}=\ ——————J———-, (6)
gradientjmask

outputRange

Lastly, the third term of the objective function,^}, sums the number of active elements within the input 

vector and returns this as a percentage of the total number of elements within the input vector. 

Minimising the number of active genes within our genome encourages the search procedure to find 

solutions that are less complex, resulting in minimal input vectors.

,, Activeimask)I ~ ———— ——— (1~\ 
Length(mask)

4.1.2 Population

Choosing a population size for the Genetic Algorithm can be problematic. The greater the number of 

inputs each dataset contains the greater the number of mask permutations that are possible. If the 

population is too small, the Genetic Algorithm may not have enough genetic material from which to 

derive a near optimum solution. The heuristic used to determine population sizes for each of the 

experiments presented in this paper was to multiply the number of inputs by 10, resulting in 

predictively useful masks in reasonable processing time.

4.1.3 Mutation, replacement and crossover

The number of attributes also effects the value chosen for the Mutation operator. The same value may 

have a very different effect upon two different datasets. For example, if a 2% chance of mutation is 

chosen, in a dataset containing 100 inputs, we would reasonably expect approximately two inputs to be 

mutated. However, in a dataset containing just ten inputs, an input would be mutated typically only 

every five iterations of the GA. This means that for the Mutation to have the desired effect, it should be 

increased when using fewer inputs. For these experiments, the heuristic used to calculate the mutation 

rate, r, for n inputs was: r=2/n

The replacement method chosen was to replace the weakest genomes from the population. The 

crossover rate used was 50%. This value was experimentally determined to be the most useful.

4.1.4 Nearest neighbours

An aspect of the Gamma Test that can be altered is the number of nearest neighbours, p, to be used. 

The standard value for this is ten, because it has previously been shown to generate good results on a 

regular basis [ibid.]. If the number of data samples is large, then it can be useful to use a larger number 

of near neighbours. This is because there are more likely to be neighbours close to the point being 

examined, so the locations of these neighbours will be relevant. If however there are relatively few data 

samples available, then considering the location of, for example, the thirtieth near neighbour would be 

detrimental, as it would have little relevance.
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Increasing Near Neighbours
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Figure 5 - Increasing near neighbours (p)

Using a greater number of near neighbours is also problematical if the unknown function has a high 

level of local curvature - neighbours that are too far away will not aid the modelling process. An 

increasing near neighbour test applies the GT to the data for incrementally larger numbers of 

neighbours, the results from which being easily plotted graphically (illustrated in Figure 1). It is most 

suitable to choose a point where the standard error (or, the estimated standard deviation) is minimal 

after stabilising. For example, in the graph in Figure 1, 10 would be a suitable number of near 

neighbours.

The choice of the number of near neighbours to be used in an experiment can have a significant impact 

upon the results obtained (although the impact may be negligible). For this reason, experiments are 

initially performed using full masks and the standard ten neighbours, before altering the number of 

neighbours and the masks used as appropriate. Following this methodology, the impact of the number 

of neighbours is made completely transparent. The reasons for any improvements in experimental 

results can therefore be identified.

The experiments undertaken here often contain many different types of inputs, the format of which can 

vary considerably. Some may take very large values; some may only have a very small range. Others 

may consist of a list of discrete options. The Gamma Test and its related modelling techniques cannot 

handle non-numerical inputs (e.g. spring, summer, autumn, winter). Features that were composed of 

several options were translated into numerical data by replacing each alternative with a distinct integer.

When one particular attribute can take a value up to several thousand, it may have the effect of 

'dwarfing' the other attributes, even if it is not particularly relevant. This can be counteracted by 

normalising all data so that every input operates over the same scale (-0.8<x<0.8). Any missing values 

were replaced by the modal value for that feature.

The genome utilised here consists of a binary string. If an attribute is to be included in the construction 

of a model, a number 1 is included in the appropriate place in the string. For example, in the case of 

Boston housing data described in section 4.2, the binary string within a given genome (mask) would 

determine which attributes are to be included (illustrated in Figure 2).
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Attributes

Avgnaof Pupil-teadiff 5 Accessibility 
to highways

Tax rate Near to river

Not 
included

includes/ /NNot 
included

1 1 1 010 111101 0

Figure 6 - the genome representation

In the course of these experiments, it was necessary to construct a large number of models for 
comparison. These models needed to be constructed in a standard way, so as to allow them to be 
compared fairly. The method chosen to do this was Local Linear Regression (LLR). LLR is a method 
of estimating a regression line using a multivariate smoothing process. The function is locally fitted, 
allowing for greater accuracy over a smaller range of the function. For more details on LLR, refer to 
Cleveland and Devlin [2].

Alternatively, an ANN could have been utilised to construct the models. However, it was decided that 
Local Linear Regression was a more appropriate technique. This was because it would be difficult to 
produce a fair comparison between results generated by different ANNs. Local Linear Regression 
meanwhile cannot be overtrained and any models constructed from the training set are equivalent.

The experiments presented in the following sections (summarised in Section 4.8) were initially carried 
out using a full mask, with ten nearest neighbours and with the dataset not randomised. The result 
obtained here is the standard by which all other experiments were judged, to assess whether the 
suggested changes are beneficial.

Model success was judged according to different criteria. Some experiments were classification tasks. 
In the case of these, each output was deemed to have been correctly predicted if the prediction was 
closer to the correct output than to any other classification. Where outputs were of a continuous form, 
judgements were made according to how many predictions were accurate to within a very small range 
of the observed output.

4.2 Boston Housing Data

Using housing data originally published by Harrison and Rubinfeld [11], the model attempts to predict 
the median value of homes within a region, given details of local crime, transport access, number of 
bedrooms etc. Success was judged according to how many of the 56 pieces of test data were correctly 
predicted to within a range of 0.04 (i.e. 2.5%), after training on 450 examples.

With a full mask, using ten nearest neighbours, LLR accurately classified 42 examples. In this case, the 
increasing near neighbour test also suggested ten neighbours should be used (p=10). After running the
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GA and removing inputs relating to accessibility to radial highways and proximity to a river, results 
were improved. The model correctly classified 44 examples.

4.3 Income

USA census data (containing information relating to age, education standard, race, etc.) was used to 

predict whether an individual's yearly income was above or below $50,000. Data was obtained from 

the UCI KDD archive [12]. This was a classification task, with accuracy measured according to how 

many of the 46,342 test datasets were correctly assigned as being above or below the threshold.

With a full mask and ten near neighbours, 33,579 were correctly predicted. Using the five neighbours 

(p=5) suggested by the increasing near neighbour test but retaining the full mask improved results to 

33,840. However, with five neighbours and the mask deemed to be best according the genetic 

algorithm (lacking the input relating to marital status), this figure was dramatically increased to 39,197.

4.4 Breast Cancer

Breast Cancer data was obtained from the University Medical Centre of Ljubljana, Yugoslavia. The 

task here was to ascertain whether individuals suffered a recurrence of breast cancer, based on nine 

medical variables. Models were trained on 260 examples, tested on 26. Ten near neighbours (p=10) 

were deemed to be most appropriate. With a full mask, 22 cases were correctly classified. With a 

reduced mask, this value was improved to 26 out of 26.

4.5 Lymphography

This experiment was based upon lymphography records, again obtained from the University Medical 

Centre of Ljubljana. The model attempted to classify a lymphoma into one of four categories. There 

were relatively few vectors available, so the model was trained using 130 and tested for eighteen. With 

a full mask, the model correctly classified the lymphoma on seventeen occasions. Using fifteen near 

neighbours (p=15) and a reduced mask, the model was able to correctly classify all eighteen 

lymphomas.

4.6 Algae Concentrations

European rivers were tested for water quality over a period of one year. Data was again obtained from 

the UCI KDD archive [ibid,]. Measurements were taken of physical attributes such as flow velocity, as 

well as the concentrations of certain chemicals within the rivers. These factors were theorised to have 

an impact upon the concentrations of seven different species of algae within these rivers.

Seven different data sets were created each using the same inputs with one particular alga assigned as 

the output. Outputs were continuous, accuracy was judged according to the number of times the model 

was able to predict algae concentration within a certain range. Data was trained using 320 vectors and 

tested with the remaining 20.
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The best results were obtained for the fifth and seventh algae examined. For the fifth algae, with the 

full mask the model predicted fourteen concentrations to within a range of 0.01 (i.e. 0.625%). After 

reducing the number of nearest neighbours to nine (p=9) and eliminating inputs relating to season and 
river size, the model was capable of predicting sixteen concentrations to the same accuracy. For the 

seventh algae, the full mask was able to predict 16 concentrations accurately. This was improved to 
nineteen when only four near neighbours (p=4) were used, and improved to twenty with a reduced 
mask.

4.7 Deliberate noise

In order to establish that the GA was capable of picking out appropriate variables that led to the 

creation of superior models, noise was deliberately introduced into a dataset. The GA should be able to 

discard the variables consisting purely of noise. The fifth algae dataset was used to do this, as it was 

known to be capable of producing useful models. Here, no judgement is made upon the accuracy of 

models developed, as the aim is merely to ascertain that the GA is capable of picking out irrelevant 

data.

4.7.1 Introducing Random Data

An additional column was introduced into the dataset, containing random numbers. After reducing the 

number of near neighbours to three (p=3), the GA correctly suggested the use of a mask that did not 

contain the random data.

4.7.2 Duplicating Variables

One of the chemical concentrations that had consistently been included in the best masks was copied 

and repeated in the dataset. This experiment was particularly interesting as the input that was to be 

discarded did contain relevant information, but it was data that was supplied elsewhere (i.e. the 

duplicated attribute) and as such was not necessary for the construction of a good model. With six near 

neighbours (p=6), the GA removed one of the duplicated inputs.

4.8 Results Summary

This section provides a summary (shown in Table 2) of the experiments described above. These 

experiments provide empirical evidence that clearly demonstrates the utility of the Gamma Test 

derived objective function, used in conjunction with a Genetic Algorithm, in terms of determining 

which attributes are most predictively useful. In addition, it has been shown that the methodology is 

able to eliminate those duplicated and random attributes that were artificially added to the existing 

attributes - in other words, those attributes that were known to be irrelevant.
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Experiment

Housing

2. Income

3. Breast 
Cancer

4. 
Lymphography

5. Algae 5

6. Algae 7

Accuracy Criteria

Number of examples
predicted to within a 

range of 0.04

Number of examples 
correctly categorised

Number of examples 
correctly categorised

Number of examples 
correctly categorised

Number of examples
predicted to within a

range of 0.01

Number of examples
predicted to within a

range of 0.01

Number of 
inputs in

Partial Mask

13/14

13/14

2/9

13/18

16/18

11/18

Suggested 
number of

neighbours (p)

10

5

10

15

9

4

Number of accurate predictions

Percentage
improvement

3.5

12.1

15.4

6

10

20

Full Mask,

10
neighbours

42/56

33,579/ 

46,342

22/26

17/18

14/20

16/20

Full Mask, p
neighbours

42/56

33.840/ 

46,342

22/26

13/18

15/20

19/20

Partial Mask,
p neighbours

44/56

39,197/ 

46,342

26/26

18/18

16/20

20/20

Table 2 - Summary of results obtained

The 'Accuracy Criteria' column describes the method of assessing accuracy for that particular 

experiment. The 'Number of inputs in partial mask' column represents the number of inputs used out of 

the number available, while the 'Number of accurate predictions' columns represent the number of 

predictions out of the total number of predictions made.

5. Conclusion

These results demonstrate that the techniques applied to the datasets have improved the accuracy of 

models that have been constructed. We have shown that the GA has been able to work in conjunction 

with the GT to appropriately select the relevant inputs within a data set without a priori knowledge 

concerning each application area. This ability to select predictively useful attributes from numerical 

data sets in a true data driven sense promises to provide knowledge engineers with a formidable tool.
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Abstract

This paper introduces the J-Score, a heuristic feature selection technique capable of selecting a useful 

subset of attributes from a dataset of potential inputs. The utility of the J-Score is demonstrated through 

its application to a dataset containing historical information that may influence the House Price Index 

(HPI) in the UK. After selecting a subset of features deemed appropriate by the J-Score, a predictive 

model is trained using an Artificial Neural Network (ANN). This model is then tested and the results 

compared with those from an alternative model, built using a subset of features suggested by the 

Gamma Test, a non-linear analysis algorithm that is described. Other control subsets are also used for 

the assessment of the J-Score model quality. The predictive accuracy of the J-Score model relative to 

other models provides evidence that the J-Score has good potential for further practical use in a variety 

of problems in the feature selection domain.

Introduction

Artificial Neural Networks (ANNs) can be very useful tools for creating predictive models. Models are 

developed by using training data that is accurately representative of the overall dataset and can then be 

tested on subsets of the dataset where accuracy of the results can be judged. If the model is deemed to 

be suitably accurate, it can then be used to make predictions about further outputs where the true 

answer is unknown. However, it is often difficult to generate accurate models. Difficulties are 

exacerbated if there are a large number of inputs used to develop the model compared to the number of 

observations, especially if the inputs are noisy or have minimal impact upon the final output. It is 

therefore advantageous to eliminate any such noisy or unhelpful features from the dataset prior to 

generating the predictive model. In order that a subset of inputs can be selected, it is necessary to assess 

the relative qualities of potential inputs in such a way that some of them can be removed and only the 

most useful inputs remain. Wilson et al (2004) demonstrated that the Gamma Test (first noted by 

Stefansson et al., 1997) (GT) can be used for such a task. Here we present a new method, the J-Score, 

that analyses the dataset in order to make an appropriate selection of attributes that can then be used to 

construct a model using an ANN.

We demonstrate that the J-Score is both practical and effective by applying it to a real-world problem, 

namely housing value prediction. By showing that the J-Score decisively suggests feature subsets and 

that these subsets can be used to generate models that are superior to models suggested by alternative 

means, we aim to demonstrate that the J-Score is of practical utility. The high quality of results 

obtained in the experiments performed here indicate that the J-Score has the potential to be successfully 

applied in other domains.
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This paper describes the theory behind the Gamma Test and J-Score as well as how ANNs can be 
applied to a set of attributes to create a predictive model. The problem under investigation is then 
described, along with the procedures followed in order to generate feature subsets for use with the 
ANN. Predictive models are then constructed and their accuracy analysed. Conclusions are made about 
the success of the experiments and suggestions for future work are made.

The Gamma Test (GT): Overview

The Gamma Test is a non-linear data analysis algorithm that estimates that part of the variance of the 

output of an input/output data set

(1)

that cannot be accounted for by the existence of any smooth model based on the inputs, even though 

the model is unknown. Here xt = (x\(f), ..., xm(i)) represents the ith data input vector andyi represents 

the associated output.

We imagine that the data is derived from an underlying smooth function/: P " — > P which is unknown 

and that the measured output values y are given by

y = f(x)+r (2)

where r is a random variable with mean zero and bounded variance Var(r).

The Gamma test estimates Var(r) in O(Mlog M) time by first constructing a kd-tiee using the input 

vectors jc, (1 < i < M) and then using the Arf-tree to construct lists of the Mi (1 < k < p) nearest 

neighbours A:N[/I k] (l < i<M) of xt . Here p is small, fixed and bounded, typically p = 10. The algorithm 

next computes

*,l ^k<p (3)
1=1 

where |.| denotes Euclidean distance, and

Note here that >>N[,, k] is not necessarily the *th nearest neighbour of y, in output space. Finally the 

regression line y= F+A8 of the points (b^k), y«(*)) (1 < ft <p) is computed and the vertical intercept F 

returned as the estimate for Var(r). The slope parameter A is also returned as this normally contains
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useful information regarding the complexity of the unknown surface y =J(x).

Evans and Jones (2002a and 2002b) provide a formal proof that F ->• Var(r) in probability as M-> 

oo under a wide range of circumstances. The idea is based on the remarkable observation that the 

relationship between y^k) and S^fc) is approximately linear in probability as Mbecomes large, i.e.

yM (k)~Var(r)+ASM (k)+o(SM (k)) (5) 

with probability one as M —» oo.

If linear regression is characterised as the ability to provide an estimate of 'goodness of fit' against 

the class of linear models, then the Gamma test is non-linear regression, because it provides an 

estimate of 'goodness of fit' against the class of non-linear smooth models that have bounded partial 

derivatives.

If possible the Gamma test requires the number of data points M to be relatively large, with an 

asymptotic estimate being reached for incrementally increasing quantities of M indicating sufficient 

data is available to provide a reliable F estimate. With high dimensional input data we may, of 

necessity, require orders of magnitude more data. However, this should not surprise us, it is intrinsic to 

the nature of the undertaking. A linear model is determined by very few parameters and naturally 

requires less data to fit, whereas here we seek to quantify the goodness of fit against a huge class of 

potential models, each of which may be determined by an infinite set of parameters.

Although the Gamma test gives very little information about the best fitting function from the 

allowed class it nevertheless facilitates the construction and validation of such a model. To actually 

build the model we use information from the Gamma test combined with other non-parametric 

techniques, such as local linear regression or neural networks.

However, the Gamma test has other implications that are of relevance to the present study: it can 

be used for model identification. In this context we might say that the goal of model identification for a 

particular output is to choose a selection of input variables that best models the output y. Although 

mathematically the inclusion of an irrelevant variable in the list of inputs makes no difference to the 

fact that/: Pm -> P is a function, nevertheless in practice it is very important to eliminate counter 

productive inputs. This reduces training time for neural networks and can substantially improve the

resulting model.

Some input variables may be irrelevant, or subject to high measurement error, so their inclusion as 

inputs into the model maybe counter-productive, leading to a higher effective noise level on the desired
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output. Since a single Gamma test is a relatively fast procedure it is possible (provided m is not too 

large) to find that selection of inputs which minimises the (asymptotic) value of the Gamma statistic 

and thereby make the 'best selection' of inputs. Moreover, for the purpose of comparing one selection 

of input variables with another, even if M is smaller than we would prefer, it may not be critical that 

individual Gamma test results are rather less accurate than one would like provided they are all 

computed using the same data. This is because we are primarily interested in ranking selections of 

inputs in order of their Gamma statistics rather than the Gamma statistic per se. 

The J-Score

The J-Score is a new technique, leaving a great deal of scope for further investigation into its 

application. It is currently being used to determine geographical causal relationships in spatial datasets. 

The J-Score may be used an alternative or a complement to The Gamma Test, based as it is upon very 

similar key concepts.

The theory was based upon Punch et al's weight modified Knn (1993) that dealt with classification 

problems. An example of the type of problem that Punch's method would be used for is shown in 

Figure 1. Here, Features A and B interact and the output is classified as being either Type P or Type Q. 

An unknown sample, labelled X, is classified according to its nearest neighbours. In this simple 

example, three nearest neighbours are chosen. In Figure 1, X would be identified as being of Type P. 

Punch's Knn would give the scenario credit if the nearest neighbours that were used were all of the 

same type. Figure 2 shows how a continuous output would appear if represented in a similar format. 

Punch's approach would not be suitable for a continuous output as it is neither easy or necessarily 

appropriate to attempt to quantify precisely how many neighbours are 'useful'. However, it is possible 

to apply the same principles as Punch used in order to assess a continuous output problem in a useful 

manner.
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Figure 1 A scenario with a discrete output Figure 2 A scenario with a continuous output

An alternative technique for assessing the overall near neighbour layout was developed. Consider the 
relative qualities of the example scenarios shown in Figure 3. Here, the five nearest neighbours are 
represented by black points. The scales in each are identical.
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Scenario A.

Mean Output distance=2.

Input Distance

Scenario B.

Mean Output distance=5.

Input Distance

Scenario C.

Mean Output distance=2.

Figure 3 Three examples of potential scenarios

Comparing Scenarios A and B it is immediately clear that Scenario A is superior. All five near 
neighbours are much closer to the subject datapoint in terms of output distance and will result in a 
superior end result, namely a more accurate predictive model. The difference between these scenarios 
can easily be enumerated by calculating the mean distance between the datapoint and the near 
neighbours. This value will be much smaller for Scenario A than for Scenario B. The situation becomes 
more complicated when comparing Scenario A with Scenario C. Here, the mean near neighbour 
distance is identical, yet Scenario A is in fact the more desirable. Scenario A is superior to Scenario C 
as there is a more consistent trend in terms of Output distance rather than the slightly haphazard 
arrangement seen in Scenario C with a few very close neighbours and a few very far neighbours.
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Scenarios A and C can be differentiated by calculating the standard deviation of the near neighbour 

output distances. This value will be much lower for Scenario A. Note that Scenario C is superior to 

Scenario B, yet its standard deviation score will be much higher. It is therefore necessary to include 

both the mean distance and the distance standard deviation, each multiplied by a weighting, in order for 

these Scenarios to be accurately assessed.

In summary, the quality of an overall scenario improves if more datapoints have near neighbours in a 

format similar to that shown in Scenario A. The output distance mean and standard deviation are 

calculated for the k nearest neighbours for every datapoint and multiplied by weightings that can be 

estimated experimentally. The resulting value is known as the J-Score.

Forecasting with ANNs

The forward projection of a value that varies with time can be approximated from a model of the time 

series using a variety of traditional techniques. Most such schemes rely on the assumption of linearity, 

or on some kind of transformation of the data such as a logarithmic or a cosine. The necessary function 

has to be postulated however by the user for each individual time series.

Time

'Record Inputs

yt+2
yt+i

yt-i

yt+4
Output or targets

yt+5 yt+6

yt+2
yt+i yt+2

yt+i

yt+4
yt+3
yt+2

yt+5
yt+4
yt+3

etc.

Table 1—The time series is organised as a data table, each record being a small window 
of the complete time series. The full table comprising of the time series back to a 
convenient point in time is used to train and validate the neural network. In this example, 
yt+6 is the most recent value of the time series.
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Neural networks are pattern recognition devices that can be used effectively to fit any smooth non 
linear function in data. They have the advantage that there is no need to assume any transformation or 
functional form in the data. Windowing is a technique often used to enable ANN's to model a time 
series. The network has multiple inputs, x\ ... xm and an output y. The data is arranged in to m+1 

columns, each column being a repeat of the one on its right, but displaced down by one time unit. If 
the successive values of the time series are represented by yt, yt+ \, yt_2 .., then Table 1 shows the 

arrangement of the data, assuming for example that m=4. The number of columns is decided by the 
length of the data set, and the width of window considered necessary to include all the major features 
of the time series, a figure that is often found by trial and error.

Once a model has been trained and validated, it can be used to project the series forward in time. The 
most recent n values of the time series (up to yt+6 in this case) are applied to the neural network and 

the output gives the first projected value of the time series, yt+j. Next, the last n-1 values of the series, 

plus the value yt+-] are applied to the neural network, which now gives yt+g.

Often it is desirable to predict a time-series that is thought to be dependent on other time series. The 
input to the network is formed by concatenating the data from appropriate 'windows' of the independent 
time series while the output is the predicted value for the dependent time series. However, mere 
concatenation often leads to lengthy (which is not a good feature when training neural networks) input 
vectors that may contain non-salient information. The aim of feature selection is to reduce the length of 
the training vector by removing non-salient columns from the concatenated vector.

The Problem Domain: House Price Formation

With the aim of demonstrating that the J-Score is both practical and effective, it was applied to a real- 

world problem, namely housing value prediction. The output in the experiments performed here is the 

House Price Index (HPI), a measure of UK house prices, calculated quarterly. Fluctuations in the HPI 

occur due to variation in various economic factors, of which eight were chosen by Wilson et al [ibid] as 

part of a previous study. These same eight variables were used again in the experiments in this paper. 

Table 2 lists the output and input metrics and their respective sources.
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Metric

House Price Index (HPI)

Average Earnings (AE)

Claimant Count (CC)

Retail Price Index (RPI)

Bank Rate (BR)

Mortgage Equity Withdrawal (MEW)

Household Savings Ratio (HSR)

GDP Household Consumption (GDPHC)

Consumption of Durable Goods (DG)

Source

www.nationwide.co.uk

www.statistics.gov.uk

www.statistics.gov.uk

www.statistics.gov.uk

www.bankofengland.co.uk

www.bankofengland.co.uk

www.statistics.gov.uk

www.statistics.gov.uk

www.statistics.gov.uk

Table 2 Metrics used and source
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Figure 4 Mapping within the State Representation

Mask evaluation

The success of any discrete optimisation problem rests upon its objective function, the purpose of 
which is to provide a measure for any given solution that represents its relative quality. In this section, 
we present the attribute selection strategies and their formulation within an objective function.
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The objective function used here works by calculating the Gamma statistic for the data for a given 

attribute mask within our state representation and then summing metrics associated with the quality of 

the mask. Hence, the objective score associated with a given configuration is an abstraction of the 

penalties analogous with the relationships between a set of attributes determined by the configuration. 

In full, we consider the three measures of relative quality proposed by Durrant (2001), namely:

• the amount of noise within the database (should be reduced to a minimum);

• the underlying complexity of any underlying relationship between input and output data 

(should be minimised);

• the complexity of any ANN architecture utilised (should be optimally-minimal in terms of the 

number of inputs into the architecture).

Underlying definitions and constraints.

The objective function utilised to evaluate solutions requires a number of definitions, namely:

• P(t): {m,i,...,m!n } is the population of masks at generation t;

• M: {mi, ...,ms} is the set, of length s, of all possible masks;

• /is the generation;

• n is the number of members in the population;

• s is the number of individual masks (2a) that exist within the state-space;

• a is the total number of attribute measurements within a given mask;

• mti is a given mask / of the population at generation t;

• wj is the weight given to the intercept value (1.0);

• W2 is the weight given to the gradient value (0.1);

• w3 is the weight given to the number of active attributes (0.1);

• (w/ + W2 + >f3+ w4 ) > 0;

• fi(mask) is a function that returns the Gamma statistic for a given mask mask such that 0 <

Jfmask) < 1;

• f2(mask) is a function that returns an estimate of the model's complexity for a given mask mask 

such thatf2(mask) > 0;

• f3(mask) is a function that returns the number of active attributes within a given mask mask 

such i}\a\.fi(mask) > 0;

• f^mask) is a function that returns the J-Score for a given mask mask;
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• fynask) is a function that returns the weighted objective score for a given mask mask such that 

fi(mask) > 0;

• Vr«tio(mask) is a function that returns Gamma/Var(output), providing a standardised measure;

• OutputRange is the difference between the maximum and minimum values in the output 

column;

• Active(mask) is a function that counts the number of active attributes within a given mask m;

• Length(mask) is a function that returns the number of attributes within a given mask m;

• Gradient(mask) is a function that returns the slope of the regression line used to calculate the 

Gamma statistic.

The object relationship fitness function

The objective function used to evaluate masks examines the weighted relationship between relative 

measures of its quality. The general expression of the objective function is:

flmask) = \-(wif\(mask) + \V2fi(mask) + w3f3(mask) + wjf^maskj) (6)

Where f^rnask) and w, represent, respectively, the number of conflicting objects and the weight of that 

particular measure, with a high value offlmask) indicating a good solution. These values are then 

scaled to a positive range.

The first term of the objective function, //(mask), returns a measure of the quality of the intercept based 

upon the Vratio, which is a standardised measure of the Gamma statistic that enables a judgement to be 

made, independently of the output range, as to how well the output can be modelled by a smooth 

function. Minimising the intercept by examining different mask combinations provides a means for 

eliminating noisy attributes, facilitating the extraction of a smooth model from the input data, and is 

expressed as:

2 - ————T———x otherwise

(7)

The second term of the objective function, f2, returns a measure of the complexity of any underlying 

smooth model based on the gradient, or slope parameter, A determined by the GT. Minimising this
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complexity is desirable, especially in cases where data points are relatively sparse, and is expressed as 
where |.| denotes the absolute value:

(mask) = 1 ————Z————;——— (8)

1 + Gradient(mask)
OutputRange

The third term of the objective function, f3, sums the number of active elements within the input vector 

and returns this as a percentage of the total number elements within the input vector. Minimising the 

number of active genes within our genome encourages the search procedure to find solutions that are 

less complex, resulting in input minimal input vectors.

- _ Active(mask) 
Length(mask)

Lastly, the fourth term of the objective function,^, represents the J-Score. Calculation of the J-Score is 

described in Section 3.

The next section describes how the objective function was applied to select the most useful attributes 

from those available.

Attribute selection computational experiments and results

Having collected and pre-processed the appropriate data as described in Section 6 and Section 7, the 

dataset is then examined. This section describes the procedure followed to generate masks using the 

Gamma Test and the J-Score. The masks obtained are then analysed in terms of the inputs that are 

retained and rejected. Models are then created and assessed for these and other masks.

The Gamma Test and J-Score were used independently of one another in order to assess masks. That is, 

the weightings used within the objective function (described in Section 6.4.2) were set such that only 

one of the two techniques would have an influence. In addition to the masks suggested by the Gamma 

Test and J-Score, some specifically chosen masks were analysed in order to obtain further information 

regarding particular inputs.

Attribute Selection Process

The Gamma Test and J-Score were used to generate two masks for analysis. The two different 

procedures that were followed for each technique are described here.

Gamma Test Selection Process

With 48 inputs available, there are 48!=1.24xl061 potential masks that may be created. Such a large 

search space can be analysed using a heuristic search technique such as a genetic algorithm (Wilson et 

al [ibid]). The process used by Wilson et al was replicated to create a mask deemed appropriate
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according to the Gamma Test. A Genetic Algorithm search was used to identify a population of 100 
useful masks. This population was then analysed to create a composite mask of the most popular 
attributes. The mask was subsequently heuristically pruned in order to acquire a shorter mask. This 
heuristic allowed only one lag from each metric to be included in the final mask.

J-Score Selection Process

Given that each metric is ultimately to be represented only once in the final mask, an alternative 
attribute selection process became apparent. With a choice of six lags from eight metrics, the number of 
potential masks is reduced to 68=1,679,616, a quantity small enough to allow an exhaustive analysis of 
the search space to be performed. This allowed comparisons to be made within each metric category, as 
to which lag is the most significant.

Additional information about the dataset was obtained by implementing another search that allowed 
comparisons between the relative qualities of the eight metrics to be made. An exhaustive search was 
performed of masks that contained either all six, or none of the input lags for each economic metric. 
This required analysis of 61=720 masks. Relative usefulness of the metrics can be judged according to 
how regularly the six lags from each appeared in the best ranked masks. The choice of optimal mask 
was based upon analysis of the results from the two searches.

During the selection process, the weightings for Output Distance Mean and Standard Deviation used 
within the J-Score were 2 and 1 respectively. These values were obtained experimentally.

Gamma Test attribute selection

The Genetic Algorithm search was performed with the objective function based upon the Gamma 
statistic. Figure 5 presents a graph indicating the number of times each attribute is present for the 100 
masks in the final population, providing an indication of the significance of each.
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Average Earnings Claimant Count
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Figure 5 Graphs showing how often each lagged observation occurs within the population for the
Gamma Test

Those inputs that appear in every mask in the population were retained to make a composite mask. This 
mask contained 22 inputs, representing every metric with the exception of Mortgage Equity 
Withdrawal. In accordance with the procedure used by Wilson et al [ibid], this mask was pruned such 
that only one lagged observation from each metric was retained. Where multiple inputs were present 
for any metric, the most recent lag was retained. The condensed mask contained a total of seven inputs 
and is represented graphically in Figure 6.
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Input and Output Lags for Gamma Test Mask
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Figure 6 Lags included in the Gamma Test mask

J-Score attribute selection

The alternative procedure described in Section 7.1,2 was used with the objective function containing 
the J-Score, to obtain another mask. Firstly, a search was performed using masks containing either all 
or none of the input lags for each economic metric. This search produced the results shown graphically 
in Figure 7.

Metric

Figure 7 Graph showing how often each metric is present in best 100 masks according to the J-
Score
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The search of masks containing one lag from each metric produced the results shown graphically in 

Figure 8. The graphs show the number of times each lag featured in the best 100 masks according to 
the J-Score evaluation.

Average Earnings Claimant Count

Retail Price Index Bank Rate

t-5

Mortgage Equity Wtithdrawal Household Savings Ratio

t-5

GDP Household Consumption

t-5 t-4 t-3 t-2 t-1

Durable Goods

t-5 t-4 t-3 t-2 
Lag

Figure 8 Graphs showing how often each lagged observation occurs within the population for the
J-Score
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Results from the J-Score experiments give strong indications as to which inputs should be retained. The 
RPI features most prominently in Figure 7, while from Figure 8 we can see that lags of one or two 

quarters are significant for this category. More recent lags have a tendency to be rated as more 

influential by the J-Score, with the exception of Claimant Count, where the earliest time frame appears 

most regularly. Pruning of the mask was performed such that the most commonly occurring lag was 
retained for each metric, with the exception of Mortgage Equity Withdrawal. This feature was 

represented least in Figure 7, while the lack of any strong trend in the graph shown in Figure 8 suggests 
that this metric does not have a particularly strong influence upon the J-Score.

The selection process resulted in a choice of a final J-Score mask containing seven inputs, represented 
graphically in Figure 9.

Inpi
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Figure 9 Lags included in the J-Score mask 
Attribute selection analysis

Table 3 summarises the lagged observations that were chosen as input vectors by the Gamma Test and 

J-Score in the experiments conducted here. Inputs used in the work of Wilson et al are also presented, 

for comparison.
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Metric

Chosen
Lag

New
Gamma

Test Mask

NewJ-
Score
Mask

Previous 
Mask

AE

-1

-2

-2

CC

-2

-5

None

RPI

-1

-1

-2

BR

0

0

-5

MEW

None

None

None

HHSR

0

-1

-5

GDPHC

-2

0

-4

DG

0

0

-3

Table 3 Lagged observations chosen in the current and past experiments for each metric
Examination of Figure 5, Figure 7 and Figure 8 reveals that there is significant correlation between the

features that are rated highly by the Gamma Test and J-Score, and the features that were used in the 

models created by Wilson et al. For example, the Bank Rate and the Retail Price Index feature strongly 

in both past and new experiments, as does the consumption of Durable Goods. It is also interesting to 

note that Mortgage Equity Withdrawal has again been excluded from the suggested masks. Such 

correlation indicates that underlying trends that have been influential in guiding attribute selection are 

likely to be genuine. The following section describes how the chosen input vectors are used to create 

predictive models.
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Forecasting using Artificial Neural Networks

Despite the many satisfactory characteristics of an ANN, building a neural network for a particular 
forecasting problem is a nontrivial task. Modelling issues that affect the performance of an ANN must 
be considered carefully. First, an appropriate architecture, that is, the number of layers, the number of 

nodes in each layer, and the number of arcs that interconnect with the nodes must be determined. Other 
network design decisions include the choice of activation function for the processing nodes, the 

training algorithm, data normalisation methods, training data, and performance measures (Zhang et al., 

1998). In this section, an overview of the Back-Propagation ANN utilised to forecast a change in the 
HPI is provided.

The network architecture

Our ANN is composed of an input layer, which corresponds to the length of the input vector, an output 

layer, which provides the forecast values, and two layers of hidden nodes. Homik (1991) has shown 

that a single hidden layer is sufficient for an ANN to approximate any complex non-linear function 

with any desired accuracy. However, recent findings have shown that two hidden layers can result in a 

more compact architecture that achieves a higher efficiency than single hidden layer networks (e.g. 

Srinivasan et al., 1994; Zhang, 1994; Chester, 1990).

The number of nodes in the hidden layers

It is important that the network has generalised across the time series and not simply fitted the inputs to 

their corresponding outputs. Therefore, the number of hidden nodes in each layer was determined by 

trial and error, with large numbers of nodes in the hidden layers being incrementally pruned to a 

minimum (of four nodes in each of the two hidden layers) whilst still producing relatively good 

forecasting capabilities.

The number of nodes in the input layer

The number of nodes in the input layer corresponds to the length of the mask generated during the 

attribute selection procedure described earlier. This is the most critical decision variable for a 

forecasting problem, since the vector contains important information about complex (linear and/or non 

linear) structure in the data. Given that there is no widely accepted systematic way to determine the 

optimum length (or content) for the input vector the heuristically derived mask provides a significant 

step forward in this area of modelling.

The number of nodes in the output layer

For the time-series forecasting problem described in this paper, the single output node corresponds to 

the forecasting horizon. Here, a four-step-ahead (i.e. one-year into the future) was adopted.

Performance measure
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Although there can be many performance indicators associated with the construction of an ANN the 
decisive measure of performance is the prediction accuracy it can achieve beyond the training data. No 
one universally accepted measure of accuracy is available, with a number of different measures being 

frequently presented in literature (Makridakis et al., 1983). The performance measure adopted by the 

authors is the Mean Squared Error (MSB) function. The MSB provides an averaged measure of the 
difference between the actual (desired) and predicted value.

While the MSE is the criteria used during the training process, an additional way that created model 

can be tested is to examine how successfully the model is capable of predicting fluctuations in the HPI. 

Precise estimates of the percentage change in house prices may be difficult to achieve, but can the 

model predict whether house price increases will be slowing down or speeding up at a particular time?

Updating the weights

The new values for the network weights are calculated by multiplying the negative gradient with the 

learning rate parameter (set at 0.25) and adding the resultant vector to the vector of network weights 

attached to the current layer. In order to accelerate convergence a weighted momentum term (of 0.1) is 

added to the weight update.

Terminating the training procedure

As over-fitting is a widely accepted problem associated with modelling utilising ANNs, the GT's ability 

to accurately measure the 'noise' within a data-set and, consequently, the point at which training should 

stop provides a significant utility for practitioners. Over-fitting occurs because the ANN will attempt to 

fit all data encountered, including any noise present. Given that an ANN will tend to fit useful data 

before any noise (assuming that some underlying useful function exists within the data), providing a 
measure of any noise present in the data-set is of considerable utility as it allows training to end at a 

near optimal point. Therefore, the GT procedure (see Section 0, which calculates the variance of the 

noise) was applied to the input/output mask suggested by the heuristic procedure (see Section 7) to 

provide a MSE value at which training was stopped.

Partitioning of the vector set

Typically, training and test data sets are used during the ANN creation process. In this paper, the 

training set was used to construct the ANN's underlying model of the time series and the test set was 

used to measure the accuracy of this model. Next, the set of vectors was partitioned into a training set 

and a test set. The M-competition convention of retaining the last eight quarterly points for testing, 

mapped to input/output vectors, was adopted (Foster et al., 1992). The remaining vectors formed the 

training set. As the Gamma test statistic was used to stop the training procedure, there was no need to 

further partition the training set to provide a Validation Set (e.g. Wilson et al., 2002). Where models 

were built using the mask suggested by the J-Score, the Gamma statistic appropriate to that mask was 

used.
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Forecasting utilising an ANN - experimental results

In this section, the authors present the predicted and actual annual movements in the HPI in addition to 
the actual and predicted values for the HPI taking into account the predicted percentage change 
produced by ANN models that utilise the partial mask suggested by the method and the full mask for 
purposes of comparison. The salient decisions relating to GT, J-Score and ANN configuration and 
parameter settings utilised are summarised in Table 4.

Gamma Test Objective Function
Intercept value (wi)

Gradient value (w2)

Number of active attributes (w3)

J -Score value (w4)

Number of near neighbours

1

0.1

0.1

0

10

J -Score Objective Function
Intercept value (w,)

Gradient value <w2 )

Number of active attributes (w3)

J -Score value (w4)

Number of near neighbours

0

0

0

1
10

Artificial Neural Network

Type

Number of Inputs

Number of Hidden Layers

Number of Hidden Nodes

Number of Outputs

Learning Rate

Momentum

Performance Measure

Termination Criteria

Back-propagation

Determined by GA/GT 7

All attribute observations 48 (8 windows of length 6)
2

4 per hidden layer

1

0.25

0.10

Mean Squared Error (MSE)

Determined by the Gamma Intercept = 0.004

Table 4 Summary of parameter settings 

Annual percentage movement results

An ANN model was repeatedly trained using the subset of ninety eight vectors incorporating all 48 
available inputs. The resultant best model was then tested using the last eight quarters of data, 
producing the results presented in Figure 10. The model resulted in a MSB of 0.11494, and predicted 
fluctuations in the HPI that followed the actual results in three of the eight quarters. This benchmark is 
used as a basis for comparing the computationally and heuristically selected masks and their associated 

ANNs presented below.
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Figure 10 Annual percentage movement forecast using all available inputs
This model displays a lack of consistency in terms of accurately estimating fluctuations in the HPI. By 
reducing the number of inputs used by the ANN, it is to be hoped that accuracy can be improved. A 
simple heuristic for reducing these inputs is to retain only the most recent lags from each metric 
category. Similarly trained, the best model constructed using these inputs was capable of predicting 
fluctuations in four of the eight quarters (shown in Figure 11), with a MSB of 0.28361.
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Figure 11 Annual percentage movement forecast results using most recent lags

Figure 12 and Figure 13 show the results obtained from the best models trained using the masks 
suggested by the Gamma Test and the J-Score respectively. The Gamma Test model has a MSB of 
0.091191 and has successfully identified the fluctuations in the HPI on six occasions. The J-Score 
model has a MSB of 0.030552 and has also successfully identified the fluctuations on six occasions. 

Table STable shows the actual and predicted values for all four models created.
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Figure 12 Annual percentage movement forecast results using mask suggested by the Gamma
Test

51
0)

c
V 
O)

ra

35

J-Score Model

30 ->

25

20

15

10

5 

0

\ ^^.
\ ^s^ /— ———— - — \
\. ^s\ii^^ ^ x\

"^ — —_V
———— Actual

Prediction

2002 Q4 2003 Q2 2003 Q4 2004 Q2 2004 Q4

Year, Quarter

Figure 13 Annual percentage movement forecast results using mask suggested by the J-Score
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Year

2002

2003

2003

2003

2003

2004

2004

2004

2004

Quarter

4

1

2

3

4

1

2

3

4

Actual

25.3

25.78

21.14

17.08

15.49

16.91

19.43

19.3

14.84

Prediction

Full Mask

16.04

13.47

10.26

6.84

9.31

12.55

6.67

12.4

17.97

Recent Lags

19.77

18.04

-3.27

-2.91

-2.89

6.82

7.46

7.15

16.67

Gamma Test

15.7005

12.4122

12.5651

8.1362

5.8625

17.9255

17.9156

22.2974

7.3674

J -Score

24.5

17.3

13.85

12.7

11.2

21.68

20.78

22.15

14.7

Table 5 Annual percentage movement forecasts using three different models
These results provide evidence that predictively useful models have been extracted from the available 
feature data. In both new models, predicted fluctuations accurately follow those that actually occurred. 
The accuracy of models based on the full and recent lag masks were much weaker in comparison, 
strongly suggesting that the strong results have not occurred by chance.

Additional confidence that the masks suggested by the Gamma Test and J-Score are unusually useful 
can be obtained by comparing their predictive qualities with the qualities of masks chosen at random. 
Four such masks are presented, each containing one random lag from each metric. Models were created 
for each mask using the same architecture as the J-Score model. The best MSEs for these four models 
are: 0.26693, 0.26715, 0.13532 and 0.40258, much larger than those for either the J-Score or the 
Gamma Test. Inspection of Figure 14 reveals how closely the J-Score and Gamma Test predictions 
follow the actual fluctuations of the HPI over the last eight quarters, relative to the predictions made by 
the random masks and the recent lag model.
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Model Comparisons
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-Recent ———1 -Actual - - ' J-Score —— • Gamma Test

Figure 14 A comparison of forecasts by different models Improvements in predictive accuracy when 
using the Gamma Test and J-Score models is demonstrated further by examining Figure 15, which 
shows the actual and predictive trends for the four models across the last 20 years.
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Gamma Model
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Full Mask Model
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Figure 15 Predictive trends for the four models over 20 years

The two newly created models follow the trend line much more closely, predicting fluctuations more 
successfully, particularly at the end of the time range where the data was not used for model training. 
Results presented throughout this section demonstrate the difficulties that the ANN experienced when 
faced with too many inputs when the full mask was used. They also show that it is not sufficient to 
heuristically retain only the most recent lags from each category, or to retain lags at random, but that it 
is necessary to prune inputs in the more sophisticated manner provided by the Gamma Test and J- 

Score.

Annual percentage movement predictions

Having shown in Section 9.1 that the models suggested by the Gamma Test and J-Score are capable of 
accurately predicting fluctuations in the HPI up to four quarters in advance, further predictions were 
made using this models with the most up-to-date data available. Data for the relevant inputs is available 
up to the fourth quarter of 2004, enabling predictions to be made up to the fourth quarter of 2005.

Predictions made by the two models are shown in Figure 16. Both models suggest that the HPI will 
remain relatively stable in 2005, with the rate of increase slowing down, leading to a slight drop in the 

HPI in the final quarter of 2005.
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Figure 16 Predictions for House Price Index in 2005 (1993=100)

It can be surmised from the graph shown in Figure 16 that there is a seasonal trend within the HPI that 

rests upon a clear upward tendency within house prices.

Conclusion
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This work has introduced the J-Score, a new heuristic technique designed to evaluate potential inputs in 
terms of their predictive usefulness. The J-Score evaluation can be used as a guide towards making a 
suitable choice of attributes for the construction of a forecasting model using an ANN. That the J-Score 
can be implemented in a practical scenario and obtain results of merit has been demonstrated by 
applying the technique to a notoriously challenging domain, that of House Price forecasting. The 
attribute selection process provided clear indications as to which inputs should be retained and 
discarded, while the model constructed using the suggested attributes provided strong results. The 
results from the J-Score model were appreciably superior to results from models based upon random 
and other control masks. J-Score results were also more accurate than those from a model based upon a 
mask suggested by the Gamma Test.

Appendix A Graphics of the source data
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Figure 17 Graphs of the real movement within each economic input series
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Figure 18 Graph showing the real movement of the House Price Index 

Appendix B Graphics of the source data's annual percentage movement
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Figure 19 Graphs of the annual percentage movement within each economic input series
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Figure 20 Graph showing the annual percentage movement of the House Price Index
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