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A Data Science Approach to Holistically Investigate

Historical Caster Data for Predictive Maintenance

Rebecca Peters

Abstract

As one of the world’s leading steel producers, Tata Steel generates and records substantial

quantities of data on a daily basis, much of it linked to its manufacturing process. This

research seeks to utilise the techniques developed under the general heading of Data Science

to enable the company to derive maximum benefit from the data it records. In particular,

the research centres on the data collected during the production of steel slabs from liquid iron

at the company’s Port Talbot operation. The key outcome of the research being to provide

improved insight on the performance and maintenance of its continuous casters.

At present, there are a number of existing organisational challenges, including poor com-

munication and data sharing that inhibit best use of the collected data. Initial investigations

focused on understanding existing data and identifying key data sources that could be ex-

ploited to explain events and activities surrounding caster performance. Initial findings re-

vealed that, maintenance events data and real-time sensor data to be effective in identifying

key performance indicators.

The data sources considered contain rich information to explain both ‘normal’ and ‘anoma-

lous’ casting behaviour patterns associated with an unexpected caster performance failure.

A Data Science Methodology provided by Rollins (2016), includes business understanding,

data understanding, data preparation and modelling, which has been employed to approach

this problem to develop a failure prediction model. The knowledge gained from learning the

pre-failure conditions from historical data has enabled a predictive model to be developed.

This model has the ability enable Tata Steel to make informed decisions about when to take

a caster out of production for maintenance. Ultimately, this research promotes better util-

isation of current data to help optimise the scheduling of caster maintenance. The findings

of this research present Tata Steel with the opportunity to minimise the occurrence of un-

necessary caster maintenance; delivering productivity increase and cost reduction.
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Chapter 1

Introduction

The new world of data; people, organisations and business are generating data every conceiv-

able second. Today, daily life is highly dependent on technology, the way we live, purchase

products, communicate, travel, learn and so many more. As peoples lifestyles change and

the way in which businesses and organisations operate changes, the demand for advanc-

ing the technology used is high. Technology has been advantageous to all businesses and

organisations, helping to increase operational efficiency and reduce costs. However, as tech-

nology continues to advance and become more sophisticated, simultaneously the size and

complexity of data being produced also increases. Hence, technological advancement have

left organisations faced with difficulties in being able to utilise, manage and manipulate data.

The primary goal of this study is to consider a holistic approach to analysing data gener-

ated during the production of steel slabs, to better inform maintenance activities carried out

at Tata Steel’s Port Talbot plant. Specifically, to better understand the life-cycle of a contin-

uous caster by considering a Multi-Data Approach (MDA) to analysing existing data. The

data utilised within this research is currently only examined individually and sporadically

for smaller departmental routine analysis tasks. To produce novel scientific knowledge, data

from several sources will need to be integrated to facilitate a better understanding of key

business processes which highlight improvement opportunities such as performance increase.

This chapter provides the reader with an introduction to the research field and an overview

of the problem description in relation to the company case considered. Furthermore, the

background research questions and thesis purpose are presented.

1



1.1 Background

Tata Steel (2015) is the largest steel manufacturing company in Europe, with widely spread

operations across 26 different countries. The company caters for a huge range of markets such

as Automotive, Aerospace, Construction, Defence and Security, Packaging and many more.

Tata Steel’s products can be identified across European architecture; the Shard is Western

Europe’s tallest building with 87 floors manufactured from 1,000 tonnes of steel from Tata

Steel’s plant in Shotton, North Wales. In addition, almost all of the 1p, 2p, 5p and 10p UK

coins at the Royal Mint (2017), originate from steel made at the Port Talbot plant.

According to Madhukar (2013), Tata Steel’s first steel plant Jamshedpur, in India, is

producing in excess of 10 million tonnes of steel each year. The modern Tata Steel plant has

changed significantly from its original structure, witnessing the production of red hot molten

steel in its several forms and casting improvements that mark the company’s industrial suc-

cess.

The Port Talbot plant in South Wales, specialises in the production of slab, hot rolled,

cold rolled and galvanised coil. The production of steel slabs from liquid iron is governed by

the performance of the continuous casters in the steel and slab section of the plant. The first

continuous caster was introduced to South Wales by British Steel at Port Talbot in 1982. A

second caster was introduced in 1991. In 2005, following the closure of iron and steelmaking in

Llanwern Works in 2001, a third caster was purpose built for the plant to facilitate the plants

capacity aims of five million tonnes of iron a year. Throughout this research there were three

continuous casters in operation. This research considers data captured surrounding caster

3, which at the time of this research was the most recent addition to the plant. Caster 3 is

maintained frequently at the plant and is usually out of production for approximately 10-20

hours during a given shut-down period. The cost of this caster being off-line is significant, at

approximately £64,000 an hour. In addition, technology surrounding Caster 3 is superior to

Casters 1 and 2 in terms of instrumentation, hence Caster 3 presents the most opportunity

for this research.

1.2 Steel Manufacture & Continuous Casting Process

Iron is the fourth most common element in the Earth’s crust and has been used widely for

construction, tools and weaponries over the past 6000 years. According to Madhukar (2013),

the basic fundamentals to iron and steel manufacturing have not change in the last three mil-
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lennia. Iron ore is extracted and combined with other metals to react at high temperatures

to form liquid steel. The steel is cast into long or flat products by the continuous casting

machines and treated to provide the necessary properties for its end use. Long products are

processed at the mill and are used for products such as steel wires. Flat products are man-

ufactured at the hot or cold rolling mill. Cold rolling mills are used to produce galvanised

steels used for automotive and engineering purposes.

Kozak (2016), describes continuous casting as the process whereby molten steel is solid-

ified into a ‘semi-finished’ billet (small square ends but longer than a bloom), bloom (large

bars with square ends), or slab (a bloom with rectangular ends) which is subsequently rolled

in the finishing mills. These three product types are displayed in Figure 1.1.

Figure 1.1: Continuous Casting Steel Products

The molten steel is supplied to the continuous caster from the secondary steel-making

department. The ladle is usually delivered by a crane and positioned into a ladle turret,

which subsequently rotates the ladle into the casting position. A slide gate in the bottom of

the ladle is opened to allow the molten steel to flow via a protective shroud into a turndish at

a regular rate. This vessel acts as a buffer between the ladle and the mould. As the turndish

fills, stopper rods are raised in order to allow the casting of steel into a set of water-cooled

copper moulds below the turndish. Solidification begins at the mould walls and the steel

is withdrawn from the mould by a dummy bar. Throughout the entire casting process, the

mould oscillates vertically in order to separate the solidified steel from the copper mould.

The steel is withdrawn from the mould by a set of rolls, the rolls are housed in a series

of casting segments. The casting segments guide the steel through an arc until the steel is
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horizontal. The rolls within the casting segments have to be positioned close enough together

to avoid bulging or breaking of the thin shell. Further cooling is required to complete the

solidification process, this is achieved in the so called secondary cooling zone of the strand.

The secondary cooling zone contains a system of water sprays situated between the rolls in

the casting segments, these are used to deliver a fine water mist onto the steel surface. At

this point, the steel has a solidified shell and liquid centre and is called the strand. After

the strand has been straightened and has fully solidified, it is torch-cut to pre-determined

product lengths. These are either discharged to a storage area or to the hot rolling mill. The

key components of a continuous caster are provided by Alizadeh et al. (2006) and illustrated

in Figure 1.2.

Figure 1.2: Continuous Casting Process
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As the demand for steel in today’s advancing market gets more specific and more complex

(for example, high tensile strength steel), it is becoming increasingly vital for steel manu-

factures to have further control of the quality of steel produced. There are three essential

requirements of a continuous caster, to guide the solidifying steel, to remove the heat from

the steel at the required rate and finally to deliver a semi-solidified steel slab. The secondary

cooling strand for continuous casting machines is a crucial step of the process; designed to

produce the cast section to the required shape and surface quality. The process includes two

different cooling performance elements, the cooling of the steel itself and the cooling of the

rolls in the machine. The cooling parameters rely on various conditions including:

� The different steel grades to be cast.

� The different steel shape (as seen in Figure 1.1) – the cooling spray performance and

nozzle alignment needs to be adjusted to cover each shape.

� The condition of the machine.

� The casting speed.

� The maintenance and operational flexibility.

The quality of steel produced depends on the solidification process. Hence, it important

to control and monitor this process to avoid steel defects such as surface cracks or breakouts

(result of uneven cooling). Throughout the strand a series of rolls that support the steel

as it is cooled during casting, these are subjected to thermal stresses and general degrada-

tion over time. Casting performance is directly linked to the performance of the secondary

cooling strand, hence, improved maintenance is desirable. This research therefore focuses

specifically on improving current maintenance of the secondary cooling strand to increase

machine productivity and product quality. Given the extreme operating conditions that the

caster rollers endure, improvements are difficult to achieve. The secondary cooling strands

mechanical demands also vary depending on the different grades and types of steel produced.

The strand consists of a series of casting segments, these are shown in Figure 1.2. Each

casting segment can be identified by the position in the machine, these are categorised into

three groups; straight, bender and horizontal. Figure 1.3 highlights these three positions.
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Figure 1.3: Continuous Casting - Segment Positions

Each casting segment has a series of subcomponents that help to support the solidification

of steel, these are highlighted in Figure 1.4.

Figure 1.4: Continuous Casting: Segment Subcomponents

This section has provided an overview of the continuous casting process at Port Talbot,

highlighting many of the key casting components such as, the casting segment. The following

section explores in detail the research problem.
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1.3 Problem Description

At the Port Talbot plant, huge amounts of data surrounding the continuous casting process

is generated each day; current improvements and analysis utilise only specific data sets or

time-frames. Hence, it is envisaged that by taking a more holistic approach to investigating

data and applying the most recent Data Science techniques, the history of slabs produced by

caster 3 can be modelled. The model will be required to draw in a whole host of data sources

including equipment tracking data, machine performance data, customer orders, steel spec-

ification and product quality data and details of maintenance events, logs and work orders.

Through modelling the process, underlying patterns and relationships across the wide range

of data sources considered will aim to identify inefficiencies, resulting in recommendations

and actions that aim to increase productivity and reduce costs.

By taking into consideration the correlations amongst machine conditions, product qual-

ity and past production influences, a real time predictive tool for monitoring and improving

continuous caster performance will be indispensable. Currently, the company is not in a

position to develop an online tool for monitoring caster performance as the required data to

achieve this has not yet been identified, pre-processed or analysed. For the first time, data

will be identified and mapped to the various parts of processes, this will aid in understanding

the data insight and potential. The data captured from multiple sources will be analysed

simultaneously to aid decision making.

The following section presents the motivation for this research, emphasising the research

impact and provides an overview of the plant’s existing challenges.

1.4 Motivation - Current Caster Maintenance

The casting vessels at Tata Steel’s Port Talbot plant capture massive amounts of data daily

relating to caster production and slab product quality. However, at present, there is limited

ongoing analysis that effectively considers this data, this is largely due to existing organisa-

tional challenges that include poor communication and data sharing. Tata Steel’s current

caster maintenance strategy generally falls under the heading of preventative maintenance.

However, some caster components are still maintained on a run-to-failure basis, depending

on the cost of replacement. Operating under a run-to-failure approach requires fewer staff

daily and is simple and easy to understand the process. Conversely, this approach can be

enormously costly as failure is unpredictable. In addition, the approach poses a strong safety
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concern for both the employees and machinery. Preventative maintenance encourages regu-

lar maintenance, prolonging the life of machinery and improves the safety by reducing the

occurrence of failure in comparison to run-to-failure maintenance. Tata Steel periodically

shut down their casters for inspection, servicing and cleaning. When the casters are off-line,

parts are replaced to avoid catastrophic failure. However, despite reducing maintenance costs

in comparison to a run-to-failure approach, preventative maintenance often sees parts pre-

maturely replaced. The costs associated with premature replacement can also be extremely

expensive. This research therefore focuses on using the data surrounding Tata Steel’s contin-

uous casting process to support the change from a preventative caster maintenance strategy

to a data driven predictive maintenance (PdM) strategy as illustrated by Figure 1.5.

Figure 1.5: Maintenance Projection - Tata Steel

Figure 1.5 highlights the placement of current caster segment maintenance, which at

present sit between preventative/condition-based maintenance:

� Preventative - Maintenance and refurbishment are scheduled based on caster segment

tonnage. The caster segments are maintained periodically based on a calculated ton-

nage.
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� Condition-based - Maintenance is carried out after certain indicators show that ma-

chine/equipment is going to fail or that performance is deteriorating. Roll gap and roll

alignment is monitored using an off-line Strand Condition Monitor (SCM) tool during

caster downtime. This monitoring tool is applied periodically, unless in the event of

an unforeseen failure when the tool is then also considered to capture measurements to

help deduce the potential problem. Historical data recording by this off-line monitoring

tool is considered within this research.

For Tata Steel the ultimate maintenance projection aim for caster segment maintenance

is Predictive/Intelligent Prognostics:

� Predictive - Predict risks of abnormal equipment/machine behaviour over time. This

research seeks to better understand the data produced to identify and monitor vital

casting segment condition/performance indicators. Data on the operating parameters

will be utilised to highlight patterns and trends in abnormal caster functionality.

� Intelligent Prognostics - Maintenance actions are determined based on the in-service

condition of the equipment/machine. To determine the in-service condition of a caster

would require a real-time model which is outside the scope of this research. How-

ever, this research supports intelligent prognostics through the application of machine

learning algorithms to learn and understand unusual casting behaviour over a specific

historical period. This research aims to provide a series of recommendations, which in-

clude the application of machine learning to better inform caster segment maintenance

by extrapolating the behaviour of Key Performance Indicators (KPI).

If key casting components experience problems in-between services they will ultimately

fail and production will be compromised. Improved knowledge gained through instigating

casing behaviour data will help to advise on the estimated life of key casting components,

enabling Tata Steel to schedule caster maintenance accordingly, keeping the costs and ma-

chine downtime to a minimum. Holistically analysing historical data aims to identify failure

patterns. An early warning of the onset of likely failure will ensure casters are maintained

as required, reducing the likelihood of failure and increasing their reliability. To facilitate

the maintenance projection outlined in Figure 1.5, this research will consider a Data Science

approach for caster segment maintenance.
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1.5 A Data Science Approach for Caster Segment Main-

tenance

With the volume and variety of data now available, businesses and organisations across in-

dustry are focused on utilising data to ensure they hold their place within today’s technology

driven market. Computing power has increased exponentially over past decades, data storage

capacity and architecture has improved considerably and algorithms have been developed to

enable deeper data analysis than previously possible. The convergence of advances in these

areas has given rise to the ubiquitous applications of Data Science.

According to Provost and Fawcett (2013), at a high level, ‘Data Science is a set of funda-

mental principles that support and guide the extraction of information and knowledge from

data’. Closely related to Data Science is the field of Data Mining, which focuses on the

extraction of knowledge via technologies that utilise these principles. The extensive number

of algorithms within the field of Data Mining are well established and well documented with

the literature. Such algorithms have been successfully applied to a wide range of business

applications including, fraud and risk detection, supply-chain management, gaming, speech

and image recognition and many more. However, Data Science encompass far more than

just the application of Data Mining algorithms. Provost and Fawcett (2013) notes that

Data Science is the ability to better understand business problems from a data perspective.

Data Science, is very much viewed as a multidisciplinary field sitting at the intersection

of many ‘traditional’ fields of study. Figure 1.6 provided by Tierney (2012) highlights this

intersection, showcasing that the Data Mining techniques are just one aspect of Data Science.

It is envisaged that there is the opportunity to utilise Data Science to demonstrate the

value of data captured surrounding Tata Steel’s continuous casting process to facilitate im-

proved decision-making surrounding caster maintenance. Through analysing, understanding,

and processing data to address key business issues, this study considers an exploratory data

analysis approach, based on historical data, to scope out the usability/appropriateness of

data science methodology. The following section outlines the aims and objectives for this

research.
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Figure 1.6: Data Science & Traditional Fields of Study

1.6 Research Aims and Objectives

To achieve an improved understanding of data relating to caster 3 to enable more informed

decisions around maintenance. The following research questions to be addressed within this

thesis are outlined as follows:

RQ1. What opportunity exists to gain knowledge from data currently captured

at the Port Talbot plant? - This initial research question is important as it will help to

establish the initial business and research goals. This is required to gain insight into what

data is recorded and understanding how this data could provide further knowledge to better

inform business decisions.

RQ2. How can Data Science be used to aid in better understanding data cap-

tured surrounding the continuous casting of steel process? - This research question

focuses on identifying the potential to consider a Data Science approach and both tools and

techniques within the field. The application of Data Science to better understand data cap-
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tured holistically surrounding the continuous casting of steel is a novel application that does

not exist within the research literature.

RQ3. Which of the data sources are most relevant to this research? - This research

question focuses on refining available data sources and scoping out potential for how these

data sources can be of value. Identifying key data sets will be most beneficial in identifying

critical caster performance indicators. Also, to highlight any data requirements that need to

be considered to utilise these datasets.

RQ4. Is current data captured sufficient? - The available data will need to be assessed

to determine whether data currently being captured is sufficient or if additional data needs

to be collected. This research question is vital to review whether ultimately, data recorded is

of sufficient quantity and quality to better inform caster maintenance. Both descriptive and

inferential statistics will be considered to validate what data is available and what value it

holds.

RQ5. What data cleansing steps are necessary to prepare the data for subsequent

analysis using Data Science techniques? - This research question will focus on identi-

fying the specific techniques required to ensure the data is in the correct form for subsequent

analysis. The techniques considered will depended on both the findings of previous research

questions such as, data requirements and the goal of subsequent data analysis.

RQ6.How can current data be utilised to support caster maintenance? - This

research question is a key stage within initial data analysis. It is important to identify and

derive significant features to determine Key Performance Indicators (KPI) and understand

how they can be utilised to support decisions surrounding the maintenance of a continuous

caster.

RQ7. Determine the appropriateness of machine learning algorithms to aid caster

maintenance decision making? - A range of tools and techniques from the field of Data

Science are available to be considered within this research. It will be crucial to determine

which of these various techniques can be best utilised to determine a set of features that are

significant in indicating the occurrence of a casting maintenance event based on historical

data. Model explain-ability can be considered to understand how such techniques can aid

caster maintenance decisions.
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RQ8. How can the results of the data analysis be turned into actionable insight

for the casting engineers? - The results of the analysis carried out on the historical data

and the insight obtained will be communicated through KPI to will provide information to

inform decision makers on a caster’s maintenance.

The following section outlines to the reader the structure of this thesis. For each chapter

the relevant research question to be explored is identified and referenced.

1.7 Thesis Structure

This thesis is structured into 8 chapters. Chapter 1 provides key background information

on Tata Steel and explores the research problem, the methodology considered and the associ-

ated outcomes. An overview of the basic steel making principles at Tata Steel is presented, in

particular, focusing on understanding current maintenance of the continuous casting process.

Chapter 2 aims to explore literature associated with Data Science and current appli-

cations of Big Data Analytics within the manufacturing industry. In addition, this chapter

specifically reviews literature detailing advances to the continuous casting process and man-

ufacturing maintenance improvements that utilise Industrial Big Data.

Chapter 3 introduces the reader to datasets that have been identified and considered

within this research. Details of the initial data investigation carried out are presented, high-

lighting the opportunity to understand data that is currently captured and stored but not

utilised. A data map has been produced to help illustrate the connection and importance of

each key data source within this research.

Chapter 4 presents further literature associated with key methodologies considered. A

detail review of each technique and their suitability to this research is presented.

Chapter 5 details the extensive data preprocessing stages considered to ensure that the

data is suitably prepared to enable subsequent predictive analysis to be performed. This

chapter aims to identify key variables that describe casting performance and understand how

these can be utilised in subsequent predictive analysis to determine caster health.

Chapter 6 starting with the first version of the prepared data set, this chapter focuses on

generating features and iteratively developing a baseline predictive model to gain intermedi-
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ate insight to finalise the model specification. A range of performance metrics are considered

to identify significant features and model performance to assess capability in understand

maintenance events associated with casting failures.

Chapter 7 focuses on model improvements, a range of algorithms and parameter ad-

justments are considered to review and compare each model. The final model is presented

and performance evaluated in relation to the knowledge gained to help better inform caster

maintenance.

Chapter 8 outlines opportunity for future work to operationalise findings and concludes

by presenting a summary of the research and impact. The opportunity to utilise these find-

ings to ensure that improvements to current maintenance can be achieved are emphasised.

To support improvements a set of recommendations are derived based on the knowledge ob-

tain and challenges faced. These recommendations will ultimately enable casting engineers

to more effectively schedule maintenance activities at the Port Talbot plant.

Figure 1.7 maps each of the key research questions to the presented Data Science Method-

ology. These are then mapped to the corresponding chapter in which the research is addressed

within this thesis.
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Figure 1.7: Research Question, Methodology & Presented Chapter
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Chapter 2

Literature Review

In recent years, advances in technology, the rapid development of internet and cloud comput-

ing has contributed to the exponential growth of the digital universe, which every industry

and business application now depend on. A holistic understanding of Big Data is an im-

portant research topic that attracts extensive attention from both academia and industry.

Industrial Big Data presents significant value and opportunity to understand complex rela-

tionships and operational processes to better inform decision making. However, Big Data

also presents great challenges such as, data complexity and computational complexity, two

key challenges that are considered within this research.

This research considers a holistic approach to understanding of data to ensure effective

and efficient maintenance of the continuous casting process at Tata Steel’s Port Talbot plant.

Across the manufacturing industry, Williams (2018) notes that many companies are ‘stuck

with run-to-failure maintenance strategies, ageing equipment and IT infrastructure’. A bet-

ter understanding of data and advanced technologies are essential to enable any industrial

sector to achieve improved reliability and increased productivity. For Tata Steel, improved

visibility will help to increase the uptime of continuous casting, reduce maintenance costs

and promote a safer environment for the continuous casters to operate in by ensuring a faster

response to casting abnormalities.

However, according to Santos et al. (2003), this cannot be accomplished without compre-

hensive knowledge about the continuous casting process, including ‘both operational parame-

ters, such as components of the machine, steel composition, casting temperature, and casting

metallurgical constraints, such as thickness of solidified shell at mold exit and strand surface

temperature profile along the different cooling zones’. Both performance and measurement

data relating to these key casting parameters and components is included within this research
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to ensure the lifecyle of a continuous caster in production can be accurately understood.

This chapter is structured into three sections to review literature associated with:

� Advances to the continuous casting of steel - Aims to review previous research specific

to casting at the Port Talbot plant. To overview product and process improvements as

casting technology has progressed, to identify opportunity.

� Data Science for Manufacturing & industrial applications - Aims to overview literature

that considers each of the key steps outlined in the Data Science Methodology and the

CRISP-DM framework.

� Predictive Maintenance (PdM) & predictive modelling - Aims to specifically review

literature that utilises predictive modelling techniques to address a range of industrial

business problems including Predictive Maintenance.

2.1 Advances to the Continuous Casting of steel

This section presents and discusses an overview of a large casting research study undertaken at

the Port Talbot plant. A review of the key findings of previous research and the opportunity

to develop this research in light of new technology advancements are discussed. There have

been a large number of improvements to the continuous casting process and steel manufacture

industry as a whole. In light of such improvement, there is now potential to advance previous

research and build on these findings using new tools and techniques.

2.1.1 Condition Based Maintenance (CBM) on a Casting Machine

(British Steel Corporation, Port Talbot Plant)

The article presented by James (1987) reviews the operation of the plants continuous casting

machine and discusses future plans in 1987. James (1987) notes that the main objective

in November 1984 when a CBM system outlined in Figure 2.1 was introduced in 1982 to

increase production to 40,000t/wk through high plant availability. In 1982, the maintenance

department operated a standard planned maintenance system which included plant inspec-

tions which at the time were sufficient for the planned tonnages anticipated. However, James

(1987) highlights, to achieve the aim of 40,000t/wk, further information and a more sophis-

ticated ‘Predictive Maintenance’ was require. In 1984, a system that detected the start of

deterioration and set parameters were built into the computer system to give a trend analysis

output. This system saw a significant reduction in maintenance costs, at the time this saw a
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shift in maintenance frequency of ten hours a week to twelve hours every two weeks without

negative impact on the plant’s productivity and performance. This system used two IBM

Advanced Technology PCs with floppy disk capacity of 1.2MB/cUsc drive, while a hard disk

drive, capacity 40MB, enabled the capability to store information. At the time this was an

advanced system which was capable of performing analysis work and alarm monitoring. The

data was entered into the computer system manually and the system then confirmed whether

that reading is within alarm levels. The system printed the parameter file; green for within

operating parameter and red if outside. James (1987) explains that as computing power has

increased (as of 1987) data input has become more cost effective and therefore consideration

should be given to integration with expert systems to further minimise maintenance costs.

The findings outlined by this large project were carried out by British Steel in 1983. This

work explored the installation of trial sensors at the time to monitor various casting pa-

rameters such as hydraulic pressures, roll movements and oscillation frequencies in relations

to as-cast product quality. This project was later extended, a collaboration between MPI,

British Steel and Dillinger, to explore the relationship between strain measured and as-cast

product quality. Hence, there has been a continued investigation into the opportunity to

introduce further instrumentation to capture increased data to better insight into casting

operating parameters.

Figure 2.1: Condition Based Maintenance System on a Casting Machine (British Steel
Corporation, Port Talbot Plant)
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2.1.2 Review of Previous European Commission Technical Steel

Research (Corus Ltd, Port Talbot Plant)

Normanton et al. (2003) outlines the findings of a large project that was carried out by

British Steel in 1983. This work explored the installation of trial sensors at the time to

monitor various casting parameters such as hydraulic pressures, roll movements and oscilla-

tion frequencies in relations to as-cast product quality. This project was later extended, a

collaboration between MPI, British Steel and Dillinger, to explore the relationship between

strain measured and as-cast product quality. Hence, there has been a continued investigation

into the opportunity to introduce further instrumentation to better monitor the relationship

between the plant’s operating parameters and product quality.

The report provided by Normanton et al. (2003) presents a number of findings which focus

on the condition of the plant’s continuous casting machines. Normanton et al. (2003) further

discusses the requirements for additional instrumentation to better monitor the relationship

between the plant’s operating parameters and product quality. One of the key outcomes of

this project saw an improvement in interpretation and analysis of the off-line strand condition

monitoring (SCM) data in relation to caster operational quality and maintenance parameters.

This method of off-line analysis to measure operational quality and caster maintenance is

still the current performance monitoring tool used at the Port Talbot plant. The report con-

cluded by establishing that there was still considerable scope to further understand product

quality and the plant’s maintenance requirements. Normanton et al. (2003) outlined a num-

ber of suggestions for further work which this research aims to investigate. In particular, the

development of an on-line monitoring system with an improved means of interpreting data

from the SCM that feeds into an on-line quality and maintenance prediction system. This

aims to provide a novel means of predicting and controlling caster condition by determining

the effects of parameters examined in relation to cast product quality.

Tata Steel Europe’s current company vision is technology and sustainability. Hence, this

research is at the forefront of the company’s vision and aims to utilise the significant advances

in technology and tools at the Port Talbot steel plant to investigate further the findings of the

previous research documented by Normanton et al. (2003). Since previous work presented

by Normanton et al. (2003) was carried out there has been a number of changes, upgrades

and advancements to the Port Talbot steel works. The addition of Caster 3 in 2005 and the

real-time sensor technology presents indispensable opportunity for this research.
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2.1.3 Continuous Casting Developments

According to Thomas (2002), both the continuous casting process and the digital computer

were established at the same time. Thomas (2002) notes that as casting technology has

progressed to achieve improved quality products, so too has computational capabilities and

the ability to better model the casting process. Through exploring the continuous casting

literature, there is evidence of the applications of traditional statistical analysis techniques to

improve the process. In particular, a paper presented by Dudzic and Miletic (2002) discuss

how Principle Component Analysis (PCA) and Multivariate Statistical (MVS) technology can

be applied to process monitoring and fault diagnosis. A description of the online multivariate

Statistical Process Control (SPC) monitoring system for continuous casters at Canadian steel

company Dofasco is given. The original system used by Dofasco applied pattern matching

technology to detect a certain signature in the mold thermocouples as an indicator to po-

tential breakout. However, this system presented a few limitations, for example the system

was unable to detect breakouts if the breakout pattern was not in the set of known patterns.

Thus, the new system would provide detection for a larger variety of breakouts but also pro-

vide advance warnings and easily accessible diagnostics so that problems could be processed

in real-time and potential breakout could be avoided. The improved monitoring system at

Dofasco successfully reduced the occurrence of a breakout by 50% and hence saw an increase

in production rates. The use of PCA and MVS presents opportunity to be applied within

this research to monitor segment behaviour and highlight possible indicators to aid segment

fault diagnosis. Patterns in segment degradation could be highlighted by analysing behaviour

patterns that reflect normal segment performance. Real-time data could be classified against

known ‘normal’ and ‘abnormal’ patterns, where ‘abnormal’ patterns could be flagged to warn

of the onset of potential machine failure.

The quality of a continuous caster relies heavily on process parameters such as, casting

speed, steel composition, casting temperatures, etc. Reviewing the literature, there is also

evidence that applications of Artificial Intelligence (AI) have be applied to the continuous

casting process. Santos et al. (2002) present an algorithm which includes heuristic search

techniques for direct application in metallurgical industries and more specifically, those using

the continuous casting process for production of steel slabs and billets. This algorithm

enables the casting objectives of maximum casting rate, as a function of casting constraints,

to be determined. The algorithm is incorporated into an AI system that uses methods

of optimisation to enable maximum casting rates to be achieved whilst ensuring that cast

products from the continuous casting process are defect free. The result of this system saw a

reduction in water consumption by 28% and an increase in casting speed, representing a 10%
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rise in productivity. The AI system described aims to improve overall casting performance

and to reduce slab defects. The AI system approach proposed by Santos et al. (2002) could

be more specifically designed and trained to match the aims of this research, focusing on

optimising casting segment performance. By improving casting segment performance, it is

likely there would be a reduction in the number of cast slab defects related to machine

condition.

Across the literature there are a number of papers that focus on yielding improved indi-

cators to assess process health for a continuous caster. Zhang and Dudzic (2006) present a

state-of-the art health monitoring system using multivariate statistical process control (SPC)

for Dofasco’s second caster. A novel scheme for monitoring transitional operations in the

continuous casting process, focusing specifically on Submerged entry Nozzle (SEN) change is

considered. Since the online implementation of the SEN change monitoring at Dofasco in late

2004, there has been no steel breakouts during SEN change operation. The system collects

real-time process measurements such as, tundish weight, mold temperature, flow rates, etc.

The real-time process measurements are compared to control limits, once they exceed the

limit, an alarm is generated and displayed on the operators screen. This system enabled

operators to cast more confidently and safely during SEN transitional operations. The use

of multivariate SPC to monitor SEN changes during continuous casting presented by Zhang

and Dudzic (2006) could be applied within this research to monitor segment changes.

Multivariate methods such as those consider by Zhang and Dudzic (2006) can be di-

rectly applied to this research provided statistical assumptions are met, such as correlation-

autocorrelation structure, distribution, and parameter free and non-linearity.

Principle Comment Analysis was considered to develop a latent variable model based on

operating data, future details provided in section 5.7. However, was not considered due to

ambiguity of model output, this is noted in section 6.3. However, the insight obtained through

the application of PCA informed feature engineering to develop features utilised within the

final model as noted in section 7.11. Multivariate methods were further considered to investi-

gate the isolation of faults, however, one of the biggest limitations of multivariate analysis is

difficulties in terms of interpretability. Univariate approaches such as, outlier detection using

histograms, box and whisker plots (IQR) are more accessible to interpret by non-technical

audiences, these are considered within section 6.1.1. Due to the aim of this research being to

better understand caster performance to support maintenance decisions, interpretation and

model explain-ability is important.
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In addition, key parameters such as roll alignment measurements could be monitored in

real-time and compared to previously set control limits for each key parameter. However, to

facilitate this approach there would need to be continuous and real-time data captured for

such key segment parameters. At present, this data exists but there is no online tool that

provides segment health diagnosis for key parameters. Also, extra segment instrumentation

may be required as there is limited real-time data available for casting segment performance.

The majority of key segment parameters have only sporadic and off-line data captured, hence

additional instrumentation may be required.

A recent development to the uncertain scheduling problem of continuous casting is pre-

sented by Jiang et al. (2016). Jiang et al. (2016) note that an optimal schedule is difficult

to implement in real-world industrial production because optimality and feasibility are in-

fluenced by uncertain factors. Jiang et al. (2016) consider a prediction-based online soft

scheduling (OLSS) algorithm. Gaussian process regression (GPR) is used to predict a char-

acteristic index, slack ration, which can be traded off against cost and cast-break penalty

objectives. The algorithm presented is able to schedule critical decisions and characteristic

indexes based on the predicted value. The results reveal that OLSS performs better than

alternative algorithms in terms of the penalty objective.

A further paper provided by Jiang et al. (2017), continue to explore the uncertainty prob-

lem that arises from continuous casting. A multi-stage dynamic soft scheduling (MDSS)

algorithm is considered as a potential solution. The solution decomposes the uncertainty

problem into a global and local scheduling problem. The computational results concluded

that the proposed MDSS algorithm discussed, outperforms the previous algorithms. Opti-

misation to the scheduling of continuous casting has a number of benefits to both casting

performance and efficiency as presented by Tang et al. (2001), Atighehchian et al. (2009),

Jiang et al. (2016) and Jiang et al. (2017). This research could look to explore the opportu-

nity to identify data that could help indicate machine stress based on the steel grade cast.

Zhang et al. (2016) present an IoT-based online monitoring system for continuous casting

of steel. An online monitoring system is useful to communicate the machine conditions of

equipment (e.g. a continuous caster) to identify timely repair and maintenance. The system

utilised IoT techniques to continuously capture large volumes of sensor data for parameters

such as, temperature and pressure. Zhang et al. (2016) note that data captured on this scale

can bring significant challenges in terms of real-time monitoring and decision making, espe-

cially in harsh industrial environments where timely information is crucial. The monitoring
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system includes four layers; sensing, network, service resource and application layers. The

system combines a variety of data processing techniques such as, data filtering and data con-

version. The system presented, notifies the user on the health of four key casting parameters;

bearing health, roller speed, cylinder pressure and framework displacement. The system user

interface highlights thresholds for normal operation, which were determined based on experi-

ence. The system was tested on a real-time continuous steel casting production line and the

results indicated that the system was able to communicate protocols in a real-world indus-

trial environment. The system focuses on system architecture to ensure that large volumes

of heterogeneous data can be processed and that new software or hardware can be easily

integrated. Zhang et al. (2016) notes that the technology could be considered for similar real

time manufacturing monitoring applications. Zhang et al. (2016) also noted that future work

would look to improve the systems functionality and performance by considering Big Data

Analytics. The IoT-based online monitoring system provided by Zhang et al. (2016) could

be directly applied to this research. At present, Tata Steel capture real-time sensor data to

monitor some casting segment parameters. However, this information is not currently set up

to communicate and identify timely repair for maintenance. Through applying Data Science

methods, Zhang et al. (2016) system could be developed to detect unusual casting behaviour

caused by segment degradation. The developed system could then aid segment maintenance

planning and decision-making. The system user interface highlights thresholds for normal

operation, which were determined based on experience.

The approach considered by Zhang et al. (2016) was adapted and applied within this

research. Roller speed and cylinder pressure sensor data were considered, unfortunately sen-

sory equipment for bearing health and framework data were not available for consideration

within this research. The sensor data was used to identify thresholds for normal operation,

which were determined based on patterns learnt from labelled historic maintenance events.

Future work outlined in section 8.2.2, discusses how these thresholds could be linked to a

real-time dashboard which alarms casting engineers of deviations outside of the set threshold.

Improvements to product quality whilst reducing production cost is of key interest to

manufacturers within the steel industry. Achieving defect free production is of utmost im-

portance to ensure this demand is met. Zhang et al. (2018) highlight the limitations of

traditional statistical models and discuss how they are insufficient at describing the observed

defect count, due to the unique characteristics present within the data. Zhang et al. (2018)

discuss the limitations of traditional models such as a Possion model, where outcomes are

sensitive to changes in the parameters used. Also, as with many predictive modelling tech-
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niques, there are model assumptions, the most significant limitation of Possion regression

modelling is heterogeneity in the data. This is important as it is likely within this research

that data may be collected from more than one data source across multiple time frames for

different grades of steel. Zhang et al. (2018) presents an online quality monitoring system

based on a zero-inflated regression model. This model combines two components, count and

point mass at zero. A large collection of zeros in observed defect data can be attributed to

two states; a safe state (perfect, defect free) and a non-safe state (imperfect, contains defects).

Zero-inflated models are ideally suited to defect data obtained from a steel manufacturing

plant as they are able to deal with over-dispersion and excess zeros. The applications to real

defect data considered by Zhang et al. (2018) demonstrated that the prediction accuracy of

the zero-inflated model outperformed traditional statistical models.

The approach presented by Zhang et al. (2018) for zero-defect casting in quality man-

agement primarily aims to eliminate waste in terms of materials, energy, costs and reduce

defects. The clear advantage of achieving a zero defect level is waste and cost reduction when

casting products to customer requirements.

The approach considered by Zhang et al. (2018) focus on improving steel quality as a

primary goal and supporting maintenance as a secondary goal. This research focus is pri-

marily to support maintenance and as a secondary goal to improve steel quality. The data

considered by Zhang et al. (2018) describes the slab quality, within the grade analysis data

labelled defect data was not readily available to integrate with additional data sources. Sul-

phur prints are taken following continuous casting, these provide an x-ray to identify any

defects, these are reviewed by engineers at the time of casting. Recommendations outlined in

section 8.2 highlight the need to digitise the classification of defects following Sulphur print

inspection to provided labelled defect data. This information would support future Data

Science application at the plant.

The ability to meet customer demand more efficiently would increase profits and maintain

customer satisfaction. However, achieving zero defects may negatively impact casting work-

forces as striving for perfection in a process that is complex and impacted by a number of

factors that cannot be continuously monitored such as, environmental changes, is presented

by the literature as an unrealistic goal. However, Lindström et al. (2019) present a sustain-

able production system which aims to move towards zero-defect manufacturing. Lindström

et al. (2019) combines and integrates online predictive maintenance with the monitoring of

process parameters and continuous quality control to aid the early identification of problems.
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Lindström et al. (2019) discusses how online predictive maintenance would aim to collect data

monitoring production equipment using sensor and other data extractors. These data sources

would aim to provide insight to help identify early maintenance needs such as replacements.

The prediction would allow for planning of maintenance actions and ordering and cost al-

lowances for replacement parts. By having prior indication to events, Lindström et al. (2019)

explain that unplanned maintenance stops and delivery delays could be avoided. The ideas

and results presented by Lindström et al. (2019) are required for any manufacturing process

to compete with Industry 4.0 demands and move towards intelligent and sustainable manu-

facturing/production. The idea of a sustainable production system is directly applicable to

the continuous casting process. This research could look to explore the idea of using sen-

sor data for early detection and prediction to inform maintenance planning. This approach

would not only increase casting profitability but also help Tata Steel to remain competitive.

Due to the harsh environment that surrounds the continuous casting of steel, a signifi-

cant proportion of research literature has considered computational models and visualisation

techniques to review machine performance. The paper presented by Zappulla et al. (2019)

explores visualisation methods to help understand and quantify continuous casting of steel.

The methodology is applied to process high-density data from temperature sensors to achieve

improved visibility of potential steel surface quality issues for a continuously cast steel slab.

To better understand casting segment behaviour, it is important to be able to visualise and

identify key patterns for the data. The methodology applied to temperature sensors by Zap-

pulla et al. (2019) could be considered within this research to visualise segment sensor data.

Improved visibility may aid in the indication of unusual casting behaviour, helping to inform

on potential segment maintenance required.

Recent innovations relating to enhancing the continuous casting of steel focus on im-

provements to the performance and maintenance of mould oscillators. Misra et al. (2021)

discuss improvements in maintenance practices for the reliability of SMS mould oscillators.

As introduced in Section 1.2, the continuously cast strand that is withdrawn from the mould

contains a thin outer shell surrounding a molten core. There is friction between the shell and

the mould as the shell often sticks. A rupture to the outside of the mould will result in a

breakout of the molten core. The mould oscillators aim to prevent sticking and reduce the

friction and hence performance is vital to the continuous casting of steel. Recent advances

in telemetry and changes in the maintenance strategy of mould oscillators has minimised

vibration levels. According to Misra et al. (2021), the eight months prior to July 2020 saw

significant increase to the reliability of mould oscillators and are running without breakdowns.
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Figure 2.2: Literature Review Timeline of Continuous Casting Developments
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Figure 2.2 outlines the literature reviewed in this section which related to a number of key

developments and improvements to the continuous casting of steel. Over the last 50 years

as technology has advanced, the continuous casting process has become cleaner, safer and

more cost and energy efficient. Key areas include, improvements to steel product quality,

monitoring of key process parameters, machine health detection and production scheduling.

Also, key challenges such as the effective communication of domain expertise for casting en-

gineers and the need for more advanced methods of data analysis as traditional statistical

approaches alone are no longer suitable. The following section therefore reviews applications

of Data Science to manufacturing and industrial applications. The aim of this review is to

understand how data mining techniques can be used to better understand and analyse caster

data.

2.2 Evidence of Data Science approaches considered

across Manufacturing & Engineering

The application of Data Mining in manufacturing began in the 1900s and has since been ap-

plied to a variety of different areas across manufacturing and engineering. The CRISP-DM

methodology has been applied widely for the standardisation of industrial applications and

software tools for Data Mining. P Chapman (1999) notes that each step of the CRISP-DM

makes it a reliable and straight forward process to implement within an organisation. The

methodology can be easily adapted to suit the specific problem, hence these are the main

reasons Shahbaz (2018) notes that can be considered as a standard guide for implementing

Data Mining research. This methodology underpins the Data Science Methodology provided

by Rollins (2016) and introduced in Chapter 1; the application of Data Mining techniques

for data analysis is a significant stage within the process. Hence, it is important to consider

Data Mining research that utilises this framework. Further details on this methodology can

be found in the following chapter, Section 3.1.

Harding and Shahbaz (2006) note that the majority of available tools focus primarily on

the implementation of the Data Mining algorithm as opposed to integration. EI Neaga (2002)

further notes that there is limited research that focuses on integrating Data Mining within

existing manufacturing based architectures. This research aims to utilise existing data, cur-

rent data collection processes and protocols. The model development and deployment will

be integrated with existing architecture and will retrieve data stored within active servers at

27



the Port Talbot plant.

Reviewing the steps presented by The Data Science Methodology, understanding the

main business objective is a key initial step to start to scope out the potential opportunity

to consider Data Science as a solution. Sharma and Osei-Bryson (2008) further note that

the Business Understanding phase, which is also featured in the CRISP-DM framework,

forms the foundation for the beginning of any Data Mining project. The execution of the

initial Business Understanding step is crucial and helps structure and complete the sub-

sequent Data Mining phases. The paper presented by Sharma and Osei-Bryson (2008)

discuss the real-world implementation of this initial key phase, and in particular, how it is of-

ten applied in an unstructured and ad-hoc manner. Sharma and Osei-Bryson (2008) provide

further reasoning as to why this initial step is often executed in this way, Sharma and Osei-

Bryson (2008) note that these reasons primarily relate to the lack of support from tools and

techniques at this time. Sharma and Osei-Bryson (2008) present an organisation-ontology

based framework that includes applicable tools and techniques and enables semi-automated

integration of activities with this phase and that of following phases.

The paper presented by Niño et al. (2015) explores the development from a Data Mining

project to a business model based on manufacturing servitisation (manufacturing company

transformation journey). Niño et al. (2015) note that the opportunity to integrate Big Data

Analytics into business-orientated projects, where research and development teams can work

together, holds great potential to support the digitisation of the manufacturing industry.

The paper considers a case study that applied Big Data Analytics to a capital equipment

manufacturing application. The application focuses on utilising Big Data Analytics to as-

sist the equipment manufacturing companies in optimising their production process. Niño

et al. (2015) follows the CRISP-DM methodology to structure and organise the main finding

in relation to the Business Understanding step. This framework enabled a pragmatic,

business oriented consideration that could be used by research and development teams when

identifying opportunities to apply Big Data Analytics to manufacturing servitisation. This

could be useful in the initial research steps; providing a better understanding of the specifici-

ties of this application field. Gaining a Business Understanding of the continuous casting

process and the data captured at the Port Talbot plant will be a key initial stage for this

research. It is vital to identify the potential opportunity for both business and research goals.

It can be difficult to relate strategic business objectives to solutions and potential infor-

mation discovery through Data Science methodologies. Özden Gür Ali and Wallace (1997)
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present a paper which focuses on bridging the gap between business objectives and param-

eters of data mining algorithms. In particular, the paper considers the transformation and

translation of a managerial goal into algorithm parameters to analyse data. The initial step

focuses on Problem Mapping, from the managerial goal to the performance metrics of the

algorithm. Özden Gür Ali and Wallace (1997) then consider an experimental classification-

based approach with probabilistic inductive learning to develop guidelines for setting the

bias of the algorithms to successfully meet the managerial objectives. Özden Gür Ali and

Wallace (1997) conclude that this experimental approach is recommended for all data min-

ing algorithms for business case applications to provide users with guidelines to follow. The

problem mapping approach presented by Özden Gür Ali and Wallace (1997) could be con-

sidered within this research when identifying potential Data Science approaches, tools and

techniques and mapping these to help understand and extract value from casting data cap-

tured. The approach could help to identify the relationship between a particular technique

or data source and its benefit in terms of potential businesses understanding gained.

The exponential growth of technology has seen manufacturers invest in new sensing and

monitoring devices, contributing to the increased volume of manufacturing data. When con-

sidering the Data Science Methodology, Data Acquisition is an important but often difficult

step in any Data Mining task due to the complexities of Big Data. Denkena et al. (2014)

present a Data Mining approach for Knowledge-based process planning to aid manufactur-

ing data acquisition and evaluation. The data mining methods are considered to assess the

quality of manufacturing data relating to machine tool process signals. The signals provide

measurements on the current tools state and surface roughness. The results reveal that the

proposed data mining approach for process planning to be advantageous. The Knowledge-

based approach presented by Denkena et al. (2014) could be applied to this research to help

identify and refine key data sources. This approach would help discover how these data

sources currently aid the casting maintenance decision-making process and how additional

value and insight could be achieved to improve this. Ensuring data considered is of sufficient

quality is important, Data Mining techniques as discussed by Denkena et al. (2014), can be

applied to assess the quality of holistically recoded casting data.

Knowledge is key for manufactures to understand and identify ways to improve current

business process and performance to compete with other businesses efficiently and effectively.

There is potential to use Data Science methods to gain Data Understanding and extract

knowledge across business areas such as, customer sales, marketing, production, product

quality, maintenance, distribution, etc. Israel (2003) discusses the application of hierarchical
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methods to transform data into knowledge and information gain. Data Mining is presented

as a solution to ‘bridge the gap between technology and knowledge’; techniques can be applied

to identify patterns and relationships in existing data to gain organisational insight. Israel

(2003) notes that Data Mining and Knowledge Discovery arose in reaction to the exponen-

tial growth of raw data being generated. Knowledge Discovery, Knowledge Management and

Knowledge Engineering are three important research areas currently discussed within the

literature. These three areas of research are important to enable manufacturers with the

ability to generate model-based and data-driven analyses.

Human domain expertise is a significant factor in most industrial manufacturing processes.

The ability to integrate human knowledge with machine knowledge presents opportunity for

improved Data Understanding and human-machine operational analysis. S. Mekid and

Hernandez (2009) discuss how complex processes require the next generation of intelligent

machine-tools to achieve zero defect products and just-in-time production. A more recent

publication presented by AlvaradoPerez et al. (2015) further discus the importance of inte-

grating human knowledge and Machine Learning, especially with the continuously increasing

volume of data being created by several sources today. The paper emphasises how the feed-

back provided by human reasoning has the potential to enhance Data Understanding and

ensure the process of knowledge discovery through Data Mining is more effective. It is clear,

based on the findings of AlvaradoPerez et al. (2015) that feedback and the support of human

reasoning and expertise can undoubtedly aid and enhance data understanding. Understand-

ing key data sets will be beneficial in identifying critical caster condition indicators. Feedback

and domain expertise from casting engineers at the Port Talbot plant will help to add context

and support data understanding.

Another key step considered by the Data Science Methodology is Data Understanding;

it is important to understand the characteristics of organisational data to identify potential to

utilise Data Mining technologies. Unlike structured data that resides in a relational database,

semi-structured and unstructured data are collected from difference sources in different ca-

pacities. Hence, it can be difficult to gain and understating of organisational data and

determine information accuracy and quality issues within manufacturing systems. Without

accurate and quality data, any data analysis will be unreliable. The phrase ‘garbage in,

garbage out’ popularised by Hulett and Preston (2000), is often used amongst the Data

Science community when refereeing to the impact of data quality. Helfert (2008) notes that

there is limited research that investigates data quality for manufacturing systems. The paper

presents a model to determine the quality of two key information sources within manufac-
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turing information systems; data stored in databases and information products delivered to

users. The model is applied to an example database and revealed poor quality data which is

correlated to the quality of information products perceived by product users.

Databases and IT systems are key to all three knowledge-based approaches. According

to Han et al. (2011) the application of statistical inferences and the uses of databases are

well documented across manufacturing and engineering research. The application of AI for

manufacturing and engineering purposes first started to appear in the late 1980s. However,

advanced technologies, improvements to data storage and the development of data analytic

tools saw the rise in Knowledge Database Discover (KDD). Data from scheduling, customer

orders and maintenance are recorded and stored, which according to Harding and Shahbaz

(2006) offer large potential as a new source of knowledge. Harding and Shahbaz (2006) note

that one of the biggest challenges is transforming raw data into useful knowledge. After

transforming the data, the correct format can then be considered within different data anal-

ysis models depending on the business goal or analysis objective.

Identifying the correct Data Mining Approach for the specific business problem is

an important part of the Data Science process. Seng and Chen (2010) propose an analytic

approach to select Data Mining for business decisions. Many businesses seek to use Data

Mining technology to process data and extract knowledge to help make more informed busi-

ness decisions. However, Seng and Chen (2010) note that not every business user may fully

understand Data Mining theory and thus can make it difficult to identify which Data Mining

tool will provide the best solution. Invaluable time can be lost if the user is unable to achieve

the desired result through the mining process. Seng and Chen (2010) further note that often

IT services are called to help modify or adjust software, which can burden IT and cost time

and productivity. Seng and Chen (2010) present a selection model to identify potential Data

Mining algorithms. This model analyses the content of the business decision, application and

user requirements and maps it into a certain Data Mining category. Within the identified

category there are a selection of Data Mining algorithms. By presenting the user with a

sub-selection of algorithms, it makes the selection and application process faster and more

efficient. The selection model approach presented by Seng and Chen (2010) could be consid-

ered to address one of the key research questions, ‘Which predictive modelling techniques are

most successful in identifying casting failure? ’ The selection tool may aid the identification

of which Data Science technique can be best utilised to determine a set of characteristics to

warn of the onset of potential casting failure.
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Data Pre-processing, is often the most time-consuming aspects of any Data Science

task. This process is essential to transform the raw data and prepare the data for subsequent

data analysis. Data pre-processing considers a range of techniques for data cleaning, integra-

tion, transformation and reduction. The paper presented by Jun Yan et al. (2006) explore

effective and efficient data pre-processing for streaming data classification tasks. Jun Yan

et al. (2006) focus on data reduction for large-scale streaming data, falling into two categories,

feature extraction and selection. Steaming data contains high computational complexities,

Jun Yan et al. (2006) review popularly used feature extraction and selection algorithms un-

der a unified framework. Two novel dimensionality reduction algorithms are proposed based

on the orthogonal centroid algorithm (OC). The first is an incremental OC (IOC) algorithm

for feature extraction and the second is an orthogonal centroid feature selection (OCFS)

method. Jun Yan et al. (2006) test performance using Reuters Corpus Volume-1 data set

and some public large-scale text data sets. The results indicate that the two algorithms,

in terms of their effectiveness and efficiency, outperform other state-of-the-art algorithms.

Increasing effectiveness and efficiency of the Data science approach considered within this

research is important to ensure casting maintenance decision-making is optimised. Hence,

dimensionality reduction techniques such as the two algorithms utilised by Jun Yan et al.

(2006) could be considered to achieve this.

Exploratory Data Analysis (EDA) enables data to be visualised, summarised and

interpreted. This step is an important Data Science step as it highlights certain insights and

statistical measures to be determined. EDA also helps to confirm and validate hypothesis

set out in the Data Understanding step. Berkhin-Accrue-Software (2022) further notes that

careful data pre-processing is required to ensure effective data mining results are achieved.

According to Berkhin-Accrue-Software (2022) the attribute selection to form and appropriate

subset is a crucial step in building an accurate model. An automated approach to data ex-

ploration and pre-processing is presented to identify an optimal attribute subset, to simplify

the Knowledge Discovery Database (KDD). The implementation of the EDA approach docu-

mented, finds ‘inappropriate and suspicious attributes, performs target dependency analysis,

determining optimal attribute encoding, generates new derived attributes, and provides a flex-

ible approach to attribute selection’. The results presented are produced by Accrue Decision

Series, an industrial KDD environment for several real-world web data sets. The simplified

attribute subset achieved reduced CPU time for building an using a model, increases accuracy

and improves the explanatory aspect. This approach could be used to identify what data

cleansing steps are required to ensure data is in the correct form for subsequent analysis.

Furthermore, the EDA approach could help to answer key research questions such as, ‘Is
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current data captured sufficient? ’.

Pattern and trend identification is not a new area of research; pattern recognition is well

established, with applications that consider Data Modelling for industrial data, financial

data, medical data, etc. Harding and Shahbaz (2006) note that statistical techniques have

been used to identify correlations and relationships in data for many years. Data Science

considers a blend of techniques from Data Mining, Machine Learning and Data Management

for the Data Modelling phase. The article presented by Márquez and Muñoz (2012) pro-

pose a pattern recognition and data analysis method of industrial maintenance management.

The pattern recognition methods considered focuses on grouping fault sets by linear rela-

tionships. A PCA is applied with statistical signal parameters to identify faults. Kolodziej

and Trout (2018) present the development of a condition monitoring method for vibration-

based classification value wear within industrial reciprocating compressors to warn of early

fault condition patterns. Time-frequency analysis and imaged-based pattern recognition

techniques are considered to identify spring fatigue and valve seat wear, two common indus-

trial compressor faults. Historical operational data utilised includes vibration measurements,

cylinder pressure and crank shaft position. Data for these key parameters is transformed

using a time-frequency domain approach. The findings are analysed as images with key fea-

tures such as image texture statistics and binary shape properties. Key features are reduced

using PCA and a Bayesian classification method is applied to identify failure patterns. The

image-based pattern recognition classification approach produced accuracy rates in excess of

90%. Bayesian classification is discussed further in Chapter 4. The conditioning monitoring

method presented by Kolodziej and Trout (2018) could be adapted to fit this research to

identify key casting performance indicators. The application of pattern-based recognition

could be applied to classify ‘normal’ and ‘anomalous’ casting segment behaviour.

As utilisation of Big Data technology increases, simultaneously the business challenge of

data quality and cost also increases. Gao et al. (2016) presents a paper which discusses Big

Data Validation and assurance for industry. A number of Big Data validation tools are

compared. A more recent paper by Lugaresi et al. (2019) present a novel model validation

procedure based on signal-processing theory. The quasi Trace Driven Simulation is devel-

oped, as traditional validation techniques are designed for off-line simulators and rely on

large volumes of available data. The real-time validation procedure presented by Lugaresi

et al. (2019) dose not require large data sets to achieve and good results. The validation

tool was tested and its suitability to manufacturing environment illustrated. The outcome

developed by this research to aid the decision of when to take a caster out of production
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for maintenance would require validating and testing. When predicting the likelihood of an

event happening, in this case, the event of casting segment failure, the risk would need to be

classified into categories to represent likelihood. The model validation procedure presented

by Gao et al. (2016) could be considered within this research to ensure that the developed

model meets sufficient accuracy and validation demands, as well as industry demands, in

terms of both casting productivity and costs.

Real-time monitoring and Data Visualisation of manufacturing processes are crucial

success factors in the smart factory. Gröger and Stach (2014) note that whilst there are a large

number of data visualisation applications available for desktop PCs, there are limited mobile

application that provide analytic-based information for manufacture engineers. Gröger and

Stach (2014) note there is a gap between management level analysis and the factory floor,

where an immediate reaction is necessary. Gröger and Stach (2014) therefore presents a Mo-

bile Manufacturing Dashboard (MMD) to provide analytics on process-oriented information

required for factory engineers and production supervisors. Gröger and Stach (2014) discuss

the tools implemented for two comparable real-world applications. A MMD such as the one

developed by Gröger and Stach (2014) could be considered to help communicate research

outputs to casting engineers. Key casting performance indicators could be displayed via a

MMD to alert casting engineers of any potential degradation signs.

Both knowledge and judgement form the basis for which decisions are made upon. It

is important for any relevant knowledge to be available to the decision maker, a decision

support systems ‘decision’ is based on knowledge extracted from integrated databases and

other data sources. A decision support system is a Business Deployment example of

how the insight gained through Data Science can be used and shared across the company.

Koonce et al. (1997) apply a Data Mining approach to assist engineers in understanding the

behaviour of industrial data. A software called DBMine was developed using decision trees

and DB learn job scheduling sequences are generated by an algorithm. Rainer (2013) apply

Data Mining to support decision-making process. The Data Mining decision support sys-

tem is developed to aid production planing, a key manufacturing business area. The system

presented by Rainer (2013) aims to support the production manager in production planning

decisions. The system uses historical Enterprise resource planning data to discover patterns

and drivers for high manufacturing lead time. A recent publication by Ritou et al. (2019)

present a new knowledge-based multi-level aggregation strategy to support decision-making.

Manufacturing knowledge is utilised to monitoring set criteria or specific aggregation opera-

tors. The discussed approach is implemented successfully to a real machining database from
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the aeronautic industry. Data is integrated with manufacturing knowledge, where real-time

signals are converted to smart data and KPI are contextualised into decision-aid indicators.

The system was successful in providing decision support, an automatic e-mail sent, with the

resulting decision-aid indicator sent to the decision maker.

Research Phase Technique Considered Author

Framework
CRISP-DM P Chapman (1999)

Data Science Methodology Rollins (2016)

Business Understanding
Organisation-ontology Sharma and Osei-Bryson (2008)

Business-orientated Niño et al. (2015)

Problem Mapping Classification Özden Gür Ali and Wallace (1997)

Data Acquisition Knowledge-based Denkena et al. (2014)

Data Understanding
Statistical Inference Han et al. (2011)

Machine Learning AlvaradoPerez et al. (2015)

Data Mining
Analytical Seng and Chen (2010)

Selection Model Seng and Chen (2010)

Preprocessing
Data Reduction Jun Yan et al. (2006)

Feature Selection Jun Yan et al. (2006)

Exploratory Data Analysis Automated Berkhin-Accrue-Software (2022)

Data Modelling
Machine Learning Márquez and Muñoz (2012)

Classification Kolodziej and Trout (2018)

Data Validation
Quasi-trace Simulation Lugaresi et al. (2019)

Service Oriented System Gao et al. (2016)

Data Visualisation Analytical Dashboard Gröger and Stach (2014)

Business Deployment
Decision Support Rainer (2013)

KPI Ritou et al. (2019)

Table 2.1: Summary of Data Science Approaches Reviewed

To conclude, this section reviewed how computer advances, IoT connectivity, all enhanced

by Data Science, have influenced a variety of industrial applications across manufacturing

organisations. These new technologies have created new opportunities for manufacturers
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to digitise production processes to advance planning and scheduling, perform routine tasks

with minimal cost and high accuracy and move beyond automation to integration predictive

analyses. A summary of the approaches reviewed within this section are presented in Table.

This research will focus specifically on utilising these new technologies through Data Science

to enable real-time equipment monitoring to predict potential maintenance and steel quality

issues. By utilising algorithms from the field of Data Science, Tata Steel will be in a position

to enable data to drive processes, detect operational errors, provide functionality feedback

and predict casting performance inefficiencies or fluctuations. As the strategic business goal

is to identify the insight required to achieve a predictively maintained continuous casting

vessel, the following section summaries the findings of this chapter.

2.2.1 KPI & Dashboard Integration for Maintenance

To optimise the reliability and cost of an asset it is vital to measure the maintenance pro-

cess. This process includes failure reporting, corrective actions, planning, scheduling and

completing work orders. Dashboards are commonly used an interactive tool to visualise and

monitor maintenance through Key Performance Indicators (KPI). Muchiri et al. (2011) notes

a KPI is a standard accessible metric used to communicate functionality and performance in

a particular area.

There are three metrics that are critical for maintenance work and the European standard

for maintenance key performance indicators (EN: 15341, 2007) outlines these three categories

of indicators:

� Economic indicators – these are financial metrics to help review cost associated with

downtime, replacements and failures, e.g. unscheduled downtime loses (£ per hour).

� Technical indicators – these are performance metrics used to assess the reliability of

an asset, e.g Mean Time Between Failure (MBTBF).

� Organisational indicators – these are work management metrics to help ensure

service functionality, e.g. work order cycle time (in days).

There are a huge range of indicators that can be considered to inform industrial mainte-

nance, Muchiri et al. (2011) presents these in Figure 2.3.
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Figure 2.3: KPI for Industrial Maintenance

Muchiri et al. (2011) notes that prior literature did not provide any methodology for se-

lection of key performance indicators. Muchiri et al. (2011) notes that indicators are derived

by the need and experience from industry to industry. In this paper, a conceptual framework

has been developed that provide the overview of maintenance performance metrics aligning

various maintenance performance indicators according to the maintenance objective of the

plant. The maintenance performance metrics are summarised under the three categories:

production costs, quality of production processes and overall equipment effectiveness met-

rics. This KPI summary provides a useful method for selecting which KPI to utilise for the

business goal.

37



With data-driven models becoming increasing popular across industrial applications there

is a need to communicate model findings in real-time. In machine maintenance, machine

faults are likely caused by segregation of components. The paper presented by Wu et al.

(2018) explores a Key Performance Indicator (KPI) approach to visualise the deterioration

faults in industrial machines. Wu et al. (2018) considers a K-PdM approach on a cluster-

based hidden Markov model to learn the deterioration patterns and KPI are used to monitor

the deteriorating states between healthy and failure. The approach is applied to monitor a

turbofan engine for predictive maintenance and results show diagnostics and prognostics can

be taken.

Across manufacturing literature, health indicators are widely considered to monitor the

production of equipment and improve the efficiency of manufacturing processes. With in-

creased volumes of data, it is important to provide managers with actionable information and

insight to support the decision-making process. Mohammad-Amini et al. (2021) discus the

application of health KPI to visualise insight to support the decision maker. Mohammad-

Amini et al. (2021) notes that KPI are determined based on historical and real-time data.

Mohammad-Amini et al. (2021) applies KPI approach to visualise equipment health the au-

tomotive industry. A range of visualisation and plots are identified for the communication

of KPI. Mohammad-Amini et al. (2021) notes that the visualisation, identification and mea-

surement depend on the level of decision making required.

A KPI can be presented in a number of different ways, in a report, a presentation or

through a dashboard. A KPI should be accessible and effectively communicate insight. A

Dashboard allows for a KPI to be presented in a way that is organised, so each KPI can be

evaluated and reviewed and is visually accessible. Green et al. (2020) discusses modern power

monitoring systems which capture large volumes of operation data from various equipment

and machines. Green et al. (2020) notes that the data must be presented in and intuitive

form to benefit the decision maker. The paper presented a dashboard for activity tracing and

condition-based maintenance. The dashboard communicates key equipment tracking metrics

that allow for behavioural changes to be monitored. The dashboard is able to identify soft

and hard electrical faults.

The research discussed by Cho et al. (2018) presents a novel predictive maintenance ap-

proach for smart factories. To communicate the findings of the machine learning model Cho

et al. (2018) considers a dashboard. The dashboard contains three key elements, a summary
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of the machine, the machine KPI and machine details. The paper describes that graphs can

be used to represent the rate of available machines and KPI indicate meaningful insight such

as failure likelihood, failure event details, ageing sights, warning events, etc. The dashboard

approach allows for visualisation to support decision making.

Reviewing the literature, dashboard systems provide a great opportunity to visualise

performance metrics to help communicate insight to engineers. However, for this technology

to be useful real-time monitoring data would need to be feed into the dashboard. As this

research primarily utilises historical data to understand casting performance it does not

present the same benefit to support decision making. However, future work discusses the

development of a dashboard that utilises real-time sensor data to monitor deviations from

identified operational tolerances. Due to limited sensing instrumentation installed on the

casting segments at the time of this research a dashboard that monitor deviations in bearing

flow, row flow, withdrawal drive pressure and speed alone would not be sufficient. Additional

sensors that monitor roll alignment, roll gaps, water spray cooling, etc. would need to be

included to provided sufficient monitoring to inform maintenance.

2.2.2 Digital Twin Approach

A digital twin is a digital representation of a physical product, process or system. Grieves

(2002) notes that the physical element is indistinguishable from the digital counterpart and

provides great opportunity for purposes such as simulation, integration, monitoring, mainte-

nance and testing. The concept of a digital twin has developed since its first presented in 2002.

According to Errandonea et al. (2020), digital twins for maintenance, from the literature,

is one of the most research applications. Intelligent maintenance strategies such as digital

twins, provides great benefits to improve the execution of maintenance task and reduce un-

necessary production downtime loss.

The first formal definition of the concept of a digital twin was outlined by Grieves and

Vickers (2017), a set of information that describes entirely and asset. Rosen et al. (2015)

notes that the concept allows the physical asset to be mirrored to a digital space to under-

stand all conditionals that occur through the life cycle of the asset. Both Grieves and Vickers

(2017) and Rosen et al. (2015) note that the digital twin is not simply data, algorithms are

combined to describe the behaviour to determine business decision relating to production.

Schleich et al. (2017) highlights that a digital twin has the ability to predict the outcome
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of a system experiencing an unexpected event, before it physically occurs. The analysis of

events is compared to the current observations and a prediction of the systems behaviour

is obtained. However, notes that the capabilities are depended on the data collection, the

quality of data, the exchange capability and the completeness of the simulation used.

Kritzinger et al. (2018) notes that digital twins can have varying levels of integration

depending on the extent of data integration involved. To ensure a successful digital twin,

it is imperative that all of the information surrounding the physical element as well as the

process and maintenance of it need to be able to communicate with the digital element.

There is clearly a huge rage of benefits in utilising digital twin technology predictability,

scenario analysis and increased visibility of interconnected systems. This technology presents

great opportunity to be applied to continuous casting, to create a digital representation of

the caster to model casting production to predict the onset of critical incidents. However,

there are three main challenges that limit this technology from being implemented at present

at Tata Steel.

1. Connectivity - need guaranteed and available data from different parts of the plant

across multiple servers and databases, not all data that is captured surrounding con-

tinuous casting is recorded in real-time. The infrastructure would need to be in place

to ensure that real-time data that describes caster performance and functionality is

captured in real time and can be connected to a digital space.

2. Hardware - at the time of this research, the company plant in Port Talbot is a harsh

industrial environment, many of the existing systems that are integrated with the caster

have been in place since the introduction of Caster 3 in 2008. Hence, the existing

hardware does not currently have sufficient computing power that would allow the real-

time processing of the available data and to efficiently manage the volume of sensors

that would be connected to Digital Twin.

3. Technology Development - unfortunately, at the time of this research, there are

not the resources to development a Digital Twin, there is not sufficient expertise to

be made available for the development of this technology. Casting engineers would be

required to support the 3D drawing that outlines the caster. Producing a digital image

of this complex manufacturing process is not within the scope of this research.
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2.3 Review Summary

To conclude, this chapter reviewed three key areas across the literature relevant to this re-

search. Firstly, literature surrounding the developments and improvements to the continuous

casting process was discussed. This review helped to highlight how technology has driven

many advances to the process to achieve higher product quality. However, this review revealed

the research gap, that currently to the best of the authors knowledge, within continuous cast-

ing, there is no system that utilises data from multiple sources and considers Data Science

to analyse data captured to support PdM. Secondly, this chapter reviewed literature specific

to the important stages presented by The Data Science Methodology and the CRISP-DM

framework. This review highlighted how Data Mining techniques have been used extensively

across the manufacturing domain for a variety of applications. However, the large majority

of research focused on a key stage within the Data Science Methodology and the review re-

vealed that there was limited research that discussed and applied all stages for an industrial

application.

This research will aid both the Data Science and Steel Manufacturing domain by con-

sidering all ten steps of The Data Science Methodology to provide more informed PdM for

a continuous caster. The final section discussed predictive modelling techniques that could

be utilised within a predictive maintenance framework. The section reviewed a range of

Machine Learning techniques that focus on identifying failure patterns. The models analyse

all the variables and conditions that contributed to past failure in order to predict future

failure. Live data is passed through a model and health scores are produced on a real-time

to asses the condition of there component. Tata Steel’s current caster maintenance is sched-

uled and takes into consideration historical information regarding caster failure history and

off-line condition monitoring. However, current maintenance strategies does not effectively

utilise real-time sensor data and failure trends in historical maintenance data to determine

the health of key casting components and aid maintenance scheduling. Hence, reviewing the

literature discusses in this section is important to identify suitable Data Mining techniques

for PdM.

The Data Science Methodology provides an effective structure to solve problems with

Data Science, this research closely follows this methodology. This section reviewed litera-

ture across the manufacturing and engineering domain that considers key steps featured in

The Data Science Methodology and the CRISP-DM framework. In particular, the papers

examined covered Business Understanding, Problem Mapping, Data Acquisition,
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Data Understanding, Data Preprocessing, Exploratory Data Analysis, Data Min-

ing Approach, Data Validation, Data Visualisation and Business Deployment for

large-scale industrial processes and operations. The volume of literature available for core

Data Science techniques from the field of Data Mining is extensive. Despite the term Data

Science being more recently popularised, data analysis methods and techniques to understand

and utilise data have been discussed extensively in the literature by statisticians, computer

scientists and others for years. Hence, it is only achievable to broadly review applications of

such methodology across a targeted domain of manufacturing and engineering.

The following chapter introduces the data sources and data sets considered within this

research. The chapter focuses on presenting the Exploratory Data Analysis (EDA) performed

to understand each of the data sources and data sets to review their suitability in relation to

this research.
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Chapter 3

Introduction to Data & Initial

Investigations

This research considers a Data Science approach to model the continuous casting process of

steel and based on the findings of Chapter 2, the approach taken will follow the systematic

and well-known framework for practising data scientists, this framework is referred to as

The Data Science Methodology Rollins (2016). The following section aims to introduce the

framework and overview each of the key steps.

3.1 The Data Science Methodology

The Data Science Methodology is an iterative set of processes that guide the Data Scientist

through the necessary steps required to solve the Data Science problem. The Data Science

Methodology applied to this research was developed by Rollins (2016), a Senior Data Sci-

entist at IBM. Rollins (2016) developed this methodology building on the open standard

business model proposed by Shearer (2000), the cross-industry standard process for Data

Mining (CRISP-DM). The CRISP-DM truncates the Data Mining task into six key phases;

business understanding, data understanding, data preparation, modelling, evaluation and

deployment. These six phases are included within The Data Science Methodology along

with four additional phases. This Data Science Methodology is based on ten fundamental

questions every data scientist should consider. Figure 3.1 has been created for this research

to illustrate each of the ten steps.
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The ten steps outlined in Figure 3.1 are further discussed as follows:

� Business Problem - The initial step is important to ensure the Data Scientist under-

stands the goal or objective to increase business performance/ profitability. The Data

Scientist should ask the right questions to inform the analytical approach required

to solve the business problem. In relation to this research, ‘how can the cost of the

continuous casting process be reduced and performance be increased?’.

� Map to Data Science Problem - Once the Data Scientist has fully understood the

business problem, the problem can be mapped to the Data Science solution required.

This includes translating the business goal into data analysis goals and activities. The

data analysis goal and activities may be descriptive, exploratory, inferential, predictive,

causal, mechanistic or a combination.

� Data Acquisition - This step focuses on identifying the available data to form the

initial data collection task, consider the necessary data, the format and sources. A key

aspect of Data Acquisition is the data requirements. Figure 3.2 helps highlight two

important data requirements that need to be considered. For example, ‘where is the

data stored?’ (identify all sources) and ‘what part of the process does this data source

relate to?’.

Figure 3.2: Data Requirements

� Data Understanding - This step focuses on gaining a general insight from the data,

identifying what variables, factors and sources may potentially help with further data

analysis. This step often includes basic summary statistics, to help determine data qual-

ity and informativeness. This step is important to ensure the data available/collected

is representative of the problem to be solved.
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� Data Preparation - This step is the most time-consuming aspect of a Data Science

problem. IBM (2012) estimate that data preparation accounts for approximately 50%-

70% of the time and effort required to solve a Data Science problem. The data prepa-

rations tasks vary depending on the the goal/objective of the Data Science problem,

tasks often include, merging data sets/records, selecting subsets of data, aggregating

records, deriving new attributes, dealing with missing and incorrect values.

� Exploratory/Initial Analysis - This step refers to the vital process of initial data

investigations to discover patterns and variations, identify correlations/relationships

and highlight anomalies. This step helps to generate key questions about the data

to inform the selection of data analysis techniques considered in the subsequent data

modelling phase.

� Data Modelling - Modelling aims to develop models based on the type of analysis

identified in the initial business problem/goal stage. There are a range of different

techniques that can be applied to model the data, depending on whether the data

analysis goal is descriptive, exploratory, inferential, predictive, causal, mechanistic or

a combination.

� Validation - This stage aims to evaluate the quality of the model and to asses to

see if the model satisfies the initial objective defined by the business problem. There

are two key aspects to a model validation; the diagnostic measure and the statistical

significance. The diagnostic looks to evaluate the performance measures of the model,

whereas, the statistical significance is concerned with the model prediction confidence.

� Visualisation - This step focuses on representing the data graphically. Visualisa-

tion aims to communicate key information/ results using statistical graphs and plots

effectively.

� Deployment - This step focuses on making the solution relevant and understandable

for the key stakeholders and business users to interpret. The deployment tool is often

first applied within some test environment and test phase, once sufficient confidence

has been obtained by the company it is then deployed in full operation.

This chapter individually introduces the five key data sources considered within this

research. A range of summary statistics and Exploratory Data Analysis (EDA) are applied

to overview and gain a better understand of the available data. Relationships across data

sources are then explored to help explain and identify key events. This chapter is primarily

structured around the initial data analysis, a fundamental stage in determining the potential
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for further analysis and predictive modelling to aid a better understand of casting behaviour.

The aim is to review and assess the available data to conclude whether it is sufficient in terms

of quality and quantity. A summary is provided at the end of the chapter to collate the key

findings of the EDA. The data requirements that should be considered prior to further data

analysis are highlighted. Ensuring that these requirements are met will be the focus of the

following Chapter 5, enabling key performance indicators to be identified.

3.2 Overview of Data Sources

Before businesses such as Tata Steel can analyse their company’s data, they need to under-

stand how data is captured, the different sources and systems, where data is stored, current

users and utilisation. According to Middelburg (2019), a data structure, provides a way of

organising and storing data in a computer. It defines a collection of data values and the

relationship amongst them.

The function and operations that can be applied to a data structure vary by type. Hence,

for data analysis to be carried out it is crucial to understand the three main data structures,

these are presented in Figure 3.3.

Figure 3.3: Data Structures; provided by Middelburg (2019)

� Structured Data - Is data that follows a pre-defined data model and can therefore be

easily analysed. Examples include data such as, Excel files and SQL databases where

structured rows and columns can be sorted. Middelburg (2019) notes that structured

data is the most ‘traditional’ type of data storage, the earliest database management

systems (DBMS) were able to access, process and store structured data. A significant

proportion of the data considered within this research is stored with SQL databases

and is therefore classified as structured data.
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� Semi-Structured Data - Is data that does not fit the formal structure of data mod-

els, unlike relational databases or other data table forms, but does have a form of

structure. Examples include, XML and sensor data, these data types contain tags or

markers to separate data elements and therefore have a self-describing structure. This

research considers semi-structured data in the form of recorded sensor measurement

data. Despite semi-structured data being more challenging to analyse in comparison

to structured data, it is still less complex to analyse compared to unstructured data.

� Unstructured Data - Is raw data that has no predefined data model and is not organ-

ised. Examples include text-heavy data, audio, image and video. A large proportion of

data captured by organisations is unstructured, hence there has been increased interest

in the development of new technologies and tools to analyse unstructured data. This

research considers text-heavy data that outlines the details and necessary actions of

maintenance work carried out on casters at the plant.

� Metadata - This provides supporting information to supplement a specific set of data.

Unfortunately, there is limited metadata available to this research to support the data

considered. There are high-level descriptions of data-tables but limited descriptions of

contents and fields.

This research explores data that has been collected holistically to obtain a comprehensive

view of the life cycle for a continuous caster in operation and current maintenance procedures

performed. These five data sources were identified as being the most relevant and beneficial

to support this research, based on the outcomes of the caster life cycle group at Tata Steel.

1. Steel & Slab Quality Control (QC) Data- BIGDATASQl2008 contains 46 data

tables relating to primary steel, pre-vessel, steel slab delays, basic oxygen steel making

(BOS), secondary steel making, casting and hot mill data. This SQL server has been

populated with data from the company’s live central caster database specifically for

the purpose of research. Within this research this data source will be referred to as

‘Quality Data’.

2. Plant Maintenance & Business Operations Data - ‘Systems, Applications and

Products in Data Processing’ (SAP) software is used to manage daily plant opera-

tions and customer relationships at Tata Steel’s Port Talbot plant. My Asset Manager

(MAM) is a SQL server that has been developed to capture and manage the plant’s

production and maintenance data tables from SAP. The data tables include details

of planned maintenance, unplanned maintenance and scheduled maintenance activities
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carried out across the plant. Within this research this data source will be referred to

as ‘Maintenance Data’.

3. Maintenance Notification Supporting Report Data (SAP LongText) - The

plant’s SAP Long Text reports are unstructured text documents completed by shift

engineers to outline further details of the maintenance jobs/work requests. The volume

of detail captured varies by the SAP Long Text entry. Within this research this data

source will be referred to as ‘Maintenance Description Data’.

4. Machine Sensor Data - There is limited technology instrumentation fitted specifically

to the casting segments at the Port Talbot plant. The Wonderware Historian server

captures and stores real-time sensor data for a variety of different assets across the

plant. For each casting segment, there are measurements recorded for segment cooling

and segment drives. Within this research this data source will be referred to as the

‘Sensor Data’.

5. Strand Condition Monitoring (SCM) Data - The SARCLAD SCM is an off-

line monitoring tool that is used in line with current maintenance to monitor key roll

misalignments and roll gaps in casting segments. Within this research this data source

will be referred to as ‘Monitoring Data’.

Sections 3.2.1, 3.2.5, 3.2.6, 3.2.7 and 3.2.8 individually introduce these five data sources.

Table 3.1 provides a further details regarding each of these key data sources. To ensure

information considered within this research is consistent and to also ensure that there has

been no significant changes to the process, data utilised is limited to twelve months of data

captured throughout 2018. First, in Section 3.2.1 the plant’s QC data will be explored. In

particular, this section will initially investigate the available data relating to casting segment

events, slab downgrades and slab grade failure reasons.
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Data

Source

Data

Type

Attribute

Count

Row

Count
Justification

Steel &

Slab (QC)

Curated data

Variables:

Numeric &

Categorical.

46 75937

Historical data

pulled from live central

caster database,

includes key variables

relating to the slab

production, slab details,

casting segments details,

slab tracking and quality

of steel produced.

Plant Maintenance

& Business

Operation

Derived data

Variables:

Numeric &

Categorical &

Date & Time.

14 113958

Details of plant activity

e.g planned maintenance,

unplanned maintenance,

work orders, priority.

SAP

Long Text

Derived data

Variables:

Numeric &

Categorical &

Date & Time.

3 17521
Sarclad runs strand 1 & 2

casting strand health.

Machine

Sensor

Derived data

Variables:

Numeric &

Categorical.

115 1997394

Segment sensor tracking,

cooling, asset behaviour &

performance data.

Strand Condition

Monitoring (SCM)

Curated data

Variables:

Numeric &

Date & Time.

3 17521

SCM dates & runs, offline data

provides details on casting

segment health.

Table 3.1: Data Source table
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3.2.1 Quality Data

Achieving the desired quality of continuous casting products is a key concern for steel manu-

factures. The ability to understand the quality of each continuous casting slab and to assess

whether it is suitable for further processing has practical importance in terms of production

management costs and material reprocessing/scrap costs. Therefore, it is vital within this

research to consider steel and slab quality and control data, to gain a historic insight into how

steel quality can be impacted by changes in machine condition. A slab defect is an example

of a quality concern outcome that may have occurred as a result of abnormal casting ma-

chine conditions. During the solidification process, slab internal cracks are a common quality

defect seen by steel manufacturers. Defects significantly compromise the microstructure of

the cast slab and reduce the impact toughness and strength. According to Zhao and Lee

(2013) both thermal and mechanical stress exposure during the cooling and solidification

process of the molten steel are the two root causes of steel defects. Improvements to steel

quality are expected as result of improvement to caster maintenance. However, the primary

outcome of this research is to better understand the historical data available to help inform

maintenance, not to solely focus on improving steel quality. Therefore, data which helps to

identify potential mechanical stress will be considered in further detail, but data relating to

thermal stress is outside the scope of this research.

As previously noted, structured data accounts for a huge proportion of Tata Steel’s data.

Microsoft SQL Server 2008 R2 Management Studio Express (SSMSE) is an integrated envi-

ronment for accessing, configuring, managing, administering, and developing all components

of SQL Server Express. The BIGDATASQL2008 server resides within this database man-

agement system and contains 46 data tables relating to QC data. The full list of these 46

data tables along with a high-level summary of their contents can be found in Appendix B.

From the 46 data tables recorded by BigDataSQL2008, the following datasets are considered

within this research:

� CC3 Segments - Contains the index for each individual segment to track location and

current status (identifies whether an individual segment is in use/workshop/waiting).

� CC3 Segments Event Extra - Contains information regarding the date casting seg-

ments were fitted/removed and average tonnes cast before full/partial refurbishment.

� Cast Slab - Contains details of each cast slab as it was cut from the strand. This

table is central to the caster database as it is the main point of reference from which

all other slab related data may be traced.
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� Grade Failures - Contains details of the downgrade reasons for each slab cast.

3.2.2 CC3 Segments & CC3 Segments Events

CC3 Segments captures information on Segment Index, Segment Name and Segment Type.

There are 60 segments which can be individually identified; by segment type there are 11

Benders, 24 Bows, 8 Straighteners and 17 Horizontals. It is anticipated that segment type

may experience varying degrees of degradation based on their strand position, this is due to

the varied force as the steel solidifies. The Bow and Horizontal segments within the caster

bend and cool a semi-solidified steel slab, the machine force experienced by these segments

are expected to be greater in comparison to the straight section of the strand where the steel

is still molten. Out of the 60 segments currently available for caster 3, of these there are a

greater number of Bow and Horizontal segments, this is likely in relation to the increased

segment maintenance demands for these types.

CC3 Segments Events captures information on Segment Status, Location, Start & End

Event Timestamp and Tonnes Cast. The Start Event Timestamp identifies the date and time

a segment is fitted and the End Event Timestamp identifies the date and time a segment is

removed. The Tonnes Cast notes the total tonnes cast before a partial/full casting segment

refurbishment. Figure 3.4 illustrates the variation in total Tonnes Cast for all segments across

2018, the average total tonnes cast prior to an event is approximately 268,573.57. However,

it can be seen that there are a number of outliers beyond the whiskers and a number of

occurrences of zero tonnes recorded that appear to be skewing the data. These outliers and

zero tones cast occurrences should be further investigated to determine impact in advance of

subsequent analysis, highlighted occurrences may need to be removed.
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Figure 3.4: Distribution of Total Tonnes Cast between Segment Events for all Segments

Exploring the average tonnes cast in further detail by segment type, Figure 3.5 highlights

that the average tonnes casts varies by segment type. Figure 3.5 indicates that Horizontal

segments on average, appear to cast a greater tonnage of steel prior to an event, in compar-

ison to Bender segments which cast on average the least tonnage of steel prior to an event.

Hence, based on the difference in average tonnes cast shown in Figure 3.5, segments should

be classified by type in further analysis as maintenance demands appear to differ.

Figure 3.6 investigates the distribution of Days in Use by Segment Type, this variable

calculated as follows:

Days in Use = End Event Timestamp − Start Event Timestamp (3.1)

The time difference variable helps to explore the variation in segment lifespan. Figure 3.6

highlights that the distribution in Days in Use does vary by Segment Type. The variation

follows a similar pattern to that seen in Figure 3.5. Figure 3.6 indicates that on average

Bender segments events are the most frequent, suggesting that this segment type has the

highest maintenance demand.
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As mention in Section 3.2 this research considers data for 2018 to ensure that the findings

are relevant and that there have been no major changes to the process during this time.

However, data explored prior to 2018 contained a number of negative values for the calculated

variable Days in Use. The distribution for Days in Use prior to 2018 and the indication of

inaccuracies present can be seen in Appendix B.

Figure 3.5: Average Tonnes Cast by Segment Type

On average Bender segments are in use for 44.1 days less than Bow segments, 47.6 days

less than Straighter segments and 78.2 days less than Horizontal segments. Figure 3.7 pro-

vides a count of the number of changes made during 2018 by Segment Type. It can be seen

that straighter segments were changed the least frequent during this time.

To further explore the Days in Use variable a cumulative frequency histogram has been

generated by Figure 3.8. The cumulative frequency indicates that after 250 Days in Use,

91.74% of the data is accounted for. Hence, for 2018 there were very few segments in use for

more than 250 days prior to an event. In addition, it is also observed that there are fewer

data points in excess of 500 days, suggesting a maximum segment lifespan.

Figure 3.9 investigates the relationship between Tonnes Cast and Days in Use. There are

a number of occurrences where zero tonnes have been cast after a segment has been active

for a large number of days. There are also a number of occurrences where the number of
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Figure 3.6: Distribution of Days in Use by Segment Type
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Figure 3.7: Count on the Number of Segment Events by Type

Figure 3.8: Cumulative Frequency Histogram for Days in Use
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Days in Use are zero and a large number of tonnes have been cast. Figure 3.9 also suggests

that there is no clear correlation between Tonnes Cast and Days in Use. There are a number

of potential inaccuracies and outlier that require further investigation.

Figure 3.9: Relationship between Tonnes Casts and Days in Use

Figure 3.10 investigates the 122 events where zero tonnes are cast. It can be observed

that there were a total of 8 occurrences where both Tonnes Cast and Days in Use are equal

to zero. In addition, it is also observed that a large proportion of events where zero tonnes

cast are recorded for Days in Use ≤ 25.
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Figure 3.10: Cumulative Frequency Histogram of Days in Use for Events Where Zero are
Tonnes Cast

Table 3.2 examines a selection of events where both Tonnes Cast and Days in Use are

Zero and where Tonnes Cast are greater than zero and Days in Use are zero. Segment event

notifications have been mapped to corresponding dates to try and identify any possible links.

For the events where both Tonnes Cast and Days in Use are zero it is possible that there

was an error in the events occurrences or that a segment was fitted and removed immediately

with issues. For the events where Tones Cast is greater than zero it is likely that there was

some error in recording either the start or end event timestamp. For such events where there

is limited information to confirm human error or segment malfunction, occurrences will be

removed to ensure data is accurate.
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Start Event

Timestamp

End Event

Timestamp

Tonnes

Cast

Days

in Use
Notification Event

04/01/2018 04/01/2018 0 0
M2 - Seg 11 Drive Roll

Collapsed 06:22:15

07/03/2018 07/03/2018 1455832 0
M1 - Seg 8 Weld Repair

Bearing Housing 04:05:45

13/04/2018 13/04/2018 93482 0
M1 - Sarclad Run Strand

3 16:39:15

26/04/2018 26/04/2018 0 0
M2 - Str 2 Segment 6 drive

roll failed 05:13:18

23/05/2018 23/05/2018 1111531 0

M2- Str 2 Guide

Segment & Drives

(str4 roll 5b) 18:14:07

02/10/2018 02/10/2018 0 0
M1 - Str 2 Segments 9-12

hyd Manifold 21:21:30

02/10/2018 17:11 02/10/2018 0 0
M1 - Str 1 Segments 5-8

hyd Manifold 25:35:51

14/12/2018 14/12/2018 595811 0
M2 - cc3 str4 drive roll

limits 4 and 8 01:17:52

Table 3.2: Significant Dates for Zero Days in Use

Figure 3.11 explores the average segment events by calendar month, where tonnes cast is

greater than zero. It can be observed that March had the highest number of segment events

and February, September and December had the least. March had 83 M2 notifications raised

indicating a high number of casting issues raised in comparison to December, where only 54

M2 notifications were raised. The higher count of M2 notifications may explain the increase

in segment changes for March.

Figure 3.12 investigates the number of segment events by week number for 2018. There

is a notable increase in the number of segment events that took place during week 12, cor-

responding to the week commencing 19th March 2018. During this week there were 20 M2

casting notification raised suggesting a number of casting issues explaining the increase in
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segment changes. These 20 notifications include a number of discharge roll failures and a

segment lubrication issue for strand 3. Figure 3.13 illustrates the notification by date raised

in March 2018.

Figure 3.11: Average Number of Segment Events by Month

Figure 3.12: Count on the Number of Segment Events by Week Number
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Figure 3.13: Number of M2 Notification Raised March 2018

Figure 3.14: Count on the Number of Segment Changes by Day of the Week

Figure 3.14 investigates the number of segment events in 2018 by week day. Events where

zero tonnes cast are removed. As expected, it can be seen that the least number of segment

events take place on a weekend. Segment changes on a weekend are likely limited based on

staff availability. However, Friday saw the largest number of segment changes, a total of 12

segment changes were carried out on a Friday. This should be compare to the planned ‘down

days’ recorded for 2018, to determine if this is a contributing factor.
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3.2.3 Cast Slab

The Cast slab data table captures quality control information for each cast slab. A slab’s

quality may become compromised for a number of reasons, it could be due to chemical compo-

sition, environmental change or machine degradation, for example. It is important to utilise

this data within this research, as slab quality compromised as a result of machine degradation

will help to inform severity of maintenance concern in terms of casting performance.

Figure 3.15: Relative Frequency Slab Grade Quality

Figure 3.15 illustrates the proportion of cast slabs made to grade, upgraded and down-

graded. For 2018, it can be seen that the majority of slabs are made to grade or upgraded,

with fewer occurrences resulting in a downgrade.

3.2.4 Grade Failures Data

The Grade Failure data table contains details of cast slab grade failure events. Figure 3.16

illustrates the total number of grade failure by month. It can be seen that August had the

highest number of relative grade failure for this period. Whereas, October and December

had the least.

Figure 3.17 further explores the grade failure by reason for August 2018. The Three

categories have been assigned to classify the grade failure by reason for this time period;

Chemical Issue, Casting Operation and Other. ‘Chemical Issue’ may include failure reasons

such as Nitrogen, Carbon, Titanium, etc. ‘Casting Operation’ includes failure reasons such
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as, Variable Casting Speed, Tundish Change, Tundish weight, etc. ‘Other’ includes failure

reasons such as, Sensor, Last Slab, etc.

Figure 3.16: Sum on the Number of Grade Failures a Month 2015

Figure 3.17: Number of Grade Failures by Grade Failure Reason August

Figure 3.17 indicates that ‘Chemical Issues’ account for the majority of grade failures

recorded in August. ‘Casting Operations’ related grade failure accounted for less than a
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quarter of the grade failures during this period. Whilst knowing if a cast slab was down-

graded as a result of a ‘Casting Operation’ is useful it may be difficult to full interpret this

data. It may be difficult to determine if the Casting Operation was a Segment related is-

sue that resulted in a slab downgrade. After the data is pre-processing in Chapter 5, the

impact and insight gained from this data sources in the model be evaluated. Pre-processing

and aligning data sources to the same time frame will help to identity key variables for the

predictive model and their significance.

The following Section 3.2.5 will explore the Plant’s maintenance and business operations

data that is managed through SAP software.

3.2.5 SAP/MAM

SAP is one of the largest Enterprise Resource Planning (ERP) software suppliers for the man-

ufacturing and engineering industry. This system enables Tata Steel to manage its business

operations and customer relations effectively. SAP ERP software has a number of different

modules, this research will look to utilised historical data from the SAP Plant Maintenance

(PM) submodule.

At Tata Steel a notification is raised by an engineer to alert of a maintenance request,

a malfunction report or an activity report. The maintenance requirements and urgency de-

pends on the notification raised. The SAP system can be used to communicate between the

operations and maintenance department and also provides a historical log of activities per-

formed. At the plant, if a technical object such as a continuous caster is not performing well

and showing signs of abnormality or distress, then production informs maintenance to take

necessary action via this system. The maintenance engineer can create the SAP notification

as various actions and work request may be required to resolve the issue. The maintenance

department will assign a technical team to carry out the maintenance. The priority level

assigned to the notification helps to identify the urgency of completing the notification task.

Once the maintenance task is complete, the production department are informed and the

details of work carried out on the asset is recorded.

Figure 3.18 overviews the notification process and shows how it is executed under current

plant maintenance.
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Figure 3.18: Notification Request Process Overview

There are three notification categories:

� Maintenance Request (M1) – A request for a non-urgent task to be performed This is

raised if an asset requires modification to improve reliability, safety, health, environment

or functionality to restore it to its original condition. An M1 notification is usually

scheduled to be addressed during the next ‘downtime’ period.

� Malfunction Report (M2) – A malfunction or urgent problem has occurred. This noti-

fication type is raised if an asset has broken down or is still running but showing signs

of distress, where performance and quality is impaired. An M2 is usually scheduled to

be addressed immediately or at the next feasible opportunity.

� Activity Report (M3) – A description of a maintenance activity for an asset which was

not the result of malfunction or damage. This notification category is usually used to

describe routine maintenance activities.

Figure 3.19: SAP Plant Maintenance Notification Example
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Figure 3.19 illustrates the SAP user interface utilised by plant engineers to record a notifi-

cation. There are a range of information is captured under a plant maintenance notification.

The ‘Notification Number’ is a unique 8 digit number assigned to identity an individual noti-

fication. The ‘Description’ provides a brief description of the notification raised, e.g. ‘Seg 12

drive roll’. The ‘Notification Type’ and ‘Notification Description’ records notification type as

M1,M2 or M3 and corresponding description ‘Maintenance Request’, ‘Malfunction Report’

or ‘Activity Report’. The ‘Work Centre’ and ‘Work Centre Description’ identifies the Work

Center by numeric code and by department team name, e.g. ‘ F04-3-M’ and ‘Concast Shift

Team Mechanical’. The ‘Function Location (FLoC)’ and the ‘Function Location Description

(FLoCDesc)’ provides the assets numeric code and description, e.g. ‘3001-320-3529-0032-

0003’ and ‘STEAM EXHAUST FAN NO.2’. The ‘Created By’ field records the engineer’s

B0***** number, this is useful to identify the engineer that raised the notification. The

‘Breakdown’ field informs on the asset health relating to the notification, this is classified

as ‘True’ or ‘False’.The ‘Priority’ and ‘Priority Description’ indicates the level of urgency

necessary to address the notification, there are three levels of urgency. The ‘created’ and

‘complete’ timestamp informs on the date the notification was raised and resolved. The ‘Is

Complete’ fields confirms the notification resolution status ‘True’ or ‘False’.

The notification data captured during 2018 will be explored within this chapter to inves-

tigate both planned and unplanned caster maintenance activities. This initial investigation

will help to determine whether available historical notification date is sufficient to explain

casting behavioural trends.

Figure 3.20 presents the relative percentage for the number of notification raised by noti-

fication type for 2018. It can be seen that for 2018 the largest number of notifications raised

were of type M1, this accounts for approximately three quarters of the yearly notifications

raised. Whereas M2 notifications account for just over one fifth. M3 notifications account

for only 3.5% of notifications raised in 2018. Reviewing the number of notification recorded

as complete for 2018. It was found that all M2 and M3 notification raised were recorded as

complete. However, there were 42 M1 notification that were incomplete. These notifications

may have been incomplete due to a number of reasons such as, maintenance no longer re-

quired.
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Figure 3.20: Count on Notification Type by Date Created for 2018

Figure 3.21 illustrates the relative percentage for the number of notifications raised by

work centre description for 2018. It can be seen that the ‘Concast Shift Mechanical Team’

were responsible for recording the largest number of notifications in 2018. The ‘Concast Shift

Mechanical Team’ and the ‘Concast Electrical Shift Team’ together account for around 60%

of the notification raised during this period.

Figure 3.21: Count Notifications Raised by Work Center Description 2018

67



The ‘Concast Shift Mechanical Team’ are associated with a number of M1/M2/M3 no-

tifications that include, mould checks, segment roll issues, strand grease systems, strand

pressure issues, segment water leaks, strand air supply, oil leaks, etc.

Figure 3.22 illustrates the daily variation in notifications raised by type for 2018.

Figure 3.22: Box & Whisker - daily distribution of Notifications raised by Type 2018

Figure 3.22 indicates that the M1 notifications follow a more evenly spread distribution

in comparison to M2 and M3 notifications which appear to be skewed. This is as expected, as

M2 notification are raised sporadically where as M1 notifications follow as a result of routine

maintenance at regular intervals.

Figure 3.23 investigates the total number of notifications raised by weekday. It can be

observed that Tuesday and Friday were the weekdays that saw the largest number of noti-

fications raised during this period. This is interesting as Figure 3.14 previously look at the

number of segment change by weekday and revealed that Friday also saw the highest number

of segment changes. If a large number of maintenance activities are carried out on a Friday,

this may explain why also a large number of notifications are raised on a Friday as these

may be off the back of maintenance carried out. Again, as seen in Figure 3.14, Figure 3.23

indicates that the least number of notifications were raised on a weekend. Whilst the plant
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operates 24/7, there are likely to be fewer staff available to carry out maintenance activities

on the weekend.

Figure 3.23: Count on number of Notifications raised by Week day and Type 2018

The number of notification raised by ‘Month’ and ‘Type’ is presented by Figure 3.24. It

can be seen that July and August were the months that saw the largest number of notifica-

tions raised during this period. Both July and August are popular months for annual leave,

staff limitations may explain the increase in number of notifications.

Figure 3.25 explores the time difference between the notification created time and the

notification complete time. It can be seen that the majority of notifications are resolved

within 15 minutes of being raised. Approximately 70% of the data is accounted for within

the first 8 to 16 hours. This information suggests that generally notification are resolved

within a short period of time. There were a number of instances where the time difference

was in excess of 2,048 hours, (approximately 85 days) examples include a time difference

of 800 days. These larger time difference occurrences raise some suspicion regarding the

accuracy of the event.
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Figure 3.24: Count on number of Notifications raised by Month and Type - 2018

Figure 3.25: time diff all noti created complete
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3.2.6 SAP Long Text

The SAP Long Text data contains additional details relating to a notification and is com-

pleted by the shift engineers. The SAP Long Text data is recorded in a free-form field

within the database, and is identified as unstructured data. The Long Text often contains

information regarding the actions required to resolve the issue and details of the work com-

plete. Figure 3.26 provides and example of a Long Text entry considered within this research.

Figure 3.26: Long Text Example

For 2018, there were 4172 notifications, 7 notification do not have any supporting Long

Text. The Long Text entries vary in terms of levels of detail provided, some entries attempt

to add some text in response to the six prompt questions, others only provide a very brief

response to one or two of the prompt questions. In addition, a number of the entries are incor-

rect and contain misspellings. These inaccuracies include for example, incorrect entries and

misspellings. Figure 3.27 illustrates a wrongly recorded M1 Caster 1 notification under the

function location for Caster 3. Chapter 5 should ensure these inaccuracies and misspellings

are accounted for in data pre-prepossessing.
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Figure 3.27: Long Text Incorrect Example

Figure 3.28, examines the time difference between a notification being created and the

Long Text entry for 2018. It can be observed that a Long Text entry is made by an engineer

fairly promptly after a M2 notification has been raised. It can be seen that for 2018 almost

100% of M2 notification raised had a corresponding Long Text entered within two hours.

This indicated that the M2 notifications (asset malfunction) are assessed promptly.

Figure 3.28: Time Difference - M2 Notification Created Time & Long Text Entry Time

The following Section 3.2.7 will explore the Plant’s SCM data, this monitoring tool is used

to review key roll misalignments and roll gaps in casting segments. This research utilises data

relating to Sarclad run events. Unfortunately, it outside the scope of this research to interpret
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the Sarclad Run diagnostic data. The inclusion of additional measurement data for these

key parameters is discussed in Chapter 8.

3.2.7 Sarclad

As discussed in Section 1.4, Tata Steel’s Port Talbot operation currently utilise an offline

Strand Condition Monitor (SCM) to review casting segment performance. The SCM is able

to provide continuous slab caster measurements for critical strand parameters, monitoring

these are essential for the production of high-quality steel. The strand condition measuring

system is installed onto the dummy bar chain in place of the dummy bar head and are passed

through the caster strand during machine downtime. A series of sensors are attached to the

SCM and capture measurements for roll gap, roll and segment alignment, outer roll condi-

tion, roll bend, roll rotation and water spray functionality. The results can be downloaded

via a cable to a computer for analysis. At present casting engineers monitor these strand

parameters using this system in line with periodic maintenance.

Figure 3.29, shows a Sarclad SCM sensor head being fitted of to a Caster dummy bar.

Figure 3.29: Sarclad Caster Dummy Bar Installation

Figure 3.30, examines the daily pattern of Sarclad runs for both strand 3 and 4 of Caster
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3. It can be seen that the Sarclad runs for both strand 3 and 4 are fairly evenly spaced. There

was a noticeable increase in the number of Sarclad runs performed on the 13th March 2018.

Examining the notification data, Table 3.3 highlights that there were two M2 notification

recorded on the 13th March 2018 that correspond to Sarclad performance issues, this helps

to explain the increase seen in Figure 3.30.

Notification Description Notification Type Date Time

CC3 Sarclad Head 3A Sensor Fault M2 13/03/2019 06:49:07

CC3 Sarclad Head Checks / Run M2 13/03/2019 07:00:29

Table 3.3: Sarclad Notifications raised 13/03/2018

Figure 3.31, investigates the total number of Sarclad runs performed each month for both

strand 3 and 4 of Caster 3. Figure 3.31 indicates that December 2018 saw a higher number

Sarclad runs performed in comparison to previous months, a total of 8 for each strand. This

is higher than the average number of monthly Sarclad runs; for strand 3 the average is 5.3

and for strand 4 is 6. Based on information provided by casting engineers, the Sarclad runs

are said to be carried out once a week periodicity, unless a casting issue arises and the Sarclad

systems is run again to ensure, for example, a replacement segment has been fitted correctly.

This is apparent within the data as looking at the total monthly Sarclad runs presented in

Figure 3.31, the total never falls below 4, on average at least once a week.

Figure 3.32 examines the number of days between Sarclad runs performed in January

2018 more closely. It can be seen that up to the 24th January, the time between runs carried

out was more even spread in comparison to the last week of January which saw a number of

runs be performed in a short space of time. The largest duration between runs was 11 days

and the shortest was 1 day for January 2018. This information indicates that the Sarclad is

run at regular intervals, unless there is an issue with casting performance or Sarclad sensor

performance, in these cases the regular interval is decreased and the Sarclad is run more

frequently to examine the issue.

The following Section 3.2.8 will explore the plant’s casting machine sensor data. Sen-

sor data for segment cooling and segment drives are considered within this research. The

inclusion of additional sensor data for casting parameters is discussed in Chapter 8.
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Figure 3.30: Sarclad Run for Strand 3 and Strand 4 2018

Figure 3.31: Monthly Total Number of Sarclad Run for Strand 3 and 4
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3.2.8 Wonderware Historian Sensor Data

At Tata Steel, asset performance is currently monitored by capturing key real-time sensor

measurements. The sensor measurements are recorded via the Wonderware Historian sys-

tem; a real-time database for historical sensor measurement information. The Wonderware

Historian captures at high-speed a variety of plant data to full resolution. The Historian

Client enables the Wonderware Historian data to be accessed by engineers and operations

managers in real-time. In addition, standard SQL can be used to pull data from the His-

torian Client, providing specific raw information to match reporting or analysis requirements.

The Wonderware Historian is utilised across the plant; the casters are fitted with a variety

of sensors that measure casting speed, mould levels, tundish weights, etc. However, this

research is primarily focused on casting segments, therefore sensors that capture information

relating to the performance of these segments are investigated within this research. Future

work with additional scope would look to increase the number of sensors incorporated into

this work to try to gain an even greater understanding of current caster performance for

maintenance. There are four sensor groups investigated are as follows:

� Bearing & Roll Flow - Each casting segment consists of water cooled rollers and

bearings. Lubrication of these two components is critical to machine performance.

Water cooling is enabled by the nozzles mounted in the circumferential gaps between

the housing. Roll Flow and Bearing Flow sensors are fitted to each segment to monitor

lubrication in units of volume per unit of time.

� WRD (Wide Dynamic Range) Amps - These measure the power supply/electrical

current to each of the casting segments. The electrical current is measured in Ampere

Units (amps). It is important to monitor the electrical network available as it necessary

to be informed of any potential loss of power that could compromise casting.

� WRD (Wide Dynamic Range) Speed - These measure the roller drive speed within

the casting segments. Drive speed is an important parameter that impacts the entire

steel solidification process and its productivity. Speed is measured in metres per unit

of time.

At present, these sensor measurements are considered for post-event analysis only. There

are no set bounds or tolerance levels available.
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3.2.9 Bearing Flow Sensor

Figure 3.33 investigates the daily fluctuations in Bearing Flow sensor measurements for an

individual segment; Segment 10. It can be seen that for the 1st January 2018 the sensor

measurements fluctuated between a minimum of 376.37 (m3/min) and a maximum of 387.47

(m3/min). The average sensor measurement reading for this period was 381.7 (m3/min) and

the median sensor measurement reading for this period was 381.5. The mean can be affected

by a single value being too high or too low compared to the rest of the values.There was a

significant peak of 386.5 around 11am. The mean value for this period is slightly higher than

the median value. Comparing both the mean and the median, and talking into consideration

the wide ranging fluctuations for this sensor group. The median may be a better indication

of the central tendency for this period. Looking at the general series trend, there appears to

be an initial increase untill approximately 6am, before decreasing generally for the remaining

duration considered.

Figure 3.34 examines a smaller interval to gain a better understanding of the series trend

over the first 6 hours of the 1st January 2018. Figure 3.34 highlights the initial increase over

the first 6 hours. It is interesting that the sensor measurements varies by 4 (m3/min) in the

space of a 30 minute interval between 5 and 5:30am.

Following a significant peak, Figure 3.35 highlights a selection of the decreasing trend

seen from 11am untill the significant drop in the average Bearing Flow measurement seen at

1pm. Again, here the it is interesting that the sensor measurements varies by 4 (m3/min) in

the space of a 30 minute interval between 12:25 and 12:55 pm.

Figure 3.36 explores the trend for the monthly average sensor reading for each of the Seg-

ments fitted with a bearing Flow Sensor for Strand 1. It can be seen that in March 2018 the

average measurement reading dropped by approximately 70 cubic metres per second (m3/s).

Segment 2 sensor also peaked by approximately 85 (m3/s) in October 2018 compared to

August 2018, 2 months prior. Comparing this to Figure 3.11, which revealed there was an

increase in the number of segment events that took place in March and October. An in-

creased period of shut-down for segment issues and changes may have resulted in a number

of zero sensor measurements being recorded, this may have impacted the monthly average,

explaining the decrease seen in March. The increase in the number of segment events that

took place in October may be an indication that there were a number of segment issues

during this time. This may have resulted in a number of very high sensor recordings being

captured and therefore increasing the monthly average measurement value.
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Figure 3.32: Sarclad Run for Strand 3 and 4 for January

Figure 3.33: Bearing Flow Strand 1 Segment 10 - 01/01/2018
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Figure 3.34: Bearing Flow Strand 1 Segment 10, 6hr Interval - 01/01/2018

Figure 3.35: Bearing Flow Strand 1 Segment 10, 3hr Interval - 01/01/2018
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Figure 3.24 revealed an increase in the number of casting notifications raised during July

and August. The increase in notifications may indicate again increased caster maintenance

was being carried out, resulting in increased shut-down occurrences. This may explain the

decrease in the average bearing flow sensor measurements for both July and August.

Figure 3.37 explores variation in the bearing flow sensor in line with segment notifications

raised during March 2018. It is clear that there were a number of events where the average

bearing flow sensor reading dropped to zero. There are a number of M2 notifications for

segments events highlighted, this indicates that there were a number of segment issues that

resulted in casting down-time. Figure 3.37 needs to be explored in closer detail to better

understand the bearing flow fluctuations surrounding these key events.

Figure 3.38 explores in detail the variation in the bearing flow sensor in line with segment

notifications raised between 26th -31st March 2018. On the 26th March the average bearing

flow sensor measurement is recorded around 340-344 (m3.s-1). This appears to increase over

the 27th, 28th and 29th up to 348 (m3.s-1), in line with 3 segment notifications that were

raised which may help to explain this increase. The sudden drop in the sensor reading seen

on the 29th (pm) is likely due to a down-time period where casting is stopped to address

notifications raised and carry out the required maintenance. It appears that on the 30th,

casting resumes at around 348 (m3.s-1) but appears to decrease during the day to around

344 (m3.s-1) on the 31st. The 31st of March saw an M2 segment notification raised, again

this may explain the decrease observed.
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Figure 3.36: Bearing Flow Strand 1 all Segment Monthly Average 2018

Figure 3.37: March 2018 Bearing Flow Seg 10 Daily Fluctuations aligned with M1 & M2
Segment Notifications
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Figure 3.38: 26th - 31st March, Bearing Flow Seg 10 Daily Fluctuations aligned with M1 &
M2 Segment Notifications

Figure 3.39: Bearing Flow 1 year 2018 avg box plot

Figure 3.39 explores the distribution of bearing flow sensor measurements for strand 1

segments for 2018. There are a noticeably large number of outliers that lie beyond the
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whiskers for all segments. However, some segments are more tightly grouped than others,

for example, segments 5,9,11 and 12 are more tightly grouped in comparison to segments 2,3

and 4. Hence, this indicates that segment measurements variability differs by position. This

information highlights that segments cannot be grouped together as a whole by sensor group,

but will need to be considered individually or in smaller subgroups of the four key positions

in Chapter 5.

SEG Mean Median Mode SD Svar Kurt Skew Range Min Max
CL

95%

2 348.3 361.5 396.3 87.9 7722.6 10.5 -3.4 449.8 0 450 1.2

3 341.7 357.6 379.4 83.9 7032.8 11.9 -3.7 449.7 0 450 1.1

4 336.9 352.7 374.6 83.8 7016.3 11.7 -3.6 449.9 0 450 1.1

5 329.3 347.6 344.9 81.0 6555.5 12.1 -3.7 450.0 0 450 1.1

6 329.1 348.6 356.6 79.6 6335.3 12.0 -3.7 448.8 0 449 1.1

7 329.9 347.3 344.9 81.5 6646.3 12.0 -3.7 449.4 0 450 1.1

8 329.4 350.0 336.2 79.7 6355.4 12.1 -3.7 449.9 0 450 1.1

9 326.4 345.4 341.1 80.6 6502.8 12.0 -3.7 442.9 0 443 1.1

10 348.1 366.0 371.0 87.1 7591.9 11.3 -3.5 449.9 0 450 1.2

11 329.6 350.2 357.8 81.3 6617.6 11.9 -3.7 449.6 0 450 1.1

12 334.9 355.3 360.7 82.6 6829.2 12.1 -3.7 449.4 0 450 1.1

Table 3.4: Bearing Flow Summary Statistics - All Segments Str1 2018

Table 3.4 presents summary statistics on bearing flow sensor measurements for all strand

1 segments for 2018. Looking at Skewness values for the segments, they are all negative, this

indicates that the tail is on the left side of the distribution. A negatively skewed distribution

indicates that there are few low values. Hence, it is likely that there are a number of very large

values shifting the mean to the left. These large values may be malfunctions of the sensor or

the segments. Segment 2 has the highest mean value, and Segment 9 has the lowest mean

value. This may indicate differences in the maintenance between both segments. Segment

2 also has the highest sample variation, whereas segment 6 has the lowest sample variation.

This can be seen in Figure 3.39 where segment 2 has a more varied distribution than segment

6.
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3.2.10 Roll Flow Sensor

Figure 3.40 investigates the daily fluctuations in Roll Flow sensor measurements for an in-

dividual segment; segment 10. It can be seen that for the 1st January 2018 the sensor

measurements reached a maximum of 349.12 (m3/min). Between 7pm and 8pm on the 1st

there was a significant drop to 0 (m3/min), its likely that there was a stop in casting during

this time. Both the mean and the median sensor measurement reading for this period was

345.3 (m3/min), this suggest that the distribution for this period is approximately symmetric.

Figure 3.40: Roll Flow Strand 1 Segment 10 - 01/01/2018

Figure 3.41 examines a smaller interval to gain a better understanding of the series trend

between 5pm and 9pm on the 1st January 2018. Figure 3.41 highlights that from around

6pm the sensor readings start to decrease till around 6.4pm. However, between 6.40pm and

7.10pm the sensor readings fluctuate between 341(m3/min) and 345(m3/min) this behaviour

may suggest some issue with the sensor or with the segment during this time. From 7.10pm

the readings gradually increase to around 345 (m3/min).
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Figure 3.41: Roll Flow Strand 1 Segment 10 - 01/01/2018 5pm-9pm

Figure 3.42: Roll Flow 2018

Figure 3.42 explores the trend for the monthly average sensor reading for each of the

Segments fitted with a Roll Flow Sensor for Strand 1. A similar pattern can be seen in
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Figure 3.42, as in Figure 3.36, the average measurement reading dropped in March and Au-

gust. Again, this is likely linked to the increase in number of segment events that took place

in March and October. Generally, the Roll Flow average measurement for each of the seg-

ments appear to follow similar behaviour patterns, Figure 3.36 also demonstrates the same

behaviour for Bearing Flow measurements. However, Figure 3.42 highlights one segment

(segment 10) which although follows a similar pattern, appears to peak significantly higher

in September 2018. Segment 10 peaks in excess of 400 (m3/min), at least 40/50 (m3/min)

greater on average that other segments during this month.

Figure 3.43: Roll Flow 1 year 2018 avg box plot

Figure 3.43 explores the distribution of roll flow sensor measurements for strand 1 seg-

ments for 2018. Similar to Figure 3.39, there are a noticeably large number of outliers that

lie beyond the whiskers for all segments. There are also some noticeable differences in the

distributions of sensor values across segments. Segments 1,3,5 and 6 are more tightly grouped

in comparison to segments 8 and 10. This indicates that segments measurements variability

differs by position. Providing further information to support that the segments should not

be grouped together as a whole by sensor group.

Table 3.5 presents the summary statistics for Roll Flow sensor measurements for all

strand 1 segments for 2018. Looking at Skewness values for the segments, a similar skewness

is presented in Table 3.4. The skewness values are all negative, and similar to Table 3.4, it

is likely that there are a number of very large values shifting the mean to the left. These

large values may be malfunctions of the sensor or the segments. Segment 10 has the highest

mean value, and Segment 8 has the lowest mean value. This may indicate differences in
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the maintenance between both segments. Segment 10 also has the highest sample variation,

whereas segment 1 has the lowest sample variation. This can be seen in Figure 3.43 where

segment 2 has a more varied distribution than segment 6.

SEG Mean Median Mode SD Svar Kurt Skew Range Min Max
CL

95%

1 339.2 359.6 360.7 77.0 5923.6 14.2 -4.0 449.7 0 450 1.0

2 339.7 362.2 368.1 79.1 6263.3 13.8 -3.9 449.5 0 450 1.1

3 340.9 360.5 362.8 78.6 6182.3 14.5 -4.0 449.8 0 450 1.0

4 334.2 357.3 360.6 77.4 5995.9 13.8 -3.9 449.1 1 450 1.0

5 341.3 351.2 350.7 79.4 6304.2 13.5 -3.8 449.4 0 450 1.1

6 334.2 348.8 348.7 77.2 5953.4 14.4 -4.0 449.8 0 450 1.0

7 338.3 357.0 362.6 78.1 6093.1 14.4 -4.0 449.8 0 450 1.0

8 330.7 336.8 336.5 78.2 6121.6 12.8 -3.7 447.3 0 447 1.0

9 343.0 358.2 359.4 79.8 6370.2 13.9 -3.9 449.7 0 450 1.1

10 357.6 379.6 380.3 85.5 7315.2 11.9 -3.5 449.4 1 450 1.1

Table 3.5: Roll Flow Summary Statistics - All Segments Str1 2018

A further investigation into the Roll Flow sensor measurement values for segment 11 (not

shown in Table 3.5) is required in Chapter 5. In comparison to all other segments, Segment

11, appears to have significantly higher values. For segment 11 the mean value is 31652.2

and the range is between 0 and 45930.45. It is likely that there is some error with the sensor

and the measurements order of magnitude.

3.2.11 WDR Speed Sensor

Figure 3.44 investigates the daily fluctuations in WDR Speed sensor measurements for an

individual segment; segment 10. It can be seen that for January 2018 the sensor measure-

ments fluctuated between a minimum of -4.858 and a maximum of 2.5. A negative speed

value raises cause for concern for data accuracy. This could be an indicator that the sensor is

not functioning properly. The average sensor measurement reading for this period was 0.89,

this is likely decreased by the observed negative values.
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Figure 3.45 investigates in more detail the daily fluctuations seen in Figure 3.44.The

average sensor measurement reading for this period was 0.89 (m/s) and the median sensor

measurement reading for this period was 1.01 (m/s). As noted previously, the mean can be

affected by a single value being too high or too low compared to the rest of the values. There

was a noticeable peak of 2.26 at approximately 1.58am. The mean value for this period is

slightly lower than the median value. Comparing both the mean and the median, and taking

into consideration the wide ranging fluctuations for this sensor group. The median may be a

better indication of the central tendency for this period. Looking at the general series trend

and ignoring the noticeable peak and negative values, the sensor values appear to fluctuate

between 0 and 1.5 (m/s).

Figure 3.44: WDR Speed Segment 10 - 01/01/2018

Figure 3.46 examines a smaller interval to gain a better understanding of the series trend

between 00:00 and 00:02 on the 1st January 2018. Figure 3.46 highlights that from around

00:30 the sensor readings start to fluctuate more noticeably, the sensor reading drops to below

0 (m/s) at approximately 01:31 suggesting a pause in casting. However, just after below 0

(m/s) again at around 01:50 the sensor measurement increases rapidly to 2.5 (m/s) this may

indicate changes to the sensor or to casting.

Figure 3.47 explores the monthly average sensor reading for each of the Segments fitted

with a WDR speed Sensor for Strand 1. Similar to 3.36 and 3.42 it can be seen that in March

2018 the average measurement reading dropped. However, the average value significantly

dropped for segment 15. It is anticipated that segment notifications raised in March 2018
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Figure 3.45: WDR Speed Segment 10 2- 01/01/2018

Figure 3.46: WDR Speed Segment 10 3- 01/01/2018
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best explain this variation in value. All segments between July and December 2018 follow a

constant trend.

SEG Mean Median Mode SD Svar Kurt Skew Range Min Max
CL

95%

1 1.0 1.2 1.2 0.5 0.2 12.3 -3.1 6.2 -4.4 1.8 0.01

2 0.9 1.0 1.0 0.4 0.2 12.3 -3.2 5.7 -3.9 1.9 0.01

3 0.9 1.0 1.0 0.4 0.2 12.8 -3.2 5.6 -3.8 1.8 0.01

10 1.0 1.2 1.2 0.5 0.2 15.0 -3.3 6.5 -4.7 1.8 0.01

11 1.0 1.2 1.2 0.5 0.2 14.7 -3.2 6.7 -4.9 1.8 0.01

12 0.9 1.0 1.0 0.4 0.2 18.3 -3.5 6.7 -4.9 1.8 0.01

13 0.9 1.0 1.0 0.4 0.2 15.5 -3.3 6.2 -4.4 1.8 0.01

14 0.9 1.0 1.0 0.4 0.2 22.5 -3.8 8.8 -4.9 3.9 0.01

15 0.8 1.0 1.0 0.8 0.7 28.5 -5.0 6.8 -5.0 1.8 0.01

16 0.9 1.0 1.0 0.4 0.2 15.7 -3.4 6.2 -4.4 1.8 0.01

17 0.9 1.1 1.1 0.4 0.2 16.1 -3.4 6.7 -4.9 1.8 0.01

20 0.8 0.9 0.9 0.4 0.2 18.6 -3.3 8.9 -4.9 4.1 0.01

Table 3.6: WDR Speed Summary Statistics - All Segments Str1 2018

Table 3.6 presents the summary statistics for WDR speed sensor measurements for all

strand 1 segments for 2018. Looking at Skewness values for the segments, they are all

negative, this indicates that the tail is on the left side of the distribution. Segments 1, 10

and 11 have the highest mean value, and Segments 15 and 16 have the lowest mean value.

Segment 15 also has the highest sample variation, whereas all other segments have a sample

variation of 0.2. These differences may suggest that behaviour and hence, maintenance varies

by segments.

3.2.12 WDR AMPS Sensor

Figure 3.48 investigates the daily fluctuations in WDR AMPS sensor measurements for an

individual segment; segment 10. It can be seen that for the 1st January 2018 the sensor

measurements fluctuated between a minimum of -7.5 and a maximum of 13.9. Similar to

previously discussed figures, there are some questions surrounding negative values recorded

and data accuracy. Figure 3.49 explores the distribution of WDR AMPS sensor measurements
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for all strand 1 segments for 2018. There are a noticeably large number of outliers that lie

beyond the whiskers for all segments. All segments appear to be tightly grouped. This

suggests that the segment measurements variability differs less by position in comparison to

Figure 3.39. This information may support the segment dimensionality could be reduced

into smaller subgroups.

Table 3.7 presents the summary statistics for WDR Amps sensor measurements for all

strand 1 segments for 2018. Looking at skewness values for the segments, they are all negative,

this indicates that the tail is on the left side of the distribution. Segment 13 has the highest

mean value, and segment 20 has the lowest mean value. This may indicate differences in

the maintenance between both segments. Segments 10 and 15 have noticeably high sample

variations, this indicates that the data points are very spread out from the mean, and from

one another. This indicates that the sensor values for segment 10 and 15 vary considerably,

this is something that should be considered before grouping sensors in further analysis.

Seg Mean Median Mode SD Svar Kurt Skew Range Min Max CL 95%

2 2.5 3.3 3.6 1.6 2.6 0.6 -1.3 19.0 -8.9 10.1 0.02

3 2.5 3.4 3.6 2.0 4.2 39.2 -4.0 42.5 -29.5 13.0 0.03

4 2.4 3.3 3.3 1.9 3.8 4.2 -1.7 24.5 -11.6 12.9 0.02

10 2.4 3.5 3.6 4.5 20.3 31.4 -4.8 43.7 -30.0 13.7 0.06

11 2.6 3.4 3.6 2.0 4.0 1.7 -1.4 17.8 -6.7 11.1 0.02

12 2.5 3.4 3.4 2.0 3.8 1.6 -1.5 15.4 -6.9 8.5 0.02

13 2.8 3.5 3.4 2.1 4.4 1.5 -1.1 17.6 -6.8 10.8 0.03

14 2.5 3.3 3.6 1.8 3.3 20.0 -2.6 35.2 -29.2 6.0 0.02

15 2.3 3.5 3.6 4.1 16.7 36.9 -5.4 43.5 -30.0 13.5 0.05

16 2.4 3.1 3.6 1.8 3.3 3.8 -1.3 34.1 -24.6 9.5 0.02

17 2.5 3.5 3.5 1.8 3.2 1.0 -1.3 15.6 -6.7 8.9 0.02

20 1.2 1.0 1.0 1.2 1.4 1.4 0.5 13.5 -5.7 7.8 0.01

Table 3.7: WDR Amps Summary Statistics - All Segments Str1 2018
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Figure 3.47: WDR Speed 2018

Figure 3.48: AMPS 1 year 2018 avg
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Figure 3.49: Box PLot - AMPS 1 year 2018 avg

Figure 3.50: Monthly Average WDR Amps sensor Measurements
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Figure 3.50 explores the trend for the monthly average sensor reading for each of the

segments fitted with a WDR speed Sensor for Strand 1. Again, comparing this to Figure

3.11, which revealed an increase in the number of segment events that took place in March

and October. The same explanation is likely as to that seen in Figure 3.36 and 3.42. However,

it can be seem that in March 2018 the average measurement reading dropped significantly

for Segment 20 and then in September for Segment 10. This information may be impacted

by the negative values recorded which is likely to have impacted the average monthly value

in addition to down-time for caster maintenance.

3.3 Multi-Source Data Investigation

When developing statistical methods for extracting useful patterns and information from

high-dimensional data sets, the lack of sufficient representative data is often a common prob-

lem. By combining various sources of information, flexible and more concise models can be

built to aid the knowledge discovery process and obtain a better understanding of underlying

relationships. This section focuses on exploring the relationship between ‘Sensor Data’ and

the occurrence of both Notification and Sarclad events. This section will look closely at bear-

ing flow sensor values, a similar investigation has been carried out for all sensor groupings

and a similar relationship pattern between events can be seen.

Figure 3.51 examines the daily trend of notifications raised with the number of Sarclad

runs performed for January to June 2018. It can be seen that there was a spike in the number

of Sarclad runs performed during March 2018 and this follow a peak >10 M2 notifications

raised during February/March 2018. There were also an increased number of Sarclad runs

for both strand 3 and 4 in September 2018, this follows a 2/3 month peak in the number of

M1 notifications raised.

Figure 3.52 examines the relationship between the number of Sarclad runs performed,

the average number of M2 notifications raised and average monthly sensor measurements

recorded for 2018.

Figure 3.53 investigates the first week of January, 01/01/2018 - 07/01/2018 to investigate

both notification occurrences and Sarclad events that took place during this period. It it

highlighted that the bearing flow sensor measurement clearly differed from normal behaviour

on the 4th January 2018. Surrounding this event there are a number of M2 notification

raised, from the Long Text it is found that Segment 11 experienced a withdrawal drive roll
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Figure 3.51: Daily sarclad noti

Figure 3.52: January Daily Average Bearing Flow Sensor Measurement relationship with
Daily Notification Counts

95



collapse. The Sarclad run was performed following segment maintenance, however it was run

an increased number of times. Upon investigating this further, the long text and notifications

provided an explanation that there were issues with the Sarclad performance.

Figure 3.54 shows that the sensor measurement peaked at approximately 05:30. A M2

notification followed this event, the Long Text revealed an issue with segment 7 Roll 7b was

unable to turn.

Figure 3.53: 01/01/2018 - 07/01/2018 hourly Bearing Flow Sensor, Sarclad and M2
relationship

Figure 3.55 explores the notification highlighted in Figure 3.54 futher. As the notification

was related to a segement roll/ AC issue, this time period has been aligned to the WDR amps

sensor to assess whether the drive issue impacted the sensor behaviour. It can be seen that

after the M2 notification was raised the sensor value started to decrease. At approximately

06:50am the sensor drops below 0amps, nothing is then recorded until approximately 18:31.

This is likely due to down-time taken to fix the segment roll issue.

A summary of the above findings from the initial data exploration for these five data

sources are presented in Section 3.5. The following section aims to examine the distribu-

tion of key variables to assess the spread of data points to determine whether any data

transformations are required.
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Figure 3.54: 01/01/2018 hourly Bearing Flow Sensor Measurement relationship with M1 &
M2 Notification Occurrences

Figure 3.55: wdr1stjan
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3.4 Distribution Analysis

According to Catherine Forbes (2011) distribution identification is important to identify the

appropriate form of statistical analysis and can be applied to:

� Determine if a distribution considered previously still holds for current data.

� To identify the correct distribution when unsure on which statistical distribution to use

that best describes the data.

� To apply an appropriate transformation to transform the data to follow a normal dis-

tribution.

Figure 3.56 presents a histogram to illustrate the distribution of recorded sensor measure-

ment values for strand 1 segment 6 bearing flow, the number of observations in each bin are

shown. There is not a normal/Gaussian-like shape to the data. This distribution is observed

for all recorded sensor values.

Figure 3.56: Histogram Segment 6 strand 1 Bearing Flow

Figure 3.57 provides additional evidence to suggest a non-Gaussian distribution, the QQ

plot shows that the data points on the scatter plot deviate significantly from the diagonal

line. Again, a very similar plot is observed for all recorded sensor values.
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Figure 3.57: QQ plot Segment 6 strand 1 Bearing Flow

3.5 Initial Data Investigations Summary

This chapter provided an introduction to the data considered within this research along

with initial investigations. Five key data sources; Steel & slab QC data, Plant Mainte-

nance & Business Operations (SAP) data, Maintenance Supporting Report data (SAP Long

Text), Machine Sensor Data and Strand Condition Monitoring Run data information, were

introduced and explored to gain a better understanding of the data and its potential. The

relationships across data sources are initially investigated to try to assess whether the infor-

mation can be utilised to help better inform caster segment maintenance. Data was reviewed

both in terms of quantity and quality. Initial investigations suggest that there is sufficient

data available for use within this research, satisfying the quantity aspect. However, the data

quality aspect did raise a number of concerns across these five data sources.

The Steel & slabs QC segment data investigations raised a number of potential inaccura-

cies in the data relating to both segment tonnage and the start and end time stamp recorded.

The were a number of data values where for example, 0 tonnes where cast but the segment

was in use for larger number of days. There were also data values where in excess of a million

tonnes of steel had been cast but the days in use were 0. In addition, the grade failure date

revealed that less than a quarter of the grade failures recorded for 2018 were due to casting

operations reasons. These reasons need to be explored at a more in-depth level to determine

whether the number of segment related grade failures can be interpreted.
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The Plant Maintenance & Business Operations (SAP) initial exploration revealed a num-

ber of interesting findings. In particular, it was identified that the Concast Shift Mechanical

and Electrical team were responsible for approximately 60% of notifications recorded in 2018.

This suggests that maintenance relating to segments, mould, grease system, pressure issues,

etc were highly observed. It was also highlighted that Tuesdays and Fridays saw the highest

number of notifications raised, with the least as expected, on the weekend. Across 2018,

July and August were highlighted as months that saw the highest number of notifications be

raised, which may be due to delays and annual leave impact. There was very little evidence

to support a relationship between M1 notifications raised and complete, however there was

stronger evidence to support a relationship between M2 notifications raised and complete.

The time difference between notification being raised and complete was investigated. It re-

vealed that approximately 40% off the notifications are resolved within 1-2 hrs and in excess

of 70% after 8-16hrs. This should be taken into consideration in further analysis to assess

the granularity of data required to capture key events.

The Maintenance Supporting Report Data (SAP Long Text) revealed that additional in-

formation to help explain and add context to notifications raised can be extracted. However,

the free-text nature of the Long Text entries raised a number of concerns regard the infor-

mation usability due to spelling and accuracy. This data requires pre-processing to interpret

miss-spellings and to remove inaccurate entries, such as the entry relating to Caster 1 or 2.

The time difference between a notification raised and a Long Text complete was less than 1-

2hr for in excess of 90% of the data for 2018. This suggest that the details of the notification

and the work required are recorded efficiently by engineers. This is important as this again

impact data understanding for data granularity.

The Strand Condition Monitor Run date information revealed that the SCM is run fairly

regularly and more frequently if issues arise. This information is useful to determine when

casting maintenance is being performed as SCM runs for segments can be also be prompted

by both M1 and M2 notifications.

Finally, the Machine Sensor data revealed that the sensor values need further exploration

to determine the level of granularity to be considered. The Bearing and Roll Flow sensor

value appeared to follow a similar pattern but vary to what extent followed by each individ-

ual segment. This suggested that segments would need to be considered individually or by

segment type in further analysis for these two sensor group and not as a whole group. The
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WDR speed and amps sensor appear to indicate less variation, hence there is potential that

future work may look to group these two sensor groups at a higher level in comparison to

the Bearing and Roll Flow sensors. The WDR speed and amps sensor highlighted a number

of data accuracy concerns which may related to the sensor itself.

The key considerations to be addressed in Chapter 5 are as follows:

� A variety of data sources have been explored within the initial data analysis. Data

sources need to be aligned to follow a unified data/time range and format so that the

integrated data can be analysed cohesively. Suitable data transformation method will

be needed to be identified to achieve this.

� A number of significant variables such as the occurrence of a maintenance notification,

however many of these variables have limited usability in their raw form. A range of

key variables will need to be aggregated to use within further analysis.

� The identification of a target variable will be a key consideration within the subsequent

chapter. It is clear from the findings of this chapter that maintenance notification

type and the time frame within which a notification is raised is significant. It is not

certain which notification type or time frame will provide the most benefit in terms of

a successful predictive model.

� A number of missing values and inaccuracies were highlighted within this chapter.

These missing values will need to be dealt with by means of removal or suitable inter-

polation. Resolving missing values will be a key consideration.

� It is also clear that there is some information that will not be required due to the specific

aims of this research. For example, it is only necessary to consider data relating to

caster 3. Data relating to caster 1 and 2 needs to be filtered out, this will again require

analysing some of the pre-identified inaccuracies where incorrect information has been

captured. For example, events where information relating to caster 1 and 2 have been

wrongly categorised as caster 3. Failing to remove these inaccuracies and filter out

these occurrences could significantly impact the model. Certain type of failures may

be classified which may not be relevant or as significant to caster 3 due to the different

operating conditions of each of the casters.

� Further analysis of the recorded sensor measurements will be required to try to deter-

mine ranges/threshold where normal/undisrupted casting can be observed. Deviations

from these identified bounds that can then be used to inform further analysis and

ultimately maintenance.
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To conclude, this chapter introduced the data sources considered and outlined the key

findings from initial analysis. Each key data sources is explored to obtain an understanding

of the data and individual variables to determine significance in relation to this research. A

number of key considerations were identified and flagged as a result of the initial analysis

performed, these are addressed in Chapter 5. The subsequent chapter focuses on review-

ing predictive maintenance literature relating to techniques for preprocessing and modelling

applicable to this research.
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Chapter 4

Methodology Review

This chapter focuses on reviewing key Data Mining methodologies for failure prediction.

Careful consideration is given when reviewing each of the approaches and individual tech-

niques. The main objective is to determine their suitability to be applied to better understand

and identify casting failure events. The knowledge and understanding of data obtained from

Chapter 3 along with the literature presented within this chapter will help to identify which

approach should be applied to this research.

4.1 Predictive Maintenance (PdM) & a Data Mining

Approach to Predictive Modelling

Traditionally, maintenance has been seen by management to be a costly expense. However,

due to expanses in the field of Data Science, there is now greater knowledge surrounding

intelligent maintenance, thus the capabilities to reduce downtime and increase productivity

and product quality. Predictive Maintenance has become increasingly popular due to the

extremely costly maintenance of complex equipment, advanced maintenance management

systems are necessary to ensure efficient maintenance. According to Dunn (2017) a 21st

century maintenance program should incorporate Big Data, the Internet of Things (IoT) and

Predictive Analytics.

Across the manufacturing industry, industrial Big Data is captured by the large majority

of companies. High volume data is generated throughout various parts of the product life

cycle, such as planning, scheduling, process monitoring, etc. Data in large variety is ex-

tracted from diverse sources, such as handwritten reports, maintenance logs, sensors, sales

and customer orders database, etc. With recent advances in data platforms, Big Data can be
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now be easily accessed and shared. Developments in sensor design and data historians such

as Supervisory Control and Data Acquisition (SCADA) are facilitating applications of Data

Science across the manufacturing industry. The article presented by Dunn (2017) explores

what maintenance organisations should be doing to take advantage of the opportunities that

these technologies enable. The model discussed within the article aims to achieve predictive

maintenance using Big Data. Hence, there is evidence of application of Big Data to aid

predictive maintenance applied across the manufacturing industry domain.

It is clear from examining the literature, that maintaining equipment efficiently is key

to increasing productivity for manufacturing industries. Bey-Temsamani et al. (2009) high-

light challenges and demands faced by manufacturing companies to reduce the service costs

of their equipment. This paper presents a predictive maintenance strategy that can fore-

cast the optimal time to schedule a service as an answer to this challenge. Unfortunately,

many traditional predictive maintenance approaches are let down by their feature selection

methods, the selected features often fail to provide strong indication on equipment condi-

tion. This paper considers an IRIS-PdM approach for predictive maintenance scheduling,

this methodology combines Data Mining prediction techniques and prognostics. Prognostics

is a branch of engineering that is directly related to predict the remaining useful life (RUL) of

a component; determining the point in which the component can no longer fulfil its intended

application.

As seen by Figure 4.1, prognostics plays an important role in the flowchart and utilises

the key features selected in the Data Mining stage. The main advantage of an IRIS-PdM

approach is that it allows for the progression of different features to be compared, improving

the precision of the remaining lifetime prediction. The Data Mining step to this approach

focuses on understanding the historical data, data preparation, data reduction and feature

extraction methods are included. The prognostic step focuses on defining optimal thresholds,

using reliability estimation methods, applying the prediction algorithms to the real-time data

and calculating the remaining lifetime of the feature/component before it reaches the defined

threshold. This information is used to determine an optimum predictive maintenance sched-

ule.
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The IRIS-PdM approach presented by 4.1 could be developed and applied to casting

maintenance. Historical and live data could be captured, prepared and Data Mining could

be applied to identify the key casting performance indicators. Key thresholds could be cal-

culated and a prediction algorithm could be applied to estimate the remaining useful life of

a casting segment.

Figure 4.1: IRIS-PdM approach steps

Bey-Temsamani et al. (2009) indicate that the IRIS-PdM approach is applicable to a vari-

ety of industrial applications. This paper explores the application for predictive maintenance

of copy machines, however this approach has also been successful for high-end microscopes.

This approach requires availability of the data from the machine’s historical database. At

Tata Steel, a machine database exists for the steel making process, this includes the contin-

uous casters. However, it is important to determine whether machine information available

for the continuous caster at the plant is sufficient. The IRIS-PdM approach considers both

historical and live data, these two key data types are available to this research, hence the

described approach is well suited. At present, only a limited amount of this data is used,

this research aims to utilises this data to develop a similar system as the one presented by

Bey-Temsamani et al. (2009). Key aspects of the IRIS-PdM approach could be considered

within this research, in particular the Data Mining block and elements of the prognostics

block that include the remaining lifetime calculation for casting segments.
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A predictive maintenance strategy requires executing principles of statistical process con-

trol to determine future maintenance tasks. For example, rather than changing a casting

segment because a total x amount of tonnes has been cast, predictive maintenance requires

both software and hardware to generate a notification when a potential problem is detected.

Predictive maintenance is focused on keeping the frequency of maintenance to a minimum by

avoiding carrying out unnecessary preventive maintenance. Predictive maintenance includes

maintenance or repairs that are performed according to the machine or equipment’s current

condition. Mobley (2002) suggests that an optimum maintenance strategy includes both

preventive and predictive maintenance elements. This research aims to utilise elements of

Tata Steel’s current periodic/preventive caster maintenance strategies for the development

of an optimum predictive maintenance system.

According to Lee et al. (2006), companies are keen to transform their traditional ‘fail and

fix’ (FAF) strategy to a ‘predict and prevent’ (PAP) ‘e-maintenance’ methodology. The paper

presented by Lee et al. (2006) suggests that e-maintenance provides the ‘fundamental needs of

predictive intelligence tools to monitor the degradation rather than detecting the faults in a

networked environments’. The Watchdog Agent (2012) is an intelligent maintenance system

which utilizes the data collected from a particular machine or process to predicting future

failure. Lee et al. (2006) uses this tool successfully to identify the useful remaining life time

of a component. The results for an autoregressive moving average (ARMA) modelling-based

behaviour prognostics were obtained and analysed within this paper. The development and

implementation of a similar approach to the one described could have a significant impact on

Tata Steel’s continuous casting process, specifically on the machine performance and the re-

duction of unplanned downtime to near-zero. This research will incorporate intelligent means

of monitoring casting segment degradation to accurately determine the remaining useful life.

There are a variety of predictive modelling techniques which can be applied to the data

to identify operational abnormalities. As a result, preventive maintenance can be an effective

way to avoid unplanned downtime. Patwardhan et al. (2016) survey the available Big Data

technologies and how they can be targeted to satisfy the requirements of intricate mainte-

nance systems. According to Patwardhan et al. (2016), Big Data sets have the ability to

transform preventive and predictive maintenance to eventually smart manufacturing. Big

Data tools and technologies help to combine insight from multiple data sources to help add

value to data. For Tata steel, the value of combining this data is in its application to con-

tinuous casting, to achieve enhanced understanding of a caster life-cycle to better inform
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maintenance.

A paper presented by Mourtzis et al. (2016) describes how data from shop-floor machine

tools can be analysed using an information fusion technique to aid machine condition-based

preventive maintenance. Mourtzis et al. (2016) develop this approach into a software service

which is deployed on a cloud environment. The service is able to calculate the estimated

remaining life-time of a component by utilising process data such as actual processing time

and machining time per tool. To aid machine tool operators the system provides helpful no-

tifications. The key advantage to this system is that it provided near real-time reporting of

the machine tool failures for maintenance. The output of this research would aim to provide

real-time reporting on casting segment failures via an appropriate communication platform.

‘Intelligent manufacturing has produced a revolutionary change, and evolving applications

such as product lifecycle management are becoming a reality’, the paper presented by Wan

et al. (2017) present a Big Data manufacturing solution for preventive maintenance. The

paper splits Big Data for manufacturing into three parts; device data, product data and

command data. A system is proposed that processes this data in the cloud to provide a

real-time active maintenance mechanism. Current methods for maintenance rely on alarms

and operator reports where the fault needs to be located and as a result leads to production

shut-down.

4.1.1 The Predictive Modelling Process

According to Breuker et al. (2016) predictive modelling has become a major research topic.

The techniques and wide spread applications are considered a high priority due to the insight

gained throughout the predictive modelling process having had significant impact on the

economy. There are four key elements to developing a predictive model to inform and improve

a business process:

1. Model development - create a model to run one or more algorithms on the data set.

Márquez-Chamorro et al. (2018) notes that several predictive models can be considered

depending on the type of object/ event to be predicted.

2. Model testing - test the model on a subset of unseen data. When training a predictive

model, a subset of the data is withheld, this information is referred to as the test set.

This can be used to evaluate the model’s performance.

3. Validating the model - validate that the model generates the results, visualisations
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and provides the required business understanding and is fit for purpose.

4. Evaluating the model - evaluating the best-fit model and selecting the model that

best fits the solution to the business problem.

Literature specific to the application of these four elements is considered within this sec-

tion. The predictive modelling methodologies reviewed will guide the approach taken to

developing a predictive model within this research. Dean (2014) recalls the predictive mod-

elling process to be amongst some of the most popular Data Mining applications; it is the

process of identifying unknown correlations and trends from historical data through a model,

and then using that model to predict future events.

Figure 4.2: Predictive Modelling Process

The process usually involves the development and application of one or more algorithms

to obtain the required data insight. This is an iterative process and often requires training

the model and using multiple models on the same data set before finally arriving at the

best fit model based on the business goal. Predictive models use predictors (known also as

features) to generate the predicted model, these are used by the algorithm to obtain an out-

put. It relies on capturing the relationship between explanatory variables and the predicted

variables from past occurrences, and exploiting these to predict future outcomes.

The model is selected based on the inputted data and the prediction task. Models can

use one or more classifiers in trying to determine the likelihood of a set of data belonging to

another set. Alternatively, different models can be applied to derive new information about

the data and to develop a predictive model. All models have advantages and disadvantages,

it is therefore important to identify a predictive modelling process that best suited to this
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particular research problem. Predictive modelling is well defined within the literature, and

by analysing historical events, companies can use the predictive model to increase the proba-

bility of forecasting events, behaviour and evaluate risk. There are three different modelling

objectives of a predictive model:

1. Predictive model - describe models that analyse past performance or behaviour to

generate future predictions.

2. Decision model - describe models that explain the relationship between elements of

a decision in order to predict the results of decisions involving many variables.

3. Descriptive model - describe models that quantify the relationships in the data in a

way that is often used to classify data into groups.

This research aims to develop a predictive model that analyses historical caster data to learn

key characteristics in performance to predict the occurrence of a maintenance event. The

predictive model will also need to satisfy the objective of a =decision model, to explain

the relationship between maintenance events and variables to determine indicators that help

describe the relationship between machine performance and the requirement for maintenance.

Hence, the model developed will therefore provide the company with actionable insight on

data collected surrounding a caster life cycle to inform decisions relating to maintenance.

Beyond the scope of this research is the extension of a descriptive model, which would describe

the relationship between machine performance and maintenance specific to the failure type.

Extensive preprocessing is required to organise and extract information from maintenance

logs to describe the failures experienced. However, Chapter 8 explores the potential to classify

key patterns in machine performance in relation to specific failure types and discusses how

this could be achieved.

4.1.2 Data Mining Algorithms

Different algorithms are applied to perform the required Data Mining and statistical analysis

to identify patterns and trends in data. Within the literature these have been extensively

and successfully applied to a variety of applications. Generally, these applications can be

grouped into the following four key areas:

� Classification - Problem of identifying which of a set of categories (sub-populations)

an observation, (or observations) belongs to for the purpose of prediction or the process

of gaining knowledge about the data.
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� Forecasting - Output of an algorithm after it has been trained on a historical data

set and applied to new data when forecasting the likelihood of a particular outcome.

� Anomaly Detection - Identification of rare items, events or observations which raise

suspicions by differing significantly from the majority of the data.

The following sections will focus on reviewing techniques across these four key areas to de-

termine the most suitable approach to understand and identify patterns of ’unusual’ activity

in casting behaviour.

4.1.3 Failure Prediction using Classification

Machine Learning is a continually rising field within the computer science community. Es-

sentially, Machine Learning encapsulates a range of algorithms that are able to ‘learn’ certain

tasks. By allowing the machine to determine the algorithm based on past historical exam-

ples, it avoids heavy coding. Schapire (2008) provides a simple example, consider a training

data sets with 100 instances of correctly labelled pens and pencils, the machine is fed these

instances so that it can study the features. Once the features have been successfully studied,

the machine can generate its own prediction rule and classify the unlabelled occurrences as

pens or pencils.

Machine Learning Algorithms can be split into two main categories: Supervised and Un-

supervised. Supervised learning refers to cases where the output or the classification type

is known, the pens and pencil example above is an example of supervised learning. Unsu-

pervised learning data sets have no labels given with their input, the algorithm clusters and

divides the data based on like characteristics and determines the suitable classes for the data.

As industry 4.0 continues to grow, the need to implement predictive maintenance such

as identifying the condition of equipment and predicting when maintenance should be per-

formed is vital. Gonfalonieri (2019) notes that Predictive Maintenances is essentially the

‘mathematical computation on when machine conditions are at a state of needed repair or

even replacement so that maintenance can be performed exactly when and how is most

effective’. Gonfalonieri (2019) suggests that Machine Learning is well suited to model equip-

ment behaviour and potential breakdowns. In particular, failure prediction, the application

of a predictive model to anticipate impending machine downtime. Failure prediction mod-

els utilise data collected from past failures of equipment or machinery. Gonfalonieri (2019)

notes that for a Predictive Maintenance strategy to successfully incorporate Machine Learn-

110



ing, three components are required, as seen in Figure 4.3.

Gonfalonieri (2019) notes that sufficient historical data is required to help understand

historical failure events. Gonfalonieri (2019) further notes that for companies without an

established data culture, unfortunately, this can be an issue as data over a substantial period

of time is required to observe the degradation process.

Figure 4.3: Predictive Maintenance and Machine Learning provided by Gonfalonieri (2019)

Once all the information has been collected Gonfalonieri (2019) notes that the next stage

is to identify a suitable modelling strategy to fit the available data. There are two key

Machine Learning approaches to predictive maintenance and these consider the following

two model classes:

� Regression models - Predict Remaining Useful Lifetime (RUL).

� Classification models - Predict failure within a given time window.

Gonfalonieri (2019) notes that when using regression models to predict RUL, static and

historical data where every event is labelled is required. Regression is one of the most

commonly used Machine Learning algorithms as it is quick, simple to implement and easy

to interpret. Regression is useful when data exists within ranges such as, temperature or

weights, this is often the case when dealing with data collected from sensors.

Gonfalonieri (2019) notes that predicting failure within a given time window can be chal-

lenging. Again, static and historical data where event/cases is labelled is required to train

and evaluate the model. Both regression and classification models are modelling the re-

lationship between features and the degradation path of the system. These 2 approaches

share the same goal, to map a relationship between the input data (from the manufactur-

ing process) and the output data (known possible results such as part failure, overheating,

111



etc.). The following sections 4.1.3.1, 4.1.3.2 and 4.1.3.3, review key regression and classifi-

cation models to determine their suitability for modelling the behaviour of a continuos caster.

Classification based approaches require records to be classified as either ‘normal’ or

‘anomalous’. According to Pranckevičius and Marcinkevičius (2017), examples of techniques

include Artificial Neural Networks (ANN), Bayesian Networks, Support Vector Machines

(SVM) and rule based classifiers, where rules can either be defined by a human expert or

configured through Machine Learning. Most classification algorithms usually require the

anomalies to be removed so that the algorithm can be trained using data that represents the

normal behaviour of the equipment. Once the algorithm has learnt the patterns that reflect

the normal operating conditions for the equipment, the unseen data can then be classified

into a category of normal behaviour, if it cannot be classified into a category, it is classified

as an anomaly.

Some classifiers can be trained on data that contains labelled instances of both ‘normal’

and ‘anomalous’. However, these require large labelled data sets and human experts to decide

on appropriate rules to classify future data successfully. Table 4.1, summarises the advantage

and disadvantages of classification based approaches for Failure Prediction.

Machine learning methodologies such as classifiers are well equipped to dealing with high

dimensionality problems. In particular, manufacturing scenarios where there are a significant

number of variables such as temperature, current, pressures, etc. that impact the process.

Susto et al. (2015) describes a multiple Machine Learning classifier methodology for predic-

tive maintenance (PdM) and applies this approach to semiconductor manufacturing. Within

this paper, multiple classification algorithms have been chosen to describe failures associated

with integral type faults; failures associated with equipment usage and stress. These types

of faults are among the most common in semiconductor manufacturing.
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Advantages Disadvantages

Nai et al. (2017) notes that the

testing stage of the process is rel-

atively quick in comparison to

other approaches.

Natvig (2021) notes that a pre-requisite for

this approach requires the data to have been

pre-assigned labels accordingly.

This approach can be applied in

real-time, for example as seen by

Watanabe et al. (2012).

The training phase is generally substantial

and computationally challenging, such as the

skin-disease classification model presented by

Srinivasu et al. (2021).

There are also a large variety

of powerful algorithms to choose

from for classification, as noted

by Kim et al. (2010).

Generally, Miller et al. (2019) highlights the

primary aim for classification algorithms is

to classify categories of normal behaviour.

Anomalies are usually flagged as a secondary

goal.

Denoeux (2008) highlights a serious draw

back for most of these classifying algorithms

is that they will classify instances in a binary

fashion without any certainty score.

Table 4.1: Advantages & Disadvantages of Classification Based Approaches

Susto et al. (2015) highlights that logistic variables recorded during production can help

to determine the degradation pattern within the data for the case where there is no direct

evidence of process/machine degradation available. Susto et al. (2015) presents a Multiple

Classifier (MC) that can deal successfully with a data set of an unbalanced nature. These

data sets are common in maintenance classification problems relating to ‘normal’ or ‘anoma-

lous’ operation.

Susto et al. (2015) also highlights that whist classification algorithms perform well at

distinguishing between modes of operation, they do not focus on the health factors that need

to be extracted to make maintenance related decisions, unlike regression based approaches

to forecasting Remaining Useful Life (RUL). Susto et al. (2015) applies two well recognised

classification algorithms, Support Vector Machine (SVM) and k-Nearest Neighbours (k-NN).

Both algorithms take different approaches to classification, the paper presented bySusto et al.

(2015) compares their performance.
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Within semiconductor manufacturing, like many other manufacturing industry processes,

there are a huge range of factors that can affect the life of a piece of equipment. Susto et al.

(2015) describes how pressure and voltage can have an impact in terms of reducing the lifetime

of the filament. Also, likewise, how cleaning can make a difference in terms of prolonging

the health and life of a filament. Susto et al. (2015) describes a data set with 31 time series

variables relating to 33 maintenance cycles. For each of the 31 time series variable 6 statistical

features have been generated these include, maximum, minimum, average, variance, skewness

and kurtosis. The MC is applied to Monte Carlo simulated data and the results revealed

that the SVM achieved a higher performance in comparison to other approaches. Susto et al.

(2015) emphasise that this is a key outcome as the proposed methodology achieves the lowest

operating costs.

4.1.3.1 Logistic Regression

Logistic Regression is a popular predictive modelling algorithm which investigates the rela-

tionship between a dependent (target) and independent variable(s) (predictors). The tech-

nique can be applied to forecasting, time series modelling and identifying the relationship

effect between variables. Regression analysis is an important tool for modelling and analysing

data, a curve/line can be fitted to the data in a way such that the differences between the

distances of data points from the curve or line are minimised. According to Vidyashri (2022),

the main benefits of using regression analysis are as follows:

� Regression models are built upon basic statistical principles which are easy to under-

stand.

� The output of a regression model is an algebraic equation which can be easily interpreted

and applied to prediction problems.

� The strength of the regression model is measured in terms of well-understood statistical

parameters and correlation coefficients.

� The predictive power of regression models achieves high accuracy and performance

results, these if not higher are often comparable to other predictive models.

� All or a selection of variables can be included within the model.

According to Tony (2020), the regression analysis method considered depends on three

key metrics presented in Figure 4.4:
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Figure 4.4: Three key metrics - Regression analysis selection provided by Tony (2020)

Classification, similar to regression, is a predictive task, but one in which the outcomes

takes only values across discrete categories. Linear and Logistic Regression can be applied to

predict certain events based on consideration of previous historical data. The key difference

between linear regression and Logistic Regression is that linear regression can be applied to

predict any value, whereas Logistic Regression predicts the probability of bounded possible

outcomes. Linear regression takes independent input values that are continuous variables,

these can take any value and hence, the prediction is also a continuous variable. Logistic

Regression is a classification algorithm and extends on the idea of linear regression to cases

where the dependent variable, y, only has two possible outcomes. These are called classes,

for two classes a binary Logistic Regression is considered. For multiple classes a multiple

Logistic Regression is applied for three or more possible types (e.g., “Failure reason A” vs.

“Failure reason B” vs. “Failure reason C”). In Logistic Regression the dependent variables

could be applied to predict whether someone is likely to default on their loan, whether a stock

will increase or decreasing value or whether a machine component is likely to fail. These are

all examples of classification problems, here the objective is to identify which class each ob-

servation belongs to.

The logistic function is a model of the well-known sigmoid function and the mathematical

function which represents these:

P (t) =
1

1 + e−t
(4.1)

The logistic function is used to describe many real-world situations. To determine the

probability of classifying data into different classes, the first stage is to calculate the proba-

bility that an observation belongs to class 1, using the logistic response function. Here the t

response parameters will be the linear regression equation:

P (y = 1) =
1

1 + e−(β0+β1x1+...+βnxn)
(4.2)

Logistic Regression cannot rely solely on a linear expression to classify, in addition, using
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a linear classifier boundary, a threshold is required to be set where the predicted continuous

probabilities would be grouped into the different classes. This is why Logistic Regression

makes use of the sigmoid function. The Logistic Regression hypothesis function is as follows:

H0(x) = g(θTx), g(z) =
1

1 + ez
(4.3)

Logistic Regression is traditionally from the field of statistics however, it can be applied

to supervised Machine Learning problems. Within Machine Learning, applications of the

algorithm are very popular as a method for binary classification problems.

When training a Logistic Regression model for Machine Learning the aim is to identify

the best weights for the linear model within the Logistic Regression. In Machine Learning,

this is achieved by optimising the cost function. The cost function is a formal representation

of an objective that an algorithm is trying to achieve. The cost function is called LogLoss or

Cross-Entropy and the goal is to minimize the following cost function equation:

J(θ) = − 1

m

m∑
i=1

[y(i)log(hθ(x
i)) + (1− y(i))log(1− hθ(x(i)))] (4.4)

The cost function evaluates the average error between the actual class and the class mem-

bership and predicts class membership. This is caused by the specific selection of weights

within the linear model. The cost function not only penalises big errors, but also errors which

are too confident (too close to 0 or 1). This guarantees that our predictions stay within the

0-1 range, exclusive. To achieve a low value for the cost function gradient descent can be

applied. Gradient descent is a method of changing weights based on the loss function for

each data point. The LogLoss cost function at each input-output data point is calculated.

The partial derivative of the weight and bias is then used to determine the slope of the cost

function at each point. Based on the slope, gradient descent updates the values for the bias

and the set of weights, then reiterates the training loop over new values (moving a step closer

to the desired goal).

This is an iterative approach which is repeated until the minimum error is reached, and

gradient descent cannot minimize the cost function any further. The speed at which the opti-

mal minimum is reached can be changed by adjusting the learning rate. A high learning rate

changes the weights more drastically, while a low learning rate changes them more slowly.

There is a trade-off in the size of the learning rate. Too low, results in the model taking a

significant time converge on the best set of weights; too high, results in potentially missing
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the best set of weights because the model would not converge.

Logistic Regression has been used successfully within the literature to detect, classify

and predict impending faults. In the paper presented by Pavlyshenko (2016) a Linear and

Bayesian model is used for Logistic Regression in failure detection in ‘Bosch Production Line

Performance’. Pavlyshenko (2016) notes that the task of failure prediction can be considered

as a Logistic Regression problem. Data is captured at multiple stages of the assembly line,

to monitor machine performance. The classification classes are highly imbalanced due to

the smaller subset of failure events in relation to ’normal’ performance. An under sampling

approach is considered to deal with the highly imbalanced classes. Classifications are evalu-

ated using Matthews Correlation Coefficient (MCC) between the predicted and the observed

response. The Generalised Linear Model for Logistic Regression is considered. To achieve

the binary vales of response, the threshold is applied for the probabilities. The results of the

Logistic Regression enabled manufacturing failures to be detected and influencing factors to

be investigated.

Yan and Lee (2004) present a paper that explores the degradation assessment and fault

modes classification using Logistic Regression. Yan and Lee (2004) apply a Logistic Regres-

sion based prognostic method for online performance degradation. The system condition

is evaluated by processing the information gathered from controllers or sensors mounted at

different points in the system. Yan and Lee (2004) notes that maintenance is carried out only

when the failure prognosis is detected, instead of at periodic maintenance inspections. The

wavelet packet decomposition technique is used to extract features from non-stationary sig-

nals (such as current, vibrations), wavelet package energies are used as features and Fisher’s

criteria is used to select critical features. The selected critical features are the applied within a

Logistic Regression model to assess machine performance and identify possible failure modes.

The maximum likelihood method is used to determine parameters of Logistic Regression

model. The effectiveness and feasibility of this methodology is successfully applied by Yan

and Lee (2004) to a real elevator door system.

Papers presented by both Pavlyshenko (2016) and Yan and Lee (2004) apply Logistic

Regression to detect machine failure successfully. Hence, there appears to be evidence to

suggest that the application of a logistic regression would provide a suitable predictive model

to identify casting abnormalities. Reviewing the literature, it is clear that there are a number

of advantages and disadvantages to utilising a Logistic Regression algorithm for a predictive

model:
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Advantages Disadvantages

Grover (2022) notes that Logistic Regres-

sion is one of the simplest and easiest to

implement supervised Machine Learning al-

gorithms. According to Khairunnahar et al.

(2019), the algorithm does not provide high

computation power in comparison to others,

which makes it suitable for classification in

Machine Learning.

For high dimensional data sets Subrama-

nian and Simon (2013) notes that this can

lead to the model being over-fit, leading

to inaccurate results on the test set. A

regularisation technique is used to curb

the over-fit defect. However, very high

regularisation may result in under-fit on

the model, resulting in inaccurate results.

Bach (2014) highlight that the logistic al-

gorithm allows users to easily update the

models to obtain new data. In Logistic Re-

gression, updating of data is mainly done

using stochastic gradient descent.

Grover (2022) notes that non-linear prob-

lems cannot be solved using this tech-

nique. Therefore transforming these non-

linear problems to linear may be challeng-

ing and a wastage of time.

Kull et al. (2017) discuss the resulting

probabilities and note that they are well-

calibrated, making it more reliable than

other models that only give the final clas-

sification.

Dreiseitl and Ohno-Machado (2002b)

highlight that Logistic Regression is not

as powerful as other algorithms like neu-

ral networks, it is likely to experience dif-

ficulty capturing complex relationships.

In low dimensional data set, Dreiseitl and

Ohno-Machado (2002a) notes that Logis-

tic Regression is less prone to over-fitting.

However, can over-fit in high dimensional,

this can be controlled by using a technique

referred to as regularisation.

According to Grover (2022) the technique

requires a high number of observations

and is usually used where the observa-

tion number is higher than that of fea-

tures used. When the number of observa-

tions is lesser, it may result in over-fitting.

According to Zeng and Zeng (2021), it pro-

vides more accurate results for many simple

data sets, performing well when the data set

has linearly separable features.

In Logistic Regression, Hovdenakk (2021)

notes that data maintenance is higher

as data preparation is substantial due to

data scaling and normalisation.

Maalouf (2011) notes that the method can

easily be extend to multiple classes and a

natural probabilistic.
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Table 4.2: Advantages & Disadvantages of Logisitc Regression

In summary, reviewing the literature Logistic Regression has been applied to classify and

predict faults for a variety of applications such as, health monitoring, machine performance

monitoring, software engineering and many more.

4.1.3.2 Decision Trees, Rule-Based approaches and Bayesian Classifiers

Logistics Regression, Decision Tree and Rule Based Classifiers solve Classification Problems,

similar to Logistic Regression they both can also be interpreted easily. Rule-Based classifiers

include techniques for classifying records using a series of ‘if [condition] then [conclusion] ’

rules. Techniques mainly aim to explain the normal operation of a system by a number of

learning rules. Rule based classifiers highlight anomalies by looking for a rule to explain a

new values, if the rule to explain the new value does not exist then the records is classified

anomalous. A confidence interval can be used to determine the intervals which normalise the

percentage of the training data that needs to be evaluated correctly by the rule.

A Decision tree is an example of a Rule-Based approach, they replicate a tree-like struc-

ture and are built on hierarchical decisions on features. The approach can be used to model

a classification problem. The split criterion refers to the decision at a particular node, this

is usually represented by a relational condition on one or more of the features. A decision

tree seeks to determine the split criterion that best minimise the mixing of classes in each

branch. Each area within the Decision Tree is recursively split until ultimately the terminal

conditions are met. The attributes within the model can be binary, numeric or categorical

and splits can be univariate or multivariate. Figure 4.5 provides a simple illustration of a

Decision Tree that considers a set of certain characteristics or features such as Temperature,

Speed and Current for some given manufacturing example scenario. The Decision Tree clas-

sifies the result as either ‘normal ’ or ‘anomalous ’ based on whether the repose to each are

determined ‘high’ or ‘low ’.
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Figure 4.5: Decision Tree Example

A Decision Tree rule identification is achieved through a combination of pattern mining

techniques supported by a domain expert. According to Belouch et al. (2017), Rule-Based

approaches perform best when most abnormalities belong to only a small number of failure

categories. When this is the case they can be implemented by:

� Simple programming – Rules can be easily programmed and without the need for

inference.

� Expert system – This approach is usually required if inference is needed to reach

decisions.

� Complex Event Processing System – System such as WSO2 CEP can help to

facilitate real-time event detection and provide notification alerts. The system uses a

high-performance streaming processing engine to support the storage of event data. If

the decision is based on temporal conditions then an open source system can help to

identify patterns in real-time, visualise data and build monitoring dashboards. Roldán-

Gómez et al. (2021) applied such a system to successfully detecting security attacks in

cyber-physical systems.

A generalised Decision Tree rule in the form of ‘if [condition] then [conclusion] ’ can be

used for Rule-Based classification tasks. The conditions are a combination of relational set
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and logical operators based on the features, and the class labels are the conclusions. There

are a variety of different rules types used to characterise Rule-Based classifiers, Mohammed

et al. (2016) outlines these in Chapter 3 of his book. In general, these are best split into two

categories:

Mutually Exclusive Exhaustive

Classifiers can utilise mutually exclusive

rules if the rules are independent of each

other.

If the classifier explains every potential

combination of attribute values, then it is

said to have exhaustive coverage.

Each record is covered by at most one rule.
Each records is covered by at least one

rule.

Table 4.3: Mutually Exclusive & Exhaustive Rules for Decision Tree Rule Based
Approaches

Some algorithms fail to satisfy these two characteristics. The rules can be simplified

but they are no longer mutually exclusive, this can cause problems with rule evaluation. In

addition a certain record may be supported by more than one rule. Some algorithms will

utilise an ordered rule set and other a unordered rule set. Ordered rules are ordered based

on a ranking of their priority, this rule set is referred to as a decision list. When a record

from the test dataset is run through the classifier the class label of the highest ranked rule is

assigned first. Often the rarer classes are ordered first. If none of the rules are triggered for

a record, then is usually assigned to a default class. Unordered rules on the other hand do

not take into consideration rule priority. Instead the dominant class from the triggered rules

is selected. This approach usually helps to simplify the learning phase.

When generating rules, the main objective is to produce a set of rules that adequately

account for the records in the training dataset. According to the literature, there are two

major algorithms that can be used to generate rules:

� Decision Tree – Rules denotes the path from the top to bottom and the leaf explains

the class.

� Sequential Covering Algorithm- This is used to learn rules directly. A portion of

the data set is removed repeatedly, this portion represents the instanced covered by the

best rule at each stage.
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How the decision boundaries are generated in Logistic Regression is different to Decision

Trees. The decision boundaries are lines drawn to separate different classes, Logistic Regres-

sion generates a decision boundary by dividing the space into equal halves, while Decision

Trees bisect the space into multiple smaller spaces. Gupta (2021) presents the following

comparison between the two algorithms:

Criteria Logistic Regression
Decision Tree Classifica-

tion

Interpretability Less interpretable More interpretable

Decision Boundaries
Linear and single decision

boundary

Bisects the space into

smaller spaces

Ease of Decision Making
A decision threshold has to

be set

Automatically handles deci-

sion making

Over-fitting Not prone to over-fitting prone to over-fitting

Robustness to Noise Robust to noise Majorly affected by noise.

Scalability Requires large training set
Can be trained on small

training set

Table 4.4: Comparison between Logistic Regression and Decision Tree Alogrithmn

Bayesian Networks are classification-based algorithms that are well suited to multi-class

problems. According to Ben-Gal (2008), Bayesian Networks use a classifier to produce a

posterior probability distribution of the class node given the value of other attributes. The

class with the highest probability distribution is selected as the predictor.
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Advantage Disadvantage

Multi-Class Bayesian Networks are able

to differentiate well between instances

from different classes. For example, Yu

and Wilamowski (2011) successfully de-

tect online fault in industrial processes

with Bayesian network-based probabilis-

tic ensemble learning strategy.

For multi-classification, all the labels must

be predefined. Hence, the anomalous class

labels or multiple normal class labels are

dependent on the ability to label all of the

normal classes.

Su and Zhang (2006) notes that Bayesian

Networks generally have a fast training

phase in comparison to other algorithms.

This approach relies on a human input to

label the training records.

Table 4.5: Pros & Cons of Bayesian Network Approaches

Table 4.5 highlights some of the key advantages to Bayesian Network but also some of the

disadvantages for highlighting abnormalities. The main disadvantage of this approach is the

requirement that the training data needs to be pre-assigned labels. As mentioned previously,

labelling is not always possible for practical purposes, especially when dealing with Big Data.

In addition to what is discussed in the table, Bayesian Networks also assign discrete labels

to the test data. Whilst this in itself is not a disadvantage, in terms of sensor data it can be

when looking to evaluate the performance of the failure prediction approach and in discrim-

inating between anomalous event scores. Ben-Gal (2008) notes that this is particularly true

for Big Data contexts where continuous anomaly scores can significantly help to reduce the

total number of anomalies that need to be evaluated.

Murray et al. (2003) present an article to discuss Bayesian approaches to failure prediction

for disk drives. According to Murray et al. (2003), disk drive failures are usually infrequent

events, however when a disk drive fails it demands large costs. The article investigates two

Bayesian methods to predict disk drive failures based on drive internal condition measure-

ments. The first method models the problem as an anomaly detection task and utilises a

mixture of näıve Bayes sub models. The seconds method applies a naive Bayes classifier

through a supervised learning approach. Theses methods are applied to a real industry data

set that provides details on 1936 disk drives. Murray et al. (2003) found both approaches to

be successful and the results achieved a higher prediction accuracy (three times better) than

existing industry approaches in 2003.
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Reviewing the literature, Decision Trees have been applied to classify manufacturing pro-

cess conditions into ’normal’ and ’anomalous’. The paper presented by Kim et al. (2018)

showcases how Big Data Analytics can help to improved and advance manufacturing envi-

ronments. Kim et al. (2018) presents a cost-sensitive decision ensemble to predict defect

conditions in die-casting. The characteristic of the dataset presented an imbalanced clas-

sification problem with fewer historical defective case examples. Kim et al. (2018) applies

a three cost-sensitive ensembles, AdaC1, AdaC2 and AdaC3, are tried to address the im-

balanced classification by assigning a higher cost to the misclassified defective products in

comparison to normal products. The AdaC2-based method mainly outperformed all other

classification algorithms in terms of performance measures for the die-casting quality condi-

tion classification problem.

Sugumaran and Ramachandran (2007) propose a fuzzy classifier that uses a Decision Tree

to automatically learn rules for fault diagnosis of roller bearings. In the rotary machine in-

dustry roller bearing failure is extremely common. The condition and health monitoring of

roller bearings has been widely recognised as a pattern recognition problem. Sugumaran and

Ramachandran (2007) highlights that there are two key stages to pattern recognition: the

feature extraction and classification. Within the field of fault detection, there are a range of

widely recognised statistical features, Sugumaran and Ramachandran (2007) extracts mini-

mum value, standard error, kurtosis, etc. as feature from vibration signals. These features

form the rule set and are applied to the fuzzy classifier. Sugumaran and Ramachandran

(2007) utilise a Decision Tree to automatically produce rules for the described feature set.

The vibration signal for various conditions is incorporated, such as a healthy bearing and

bearing the exhibit a range of different types of faults. Sugumaran and Ramachandran (2007)

selects statistical features along with good features from the Decision Tree, these are those

that help to differ between a faulty and healthy bearing status. In addition, the Decision

Tree is also used to generate the rule set for the fuzzy classifier. Sugumaran and Ramachan-

dran (2007) constructs and tests the fuzzy classifier using the bearing data, the result of the

approach revealed to be positive and successful.

Kumar et al. (2017) suggest, ‘A Big Data driven sustainable manufacturing framework

for Condition-Based Maintenance Prediction’. The framework described within this pa-

per applies Big Data Analytics to optimise the maintenance schedule through Condition-

Based Maintenance (CBM) to predict remaining life. The method considers a novel linguis-

tic interval-valued fuzzy reasoning method for prediction. Kumar et al. (2017) presents a

novel contribution to the remaining life prediction field by providing a Big Data Analytics
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framework for approximating the uncertainty on backwards feature elimination and fuzzy

unordered rule induction classification algorithm (FURIA) to predict errors. The core CBM

system is defined by a transaction matrix and the threshold probability failure value. This

framework enables the probabilistic threshold values that relate to the lowest cost predictive

maintenance to be generated more precisely. The framework is applied to a big data set

from a gas turbine at a propulsion plant and in terms of accuracy classification and addi-

tional statistical performance metrics is evaluated. The framework considers an intelligent

hybrid approach for forecasting the remaining useful life of the equipment. The backward

feature elimination is used to calculate the sum of square error after removing each variable.

The variables with the smallest increase to the sum of square error are removed as part of

the feature elimination phase. The remaining data set is applied to train the Rule-Based

fuzzy classifier to predict the remaining life, information from previous fault diagnosis case

studies is measured. The feature engine output the probability of failure, supporting the

equipment operators. To improve segment maintenance it will be important to assess the

health of the casting segment, a similar classification algorithm such as the one presented by

Kumar et al. (2017) could be applied to help identify and diagnose segment failure. Estima-

tion for remaining segment life functionality would also be beneficial but this would depend

on the availability of continuous data relating to the health of key health condition indicators.

The advantages and disadvantages of Rule-Based classifiers are, in many ways, similar

to Bayesian networks, Mohammed et al. (2016) discusses these in table 4.6. Furthermore,

in addition to the disadvantages and advantages described in table 4.6 for complex systems

and processes such as the process described in this research, a complex set of rules is often

required to explain ‘normal ’ behaviour. This is important to avoid false positives and false

negatives, however in creating a complex rule base, the efficiency of the testing phase can be

impacted significantly.
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Advantages Disadvantages

Their performance is comparable to Deci-

sion Trees. Fouad et al. (2015) compar-

ison between a rule based, Decision Tree

and linear regression approach to predict

the outcome of a long term kidney donor

receiving a graft transplant support the

stated performance similarity.

Rule-Based classifier need to be carefully

constructed to avoid infinite loops with

rules. Laha (2007) presents the condition

that a specified number of iterations Imax

must be used to protect against infinite

looping in rule based classification meth-

ods for credit scoring.

Rule-Based approaches, similar to

Bayesian Networks, only need to be

analysed against pre-defined rules. This

generally results in a faster testing phase

and classification of new records, in

comparison to other approaches.

Contradictions can arise when e.g. a new

rule is added, something that also must be

taken into consideration when changing a

rule. It is important to explore the impact

to other rules.

They are self-explanatory hence they are

easy to interpret, according to Mi et al.

(2020).

For complex systems or processing the

rules can be complex to represent many

possibilities and the computational cost of

this approach can be high.

A clear advantage to applying a Rule-

Based approach is that rules can explain

the reasoning behind why an instance may

be highlighted as anomalous.

Lee and Stolfo (1998) notes that Rule-

Based networks require an extensive sub-

set of normal training records to ensure

that the rules to explain normal behaviour

can be sufficiently determined.

Able to handle missing values and numeric

attributes well.

Similar to Bayesian Networks, they rely on

the pre-identification of the anomalous/

normal records within the training data.

Table 4.6: Advantages & Disadvantages of Rule Based Approaches

4.1.3.3 Random Forests

The Random Forest algorithm was first proposed by Ho (1995), the algorithm is an ensemble

learning method for Classification and Regression tasks. The Random Forest functions by

assembling a multitude of Decision Trees at training time and applies multiple learning al-
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gorithms to increase predictability performance. The algorithm returns the class that is the

mode of the classes (Classification) or mean prediction (Regression) of the individual tree.

Random Forests are essentially multiple Decision Trees. A Decision Trees is a graph where

the branches represent the potential outcomes of a decision.

Extensions to the Random Forest algorithm were later developed by Breiman (2001) to

include the idea of ‘bagging ’. The method of ‘bagging ’ essentially refers to averaging unbiased

models in attempt to reduce the variance. Trees are well suited to the method of bagging

as they can extract complex relationships and structures from within the data. Dietterich

et al. (2000) further added to the idea of bagging by introducing additional randomisation.

This approach considers ranking 20 best candidates that are split on each node and then

selecting them randomly, simulations revealed that the approach improved the algorithm’s

performance.

Algorithm 1 provided by Trevor Hastie (2017), outlines the pseudocode for the Random

Forest algorithm for the purposes of Classification or Regression.

Algorithm 1 Random Forest Algorithm

1: procedure Random Forest
2:

3: For b=1 to B:
4:

5: (a) Draw a bootstrap sample Z* of size N from the training data.
6: (b) Grow a Random Forest tree Tb to the bootstrapped data, by recursively repeating

the following steps for each terminal node of the tree until the minimum node size nmin
is reached.

7: i. Select m variables at random from the p variables.
8: ii. Pick the best variable/split-point among the m.
9: iii. Split the node into two daughter nodes.

10:

11: Output the ensemble of trees Tb
B
1 .

12:

13: To make a prediction at new point x:
14:

15: Regression: f̂Brf (x) = 1
B

∑B
b=1 Tb(x).

16:

17: Classification: Let Ĉb(x) be the class prediction of the both Random Forest tree.

Then ĈB
rt(x) = majority vote Ĉb(x)

B

1 .

Figure 4.6 developed by Ahmad et al. (2018), illustrates the structure of a Random Forest:
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Figure 4.6: Random Forest Basic Structure

Reviewing the literature, there are a number of fault detection and diagnosis applications

for which a Random Forest algorithm has been applied to classify ‘anomalous ’ behaviour.

The paper presented by Yam et al. (2001) considers the Random Forests algorithm for ma-

chine fault diagnosis, a hybrid method combined with genetic algorithm to improve the

classification accuracy is proposed. The ensemble classifier generates a number of Decision

Trees to increase the performance and capabilities of the single tree classifier. The classier

is trialled on induction motor fault diagnosis, the results revealed that the Random Forest

based method achieved high levels or reliability and validity. Yam et al. (2001) further notes

that whilst there are a number of existing techniques for fault diagnosis, the application

of the Random Forest algorithm achieved fast processing speed, the characteristics of tree

classifier, and high performance in machine faults diagnosis.

It is clear that the rise of the Industrial Internet of Things (IoT) and advances in moni-

toring systems has seen a developed interested in prediction algorithms amongst the research

community. Wu et al. (2016) notes that traditional model-based prognostic warrants deep

knowledge in the physical understanding of a system. Machine Learning techniques, despite

requiring large volumes of training data overcome the limitations of stochastic or random

128



processes. Wu et al. (2016) explores a novel approach for machinery prognostics implement-

ing a cloud-based parallel Machine Learning Random Forest algorithm. This paper is key

to this research as it explores parallel algorithms that help predict mechanical failures and

remaining useful life of a component or manufacturing system. A Random Forest is applied

to predict tool wear in dry milling operations. The algorithm incorporates the MapReduce

Framework and is deployed across the Amazon Elastic Compute Cloud. The algorithm was

deemed successful when assessed against its performance metrics. Wu et al. (2016) writes

that future work would look to compare the performance of Support Vector Machine (SVM)

to the Parallel Random forest for tool wear prediction.

Liu et al. (2008) presents an Isolation Forest approach as an effective Random Forest

approach to outlier detection. Through randomly selecting features and splitting values

between maximum and minimum, observations are ‘isolated’. This repeated partitioning

of the data is represented by a tree structure, the number of splits necessary to separate

a sample of the data is comparable to the path length from the start node to end node.

According to Liu et al. (2008) the length of the path is averaged over a forest of random tree,

this provides a measure of normality and the decision function. The random splitting will

generate considerably shorter paths for the anomalies.

Figure 4.7: Isolation Forest Example provided by Liu et al. (2008)
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Figure 4.7 provided byLiu et al. (2008), highlights how the forest of random trees together

generates a shorter path length for a particular sample.

Table 4.7 discusses the advantages and disadvantages of Random Forest based approaches

for outlier detection:

Pros Cons

Feature normalisation is not required

according to Fernandez (2021).

Berhane et al. (2018) notes that the

Random Forests can be difficult to

interpret in comparison to other ap-

proaches such as Rule-Based classifiers.

Liu et al. (2008) notes that individual

Decision Trees can be trained in paral-

lel.

Same as other classification algorithms,

they depend on accurate and repre-

sentative labels for different normality

classes which can be difficult.

Well studied and widely applied Ma-

chine Learning technique.

Ren et al. (2015) notes that the ap-

proach can reduce data over-fitting is-

sues.

Table 4.7: Random Forest Based Approaches - Advantages and disadvantages

Random Forest will classify most of the data as normal, the problem with this is that

as a result, they generate a high accuracy score. As anomalies are often a small percentage,

an accuracy of 99% for example could be returned. In Machine Learning there are options

to overcome issues associated with imbalanced data. According to Austin et al. (2013), one

option is to set up a new data set with ‘anomalous’ records removed, then from the data and

add a subset of normal records (4:1 ratio). Following this a Random Forest can be built to

classify each data set and combine using ensemble learning. However, if the data is autocor-

related this approach cannot be applied.
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4.1.3.4 Neural Networks

Neural Networks are a popular Machine Learning technique that can be applied to either

supervised or unsupervised learning tasks. The specific definition of a Neural Network will

vary by the field in which it has been applied to. Haykin (2004) refers to a Neural Network

as an immense parallel distributed process that has a natural tendency for storing knowledge

and enabling the stored knowledge to be usable. The knowledge is acquired through the

learning process. Neural Networks, like the brain, consist of many inter-connecting process-

ing elements called Neurons. The inter-neuron connection strengths are known as synaptic

weights and are used to store the knowledge.

According to Natvig (2021), for time series style data the best suited type of Neural

Network is Long short-term memory (LSTM). This type of Neural Network falls into the

category of Recurrent Neural Networks, these can model effects and variation in time series

data effectively. Figure 4.8 displays a Recurrent Neural Network, Olah and Carter (2016)

notes that they are like normal Neural Networks except they have loops which enable in-

formation to continue from one stage of the network to the next. Table 4.8 discusses the

advantages and disadvantages of Neural Network based approaches to identify anomalous

events.

Figure 4.8: Recurrent Neural Network Basic Structure presented by Yao (2019)
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Pros Cons

The approach can be applied unsupervised,

labelling the training data as ‘normal’ or

‘anomalous’ is not required. Bahrololum

et al. (2009) successfully discusses the appli-

cation of a hybrid unsupervised Neural Net-

work applied to detect anomalies in intrusion

networks.

Still an ongoing area of research. At present,

there are in excess of 25, 000 papers listed re-

lating to the applications of Neural Networks

to detect anomalies (2022).

Results can generate high performance and

accuracy rates. The paper presented by

Subba et al. (2016) proposed a Neural Net-

work based system for intrusion detection

and attack classification supports this, the

model ‘high performance in terms of accu-

racy and detection rate’.

The approach generally requires a computa-

tionally taxing training stage to model the

time series. The paper presented by Subba

et al. (2016) proposed a Neural Network

based system for intrusion detection and at-

tack classification supports this, ‘the draw-

back of this scheme is the high computational

expense’.

Table 4.8: Neural Network Based Approaches - Advantages and Disadvantages

4.1.3.5 Model Evaluation for Classification

To review the suitability of classification methods for failure prediction it is important to un-

derstand how to understand how models are evaluated. In predictive modelling it is common

to try multiple different models to assess predictions using a training sample and then to

select the optimum model based on some criteria. In classification models, there are a num-

ber of difficulties, if the wrong data is selected or the wrong predictors are included then the

binary classification can result in high false positive and negative rates. Even with a single

model such as Logistic Regression, there are different combinations that can be tested, for

example, different predictor variables, different transformations on the predictors and many

more.

According to Hand (2012), the basic structure for evaluating classification models is by

interpreting the confusion matrix or sometimes also referred to as the classification matrix.

This is a two by two table with the actual classifications on the rows and the predicted

classifications on the columns. Figure 4.9 provided by Sirsat (2019) shows a general two by
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two contingency table with the actual in the rows and the predicted in the columns.

Figure 4.9: Confusion Matrix

Salmon et al. (2015) note that the confusion matrix contains:

� True Positive Tp - Model outcome correctly predicts the positive class.

� True Negative Tn - Model outcome correctly predicts the negative class.

� False Positive Fp - Model outcome incorrectly predicts the positive class.

� False Negative Fn - Model outcome incorrectly predicts the negative class.

The results presented within the confusion matrix can be summarised using the following

performance metrics to more generally describe what is happening within the model.

Accuracy denoted by A, is referred to as the ‘fraction correct’ and is calculated by:

A =
Tp + Tn

Total Cases
(4.5)

This is the most common performance metric for classification approaches. The metric

provides the number of correct predictions as a ratio of all predictions made.

Precision denoted by P , is known as the ‘positive predictive value’ and is calculated by:
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P =
Tp

Tp + Fp
(4.6)

This is defined as the correct number of retrievals made by the model.

Recall denoted by R, is known as the ‘true positive rate’ and is calculated by:

P =
Tp

Tp + Tn
(4.7)

This is defined as the number of positives returned by the model and is also sometimes

referred to as the sensitivity.

Scikit-learn (2021) note that the Precision-Recall metric is a useful measure of success of

prediction for data where imbalanced classes are present. A model with high recall but low

precision returns a large number of results, however the majority of the predicted labels are

incorrect when compared to the training labels. A model with high precision but low recall

presents the opposite, outputting very limited results, where the majority of its predicted

labels are correct when compared to the training labels. The desired model ideally has a high

precision and high recall, this will return a large number of results, all labelled correctly.

Scikit-learn (2021) further highlight that the precision does not necessarily decrease with

recall. Examining Equation 4.6, it can be observed that by lowering the threshold of the

classifier, this may increase the denominator, by increasing increasing the number of results

outputted. If the initially set threshold set is too high then the result is a high number of

true positives (increasing precision). If the threshold set initially was too low, then further

reduction to this threshold will introduce false positives (decreasing precision). Examining

Equation 4.7, it can be observed that Tp + Fp does not depend on threshold for the classifier.

In this case, lowering the threshold may increase the number of true positives (increasing

recall). However, it is also possible that lowering the threshold may not impact the recall,

while the precision rate fluctuates. This is referred to as the precision-recall rate, this can

be plotted as a stairstep area highlighting the impact base on threshold value. Figure 4.10

presented by Steen (2020) illustrates how theoretical classifiers could be visualised and per-

formance interpreted on a plot presenting the precision-recall curve.

134



Figure 4.10: Precision-recall Curve

The grey is the baseline classifier which essentially predicts that all instances belong to

the positive class. The ideal or in other words desirable classifier is shown in purple highlights

a perfect precision and recall at all threshold. However, in reality most real-world case fall

in-between these two lines. A good classifier would ‘hug’ the right top corner and maintain

a high precision and recall across thresholds.

F1 Score is denoted by F1 and provides the harmonic mean of precision and recall, and is

calculated by:

F1 = 2× P ×R
P +R

(4.8)

F1 Score’s range from 0 to 1, where 1 indicates a prefect model fit predicating each ob-

servation correctly.

Table 4.9 helps to summarise the question aimed to answer when interpreting each of the

above evaluation metrics:
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Metric Question Answered

Accuracy How often does the model correctly predict either class label?

Precision How often does the model correctly predict the positive class label?

Recall How many labels did the model correctly identify out of all available positive labels?

F1 How well does the model perform overall?

Table 4.9: Evaluation Metric Application Summary

Average Precision is denoted by AP and summarises Figure 4.10 as the weighted mean

of precisions achieved at each threshold:

AP =
∑
n

(Rn −Rn−1)Pn (4.9)

The increase in recall from the previous thresholds is considered as a weight. Pn and Rn

denote the precision and recall at the nth threshold. The (Ri, Pi) pair where i is an individual

instance are referred to as an operating point.

Specificity denoted by SP and is known as the ‘true negative’ rate and is calculated by:

SP =
Tn

Tn + Fp
(4.10)

This is the opposite to recall.

Receiver Operating Characteristic (ROC) curve is the plot that illustrates the perfor-

mance of a binary classification model on the positive class. Figure 4.11 presented by Rishabh

(2020) provides an example. The x-axis highlights the false positive rate and the y-axis the

true positive rate. The ROC curve provides a useful measure or interpreting a classifier at

different thresholds to visualise the impact on the true positive and false positive rates. He

and Ma (2013) note ‘ROC analysis does not have any bias toward models that perform well

on the minority class at the expense of the majority class—a property that is quite attractive

when dealing with imbalanced data.’ Hence, the ROC evaluation metric is popular on both

balanced an imbalanced data as its not biased to either the minority or majority class.
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Figure 4.11: Receiver Operating Characteristic (ROC) curve

In addition, to the above metric the Area Under Curve (AUC) - Receiver Operat-

ing Characteristics (ROC) is a performance metric that evaluates the varying threshold

values for classification problems. The ROC represents the probability curve and the AUC

measures the separability. The AUC-ROC performance metric is important as it provides

details on the ability the model has in distinguishing between classes. A high AUC value

suggests that the model can distinguish effectively, therefore the higher the value the better

the model. This metric can be represented graphically by plotting the Recall against the

Specificity at various threshold values, this is shown by Figure 4.12 provided by Tsapakis

et al. (2018).

Figure 4.12: ROC Demonstrating varying threshold values
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4.1.3.6 Model Performance Metrics for Logistic Regression

The coefficients or predictor values are selected to maximise the likelihood of predicting a high

probability for the observation actually belonging to class 1 and predicting a low probability

for observations actually belonging to class 0. To further understand the probabilities to

classify elements into classes the Odds ratio can be explored:

Odds =
P (y = 1)

P (y = 0)
(4.11)

Odds = e−(β0+β1x1+...+βnxn) (4.12)

This is called the ‘Logit’, similar to linear regression. The odds will be greater than 1

when there is a higher probability of predicting y = 1. The odds will be less than 1 when

there is a higher probability of predicting y = 0. The second stage of the Logistic Regression

is to identify the threshold value that can be used to classify each observation into one of the

classes. For example, a threshold of 0.5 would mean mean that if P (y = 1) > 0.5, then the

observation would be classified into class 1, and the rest into class 0.

The selection of the threshold value depends on error preferences and there are two types

of errors to consider: false positives, and false negatives. A false positive error is made when

the model predicts class 1, but the observation actually belongs to class 0. A false negative

error is made when the model predicts class 0, but the observation actually belongs to class

1. Figure 4.13 illustrates the observations contained within the classification matrix.

Figure 4.13: Threshold classification

The threshold value can significantly impact the performance of the model as seen in

Figure 4.12 provided by Tsapakis et al. (2018). In general:
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� Higher threshold value - Classify as 1 if P (y = 1) > 0.7. The model is being more

restrictive when classifying as 1´s, and therefore, more False Negative errors will be

made.

� Lower threshold value - Classify as 1 ifP (y = 1) > 0.3. The model is now being less

strict and we are classifying more examples as class 1, therefore, we are making more

false positives errors.

To determine whether the goal is to increase the FN errors or the FP errors depends on

the business problem. For example:

� Treating patients - Decision-makers often have an error preference in disease predic-

tion. Consider predicting whether or not someone will develop a disease type. Class

1 to be the outcome in which the person develops the disease, and class 0 the out-

come in which the person does not develop the disease. A high threshold, generally

increases the false negative errors, which means the prediction is that the person would

not develop the disease, but the actual observation is that the person did. A lower

threshold, increase false positive errors, which means the prediction is that they would

develop the disease, but the actual observation revealed that they did not. In this case,

a false positive error is often preferred. Unnecessary resources might be spent treating

a patient who did not need to worry, but this would be preferable over letting patients

go untreated (which is what a false negative error does).

� Email Junkbox - Generally email providers have a built-in spam filter that tries to

detect whether or not an email message is spam. Consider classifying spam messages as

class 1 and non-spam messages as class 0. When applying Logistic Regression to predict

spam mail, a high threshold is preferable. This is because a false positive error means

that a message is predicted as spam, and sent it to the spam folder, when it actually

was not spam, risking sending an important email to the junk folder. However, a false

negative error means that we predicted a message was not spam, when it actually was.

This undesirable for the user (since they have to delete the message from the inbox

themselves) but at least an important message was not missed.

� Machine Maintenance - This research considers classifying a maintenance event as

class 1 and no maintenance event as class 0. When applying Logistic Regression to

predict a maintenance event to better understand machine behaviour, the threshold

depends on the business decision. A high low threshold would increase the likelihood of

a maintenance event being predicted when it did not actually result in a maintenance

event. A high threshold would increase the likelihood of predicting a maintenance event
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did not occur when it did actually result in a maintenance event. It depends on when

the company want to be more cautious and increase chance of unnecessary maintenance,

or under cautious and risk the cost of the onset of un-planned maintenance.

4.1.3.7 Summary of when Classification Approaches should be considered for

Failure Prediction

In summary, the literature review has helped to determine that classification models can be

applied to predict categorial class labels and as prediction models to predict continuos valued

functions. To review the suitability of classification approaches for failure prediction its is

important to reflect on the following:

� Data cleaning - Missing values need to be treated and noise needs to be removed from

the data. A range of smoothing techniques and missing value removal or imputation

methods would need to be considered.

� Data relevance analysis - Need to determine relevant and irrelevant data attributes.

Check relationship between variables by applying correlation analysis to determine if

two given attributes are related.

� Data Labelled - The training data needs to be labelled.

� Data is not autocorrelated - in other words, one data point does not depend on an

earlier data point.

� Data Transformation & Reduction - Normalisation would be required to scale val-

ues for different attributes to ensure they fall within a specific range. This is important

in the learning phase of a classification approach as the method considers these measure-

ments. A range of reduction methods can be applied such as wavelet transformation,

binning, histogram analysis of clustering to name a few.

4.1.4 Forecasting

The analysis of historical time series data that captures equipment failures is becoming in-

creasingly important to Predictive Maintenance policies in manufacturing plants. There are

a variety of traditional statistics-based techniques that can be applied to detect unusual

behaviour in tasks. According to Chandola et al. (2009), these techniques rely on the as-

sumption that ‘Normal records are located in high probability regions of a stochastic model

and anomalous occur in the low probability regions of the model’. Generally, thes are two
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key phases, a statistical model that represents normal behaviour is first fitted to the data.

Following this, new records are compared to existing records, this is to test if the probability

of the occurrence of a given new record will fit the model of normal behaviour.

4.1.4.1 Time Series Analysis

In time series analysis there are several approaches that can be used to detect and predict

unusual behaviour. For example, seasonal-trend decomposition (STL decomposition), Chat-

field (2003) notes that this is a useful technique for breaking down a series into three parts;

season, trend and residue. This technique can detect additive outliers and determine level

changes particularly well. However, seasonality does not play a factor in the sensor time series

data considered within this research. The techniques instead are more suited to economic

time series data, for example in retail, where the Christmas holidays can impact sales.

Another time series analysis technique that is simple but powerful at forecasting signals

and highlighting anomalies is Autoregressive Integrated Moving Average (ARIMA). Accord-

ing to Moayedi and Masnadi-Shirazi (2008), a series of historical points along with a random

variable are used to forecast the next points. The foretasted points are used to produce new

points, this does affect the forecast horizon as the signal gets smoother. Difficulties arise in

this approach in determining the number of differences, autoregression and the forecast error

coefficients. Hence, for each new signal a new ARIMA model should be calculated. Chatfield

(2003) notes that for this method, the signal should be stationary after differencing; not de-

pendent on time. Figure 4.14 provide by Chatfield (2003), illustrates how ARIMA modelling

can be applied to anomaly detection. Using the outlier points, an adjusted ARIMA model

is built which is compared to the original ARIMA model to assess if it a better fit using the

t-statistic.

In addition to ARIMA modelling, there are other regression techniques that could be con-

sidered such as, Autoregressive (AR) methods or Autoregressive Moving Average methods

(ARMA).
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Figure 4.14: ARIMA Modelling for Anomaly Detection

Reviewing the literature, forecasting techniques have been applied to successfully identify

and predict failures for a range of industrial equipment. The paper presented by Fan and Fan

(2015) applies time series modelling methods to analyse and forecast the failures and other

reliability characteristics such as the expected number of failures per interval and Mean time

between failures (MTBF). The result presented by Fan and Fan (2015) suggest that time

series models are a suitable method for point and interval failure predictions in terms of its

predictive performance for construction equipment reliability. A contractor’s equipment fleet

which operates on 3-shift schedule around the clock in Canada was utilised in this research.

Equipment included dozers, graders, trucks, backhoes, etc. For each equipment there was

a full working record of downtime, uptime, failure events, and repair details. Other than

preventive maintenance and scheduled overhauls, there are unscheduled random failures for

each piece of equipment. An ARIMA model was applied and the prediction of failures are

presented per weekly interval. Fan and Fan (2015) notes that this is more informative tham

the actual failure time as it is can be utilised by decision makers to help schedule maintenance

and order replacement equipment. A summary of the predictive errors noted as absolute er-

ror and when comparing the forecast with the actual numbers of failures ‘Absolute error ’, it

is observed that the time series models gives satisfactory prediction results.

Table 4.10 discusses the advantages and disadvantages to statistical based methods for

detecting and predicting unusual behaviour.
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Pros Cons

Audibert et al. (2020) notes that the

approach can be applied unsupervised,

labelling the training data as ‘normal’

or ‘anomalous’ is not required.

According to Giannoni et al. (2018), it

can be difficult to determine the best

suited statistical test to apply.

If the assumptions regarding the distri-

bution of the data are satisfied, then

results are acceptable and can be pre-

sented with confidence.

The methods do require the assump-

tion regarding the distribution of that

data to be satisfied otherwise results

may be incorrect.

Huang et al. (2019) notes that there

is a risk that multivariate contextual

anomalies can go undetected.

Table 4.10: Statistics Based Approaches - Advantages and disadvantages

4.1.4.2 Evaluating Forecasting methods

There are a variety of different evaluation metrics that can be utilised to measure the per-

formance of a time-series forecasting model. It is important to review their applicability and

importance to help determine suitability for failure prediction models. A time series pre-

diction performance are important to understand the models ability to forecast behaviour.

Chicco et al. (2021) provides further details on these measures which include Mean Abso-

lute Error (MAE), Mean Square Error (MSE) and R-Squared goodness of fit statistic.

The MAE describes the average of the absolute difference between forecasted value and

the true value, MAE is calculated as follows:

MAE =

∑n
i=1 |yi − xi|

n
(4.13)

Here, yi is the expected value and xi is the actual value, n denotes the total number of

values in the test. This metric helps to determine how much inaccuracy on average is to be

expected from the forecast. A value 0 would indicate a error-free model, hence a value close

to 0 is desirable when evaluating models. However, it is important to note that the MAE

does not provide the proportional scale of the error, as a result it can be difficult to interpret

differences between large errors and small errors.
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The MSE describes the average of the errors squared and is applied to evaluate the quality

of the forecast model or predictor, MSE is calculated as follows:

MSE =
1

n

n∑
i=1

|yi − ŷi|2 (4.14)

Here, ŷi is the expected value and xi is the actual value, n denotes the total number of

values in the test. Similar to MAE, a value of 0 would indicate a error-free model, hence a

value close to 0 is desirable when evaluating models. This metric provides a larger penalty

for outliers and large errors, as a result of the squared term.

The R-squared value is often used to compare the stationary part of the model to a simple

mean model, the goodness of fit statistic is calculated as follows:

R2 = 1− SSres
SStot

(4.15)

Here, SSres denotes the sum of squared residuals from the expected value and SStot de-

notes dependant variable’s sum of squared deviation for the sample mean. In contrast to

MAE and MSE a high R-squared value is desirable, this indicates that the model’s variance

is similar to the true values. However, a low R-squared value indicates that the model’s vari-

ance and the true values are not strongly related. It is important to note that an R-squared

value does not inform on the models ability to make accurate future forecasts, but instead

how well the model fits the observed values (i.e. whether the model is a good fit).

To summarise these measures, it is clear there are different performance metrics for time

series forecasting that are applied in different scenarios. The R-squared statistic can be

used to assess model fit when the relationship between the actual and the forecasted value

is known. MSE is useful when the distribution of predicted values is significant and it is

important to penalise larger or outlier values. Finally, the MAE is simple to interpret but is

ineffective when extreme values are present within the data.

4.1.4.3 Summary of when to use Forecasting methods for Failure Prediction

Reviewing the literature, Forecasting techniques are used across many fields of study, manu-

facturing, geology, economic, etc. The techniques forecast future events based on analysing

past historical trends, on the assumption that future trends will follow similar to historical
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trends. The data needs to be organised around specific deterministic timestamps and com-

pared to random samples. In summary, forecasting methods for failure prediction should be

considered if:

� Forecasts are short-term - Methods are better suited to short-term forecasts (e.g

less than a year).

� Sufficient historical data - Forecasting relies on sufficient past data being available

and that the data is of a high quality and are representative.

� Stable situations - Methods are best suited to relatively stable situations. Where

substantial fluctuations are common and underlying conditions are subject to extreme

change, then time series methods may give relatively poor results.

4.1.5 Anomaly Detection

According to Guanche-Garcia et al. (2017), anomalies are points, items, events, outliers, ob-

servations or patterns in a data set that do not conform to the expected ‘normal’ behaviour.

Anomaly Detection is therefore focused on identifying anomalous items, these items may

refer to some kind of problem such as fraudulent transactions, Intrusion Detection, medical

problem, errors in text, etc. Although Anomaly Detection has been studied in detail in

academia, application has previously been restricted to niche areas within finance, auditing

and healthcare ect. However, with advances in IoT, Anomaly Detection can be applied use

cases such as health monitoring and predictive maintenance.

The occurrence and cause of an anomaly depends on the dataset and the application.

Guanche-Garcia et al. (2017) notes, that the literature generally groups anomalies into three

main categories:

� Point anomalies – These refer to records that are anomalous in comparison to all

other records within the data set. In other words, points that lie outside the boundary

for the normal region.

� Collective anomalies - These records are considered anomalous when compared to

adjacent records. In other words, a collection or a subset of points are considered an

anomaly.

� Contextual anomalies – this type of record is classified anomalous when it is com-

pared within the context to some additional data or information. The data has to be
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structured to enable the context of the data to be defined. This can be likened to time

series data where points closely located are expected to behaviour similarly.

4.1.5.1 Failure Prediction using Anomaly Detection

Anomaly Detection algorithm can learn normal clusters of data based on the spacing between

sensor measurements, and then calculates an anomaly score for each new measurement based

on the distance of this measurement from the pre-learned clusters. Normal Operating Condi-

tion (NOC) models can be generated to represent the normal behaviour of a group of sensor

measurements. These are learnt from historical sensor data, any deviations from this normal

behaviour are detected during equipment operation. Anomaly Detection approaches are well

suited to sensor data where the majority of measurements represent normal operation and

a limit portion represent failure occurrences. According to Gupta and Farahat (2020), the

company has successfully applied the algorithm to predict failures for a variety of customer

use cases including heavy equipment such as generators.

4.1.5.2 Anomaly Detection with No Training Data

It is still possible to do anomaly detection using unsupervised learning and semi-supervised

learning even when the training data does not meet the requirements for classification. How-

ever, the disadvantage is that there will not be a test set so it will be difficult to evaluate the

performance. According to Fernando et al. (2015) the methods should be tested in the field

before putting it into the critical path.

Fernando et al. (2015) suggests that percentiles should be used to detect point anoma-

lies with numeric data and histograms to detect point anomalies in categorical data. For

example, if 99% of a transaction value was 800 pounds then a value that exceeds this would

be potentially classed as an anomaly. When building models, using moving averages are

preferred as they are more stable and less noisy in comparison to working with point values.

Figure 4.15 illustrates the use of percentiles and histograms to detect anomalies.
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Figure 4.15: Using Percentiles & Histograms to detect anomalies

For collective or contextual outliers Fernando et al. (2015) notes that there are a couple

of solutions:

� Build a predictor and look for outliers using residuals, the heuristics on the values that

are not explained by the model are anomalies. Hence the model can predict the next

value and apply percentiles to the error (predicted – actual value). Examples include

Regression, Time Series Analysis or Recurrent Neural Nets.

� Markov chains can measure the probability of a sequence of events happening. Markov

chains can be built to model the underlying process and when a sequence of events has

happened we can use the markov chain to measure the probability of that sequence

occurring and use that to detect anomalous sequences.

Fernando et al. (2015), present an example of a Markov chain to model credit card

transactions, this is a popular approach to sequence mining in real-time fraud detection.

Figure 4.16 Illustrates the structure. (L,H) represents the transaction value and (H,L), the

time since the last transaction. The Markov Chain states are required to be infinite, (L) and

(H) represent the variable values. Figure 4.16 displays the different states LL,HH,LHorHL,

each transaction would be represented by the transition from one state to another. The

Markov Chain is constructed using historical data and the chain is utilised to determine the

sequence of probabilities. The probability of a new sequence occurring can be determined

and the rare sequences can be identified as anomalies.

147



Figure 4.16: Markov Chain to detect anomalies in credit card transactions

For multivariate collective outliers that are ordered, Markov Chains and clustering tech-

niques can be combined. Fernando et al. (2015) suggest that clustering methods can be first

applied to cluster the data. These clusters can be used to represent states in the Markov

Chains. The clustering will capture the common value combination and Markov chains will

capture their order.

In addition, there are a couple of other techniques which can be applied to anomaly

detection:

� Information Theory - This method aims to determine a subset of data points that have

the highest irregularities. This approach assumes that due to irregularities, anomalies

have high information content.

� Dimensionality Reduction - A technique such as Principle Component Analysis (PCA)

can be applied. The normal data set should be able to be expressed as a combination

of dimensions where as the anomalies should form complex combinations.

In the white paper presented by Mosdorf (2015), PCA can be applied to a raw sensor

data set to provide insight to how equipment or a machine operates over time. PCA is an

unsupervised approach that can be used to find patterns and trends in unlabelled data. The

paper notes that depending on the failure, a number of different sensors may need to be

explored to identify the undesired behaviour. Figure 4.17 illustrates this approach.
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Figure 4.17: Principal Component Analysis to visualize how equipment/machine trends
prior to failure.

4.1.5.3 Clustering Methods

K-means clustering has been applied to detect clusters of unusual behaviour or activity.

According to Hand and Krzanowski (2005), k-means clustering originates from the field of

signal processing and is a method of vector quantisation; a quantisation technique that allows

the probability density function by the distribution of prototyped vectors to be modelled.

K-means clustering focuses on portioning n records into k clusters where each record belongs

to the cluster with the nearest mean (this acts as a prototype of the cluster). Garey et al.

(1982) notes that the problem is classed as NP-hard, yet there are heuristic approaches that

converge to a local optimum that can be applied.

K-means clustering is in some way related to k-nearest neighbour classifiers, they both

require a distance measure. However, the approaches differ in that clustering techniques

compare a record to different clusters and not each individual record. This results in clus-

tering techniques having a faster testing phase in comparison to nearest neighbour-based

approaches. Levner (2005) explains that a nearest neighbour classifier can be applied to the

cluster centres generated by k-means to classify new records into existing clusters, this is

recognised in Machine Learning as a nearest centroid classifier.
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There are two options for identifying unusual behaviour through cluster-based approaches:

� Either, cluster the full data set and analyse the density of each cluster. The largest

and most compact cluster is assumed to contain the normal records. The smallest and

least compact clusters are assumed to contain the anomalous records.

� Or, to assume that the anomalous records are distanced furthest away from the centre

of a cluster in comparison to normal records.

Table 4.11 discusses the advantages and disadvantages of clustering based approaches.

Pros Cons

The approach is unsupervised, la-

belling the training data as ‘normal’

or ‘anomalous’ is not required.

Wang et al. (2020) notes that the training

phase can be computationally taxing.

The approach can be applied in real-

time.

Similar top nearest neighbours, Li et al.

(2016) note that the approach to deter-

mine the distance between points in big

data set can be difficult.

Otair et al. (2013) highlights that

clustering methods have a faster

testing phase in comparison to other

methods such as nearest neighbour-

based approaches.

The approach is aimed at identifying clus-

ters of records that share similar charac-

teristics and not at identifying anomalies.

There is a risk that a significant anomaly

cluster may be not be highlighted. For

example, the paper presented by Lu and

Traore (2008) considered a k-means algo-

rithm for live networking data and the ap-

proach failed to detect synflood attacks.

Table 4.11: Clustering Based Approaches - Advantages and Disadvantages

4.1.5.4 Anomaly Detection using K - Nearest Neighbour based Approaches

These approaches rely on the assumption that normal records occur in dense neighbour-

hoods, while anomalies occur far from their neighbours. One of the main issues with these

approaches are in trying to determine a suitable distance/similarity measure. Generally a
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simple Euclidean distance in a sub-space of features is often used but there are others that

exist too. According to Behera and Rani (2016), any similarity measure could be considered,

provided it is positive definite and symmetrically even if is does not stratify the triangular

inequality.

According to Gómez and Rojas (2016) the k-nearest neighbours algorithm is a non-

parametric method for classification and regression tasks. KNN is a instanced based learning

approach and is the simplest of all Machine Learning algorithms. According to Behera and

Rani (2016), anomaly detection methods that consider a nearest neighbour approach rely on

the assumption that ‘normal records occur in dense neighbourhoods, while anomalies occur

far from their neighbours ’. Euclidean distance measure is often considered to determine a

suitable distance or a ‘similarity measure’. The distance to the k-nearest neighbours or the

number of records within a certain distance d of a given record need to be tested is usually

the focus of the analysis. This can be a computationally difficult task and the success is based

on the quality of the distance measure. With big data sets defining the distance measure can

be challenging.

Pros Cons

The approach is unsupervised, la-

belling the training data as ‘normal’ or

‘anomalous’ is not required.

The testing phase can be computation-

ally taxing. Based on large values of

k, the paper presented by Barney and

Kaya (2019) notes that KNN was im-

possible to run due to the method being

computationally challenging.

The approach is purely data-driven,

hence there are no assumptions regard-

ing the distribution of points that need

to be taken into consideration.

The approach to determine the dis-

tance between points in a big data set

can be difficult.

Table 4.12: Nearest Neighbour Based Approaches - Advantages and Disadvantages

4.1.5.5 K-Nearest Neighbours - Local Outlier Factor (LOF)

The Local Outlier Factor (LOF) is a further algorithm that can be used for outlier detection in

high dimensional datasets. According to Breunig et al. (2000), the LOF algorithm calculates

a score (local outlier factor) to represent the degree of abnormality of an observation. The
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methods determine the local density deviation of a data point with respect to its neighbours.

The aim of this approach is to highlight samples that have a significantly lower density in

contrast to their neighbours. The local density is determined via k-nearest neighbours and

the LOF score for an observation is equivalent to the ratio of the average local density of

the k-nearest neighbour and the individual local density. Essentially, a normal observation

is anticipated to have a local density that matches its neighbours where as an anomalous

observation is expected to have a smaller local density in comparison. Figure 4.18 provided

by Breunig et al. (2000) illustrates the approach.

Figure 4.18: Local Outlier Factor Example

4.1.5.6 Anomaly Detection Performance Metrics

According to Kim et al. (2022) performance metrics to evaluate anomaly detection techniques

can be divided into point and range-based methods. Point-based methods refer to classical

anomaly detection techniques that deal with single point anomalies. In contrast, range-based

methods deal with anomalies that occur over a range (or in other words, a period of time).

Range-based methods assign different scores for performance metrics and consider abnormal

and normal labels independently. For range-based methods different weights can be assigned

to provide different scores.
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Kim et al. (2022) presents Figure 4.19 to summarise the performance metrics for anomaly

detection.

Figure 4.19: Performance Metrics for Anomaly Detection

It is clear that the standard metrics for point-based methods are the same as those

described in Section 4.1.3.5 for classification. However, for range-based methods, a range-

based recall and precision are required. These utilise the range-based performance indexes,

further details on the computation of these measures is presented by Kim et al. (2022).

4.1.5.7 Summary of when to use Anomaly Detection methods for Failure pre-

diction

In summary, reviewing the literature, Anomaly Detection has been applied to a range of

problems to detect fraud in insurance and banking, intrusion detection in computer networks,

medical diagnosis or disease detection and fault detection in commerce and industry. It can be

seen that a variety of methods are available to detect deviation from a ‘normal’ operational

baseline. To determine if anomaly detection can be suitably applied to help identify and

predict failures, the following consideration apply:

� Data availability - Information for feature generation needs to reflect fundamental
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characteristics that should be known to make reliable decisions on the state of the

industrial equipment/system.

� Data continuity - Most techniques requires a regular stream of vector data where

each data point reflects the state of the system at a particular point in time.

� Domain knowledge - for example, primary sensor data cannot be directly used as a

feature in a statistical Machine Learning based model, therefore a feature engineering

phase is required. To transform primary data require a good understanding of the role

of a particular data value in the context of the industrial system and in operation.

� Data labelling - similar to time series, techniques train using normal data and there-

fore usually falls under Unsupervised Learning, as there is no need to label your ‘anoma-

lous’ data.

In summary, this section revealed that a variety of Data Mining algorithms have been

applied across the literature to support predictive models for a range of industrial business

problems related to failure prediction. It appears that whilst there are a range of predictive

modelling methodologies that could be considered to address the research problem considered

within this thesis, Machine Learning techniques present the greatest opportunity in terms of

best utilising industrial Big Data. Based on this review, there is evidence to suggest that

a Machine Learning algorithms would be successful in learning and therefore better under-

standing degradation features in casting segments.

4.1.6 Methodology Summary

This Chapter focused reviewed the suitability of key failure prediction approaches cited within

the Data Mining literature. In particular, it appears that classification-based approaches pro-

vide the most potential to provide insight to better understand maintenance events associated

with the continuous casting of steel.

Figure 4.20, presented by Peters and Holborn (2020), illustrates a summary of the different

approaches used for detecting different types of anomalies for failure prediction applications,

it is evident that this is largely dependant on having labelled data or the ability to label

data.
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Figure 4.20: Approaches to Failure Prediction using Industrial Big Data
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Chapter 5

Data Preprocessing

Data preprocessing is a Data Mining technique that includes collecting and transforming

raw data into an understandable format. It forms a significant part of ‘The Data Science

Methodology’ and it is important to ensure that data is transformed so that it is usable,

accurate and valuable. This stage is often the most time consuming, according to Piramuthu

(2004), it is widely recognised that around 80% of the resources and efforts in the majority of

Data Science projects are spent on cleaning and preprocessing the data. Data preprocessing

helps to add the necessary context to enable further analysis to be performed. This chapter

aims to address the key data considerations identified by the findings of Chapter 3 and carry

out the necessary data preparation stages to ensure the techniques such as those discussed

in Chapter 4 can be performed.

The vast majority of real-world data contains missing values, errors, irregularities and

lacks certain behaviours or trends. Garcia (2016) notes that the set of techniques applied

prior to data analysis is referred to as data preprocessing. According to Han et al. (2012)

data preprocessing is known to be one of the most meaningful stages within the Knowledge

Discovery from Data (KDD) process as shown in Figure 5.1.

Zhang et al. (2003) note that data preprocessing is a proven method of resolving issues,

enabling raw data to be prepared for further processing. Without data preprocessing, com-

panies such as Tata Steel are unable to fully access insight that could provide a competitive

edge and help gain critical business knowledge. The application considered within this re-

search helps to demonstrate that it is crucial for companies to understand the necessity of

preprocessing their data.
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Figure 5.1: Knowledge Discovery from Data Process Han et al. (2012)

5.1 Preprocessing - A Generic Approach

This research considers a generic approach for preprocessing, enabling a pipeline for prepro-

cessing methods to be applied:

� Data Acquisition - obtain data from a variety of sources.

� Data Integration - combine data to create unified view of information.

� Splitting the Data - partition data for train and test.

� Data Cleaning - remove irregularities and inaccuracies.

� Data Transformation - structure and convert data for subsequent modelling.

� Data Reduction - reduce information to coherent subset and remove irrelevant infor-

mation.

The remaining sections of this chapter detail the application of each stage of the generic

preprocessing approach considered.
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5.2 Data Acquisition

Prior to any data preprocessing, an initial data acquisition stage is needed to obtain the re-

quired database tables from the multiple considered data sources. The National Academies

Press (2007) notes that, ‘There are two main paradigms for software to obtain data from the

source: push and pull.’ In a push paradigm, the data source pushes data to some other entity.

This push could be configured by the users, it could for example be periodic, once a day, or

it could be in response to an occurrence of an event at the plant. In a pull paradigm, some

other entity pulls the data from the source when required. The pull could also be periodic,

whenever the data is required to perform some computation.

In this research, a pull paradigm is applied to draw the data into the KNIME Analytics

platform environment. The pull method is considered as this research examines a subset of

historical data sources to understand the operational behaviour of a continuos caster. This

method is most effective when data is processed at different intervals, extracts are high vol-

ume bulk data and data is extracted from multiple sources providing complex cross system

integration. To support a real-time decision model, a push paradigm would be most effective

as this would require data to be moved and processed in real-time. For this approach, data

is typically processed from a single primary source. Once relevant data that supports key

performance indicators for continuos casting are identified a primary data source could be

considered.

The KNIME Database Extension nodes are considered within this research, the exten-

sion comprises of a set of KNIME nodes that enable Java Database Connections (JDBC-

compliant). These nodes facilitates database access, manipulation and writing. A brief de-

scription of the node, its application within this research and the criteria set is discussed. The

Microsoft SQL Sever Connector node creates a connection to a Microsoft SQL Server via the

available JDBC driver. An IP address of a Microsoft SQL server, the port on which the SQL

server is listening, connecting database name, connection parameters (ssl/authentication) a

jTDS driver (KNIMES default) is considered and the username and password credentials are

required to configure the SQL connector node. The time zone correction is applied within the

node to convert the date-time stamp into a date-time field. For the three databases below,

Time zone is configured to the local time zone option correcting the date field before reading

or writing. This node has been applied to pull each of the databases considered within this

research into the KNIME workflow. The SELECT * FROM (table name) SQL Statement is

applied to retrieve the following.
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� Operations Data server - Steel slab quality & control information, to better under-

stand and analyse slab and segment event data.

� Sensor Data server - Machine sensor information, to analyse and better understand

segment machine health.

� Maintenance Events Data server - SAP notifications, work orders and maintenance

planning information, to better understand when and what segment maintenance ac-

tivities are captured daily.

A range of additional database nodes and SQL commands such as JOIN, CREATE and

DROP are added for further data configuration within the KNIME Analytics Platform.

5.3 Data Integration for a Multi-Data Approach

A Muli-Data Approach (MDA) has been identified and applied to combine the required in-

formation from multiple data sources to ensure classification of maintenance events can be

successfully derived. A MDA enables this research to holistically maximise the information

captured surrounding the casting process and associated maintenance events. Furthermore,

the approach enhances data quality through providing additional information to help vali-

date and ensure data considered is accurately depicted. To enable a MDA approach the data

sources considered within this research will be integrated. Data integration, according to

Lenzerini (2002), aims to combine data from difference data sources/data tables to provide

the users with a unified view. Data with different representations that include time domains

or levels of granularity are combined and conflicts within the data are resolved.

Figure 5.2 provides a high-level overview of the stages/steps taken to combine the inte-

grated data from multiple data sources considered within this research. First the data is read

into the KNIME workflow, key tables required are selected and those that can be joined are

joined using SQL via primary/foreign key relationship. After individual tables are joined,

the date-time variables within each are transformed to the same format. Once the date-time

variables have been formatted the data sources can be combined. To combine the Sensor

Data and the Condition Monitoring Data for the segment runtimes, the ‘Date-Time’ variable

can simply be used. To combine the remaining data sources, a newly generated variables

(aggregates) are required to summarise the information. From the Maintenance Events Data,

the aggregate information is required to generate a target variable for future analysis. The

aggregated variables enable the individual data sources to be combined into a single historical

data set that provide a unified view of the information.
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Figure 5.2: Multi-Data Approach - Bringing the data sources together

5.3.1 Transforming Variables

Each of the data tables considered include variables that denote date and time. However,

the date and time variables for each of the data tables are stored in different formats. It is

important to convert these variables to a single date-time convention so that each of the data

tables can be subsequently joined. Once the date and time variables are converted to a single

date-time convention it is then necessary to determine a way to aggregate the information

so that a single date-time variable can be aligned. Aligning the data to the same scale will

ensure that the information can be accurately compared and successfully joined to establish

a single data set to be further analysed within this research.

The Sensor Data contains a single variable ‘Date/Time’ and captures data at a low level

of granularity (milliseconds). Hence, data needs to be aggregated for it to be computation-

ally feasible to make comparisons across data sources. Based on the findings of Chapter 3, a

significant fluctuation in recorded sensor measurements suggested a maintenance event can

be identified over a larger time window. Therefore an average sensor measurement based on

a 30 minute interval was derived.

The Condition Monitoring Data for the segment strand runtime dates are recorded within

a csv file, the dates for SCM runs relating to strand 3 and 4 are accessed within the KNIME

analytics platform via a CSV reader node.

The Maintenance Data contains two date-time variables ‘Created Date’ and ‘Complete
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Date’, both are transformed and aggregated to 30 minute intervals to align with the sensor

measurements.

The Operations Data contains two date-time variables ‘Start timestamp’ and ‘End times-

tamp’ across data tables (heat number set, segment events and slab number set). Each of

these variables need to be transformed and aggregated to 30 minute intervals to align with

the sensor measurements.

5.3.2 Aggregate Key Variables

Lenzerini (2002) notes that data integration can lead to the accumulation of redundant or

inconstant data, which could result in a less efficient and accurate model. The most common

approaches to integrate data are, data consolidation, data propagation and data visualisa-

tion. Data consolidation aims to physically bring together data into one data store. Data

propagation aims to copy data from one location to another using applications. Data vi-

sualisation uses an interface to provide a real-time unified view. All three approaches are

considered within this research.

The Concatenate node combines the content of a set of columns. This node is utilised

within the workflow to concatenate and join tables. For example, this node is applied to

concatenated data related to multiple casting strands. The Joiner node is applied to join

multiple tables using a unique identifier. To successfully align the data from the Maintenance

Events Data and to the 30 minute intervals contained within the Sensor Data, and prior to

aggregating key variables the data firstly needed to be concatenated and joined.

The joined Maintenance Events Data contain specific details surrounding the type of

maintenance event that occurred and the engineer who recorded the event. From initial

analysis there are a large number of failure description categories and a limited number of

occurrences related to each. For purposes of training a predictive model to learn these cate-

gories, it is likely that a larger subset of historical data would need to be considered or some

aggregation of these categories. At a higher level, ‘Notification Type’ provides differentiation

between the type of event that has occurred (M1- Planned Maintenance, M2 - Unplanned

Maintenance, M3 - periodic maintenance). This provides the required information to be con-

sidered within further analysis and will therefore be aggregated to the 30 minute intervals.

Using ‘Notification Type’ a number of aggregated variables have been generated to con-
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sider the frequency of a notification raised over varying time windows. These time windows

are considered based on initial analysis which highlighted the time lag between an event

occurring and the time in which a notification is raised. The utilisation of these variables is

dependent on the business problem and hence will be discussed further in Section 6.2.

To perform the required calculations to generate the aggregated features in KNIME,

a Python add-in has been considered. This added functionality within the workflow en-

ables customisable Python nodes to be produced. Due to the complexity of the aggregation

method, the standard KNIME nodes do not provide sufficient flexibility. The Python snippet

contains the code to perform the aggregation approach considered within this research for

the ‘Notification Type’ variable to be integrated with existing sensor data at 30 minute inter-

val timestamps. To perform the required data manipulation, there are a number of Python

libraries which are first imported within the snippet node. The libraries include Pandas

(2021), datetime (2021) and NumPy (2021).

A function is then applied to filter and identify notifications raised within the time win-

dows for each ‘Notification Type’ (M1,M2,M3). Further analysis will be required to determine

the significance of each of these aggregated features.

Based on initial analysis there were 2 key variables from the Operations Data that was

identified as important to be considered in further analysis, ‘Made to Grade’ and ‘Weight’.

The ‘Made to Grade’ variable provided key information on slab quality, this informed on

whether the steel slab produced was made to the grade ordered, downgrade or upgraded.

This variable was identified as important to determine whether machine performance has an

impact on steel quality. For example, if an unplanned maintenance notification indicating

machine failure is raised during casting of a steel slab and it is found that the slab was

downgraded, there is a possibility that the downgrade in slab could be associated with poor

operating conditions due to machine performance impact. The second key variable indicated

by initial analysis is ‘Weight’, this variable provides the weight of the steel slab produced.

The sum of the weight of the steel slabs provides a running total of machine tonnage cast. It

is important to consider tonnage in further analysis as its known that tonnage guides planned

caster segment maintenance events.

Using ‘Weight’ and ‘Made to Grade’ the following aggregated variables have been gener-

ated:

� ‘Weight Sum’ - Running total of the weight of each slab produced to provide tonnage
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cast at each time step.

� ‘Made to Grade Percentage’ - Percentage of steel slabs made to the grade ordered by

customer.

� ‘Downgrade Percentage’ - Percentage of steel slabs downgraded due to a lower quality

of steel being produced.

� ‘Upgrade Percentage’ - Percentage of steel slabs made to higher grade than ordered.

Figure 5.3 provides an illustration of how key variables were transformed to create an

align data from multiple sources at 30 minute intervals.
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Figure 5.3: Data Transformation
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5.4 Splitting Data - Train/Test

When developing a model, one of the key aspects is being able to evaluate and validate the

model’s performance. It is important that the evaluation should be unbiased, to ensure this

the data should be split into subsets and to reduce the risk of bias in the evaluation and

validation process. The data is usually split into two data sets, a training set and a test set.

� Training set - This set is used to train and fit the model. For example, for linear

regression it is used to find the optimal regression coefficients.

� Test set - This is used for an unbiased evaluation of the optimal final model. This

data is not considered for any of the model development stages, the data is withheld

and remains completely unseen.

In addition, splitting the data is also important for detecting potential under fitting and

overfitting problems. Underfitting occurs when the model poorly performs with both the

training and the test set. According to Allamy and Khan (2014) this is a common problem

that usually occurs when trying to represent non-linear relationships with a linear model. In

contrast, overfitting occurs when the model fails to generalise to fit the test set (fits the test

set poorly) as the model fits the training data too well. Allamy and Khan (2014) further

note that this often is the case when a model has a complex structure and relationships are

among noise.

To split the data, Python’s Scikit-learn (2021) library is called and the train test split()

function is applied to the dataset. The train size and the test size is the number that indi-

cates the size of the set. In this research an 80/20 train/test split is considered as shown in

Figure 5.4.

Figure 5.4: Test and Training Set Split
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The data set is randomly shuffled and split into the training and test set according to this

size. A split of 80/20 has been selected to ensure both the training and test set is large enough

to yield statistically meaningful results. The following preprocessing stages as presented by

Figure 5.5 will be applied to both the training and test subset.

Figure 5.5: Subsequent Data Pre-processing applied to Test & Train Set

5.5 Data Cleaning

After obtaining the data and carrying out an initial analysis it was clear that the data

obtained has a number of inaccurate, incomplete and inconsistent values. Data cleaning

involves processes such as filtering to relevant data, dealing with missing values, resolving

inconsistencies or outliers present in the data. It is important to carry out the necessary data

cleaning as errors such as duplicate records, spelling errors, errors from original data capture

can lead to incorrect or misleading results. Hence, it is important to ensure that the data

set submitted to the modelling is accurate. This section outlines the various data cleaning

stages that are performed.

Filtering the data is one of the most common operations when cleaning the data. KNIME

provides a range of nodes that enable various row and column filters to be applied within the

workflow. The row filter node filters rows according to a specified criteria and is applied to
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filter across each data source. From the Operations Data, this node is applied to filter the

‘segment status’ by column value match criteria to isolate key information and narrow down

the data subsets considered. The include criteria is set to rows by attribute value to pattern

match wildcard *3* and *4*. ‘Segment status’ is split to have separate columns to identify

events that correspond to strand 3 and 4.

In addition, the row node is applied to filter the ‘Strand number’ by column value match

criteria. The criteria is set to include rows by attribute value to pattern match wildcard *3*

and *4* for Analysis/cast slab data. ‘Strand number’ is split to have separate columns to

identify events that correspond to strand 3 and 4. The joined‘ Analysis Cast Slab events’

column is then set to include rows by attribute value to pattern match via a wildcard (*)

to include rows by Caster attribute value *3*. This is important to include only Analysis

and Cast slab events relating to caster 3. Information relating to 1 and 2 is not considered

within this research. The joined ‘Analysis Cast Slab events’ is joined by column value match

criteria. The criteria is set to include rows by attribute value to pattern match ‘wildcard’ to

include rows for Date attribute to the value *2018*. This ensures that only segments events

recorded in 2018 are included for consistency across all data sources.

The column filter node is applied to filter column values matching Sub Sample from the

Analysis data (Operations Data). The include criteria is set to rows by attribute value to

pattern match ‘wildcard’ to include rows by attribute value for the sub sample number *99*.

This filter is appied to only include data for the final chemical composition value for steel

grades.

From the Sensor data, this node is applied to Tagname. The include criteria is set

to rows by attribute value to pattern match wildcard to include Tagname *CC3 STR1/2

CC Seg(number) (sensor type)*. This is required to create an individual column associated

with each tagname for each sensor type for subsequent analysis.

From the Maintenance Events Data, the filter node is applied to the notification Func Loc

column (function location). The include criteria is set to rows by attribute value. The match-

ing criteria is set to pattern match wildcard to caster 3 function location *(3001-320-3529)*.

In addition, the notification Created Date column is set to pattern match wildcard to include

rows by attribute value *2018*.
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5.5.1 Outlier Detection

Outliers are recognised as values of a variable that are an “abnormal distance” from other

values in a data set, these are usually either extremely high or extremely low. Extreme

outliers can cause problems for many algorithms and can distort model results. There are

many graphical and statistical techniques that can be used to detect outliers. A graphical

approach has been considered to explore outliers, Box and Whisker plots have been generated

to investigate each of the variables. For example, figure 5.6 presents the Box Plot for the

cast slab weight variable from the operations data. The upper and lower whiskers (bars)

shown graphically illustrate the first (25%) and third quartile (75%) of the data. Outliers

are considered values that lie beyond the upper and lower whiskers.

Figure 5.6: Box & Whisker plot for Cast Slab Weight

Outliers are sometimes due to data entry errors, e.g., when an extra zero or two is added

to a value by mistake. In other cases, a pattern of outlying values can be identified which

may suggest how to deal with them. In general, it is not a good idea to simply remove out-

liers without further investigation. If confident that the outlier is an error, the observation

can be removed if the fraction of cases with outliers is very small. The main objective of

outlier detection is to differentiate between the regular ‘normal ’ observations and the out-
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liers ‘anomalous ’ records. Schölkopf (2001) notes that there are a few approaches that can

be applied, one approach is to assume that the data is derived from a known distribution

(e.g. the data is Gaussian distributed). This assumption, usually requires defining a ‘shape’

for the data, outlying records which deviate from this shape can be identified as outliers.

Another approach discussed by Rose (1979) is to utilise a cut-off or threshold where data

values outside of the defined threshold are classified as outliers. Rose (1979) notes that in

the absence of a prior threshold a common practice is to identify some fraction, often 2%,

of the data at the upper and lower extremes for further investigation. This is achieved by

direct estimation of the percentiles and visual (EDA) inspection of the data. Poppe (2015)

suggest that percentiles should be used to detect point anomalies with numeric data and

histograms to detect point anomalies in categorical data. With regards to the ‘Sensor Data’

considered within this research, there is currently limited usage of this data, hence, there is

limited existing information available to interpret outliers. As no prior thresholds are avail-

able, percentiles have been used to understand and interpret the data. The 99th and the 1st

percentile are considered to flag extreme outlier occurrences. Figure 5.7 illustrates the 1st

and 99th percentiles for extreme outlier detection when assuming a Gaussian distribution.

Figure 5.7: Using Percentiles to detect extreme outliers

It is important to not simply discard outliers, as extreme outliers may refer to a number

of events such as, an error in the sensor reading, catastrophic failure and maintenance and

testing interference. For prediction tasks it’s not possible to predict a sudden catastrophic

failure but for better interpretation of data it is useful to see the impact of such events pre-

sented within the data. Hence, data that lies beyond the 99th and below the 1st percentile

is flagged. The values are initially replaced by a missing value, this information is utilised

to generate a binary Percentile Flag column. The flag column indicates the occurrences of a

extreme outlier event (1) at each time step within the historical data. To perform the out-
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lier detection in KNIME a Python snippet node is considered. The generated flag variable

allows the information to be retained within a separate variable, this avoids any direct im-

pact at the model stage. This can be utilised later to help interpret the importance of outliers.

5.5.2 Handling Missing Values

According to Swalin (2018), one of the most common problems faced in data cleaning is

handling missing values. Missing values must be dropped or replaced in order to draw the

correct analysis from the data. Missing values may occur for a number of reasons:

� Missing at random - Propensity for a data point to be missing is not related to the

missing data but related to some observed data.

� Missing not a random - Information purposely withheld, removed or not applicable

depending on the hypothetical value.

When dealing with missing values that occur randomly, it is safe to remove the data,

however data that is not missing at random needs to be examined as missing value treatment

can produce bias at the modelling stage. The following types of missing values were addressed:

� Null

� -1

� ?

� .

� NA

� None

According to Luengo et al. (2012), the treatment of missing values is particularly diffi-

cult, inappropriate handling can lead to poor knowledge extraction and incorrect conclusion.

There are two main approaches to dealing with missing values; deletion and imputation.

The choice of the missing value handling approach considered depends on the data and the

context of the problem. Likewise deletion removes all data for an observation that has one

or more missing values. This approach can cause biased parameters and estimates, hence

it is preferable to try to retain as much data as possible than to discard it. However, for

cases where there are more that 60% of observations missing it may be wise to discard the
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data if insignificant. Imputation refers to the substitution of a value to replace the missing

values in a data set. Barzi and Woodward (2004) note that ‘with over 60% missing values,

no imputation method seemed to be satisfactory ’. Hence, likewise deletion is applied to rows

where greater than 60% of the observations are missing. A Python snippet node is used to

count the number of missing value occurrences at each time step, convert to a percentage

and remove instances where missing values are presented for more than 60% of the data.

The remaining missing values are imputed using average interpolation. The KNIME

missing value handler it utilised to apply average interpolation, missing values are replaced

with the average value of the previous and next encountered non-missing value in the column

it is configured for. This method is a basic form of imputation and very efficient in terms of

computation. However, it should be applied cautiously as it can reduce the variance in the

data set. To summarise, the following case have been considered:

� Filtering or removing columns (variables) and/or rows that are not required

- E.g. removing variables relating to other machine components such as, Tundish.

� Removing duplicate observations - E.g. maintenance requests that have been

raised twice (non-unique event).

� Removing variables that have constant values for all observations - E.g. nozzle

water spray sensor was removed as it had a constant value and was unlikely calibrated.

� Removing data that is out of scope and/or not within the required time

frame - E.g. maintenance events that were complete outside of specified time range.

� Finding and correcting impossible or non-sensible values where logical con-

straints can be specified - E.g. negative speed sensor reading.

� Checking conditions across variables that must be satisfied - E.g. segment

‘Days in Use’ should be greater than 0.)

� Identifying and dealing with outliers - E.g. faulty sensor readings by examining

percentiles.

� Identifying and dealing with missing values - E.g. null values across variables

are removed, average interpolation to impute missing values where appropriate.

� Finding misspellings, out-of-range, or impossible values - E.g. maintenance

event for caster 1 instead of caster 3.
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� Checking to make sure that the range of each variable is correct - E.g variable

readings are sensible and realistic.

� Ensuring that the formats and units of measurement are consistent - E.g. set

format for date/time across data sources.

� Are the variables from different data sets available at the same level of

granularity? - E.g. aggregate and align to ensure comparisons can be made.

5.6 Data Transformation

Data transformation focuses on transforming the data into the appropriate form for data

modelling; the process of changing the format, structure, or values of data. This step often

includes first visualising the data to understand key values or intervals of data and how

they occur, as Data Mining approaches are best performed when features are measured on a

similar scale and are close to normally distributed. It can lead to a biased prediction in terms

of misclassification and accuracy. Depending on the data and the task, data scaling such as,

normalisation or standardisation may be required. To transform a data set the following can

be considered:

� Normalising - it often refers to rescaling by the minimum and range of the vector,

to make all the elements lie between 0 and 1 thus bringing all the values of numeric

columns in the data set to a common scale.

� Standardising - most often means subtracting a measure of location and dividing by a

measure of scale. For example, if the variable contains random values with a Gaussian

distribution, you might subtract the mean and divide by the standard deviation, thereby

obtaining a “standard normal” random variable with mean 0 and standard deviation

1. It is useful to standardise variables for a model that relies on the distribution of

variables such as, Gaussian processes.

Feature scaling is important as it ensures that the data is measured on the same scale. In

this research, data is captured from a variety of sources for variables such as speed, weight,

flow, etc., these variables have large differences between their ranges. Standardisation is used

to bring the data set to the same scale. Figure 5.8 helps to illustrate this process:
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Figure 5.8: Standardisation

Features can be standardised by removing the mean and scaling to unit variance by means

of a Z-Score normalisation. A Z-Score is a standard score that provides some identification

for how far a data point is from the mean. It is a measure of how many standard deviations

above or below the population mean a raw score is. A Z-score can be placed on a normal

distribution curve from -3 to +3 standard deviations from the mean. Z-score is applied to

transform features to comparable scales using standardisation, where the features has a mean

(µ) of zero and a standard deviation (σ) of one, the basic z-score formula is a follows:

z =
x− µ
σ

(5.1)

Furthermore, this process is also important for distance based models, standardization

is performed to prevent features with wider ranges from dominating the distance metric.

Section 5.7 discusses data reduction methods, Principle Component Analysis (PCA) is a

distance based model. In PCA, it is important to standardise the data before applying

the data reduction method. As features with high variances/wide ranges, get more weight

than those with low variance, and as a result, they end up dominating the First Principal

Components (Components with maximum variance). Standardization can prevent this, by

giving equal weightage to all features.

5.6.1 Feature Scaling

Feature scaling is the process of normalising the ranges of features in the dataset. To inter-

pret features within a model they need to be on the same scale. However, often real-world

data sets vary in degrees of magnitude, ranges and units. Kuhn et al. (2013) note that fea-

ture scaling is a critical part of the data preprocessing for predictive modelling. If feature

scaling is not performed correctly is can cause models to make predictions that are inaccurate.

There are three different types of scalers in Scikit-learn library for feature scaling:
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� MinMaxScaler - Function for normalisation.

� StandardScaler - Function for standardisation.

� RobustScaler - Removes the median and scales the data according to the interquartile

range, making it less susceptible to outliers.

Normalisation or min-max scaling shifts the values in a column do that they are bounded

between a fixed range of 0 and 1. Standardisation or z-score normalisation is another tech-

nique whereby the values in a column are rescaled so they fit the properties of a normal

distribution. This means that the values have a mean of zero and a variance of zero.

Both techniques offer benefits to different applications and therefore the decision to stan-

dardise or normalise data very much depends on the problem and the model context. Stan-

dardisation over normalisation is often preferred when comparing similarities between fea-

tures based on distance measure. For example, this is most significant in PCA, where we

are interested in components that maximise the variance in the data. Normalisation is often

favoured when considering practical applications such as image processing, where for example

the pixel intensities may need to be normalised to fit within the RGB colour range of 0 and

255.

5.6.2 Model Dependent Feature Scaling

Hackeling (2017) notes that feature scaling does not always result in improvements in model

performance. Hence, it is important to consider which models require feature scaling. Distance-

based models are most vulnerable to unscaled data. Algorithms such as k-nearest neighbours

and k-means clustering use distance between data points to determine similarity. Features

which a greater magnitude are assigned a higher impact in terms of the weighting of the

model. To avoid having a model that is heavily biased towards a single feature it is vital

feature scaling is performed prior to model fitting distance-based algorithms.

For regression models such as Linear and Logistic Regression it depends on whether these

are performed with or without regularisation. There is no need to scale variables without

but there is with regularisation and this is important when interpreting and comparing the

weights after fitting. If features are not scaled then features with higher values will possibly

have smaller weights than other ones.
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For tree-based models these represent a single feature in a data set. The tree splits each

node in such a way that it increases the homogeneity of that node. This split is not affected

by the other features in the data set. For that reason, Decision Trees and other ensemble

methods such as, Random Forests, are invariant to the scale of the features and do not require

feature scaling.

Sensor data features have been normalised and z-score values are utilised within the

analysis. However, the cast slab ‘Weight ’ variable is not scaled using this method. There

are three scalers, standard scaler, min-max scales and robust scaler that could be considered.

Hackeling (2017) notes that the standard scaler is not recommended for data that is not

normally distributed. The min-max scaler is also not recommended if there are noticeable

outliers. However, the robust scaler is robust to outliers outside the quartiles (Q1 and Q3

represent 25% and 75% quartiles). Here, the robust scaler has been used to scale weight.

The robust scaler transform is available in the scikit-learn Machine Learning library via

a Python node snippet, and uses the ‘RobustScaler ’ class. The ‘with centering ’ argument

controls whether the value is centred to zero (median is subtracted) and defaults to True.

5.7 Data Reduction

When a data set has a large number of predictor variables or a large number of instances,

Bellman (1962) notes that data dimensionality can become a significant concern. Large data

sets can be costly in terms of computation and algorithm efficiency. Data reduction tech-

niques aim to present a reduced representation of the data to a smaller more coherent subset

that can be used in subsequent analysis. Space transformation models are among the most

common approaches considered to reduce data dimensionality. Principle Component Anal-

ysis (PCA) aims to reduce the size of the data set with minimal loss of knowledge to be

extracted from the data.

PCA is a relatively straight-forward non-parametric technique for extracting valuable in-

formation from large data sets. According to Shlens (2014), PCA essentially provides a ‘road

map’ solution for reducing the dimensionality of data. PCA is used alongside singular value

decomposition; simplifying a matrix that contains data of interest into more easy to man-

age and meaningful pieces. According to Shlens (2014), PCA looks for a linear combination

amongst all of the original variables so that the highest degree of variance can be removed

from the data. This is repeated until the total variability from the data is accounted for.

Consider an original data set of m variables ( X1, X2, ... , Xm), PCA can be used to create
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a maximum of m new linear combination variables (called principal components). The first

few principal components usually account for the largest majority of the variation inherent in

the data. The number of principal components kept must be determined by the researcher,

where the dimensionality of the data must be weighed against the information retained. The

principal components graphically represent a new set of coordinates generated by a rotation

from the original set with coordinate axis x1,x2,..., xm.

According to Shlens (2014), PCA is particularly helpful in the case of ‘wide’ data sets.

Where many variables are present, you cannot easily analyse the data in its raw format, mak-

ing it difficult to get a sense of the relationships present. PCA allows you to see the overall

‘shape’ of the data, identifying which samples are similar to one another and which are very

different. This can enable us to identify groups of variables that are similar and work out

which variables make one group different from another. Caster 3 has multiple strand sensors

spread across different machine positions capturing measurements simultaneously. Based on

exploratory analysis carried out in Chapter 3, it appeared that individual sensors across the

strand followed a similar pattern.

To preform PCA analysis in the research, an R Snippit has be included within the KN-

IME workflow. R has been utilised over the built-in KNIME PCA node and the Python

snippet extension as it includes more sophisticated libraries for further analysis of the PC’s

in terms of rotation analysis. The principal components can be generated from either the

correlation, ρ, or covariance matrix. The correlation matrix provides us with results based

on the standardised output. To put it simply, the original variables are transformed in order

for all to have an equivalent variance and mean (that is mean = 0 and variance = 1). This

certifies that the data is expressed in comparable units. The overall variance in the data is

found by the sum of the variances of each of the observed variables, which is equal to m.

The PCA analysis is applied to the sensor 113 data variables. The prcomp() function

is applied and two arguments, centre and scale, set to be TRUE. The PCA object can be

viewed by including summary(). Initially 113 principal components are obtained, which are

called PC1-PC113. Each of these explains a percentage of the total variation in the data set.

PC1 explains 43% of the total variance, which means that just under half of the information

in the data set (113 variables) can be encapsulated by just that one Principal Component.

PC2 explains 25% of the variance. In relation to just PC1 and PC2, these can explain 68%

of the variance. Including PC3 this increased the total variance explained to 81%.
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The str() function is called to view the PCA object. It contains the centre point, scal-

ing, standard deviation of each principal component. The relationship (correlation or anti-

correlation, etc.) between the initial variables and the principal components. Also, the values

of each sample in terms of the principal components.

Shlens (2014) notes a common method for determining the number of PCs to be retained

is a graphical representation known as a scree plot. A scree plot is a simple line segment plot

that shows the eigenvalues for each individual PC. It shows the eigenvalues on the y-axis and

the number of factors on the x-axis. The scree plot shows a downward curve, starting high

on the left and then flattening out. The first component explains most of the variability, the

next few components explain a moderate amount, and the latter components only explain a

small fraction of the overall variability. According to the literature the scree plot criterion

looks for the ‘elbow’ in the curve and selects all components just before the line flattens out.

Here, Figure 5.9 indicates an elbow at approximately 20 features, therefore suggesting 20

features should be retained.

Figure 5.9: Scree plot to identify number of features to retain

The factor loadings represent the correlations that exist between the original variables

used in the analysis and the principal components. They provide the degree of variance in

each of the original variables that have been accounted for by the principal component. This

is found by calculating the square of the correlation coefficient. There are no set criteria

for which a variable can be regarded as being a crucial part of a principal component. This
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research will determine the correlation significance based on the following criteria:

� Loadings < 0.3 are weak

� 0.3 ≤ Loadings ≤ 0.6 are moderate

� loadings > 0.6 are strong

Exploring the factor loadings for initially 20 factors, the results suggest that initially 3 prin-

cipal components should be extracted from the data; this matches what was expected and

discussed above when considering the proportion of variance as 3 principle components ac-

counted for over 80% of the variation.

However, a number of cross-loadings were present as a number of variables have more

than one significant loading. A rotation of the principal components is necessary, as vari-

ables should not load on more than one factor.

A rotation is applied to maximise high correlations and minimise the low correlations.

By default the initial analysis is run with no rotation, which produces a set of principal

components that include as much of the variance in the original set of variables as possible.

The rotation basically rotates the axis without changing the relative locations of the points

to each other.

There are two types of rotations:

1. Oblique - The principal components are rotated to obtain clusters of variables, minus

the constraint of orthogonality of factors (being uncorrelated).

2. Orthogonal - This type of rotation requires a rotation of the principle components

ensuring the principle components remain uncorrelated.

The following are popular orthogonal rotations methods:

� Varimax - The most popular rotation; it allows for the principle components to be

simplified and the variance of the loading within the principle components to be max-

imised.

� Quartimax - Essentially what the Varimax does for factors is what the Quartimax

does for the variables.

� Equamax - This is a combination of the Varimax and the Quartimax methods; it

simplifies the factors and the variables.
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Promax is a popular oblique rotation method. According to Jennrich (2006), the main

advantage of this oblique method is that it is fast and conceptually simple. The name pro-

max originates from procrustean rotation because it tries to fit a target matrix which has a

simple structure. There are two key steps involved, the first step defines the target matrix.

This is usually obtained as a result of a varimax rotation whose entries are raised to some

power (typically between 2 and 4) in order to “force” the structure of the loadings to become

bipolar. The second step is achieved by computing a least square fit from the varimax output

to the target matrix. The results can be interpreted by looking at the correlations between

the rotated axis and the original variables as loadings.

Jennrich (2006) notes that when choosing a particular type of rotation the goal is to seek

a simple structure. Thurstone (1947) first proposed and argued for five criteria that needed

to be met for a simple structure to be achieved:

1. Each variable should produce at least one zero loading on some factor.

2. Each factor should have at least as many zero loadings as there are factors.

3. Each pair of factors should have variables with significant loadings on one and zero

loadings on the other.

4. Each pair of factors should have a large proportion of zero loadings on both factors (if

there are say four or more factors total).

5. Each pair of factors should have only a few complex variables.

According to Gor a zero loading is loading that falls between -1 and +1. A significant

loading of 0.3 or higher can be considered significant or at least salient as noted by Kline

(2002). A complex variable refers to a cross loaded variable where a variable has a loading of

0.3 or higher on more than one factor. Each of the described orthogonal and oblique methods

were applied to rotate the three retained principle components. The factor loadings for each

were explored to see which rotation best maximised, the Thurstone (1947) simple structure

criteria was interpreted. It was found that the Promax rotation best achieved this result,

with only a single complex variable, in comparison to the varimax which highlighted seven

complex variables.

Table 5.1 shows the loadings for the 3 rotated components for the Roll Flow sensors to

show that the above criteria is satisfied. After performing the rotation, each variable is highly
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RC1 RC2 RC3

CC3 STR1 CC Seg9 Roll Flow 0.97 0.04 -0.05

CC3 STR1 CC Seg8 Roll Flow 0.96 0.05 -0.06

CC3 STR1 CC Seg7 Roll Flow 0.99 0.01 -0.03

CC3 STR1 CC Seg6 Roll Flow 0.99 0.03 -0.05

CC3 STR1 CC Seg5 Roll Flow 0.97 0.06 -0.09

CC3 STR1 CC Seg4 Roll Flow 0.97 0 -0.02

CC3 STR1 CC Seg3 Roll Flow 0.99 0.02 -0.03

CC3 STR1 CC Seg2 Roll Flow 0.98 0 -0.01

CC3 STR1 CC Seg12 Roll Flow 0.98 -0.01 -0.03

CC3 STR1 CC Seg10 Roll Flow 0.93 -0.1 0.17

CC3 STR1 CC Seg1 Roll Flow 0.98 -0.01 -0.04

CC3 STR2 CC Seg9 Roll Flow 0.88 -0.13 0.17

CC3 STR2 CC Seg8 Roll Flow 0.93 -0.03 0.06

CC3 STR2 CC Seg7 Roll Flow 0.84 0.1 -0.09

CC3 STR2 CC Seg6 Roll Flow 0.93 -0.01 0.03

CC3 STR2 CC Seg5 Roll Flow 0.92 -0.03 0.07

CC3 STR2 CC Seg4 Roll Flow 0.9 -0.06 0.13

CC3 STR2 CC Seg3 Roll Flow 0.93 -0.02 0.07

CC3 STR2 CC Seg2 Roll Flow 0.93 0 0.02

CC3 STR2 CC Seg12 Roll Flow 0.88 0 0.02

CC3 STR2 CC Seg11 Roll flow 0.88 0.01 0.04

CC3 STR2 CC Seg10 Roll Flow 0.92 -0.01 0.03

CC3 STR2 CC Seg1 Roll Flow 0.89 -0.06 0.11

Table 5.1: Rotated Factor Loadings for 3 components for the Roll Flow sensors
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RC1 RC2 RC3

SS loadings 38.94 30.11 22.11

Proportion Var 0.34 0.27 0.20

Cumulative Var 0.34 0.61 0.81

Proportion Explained 0.43 0.33 0.24

Cumulative Proportion 0.43 0.76 1.00

Table 5.2: Poportion of variance explained by the 3 rotated factors for the Roll Flow sensors

correlated with only one factor. The variables highly correlated with RC1 (green) are shown.

As illustrated in Table 5.2, the variance explained by the 3 factors has shifted slightly.

However, the total variance explained is still 81% , this is now more evenly spread over the

3 factors.

In summary, the dimensionality of the data has been successfully reduced from the initial

113 variables to three principle components.

The next step is to explore the sensor variables represented by each of the three principle

components and to try to rename accordingly:

� Rotated Factor 1- Caster 3 strand 1 & 2 (Roll & Bearing Flow)

� Rotated Factor 2 - Caster 3 strand 1 AMPS & strand 2 Speed

� Rotated Factor 3 - Caster 3 strand 2 AMPS & strand 1 Speed

Exploring the variables represented by each rotated factor, it is difficult to rename. Hence,

its not clear on how informative a model that utilised solely these components in this form

would be to engineers in terms of predictive maintenance. However, this analysis is still

beneficial and helps to identify relationships and these groupings can still be utilised within

the model to reduce the dimensionality. This is discussed further in Chapter 6.

5.8 Preprocessing Summary

There were a number of data cleaning stages considered within this section, these are sum-

marised in Figure 5.10. First outliers were identified by locating those that lie above and
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below the 99th and 1st percentile. Missing values such as, for example a blank value or a

‘?’ were identified. The outliers and missing values are then handled by means of removal

or average interpolation depending on the amount of missing information relating to each

occurrence. A range of general data filtering is applied to ensure only relevant information

is retained for subsequent preprocessing.

Figure 5.10: Data Cleaning Stages Flow Summary

A range of data transformation stages have been applied to transform the data to the

required format and structure for further processing. These key stages are highlighted in

Figure 5.11. To transform the data a z-Score is generated to standardise the data measure-

ment so that the variables can be measured on the same scale. The standard deviation for

each variable is divided by the standard deviation of the data set to achieve a z-Score value.

Figure 5.11: Data Transformation Stages Flow Summary

To reduce the dimensionality of the data a PCA analysis has been performed to try to

determine a small more coherent set of features for subsequent predictive analysis. However,

utilisation of the rotated factors obtained within a predictive model would restrict inter-

pretability based on the sensor types loaded within each of the three rotated factors. Hence,

the relationship of sensors groupings identified by the PCA analysis will be used to inform

feature derivation in Chapter 6.

Figure 5.12: Data Reduction Stages Flow Summary
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5.8.1 Preprocessing workflow summary

To conclude, this chapter highlighted the key data preparation tasks performed within this

research. There were a number of processes such as, joining data sets, data cleaning, transfor-

mation and reduction, it is important to document these preparation steps so that reference

can be made when new data is analysed. This is important for the company, as an investi-

gation into current processes and data utilisation carried out as part of the data acquisition

process found that a common problem was when working with data in spreadsheets across de-

partments, several modifications were made to the data. The limited documentation around

this inhibits best use of data collected as it is difficult to reproduce any analysis unless

recorded.

The benefit of utilising KNIME within this research is that the workflow provides a

graphical record of all the steps taken. Ensuring any modifications, upgrades, or changes

to the process can be tracked and easily updated. This approach therefore creates a tem-

plate/framework for the data collection, data preprocessing, model development and model

evaluation process that could be adapted for similar equipment, machinery or processes.

Figure 5.13 outlines holistically the data preprocessing task required for this research.
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Chapter 6

Model Development

A model is a mathematical function which when fed input values produces an output. In

Data Mining, the model development focuses on creating an equation that produces the

desired output when the model is fed with a scenario or input. Model development is an

iterative process, in which a number of models are developed and tested and built upon until

the desired criteria is built. According to Rollins (2016) the modelling stages focuses on using

the first version of the prepared data to develop predictive or descriptive models according to

the previously identified analytic approach. A training set of historical data is considered to

build the model. Rollins (2016) further notes that the modelling process is highly iterative

with the key objective being to gain insight leading to refinements in data preparation and

model specification. Hence, this chapter firstly focuses on refining the preprocessed data

so that the specific predictive modelling algorithms previously identified can be utilised.

This chapter includes feature engineering, target variable selection, the development and the

evaluation of the baseline model.

6.1 Feature Engineering

Feature engineering describes the steps taken to enhance the performance and accuracy of

predictive models though data transformations, constructions of new variables from available

variables, or by acquiring additional variables. According to Guyon and Elisseeff (2003), fea-

tures and independent variables are essentially the same. Independent variables (and related

terms such as predictors, inputs, etc.) are used by statisticians while the term features is

more prevalent in the context of Data Mining specifically in Machine Learning.

A feature is a variable or attribute and is stored in rows and columns, a single feature

is defined by a single column. The objective of a predictive model is to predict the value of
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a target variable using a set of predictor variables. The feature engineering process enables

performance of the model to be increased by selecting the right features and preparing the

features suitably for the selected model. For example, consider predicting the price of a car,

the target variable would be the Market Value. The predictor variables start as a long list of

attributes that, through feature engineering, are condensed and transformed to produce a set

of effective predictor variables. Here, predicting caster performance is the objective, the tar-

get variable would be maintenance event. Prior to feature engineering there are a substantial

number of potential predictor variables. The process of feature engineering described within

this chapters aims to address questions such as ‘is segment bearing flow a good predictor? ’

and explanatory questions such as, ‘should there be a predictor variable for bearing flow for

every individual segment or every segment position group (bender, horizontal, straight, verti-

cal)? ’.

Zheng and Casari (2018) notes that the feature engineering process is highly dependent

on the data set and the target variables. Furthermore, that there is no single correct method

for performing feature engineering. The feature engineering tasks considered are heavily

depended on findings of research and are supported by domain expertises of casting engineers

to ensure sensible, interpretable and useful features are developed. A range of features have

been generated within this research, these include outlier features, grouped variable features

and statistical features. The approach taken to generate these features is outlined in the

following subsections.

6.1.1 Outlier Features - Tolerance bounds

Chapter 5 considered Outlier Detection to highlight extreme deviations to clean the data,

these were then flagged and removed as part of preprocessing to prepare the data. This

chapter considers identifying outliers for feature engineering; to generate deviation features

that identity bounds or tolerance ranges which can be utilised to help categorise ‘normal’

machine performance. Prior to generating the tolerance features these deviations must first

be identified within the data.

To help visualise these outliers, scatter plots have been generated to support further

exploratory analysis in addition to that seen in Chapter 3. They help to determine if data

points follow a general pattern and if the points that follow the same general pattern are part

of a cluster. If there are data points in the scatter plot that are far from the general pattern

of the other points, these are recognised as outliers. Figure 6.1 illustrates the relationship

between two sensor variables, Bearing Flow and Roll Flow for strand 1 segment 10. The
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plotted data points relate to the coordinates of the values for the two variables.

Figure 6.1: Scatter Plot - Segment 10 strand 1 bearing flow and roll flow

It is clear that there appears to be a notable pattern indicating clear clusters/groupings

of data values. By scaling the axis to enlarge the coordinates, Figure 6.2 enables a closer

look at these clusters/groupings.

Figure 6.2 highlights a large central cluster containing values in the range of 310 - 355

on the x-axis and 345 - 385 on the y-axis. The significance of these values is unknown. To

understand and explain anomalies as features within the data, two techniques are considered:

� z-score - A parametric outlier detection method applied in a one or low dimensional

feature space.

� Numeric Outlier - Simple, non-parametric outlier detection method applied in a one

dimensional feature space.

The z-score technique was previously utilised in Chapter 5 to identify outliers. However,

in this chapter the z-score is calculated and utilised to build an outlier feature which acts as

a threshold. Values that lie outside of this threshold tolerance are then flagged as anomalies,

potentially indicating ‘abnormal’ behaviour. This purpose of engineering a feature for out-

lier values, is to flag these events within the data to determine if a breach of the identified

tolerance is a strong predictor indicating a maintenance event.
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Figure 6.2: Enlarged Scatter Plot - Segment 10 strand 1 bearing flow and roll flow

The z-score technique assumes a Gaussian distribution of the data. The outliers are the

data points within the tails of the distribution and therefore placed at significant distance

from the mean. How far from the mean depends on the set threshold zthr. For the normalised

data points zi calculated using 5.1, an outlier is a normalised data point which has an absolute

value greater than zthr, as shown in 6.2:

|zi| > Zthr (6.1)

commonly used zthr values are 0.5, 1 and 2. This research considered all three.

Th standard deviation and generated z-score values are used to help examine and inter-

pret data. In generating a z-score the variance in the data is standardised to the specified

number of standard deviations a value is to be identified from the mean or median. The

following calculation is applied within a Python Snippet to generate a z-score for all data

points within each of the sensor data variable columns:

Algorithm 2 Calculate z- score for all sensor variable columns

for column in columns do:
column z-score = column + ’z-score’
data[column z-score] = (data[column] - data[column].mean()/median()) / std(ddof=0)

Here the column z-scores are calculated by subtracting the column mean/median and
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diving by the standard deviation with degrees of freedom set to 0.

Algorithm 3 Feature Engineering of Outlier Features based on z- score for all sensor variable
columns

for column do in data:
for value do in data[column]:

if value (-0.5) and value (0.5) then:
value list.append(0)

else value list.append(1)

In addition to using the z-score technique, the Numeric Outlier approach identifies outliers

by calculating the Inter Quartile Range (IQR). The first and third quartiles (Q1, Q3) are

calculated, an outlier is then a data point xi that lies outside the interquartile range:

Q3 + k(IQR) < xi < Q1− k(IQR)

Where IQR = Q3−Q1 and k ≥ 0
(6.2)

Using the interquartile multiplier value k = 1.5 the range limits are the typical upper and

lower whiskers of a box plot. The KNIME Numeric Outlier node can be used to implement

this method.

The Numeric Outlier node, detects and treats the outliers for each of the selected columns

individually by means of interquartile range (IQR). Columns are selected manually to exclude

or include for which outliers have to be detected and treated. Here the data is inputted and

the interquartile range multiplier (k) is set to the default, k = 1.5. A larger value of k will

cause less outliers to be considered. The use of ‘heuristic’ is applied as a number of recorded

values is large for each variable (Sensor Variables) . ‘Apply to All Outliers ’ option is selected

to generate upper and lower bound limit for each. It’s important to identify thresholds to

help indicate normal and abnormal values. The quartile calculation is set to use a full data

estimate which creates more accurate results but requires more memory.

It can be beneficial to have an upper and lower bound on the data, these bounds can be

used to help indicate anomalies and set expectations for ‘normal’ behaviour. For a predictive

model, it can be useful to know the expected range that feasible predictions may take. A

bound on observations from a population is called a tolerance interval. A tolerance interval is

different from a prediction interval and a confidence interval, as a tolerance interval covers a

proportion of the population distribution. A prediction interval quantifies the uncertainty of
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a single predicted value and a confidence interval quantifies the uncertainty of a population

parameter e.g mean or median.

There are two main approaches to calculate tolerance intervals:

� Parametric - Use knowledge of population distribution in specifying both coverage

(proportion of population covered by the interval) and confidence (probabilistic confi-

dence).

� Non-parametric - Use rank statistics to estimate coverage and confidence.

The non-parametric approach often achieves slightly less precision as a result of the limited

information about the distribution.

As mentioned above the interquartile range is used to find outliers in data that deviate

from normal or expected behaviour. Outliers or non-normal behaviour here are defined as

observations that fall below Q1−1.5 IQR or above Q3+1.5 IQR. A binary variable indicating

a value beyond the IQR has been generated to represent this data within the model. Those

that fall below are represented in the lower bound variable and those above by the upper

bound variable. As shown in figure 6.3.

Figure 6.3: Outlier Features using Numeric Outlier (IQR)
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The z-score is a parametric measure if the mean is used and a non-parametric measure if

the median is used. An outlier is presented as value that is some measured deviation away

from the mean/median of the data. A binary variable represented an upper and lower limit

is created for values that are 0.5,1 and 2 standard deviations away from the mean/median.

The significance of this feature is discussed in Chapter 7.

6.1.2 Correlation Analysis

According to Filzmoser P. (2018), Correlation Analysis is a statical technique used to deter-

mine the strength of a relationship between two quantitative variables. A high correlation

infers that two or more variables have a strong relationship with each other, whilst a low

correlation means that the variables are hardly related. Correlation analysis is the method

used to identify and understand the strength of that relationship with available statistical

data.

In terms of the strength of relationship, the value of the correlation coefficient varies be-

tween +1 and -1. A perfect degree of association between the two variables is indicated by a

value of +1 . As the correlation coefficient value tends towards 0, the relationship between

the two variables becomes weaker. The direction of the relationship is indicated by the sign

of the coefficient; a + sign indicates a positive relationship and a – sign indicates a negative

relationship.

The type of correlation measured depends on the data and the assumptions made:

� Pearson r correlation - Most commonly used statistic to measure the degree of the

relationship between linearly related variables.

� Spearman rank correlation - Non-parametric test that is used to measure the degree

of association between to variables.

The Pearson r correlation is calculated using the following formulae:

rxy =
n
∑
xiyi −

∑
xi

∑
yi√

n
∑
x2i − (

∑
xi)2

√
n
∑
y2i − (

∑
yi)2

(6.3)

Where rxy represents the Pearson ρ correlation coefficient between x and y, n the number

of observations, xi the value of x for the ith observation and yi the value of y for the ith

observation.

A Pearson’s correlation analysis assumes the following:
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� The two variables should be measured at the interval or ratio level.

� There should exist a linear relationship between the two variables.

� Both variables should be roughly normally distributed.

� Each observation in the data set should have a pair of values.

� There should be no extreme outliers in the data set.

The Spearman rank correlation is calculated using the following formulae:

ρ = 1− 6
∑
d2i

n(n2 − 1)
(6.4)

Where ρ represent the Spearman rank correlation, di the difference between the ranks of

corresponding variables and n the number of observations.

A Spearman’s correlation analysis assumes the following:

� Both variables are at least ordinal variables.

� Independent observations or precisely- independent and identically distributed variables

As outlined in Chapter 5 data transformation included scaling variables such as ‘Slab

Weight’ and transforming sensor data variables to z-scores. As a result, the Spearman’s rank

correlation is considered to examine if there is a statistically significant relationship between

recorded measurements by individual sensors.

To explore the relationship between variables, scatter plots are utilised. Figure 6.4 illus-

trates the relationship between the roll speed for segment 9 and 10. Generally there is a tight

positive correlation between both sensors z-score measures. To further interpret the relation-

ship between the roll speed for segment 9 and 10 the correlation coefficient and p-value are

calculated, these are presented in Table 6.1.
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CC3-S2 WDR9 SPEED Zscore

Correlation Value P-value

CC3-S2 WDR9 SPEED Zscore 0.9970739 0

Table 6.1: Rank Correlation between CC3-S2 WDR9 SPEED Zscore and
CC3-S2 WDR9 SPEED Zscore

Figure 6.4: Scatterplot

Due to the large number of variables considered, it can be difficult to holistically examine

the relationship between variables. An effective way to check the correlations among columns

for large data sets is by visualising the correlation matrix as a heatmap. A Python snippet is

utilised, the package ‘heatmapz ’ is installed and the following imports ‘ from heatmap import

heatmap, corrplot ’ are considered.

Figure 6.5 presents the heatmap for the sensor variables, green means positive, red means

negative. There are a mix of positive and negative relationships. The stronger the colour,

the larger the correlation magnitude, again there are a mix of strong and weak correlations.

This is as expected as sensor variables of the same type or position are likely to be closely

correlated. Different sensor types and positions are unlikely to be correlated.
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Figure 6.5: Heatmap for sensor variables
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To further investigate the relationship between variables a subset of the data is considered.

The heatmap presented in Figure 6.6 suggests that there is a very strong correlation between

bearing flow sensor set with each other and the roll flow sensor set with each other. There is

a no/very low correlation between different sensor types.

Figure 6.6: Heatmap for Bearing and roll flow sensor variables
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6.1.3 Grouped Variable Features

When analysing data, it can be beneficial to ‘group’ or ‘split’ data to compare the results

across different subsets. Based on the findings both the initial data analysis presented in

Chapter 3 and the results of the PCA analysis preformed for Data Reduction in Section 5.7,

two separate subsets of features are generated. The Sensor & Strand feature set is generated

by grouping the data into eight subsets based on the sensor type and the machine position.

These eight newly generated subsets are illustrated by Figure 6.7.

Figure 6.7: 8 Sensor & Strand Grouped Subset

The Rotated Component feature set is generated by grouping the data into three subsets

based on the information obtained from a the principle component analysis. The three newly

generated subsets are illustrated by Figure 6.8.

Figure 6.8: 3 Rotated Component Grouped Subset
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A range of newly generated features are created to summarise the information within

each of the subsets for the following:

� Mean - Average value determined by each variable within the subset.

� Coefficient of Variation - Is a measure of relative variability. It is the ratio of the

standard deviation to the mean (average) from each variable within the subset.

6.1.4 Autocorrelation Features

Autocorrelation represents the degree of correlation between values of the same variable

across different observations in the data. Scargle (1989) notes that autocorrelation is most

commonly utilised for time series data, where observations occur at different points in time.

Autocorrelation is applied to investigate correlations between each 30 minute interval for sen-

sor measurements. It is anticipated that the sensor measurements that are only an interval

apart (recording captured at 9.00 compared to recording captured at 09:30) are more simi-

lar to sensor measurements that are a greater time step apart (recording captured at 09:00

compared to recording captured at 06:00). If the sensor values that occur closer together in

time are more similar than those further apart, the data would be autocorrelated.

According to Dow et al. (1984) autocorrelation can cause problems in statistical analyses,

techniques such as Ordinary Least Squares regression assumes independence of observations.

In addition, in a regression analysis, if the model is not correctly specified then autocor-

relation of the residuals can occur. For example, if the data follows a curved or U-shaped

function and a simple linear regression is considered then the residuals will be autocorrelated.

There are a number of Time Series analysis methods that can be used to test for au-

tocorrelation in the data, Ali (1987) notes that the Durbin-Watson statistic is commonly

used. However, within this research we are not interested in detecting autocorrelation among

observations because of concern of the model implications for Time Series analysis. Here,

the aim of identifying autocorrelation is to capture similarity between sensor observations

as a feature. Here to calculate the autocorrelation between a 30 minute time step interval

the correlation coefficient is calculated, this is shown in Figure 6.9. The correlation coeffi-

cient is then labelled with a binary indicator of 0 or 1 depending on whether the correlation

coefficient is significant or not. A correlation coefficient is labelled significant (1) if the cor-

relation coefficient is outside the +/- 0.4 range and (0) if it is within. This is applied to

each 30 minute interval time step and the output 0 or 1 is stored in a binary feature indi-

cating the correlation significance. It is envisaged that correlation between time steps may
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suggest ‘normal’ behaviour and no correlation between time steps may suggest ‘abnormal’

behaviour. This feature will indicate deviation from similarity among sensor observations,

the model performance will be evaluated to see if the binary correlation flag is an effective

predictor for the occurrence of a casting maintenance event. Figure 6.10 helps to illustrate

how the binary correlation feature is developed for the sensors/ groupings.

Figure 6.9: Time step correlation

Figure 6.10: Binary feature to indicate dissimilarity (no correlation) between time step
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6.1.5 Feature Engineering Summary

Feature Engineering focused on generating key variables to utilise within prediction models;

� Outlier Tolerance Features - Binary flag for Z-Score sensor values that lies (Yes (1),

No (0)) x standard deviations away from the mean/median, where x = 0.5, 1, 2.

� Numeric Outlier Feature - Binary flag for sensor values that lies (Yes (1), No (0))

outside of the IQR, where the outlier factor k = 1.5.

� Grouped Variable Features - Two subsets are identified based on initial analysis

and the results of the PCA. The first subset was based on initial analysis and indi-

vidually considers the four sensor types and two strands and groups these into eight

variables. The second subset based on the results of the PCA analysis groups together

the sensor variables as indicated by the rotated principle components. For both subsets

newly generated features are created for each variables for the mean (average sensor

measurement) and the coefficient of variation (ratio of standard deviation to mean).

� Autocorrelation Features - Binary flag to identify the correlation between time step

(correlated (1), no correlation (0)).

Figure 6.11: Feature Engineering Stages Flow Summary

Feature Engineering focused on generating or re-representing predictors, the purpose of

feature engineering was to ensure they fit the predictive modelling framework considered,

and convey the required information.
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6.2 Target Variable

A predictive model considers the historical data to learn patterns and uncover relationships

between other variables and the target variable. The target variable is the key feature to

be predicted. Often, the target variable isn’t a pre-existing feature within the data and

needs to be derived by utilising existing information to suit the specific business goal. For

this research the time in which a planned or unplanned maintenance event occurs and the

potential to highlight any patterns in historical data which may provide a prior indicator

to such an maintenance event occurring is important. Hence, the target variable needs to

represent the relationship between the time in which an event occurred and a notification

is recorded. This will enable the company to better plan and priorities maintenance activities.

To generated the target variable the 1Maintenance Events Data’ and ‘Sensor Data’ are

read into two separate data frames by the Python snippet node. A new column is gener-

ated in the sensor data to store the Unix time stamp from the date and time in the ‘Time’

column. The same is repeated in the maintenance events data and stored in the ‘Created

date’ column. The observations are then filtered to required range +/- 1.5hrs, 3hrs, 6hrs

and 12hrs and the code loops through the data within the specified range and counts the

number of ‘M1’, ‘M2’, ‘M3’ or combination of (M1/M2/M3). The counts are then added as

a new column within the unified data set, with a count for each 30 minute interval. The

information from the count variable is simplified by a binary variable, indicating ‘Yes’ (1) or

‘No’ (0) for the occurrence of an event. Here, twenty four potential binary target variables

are generated covering different time frames from 3 hours to 24 hours. Figure 6.12 presents

a simplified outline of the unified data set.

Figure 6.12: Target Variables
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6.2.1 Target Variable Selection

To measure the effectiveness and select the target variable, the newly generated variables

were compared against generated sensor tolerance bounds. The generated sensor tolerance

bound is a generated binary variable indicating when a sensor measurement lies x standard

deviations away from the mean. The generated sensor tolerance bounds acts as an indicator

for ‘normal’ and ‘abnormal behaviour’. To evaluate and select the target variable from the

twenty four potential targets, a cross tabulations table was used. A cross tabulation provides

a way of analysing and comparing the results for more variables with the results of others.

To compare each individual target variables performance, a Logistic Regression algorithm

was considered.

According to Ellis et al. (1968) regression analysis is a type of predictive modelling tech-

nique which can be used to find the relationship between a dependent variable (usually known

as the “Y” variable) and either one independent variable (the “X” variable) or a series of

independent variables. Regression analysis is in general used for one of the following:

� Forecasting the effects or impact of specific changes - For example, if a retailer

wants to forecast how much stock of a particular product they need to order to meet

the current demand.

� Forecasting trends and future values - For example, predicting the price increase/

decrease of a certain product in 6 months time.

� Determining the strength of different predictors - In other words, assessing

how much of an impact the independent variable(s) has on a dependent variable. For

example, if a sports clothing/equipment company is sponsoring a event/match, they

might want to determine if the advertisement being displayed during the event/ match

accounted for any increase in sales.

In Chapter 6 regression analysis is introduced as a predictive modelling technique for

forecasting. Chapter 6 includes further details such as, assumptions, applications, types,

advantages and disadvantages and more. For target variable selection this Chapter considers

regression analysis to determine the strength of different predictors.

According to Japkowicz (2006) a confusion matrix is one of the simplest and most in-

tuitive metrics used for finding the accuracy of a classification model. This method is very

popular when evaluating a logistic regression and helps to describe the performance of the
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classification. Figure 6.13 outlines the information presented within a confusion matrix.

Figure 6.13: Confusion Matrix

A confusion matrix is created for each of the variable groups in the cross tabulation and

is used to compare the actual value and the predicted value. Here the predicted value is

represented by the maintenance event variable and the actual value is represented by the

sensor threshold variable. A true positive refers to the case where the actual value as well

as the predicted value are true. Here, this refers to the occurrence of a maintenance event

being predicted and the occurrence of a maintenance event actually happening.

A false negative, refers to the case where the actual value is true but the predicted value is

false. According to Banerjee and Chaudhury (2009) this is known as a Type II Error. Here,

this means that a maintenance event occurred but the model predicted that an event did not

occur. A false positive case is where the actual value is false and the predicted value is also

false. Here, this refers to the case where a maintenance event was predicted but no mainte-

nance event actually occurred. Banerjee and Chaudhury (2009) note that this is known as a

Type I Error. A true negative, is the case where the actual value is false and the predicted

value is also false. Here this refers to the case where no maintenance event occurred and the

model correctly predicted that no maintenance event occurred.

Figure 6.14 presents outlines the confusion matrix configuration for each Maintenance

notification type by time frame compared with each sensor threshold grouping.
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Figure 6.14: Confusion Matrix M1/M2/M3 Caster Maintenance Notification

Depending on the application and aim of prediction, it may be preferable to score lower

or higher in false positive and true negative. For example, consider predicting whether or

not a patient had cancer. A false positive result would indicate that a patient has cancer

when the patient does not in fact have cancer. This would mean that a patient may receive

unnecessary cancer treatment. However, a false negative would result in a missed diagnosis,

where the patient actually had cancer but the model predicted they did not. For medical

purposes the goal would be to reduce the likelihood of false negatives. For manufacturing

maintenance purposes, it is better to be over cautious, so false positive results would not

necessarily be un-desirable. However, a false negative indicating a missed maintenance event

would be un-desirable.

Figure 6.13 illustrates a single confusion matrix:

Figure 6.15: Confusion Matrix M1/M2/M3 Caster Maintenance Notification

Comparing the cross tabular results, it was identified that M1 Or M2 (Y/N) +/- 3hrs

provided the best fit.
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6.3 Feature Selection

Feature selection according to Han et al. (2015) is ‘the process of identifying and removing

as much irrelevant and redundant information as possible’. The objective being to achieve a

subset of features from the original problem that still sufficiently describe it. Feature selec-

tion however may introduce unintentional correlation in learning algorithm’s impacting the

algorithms generalisation ability. The use of feature selection is known to reduce both the

risk of overfitting and the search space. This ensures learning is more accurate and effective,

and that models and visualisation generated from data are more interpretable and concise.

According to Menon (2021), feature selection models are of two types:

� Supervised Models - Utilise methods that uses the output label class for feature

selection. They use the target variables to recognise the variables that can boost the

efficiency of the model.

� Unsupervised Models - Utilise methods that do not need the output label class for

feature selection. These are considered for unlabelled data.

Figure 6.16, illustrates that the feature selection models can be divided into three first

models.

Figure 6.16: Feature Selection Models provided by

These further models are applied to:

� Filter - Drop features based on their relation to the output or how correlating they are

to the output. Methods include, information gain, chi-square test, fishers score, etc.

� Wrapper - Split the data into subsets to train the model. The output of the model

is evaluated and based on the output features are added or removed. It utilises a

greedy approach reviewing the accuracy of different combinations of features. Methods

include, forward selection, backwards elimination, etc.
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� Intrinsic - Combines the Filter and Wrapper to create optimal subset. Methods in-

clude, lasso, ridge regression etc.

6.4 Recursive Feature Elimination

Kuhn and Johnson (2019) notes that, Recursive Feature Elimination (RFE), is a popular

feature selection algorithm because it is easy to configure and use. The methods is effective

at selecting the features (columns) in a training data set that are more or most relevant in

predicting the target variable. RFE applies a backward selection process to find the optimal

combination of features. First, it generates a model based on all features and calculates the

importance of each feature in the model. Once the model has been produced, it generates

rank-orders for the features and the one(s) with the least importance are iteratively removed

based on model evaluation metrics (e.g., RMSE, accuracy). According to Kuhn and Johnson

(2019), feature importance can be calculated based on the model using for example, random

forest importance criterion or using a model-independent metric, for example, using the Re-

ceiver Operating Curve (ROC) statistics. This process continues until an optimal subset of

features is retained in the model.

A Python snippet node can be utilised to perform RFE with sckit-learn. The RFE trans-

form is avaible via the RFE class, it is configured with a chosen algorithm and specified via

the estimator argument and the number of features to select via the n features to select ar-

gument. The algorithm provides a way to calculate the important scores, different algorithms

can be used. Once configured, the class must be fit to a training data set to select the features

by calling the fit() function. After the class is fit, the input variables that are selected can

be seen via the support attribute that provides a True or False for each input variable. The

RFE is then applied to the training and test data sets by calling the transform() function.

It is common to use k-fold cross-validation to evaluate a Machine Learning algorithm on a

data set. When using cross-validation, it is good practice to perform data transforms like

RFE as part of a Pipeline to avoid data leakage. Hannun et al. (2021) notes that as models

contain information about the data they were trained on, this information can leak through

the model or through the predictions made by the model.

205



6.5 k-fold Cross-Validation

Cross-validation is a resampling procedure, used to evaluate Machine Learning models on

a limited data subset. The method has a single parameter k that identifies the number of

groups that a given data sample is to be split into. When a specific value for k is chosen, this

is then often used in place of k when referring to the model, for example k = 10 referring

to 10-fold cross-validation. The procedure is applied to the unseen data and uses a limited

sample to estimate how well the model is expected to generalise when making predictions.

The key advantage to using this methods is that it generally results in a less biased model

than other train/test splits. The procedure is performed as follows:

1. Data set is randomly shuffled.

2. The data set is split into k groups.

3. For each individual group:

Take the group as a test set or as a holdout set.

Take the remaining groups and assigned them as a training data set.

The model should then be fitted to the training set and evaluated on the test set.

Retain the evaluation score and discard the model.

4. Summarise model capability using the sample of model evaluation scores.

Each sample has the opportunity to be used in the test/hold out set once and to train

the model k − 1 times. Kuhn et al. (2013) note that ‘The choice of k is usually 5 or 10, but

there is no formal rule. As k gets larger, the difference in size between the training set and

the resampling subsets gets smaller. As this difference decreases, the bias of the technique

becomes smaller.’ James et al. (2013) further suggest that a value of k = 5 or k = 10 is com-

mon, ‘Typically, given these considerations, one performs k-fold cross-validation using k = 5

or k = 10, as these values have been shown empirically to yield test error rate estimates that

suffer neither from excessively high bias nor from very high variance’.

Figure 6.17 provided by Viegas et al. (2016) illustrates the method.
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Figure 6.17: k-fold cross-validation

6.6 RFE and k-fold Cross-Validation for Feature Selec-

tion

Within this research RFE is applied to a classification problem for feature selection. Differ-

ent algorithms can be used for the RFE as long as they provide some indication of variable

importance. Logistic regression is used in the baseline model and is therefore considered to

select features. Logistic regression is an explainable algorithm and therefore provides suf-

ficient information for interpreting feature importance. It is worth noting that the same

algorithm considered for the model does not need to be applied to select features.

Within a Python snippet node in KNIME a LogisticRegression() algorithm is fitted on the

selected features, estimators is the object used to reduce the dimensionality. A total of 982

features are considered, these include those derived through feature engineering. RFECV()

handles cross-validation, this is set to select 5 rounds, with Recall used as the scoring metric.

6.6.1 Examining the output for RFE and k-fold CV

The rfecv object contains the number of attributes in its output. n features contains the

number of features selected via cross-validation; support contains a mask array of the selected

features; ranking contains the feature ranking of the best features; grid scores contains the

cross-validation scores. The cross-validation iteration updates the score for each number of

removed features. To examine the number of features selected, rfecv.n features is selected to
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print the optimal number identified, base on the score and the RFE on the complete dataset,

keeping only the n features to select features . Here the follow is returned:

Optimal number of features: 91

To visualise the impact on the model’s performance as the number of features are de-

creased, the number of features used in the model versus the model cross-validation recall

score are plotted. As seen in Figure 6.18, more features does not necessarily mean a better

model, the model’s recall quickly reduces when uninformative features start to increase. It is

clear that there highest increase in model recall is achieved at 91 features with a noticeable

decrease illustrated at around 450 features.

Figure 6.18: RFE and k-fold CV

As noted, the rfecv object contains some hidden data attributes that can be extracted to

determine which features the LogisticRegression() identified from the data set as those which

were informative. To extract these features a dataframe is created, within this dataframe

a feature index is generated by looping through the data and appending a new row to the

dataframe. The selected features included mean and correlation features for the rotated com-

ponent groupings and individual sensor z score features for a range of segment positions for

strand 1 and strand 2. These selected features are extracted an used as model features.
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Train Test

Precision 82.57 59.38

Recall 83.44 79.17

Average Precision 92.343068 77.20579

Mean CV Precision N/A 59.95

Mean CV Recall N/A 74.69

Std.Devation of CV Precision N/A 6.612

Std.Devation of CV Recall N/A 9.367

Table 6.2: Logistic Regression Model Report RFE applied

There are a number of reasons for applying RFE, within this research a large number

of predictor variables have been generated. There are often redundant or irrelevant features

in models with a large number of predictor features. There are often hidden relationships,

computational costs associated with storage and computer resources, increased time taken for

completion and difficulties interpreting or explaining. RFE, enables the feature spaced to be

reduced considerably by ensuring only significant and relevant features are included, Figure

6.18 provides evidence to suggest that the reduction will lead to an increase productivity and

understandability and decrease chances of over-fitting.

The RFE uses a Logistic Regression algorithm and selects features automatically using

cross-validation and then fits algorithm on the selected features can be seen in Table 6.2:

Interpreting the results presented in Table 6.2, the model has a precision of 82.57 for the

training set and 59.38 for the test set. This indicates that the model is correct approximately

82% of the time for the training data and 59% of the time for the test data. The recall

indicates what proportion of actual positives were identified correctly, the model has a recall

of 83.44 for the training data and 79.17 of the test data. This indicates that the model has

correctly identified maintenance events for 83% for the training data and 79% of the test

data. Further exploring the mean cross-validation precision and recall values, it can be seen

that the precision increased slightly to 69% and the recall decreased slightly to 75%.

Due to the stochastic nature of the algorithm or even the evaluation procedure, differences

in numerical precision results can vary. The model was run a few times before considering

the average outcome.
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6.6.2 Model Pipeline

The pipeline is a Python scikit-learn utility for performing Machine Learning tasks. The

main reason for utilising a pipeline is that it enables a linear series of data transformations

to be linked together. This results in a measurable modelling process by ensuring all phases

in the pipeline are restricted to data available for the testing. Furthermore the pipeline helps

to reduce data leaks where data from training is leaked to the test set. The RFE model is

added to the pipeline as a final model to make predictions for classification. The RFE and

model are fitted to all available data, the predict() function is then called to make predictions

on the new data.

6.7 Baseline Model Development

Logistic Regression is a binary classification problem, if there are more than two classes this

is considered a multi-class classification problem. This research considers a binary classifica-

tion problem focusing on predicting the occurrence of a maintenance event. The purpose of

developing the binary classification model is to better understand the key features/ predictor

variables that potentially indicate the occurrence of a casting maintenance activity.

Within the KNIME Analytics Platform, the Python snippet is used to import the neces-

sary libraries and modules to build a baseline logistic model. These packages include ‘numpy’,

‘pandas’, ‘matplotlib.pyplot’ and ‘seaborn’ for data manipulation and visualisation. The data

considered for the baseline model contains 469 features and one target. The Target has two

classes:

� Maintenance Event - Labelled (1).

� No Maintenance Event - Labelled (0).

A pandas dataframe for the features and a pandas series for the target is created. Within

the data X contains all the features and Y has the target. The data has been previously

split into training and validation sets. The training data is used to train the model and the

validation set is used to evaluate the trained model, this is previously discussed in 5.4.

Logistic Regression needs discrete outputs (0/1), there is no clear approach to obtain

either 0 or 1 as the output. The Logistic Regression implements a Logit function, which is

a mathematical function that helps to push the output closer to 0 or 1. Further details on

this techniques can be found in Chapter 4. Once the Logit function has been calculated, it

210



is parsed to a probability distribution. A P (y) > 0.5 is assigned to 1 and less than or equal

to is assigned to 0. The linear function P (y) is transformed into discrete (y) values.

Logistic Regression can be performed using either SciKit-Learn or statsmodels library.

The mathematical concepts can be better explored using the statsmodels library. The Lo-

gistic Regression performed using the ‘SciKit-Learn’ library uses only a few lines of code, from

sklearn.linear model import LogisticRegression. The model is created, ‘class sklearn.linear model.

LogisticRegression(penalty=’l2’, *, dual=False, tol=0.0001, C=1.0, fit intercept=True,

intercept scaling=1, class weight=None, random state=None, solver=’lbfgs’, max iter=100,

multi class= ’auto’, verbose=0, warm start=False, n jobs=None, l1 ratio=None)’.

The model is run with default parameters, details of these parameters are provided by

Scikit-learn (2021) and presented in Table 6.3. To fit the Logistic Regression model the train-

ing data model=LogisticRegression() .fit(x train, y train). To obtain the model predictions

the model. predict(x test) is considered. The results of this model are presented in Section

6.8.
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Parameter Default Description

penalty= l2 l2 penalty term is default.

dual= FALSE when n samples greater than n features.

tol= 0.0001 default stopping criteria.

c= 1
Inverse of regularisation strength; positive float re-
quired. Smaller values specify stronger regularisation.

fit intercept= TRUE
Specifies if a constant (bias or intercept) should be
added to the decision function.

interept scaling= 1
If required a synthetic feature with constant value equal
to intercept scaling is appended to the instance vector.

class weight= None Weights associated with different classes.

random state= None Control for the randomness of the estimator.

solver= ‘ibfgs’
Algorithm to use in the optimisation problem. Default
is ‘lbfgs’.

multi class= ‘auto’ Bootstrap samples used to build trees.

verbose= 0 Controls verbosity when fitting and predicting.

warm start= FALSE Erase previous solution.

random state= None Control for the randomness of the estimator.

warm start= FALSE Fit a new forest.

n jobs= None 1 is default, number of jobs to run in parallel.

1 ration= None
The Elastic-Net mixing parameter, set to default ‘None’
not required.

Table 6.3: Logistic Regression Parameters

6.8 Baseline Model Evaluation

In this section, the baseline model is evaluated via a Python Snippet using a number of

evaluation metrics provided by scikit-learn including, classification report, confusion matrix,

roc curve, roc auc score, precision recall curve and average precision score.
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6.8.1 Classification Report

The classification report function provides a summary of the model. It includes the precision

score, F1 score, recall, and support metric. Observing a classification report, the accuracy

and performance of the baseline model can be interpreted.

precision recall f1-score support

0.00 0.85 0.89 0.87 151

1.00 0.62 0.53 0.57 49

accuracy 0.81 200

macro avg 0.74 0.71 0.72 200

weighted avg 0.80 0.81 0.80 200

Table 6.4: Classification report for the Logit (Baseline)

Based on the count of each section shown in Table 6.4, the precision and recall for each

label can be calculated:

� Precision - Measure of the accuracy provided that a class label has been predicted,

precision = TP/(TP + FP ). For both classes a high precision is achieved, the highest

being for the 0 class, which is as expected as this class is better represented within the

data (more non-maintenance notification events than maintenance notification events).

For the 1 class 26/(16 + 26) = 0.62 is achieved, the rate of true positives in all positive

cases.

� Recall - Is true positive rate, Recall = TP/(TP + FN). For the 0 class a good recall

is achieved, for the 1 class an average recall is achieved (26/(23 + 26) = 0.53, rate of

true positive in all true cases). This suggest that the model could be over-fitting on

the 0 class.

� F1 Score - Is the harmonic average of the precision and recall, an F1 score of 1 suggests

a perfect precision and recall, and a value close to 0 suggested a poor precision and

recall. A high F1 score is achieved for the 0 class and an average F1 score is achieved

for the 1 class. Again, further supporting that potentially the model is over-fitting on

the 0 class.

� Accuracy - A measure of how often the algorithm classifies a data point correctly,

Accuracy = TP + TN/(TP + TN + FP + FN). The Baseline Logistic Regression

classifies data points accurately 81% of the time. However, whilst 81% accuracy seems
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a good fit, Precision and Recall provided a more detailed evaluation of the disparity

between the number of positive and negative labels (especially when dealing with class-

imbalance).

� Weighted Avg - The average accuracy for the logistic regression classifier, average of

the F1 score for both labels, a value of 0.80 is achieved, which suggests the model is a

good fit.

6.8.2 Confusion Matrix

The models considered are for a two-class problem, and we are interested in discriminating

between observations with a specific outcome from normal observations. The event row

is assigned ‘positive’ and the non-event row is assigned ‘negative’. The event column of

predictions can then be assigned ‘true’ and no-event ‘false’.

� True positive - Correctly predicted event values.

� False Positive - Incorrectly predicted event values.

� True Negative - Correctly predicted no-event values.

� False Negative - Incorrectly predicted no-event values.

The array presented in Table 6.5 outlines the confusion matrix for the baseline Logistic

Regression model:

[[135 16]

[23 26]]

Table 6.5: Confusion matrix for the Logit (Baseline)

The array is categorised as seen in Table 6.6:

214



Predicted

Event No-Event

Actual
Event True Positive False Positive

No-Event False Negative True Negative

Table 6.6: Interpreting the Confusion Matrix

In Table 6.5, in row 0 there are 151 points, 135 are correctly allocated to 0 and 16 are

incorrectly assigned to 1. There are therefore 16 false positive cases. In row 1 there are

49 points, 23 are incorrectly allocated to 1 and 26 are correctly apportioned to 0. This is

indicates a high false positive rate where the model incorrectly predicts the positive class,

within this research we want to try to minimise this as it refers to maintenance failure events

not being predicted. In this business scenario, it would likely be better to have an increased

false positive rate over and increased false negative rate as this would mean that failures are

less likely to go undetected. However, the risk of unnecessary maintenance may be observed.

6.8.3 Precision Recall Curve

The Precision-Recall curve can be plotted to investigate the trade-off between the two classes

in the model. In this curve, Precision and Recall are inversely related; as Precision increases,

Recall falls and vice-versa. A balance between the two classes is essential otherwise the result

will be a large number of false positives, or not enough actual maintenance events flagged.

To investigate and to compare performance, the precision-recall curves is calculated for the

model.

Figure 6.19 suggests the model predicts mostly negatives or in other words 0 class (no-

event). This further supports the results presented when evaluating other performance met-

rics. The Average Precision (AP) summarizes the plot presented as the weighted mean of

precisions achieved at each threshold, with the increase in recall from the previous threshold

used as the weight. Here, AP=0.44 which suggests a poor average precision. As this is a

baseline model, there are a number of factors that could be contributing to performance, AP

refers to precision representing the accuracy of a choice at a certain threshold. To improve

the model’s performance in relation to precision the threshold could be adjusted. This is

important for unbalanced classes seen within this research as depending on the business goal

it might be more desirable to prioritise accuracy over recall or recall over accuracy.
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Figure 6.19: Precision Recall Curve
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6.8.4 ROC Curve & AUC Score

To assess the model’s sensitivity (true positive rate) and specificity (true negative rate) a

Receiver Operating Characteristics (ROC) curve is generated to visualise these two

metrics. 6.20 presents the ROC curve for the baseline Logistic Regression model. The diago-

nal line (coloured orange) represents the random guessing (random classifier). The blue line

represents the ROC for the baseline Logistic Regression model. The ideal decision threshold

should have a high TPR (close to 1) and a low FPR (close to 0). The more that the curve

hugs the top left corner of the plot, the better the model performs at classifying the data

into categories. As seen in figure 6.20 the logistic regression model is not great at classifying

the data into the categories.

Figure 6.20: ROC Baseline Logit

The Area Under the ROC curve (AUC) provides and aggregate measure of per-

formance across all possible classification thresholds. AUC is scale-invariant and helps to

measure how well predictions are ranked. AUC is also threshold classification invariant,
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therefore the metric measures the model’s predictions regardless of what threshold is chosen.

To interpret the AUC, it presents the probability that the model ranks a random positive

example more highly than a random negative example. The AUC for this logistic regression

model is 0.832, this suggests that the model has a good overall fit despite the low recall rate

on class 1 occurrence of a maintenance notification event. The higher the AUC (closer to

1) the better the model is a predicting 0’s as 0’s and 1’s as 1’s. The higher AUC for the

baseline logistic regression model is likely significantly influenced by the model’s high overall

performance at classifying 0’s as 0’s.

6.8.5 Baseline Model Conclusion

Reviewing the results of the baseline model it is clear that a number of improvements or

model alternatives are required to ensure the model is both reliable and effective. There are

a number factors that influence a model’s performance these include, the quality and num-

ber of training sets, the hyper-parameters, accuracy requirement threshold that influences

the model’s ability to distinguish between classes, model selection and poor data representa-

tion (imbalanced data). These considerations for model improvements are addressed in the

following chapter, Chapter 7.

6.9 Model Development Summary

To summarise, this chapter focused on generating important features that best represent the

available data and that are in a form to be considered by predictive modelling analysis. The

target variable was identified and the features were refined. A baseline model that considers

Logistic Regression is developed, this forms the basis for future model improvements and

evaluation in Chapter 7.

218



Chapter 7

Model Improvements

There are a number of ways in which a predictive model can be built, improving the accuracy

and the performance of a predictive model can be difficult but this chapter outlines a series

of alternative algorithms and various iterative improvements to arrive at the final model

presented by this research. Figure 7.1 presented by Deeb (2015) illustrates seven ways to

improve a predictive model, Deeb (2015) refers to the diagram as the ‘war horse’ of model

tuning.

Figure 7.1: 7 Ways to improve a predictive model
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Two significant factors that can impact a model’s performances in terms of precision are

Bias and Variance. Hastie et al. (2009) note that it is important to strike the right balance

between these, hence there is a trade off, decreasing one usually increases the other.

� Bias - Also referred to as under-fitting, is a measure of model rigidity and inflexibility,

Deeb (2015) notes that this is often that case when the model is not extracting the full

information from the data.

� Variance - Also referred to as over-fitting, is a measure of model inconsistency, Deeb

(2015) notes that model’s with high variance perform very well on some data points but

fail to perform at all on others. This is largely due to the model being too flexible for

the volume of training data, capturing too much noise and learning random patterns

which cannot be generalised.

There are a number of ways to improve the bias variance trade off, adding more data,

removing bias from the data, adding or removing features, adjusting model parameters,

bagging and boosting or using different model classes. The flowing sections outline a series

of model improvements, tuning and comparisons to arrive at the final model.

7.1 Decision Tree Model

Decision Trees are a supervised Machine Learning method for classification, where the data

is iteratively split according to certain parameters. This section considers the application of

a classification tree, the outcome or decision variable is categorical/discrete, ‘maintenance

event’ or ‘no maintenance event’. The tree is built through a binary recursive partitioning

process, which splits the data into partitions and then further branches.

In KNIME, a Python snippet node is utilised to use a ‘DecisionTreeClassifier ’ in Sklearn.

The class is imported from the ‘tree’ module, each of the different parameters can be ad-

justed, these are discussed in Section 7.10. Initially the model is run with default parameters

to create a baseline for this model class.

‘DecisionTreeClassifier(*, criterion=’gini’, splitter=’best’, max depth=None, min samples split=2,

min samples leaf=1, min weight fraction leaf=0.0, max features=None, random state=None,

max leaf nodes=None, min impurity decrease=0.0, class weight=None, ccp alpha=0.0)’.

There are a number of default parameters are provided by Scikit-learn (2021), these are

discussed in Table 7.1:
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Parameter Default Description

criterion = ‘gini’
The function to measure the quality of a split, ei-
ther ‘gini’ or ‘entropy’.

splitter = ‘best’
The strategy to choose the best split, either ‘best’
or ‘random’.

max depth = None
The max depth of a tree, ‘None’ nodes are all ex-
panded until all leaves are pure or contain less than
‘min samples split’.

min samples split = 2 Min number of samples to split a node.

min samples leaf = 1 Min number of samples at leaf node.

min weight fractions leaf= 0
Min fraction of the sum of weights of all the input
samples at a node.

max features None
Number of features, ‘None’ selects the number of
features.

random state= None Control for the randomness of the estimator.

max leaf nodes= None ‘None’, unlimited number of of nodes.

min\-impurity decrease = 0
Nodes will be split if this split decreases the impu-
rity greater than or equal to this value.

class weight None Weights associated with different classes.

ccp alpha 0
Complexity parameter used for Minimal Cost-
Complexity Pruning

Table 7.1: Decision Tree Parameters

The gini index and information gain are methods that can be applied to select which

attribute from the n data set attributes would be placed at the root node or the internal

node. The gini index helps to determine how often a randomly chosen element would be

incorrectly defined. Hence, a lower gini index is preferable. Entropy helps to determine the

uncertainty of a random variable, it hence evaluates the impurity of observations. A higher

entropy is desirable and this indicates more information content.

7.1.1 Classification Report

The classification report function provides a summary of the model. It includes the precision

score, F1 score, recall, and support metric. Observing the results of the classification report,

the accuracy and performance of the Decision Tree baseline model can be interpreted.
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precision recall f1-score support

0.00 0.88 0.84 0.86 151

1.00 0.57 0.65 0.61 49

accuracy 0.80 200

macro avg 0.73 0.75 0.74 200

weighted avg 0.81 0.80 0.80 200

Table 7.2: Classification report for the Decision Tree (baseline)

Based on the counts of each section shown in Table 7.2, the precision and recall for each

label is discussed:

� Precision - A high accuracy is achieved for the 0 class, which is as expected, as this class

is better represented within the data (more non-maintenance notification events than

maintenance notification events), the result is slightly higher than that of the baseline

Logistic Regression model seen in 6.4. However, for the 1 class, 0.57 is achieved, this

is a decrease in comparison to the 0.62 achieved by the Logistic Regression baseline

model. Based on this measure, the baseline Logistic Regression appears to have a better

balance between classes.

� Recall - For the 1 class, a better performance of 0.65 is observed in comparison to

the baseline Logistic Regression model which only achieved 0.53. This suggests that

the model is less likely to be over-fitting on the 0 class in comparison to the baseline

Logistic Regression model.

� F1 Score - A high F1 score is achieved for the 0 class and a good F1 score is achieved

for the 1 class. This appears to slightly outperform the Logistic Regression baseline.

� Accuracy - The accuracy is comparable to the baseline Logistic Regression mode,

classifying predictions accurately 80% of the time.

� Weighted Avg - The average accuracy for the baseline Decision Tree is comparable

to that of the baseline Logistic Regression, a value of 0.74 is achieved, which suggests

the model is a good fit.

7.1.2 Confusion Matrix

The array presented in Table 7.3 is the confusion matrix for the baseline Decision Tree model:
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[[127 24]

[17 32]]

Table 7.3: Confusion matrix for the Decision Tree (baseline)

In Table 7.3, in row 0 there are 151 points, 127 are correctly allocated to 0 and 24 are

incorrectly assigned to 1. There are therefore 24 false positive cases, which is an increase

from only 16 false positives observed by the baseline Logistic Regression model in Table 6.5.

In row 1, there are 49 points, 17 are incorrectly allocated to 1, and 32 are correctly appor-

tioned to 0. However, this is an decrease from the 23 false negatives observed in Table 6.5.

Here, it is important to minimise the number of false positives and this refers to incorrectly

predicting a maintenance event. A high false negative rate would mean that a high number

of maintenance failure events would go undetected.

7.1.3 Precision Recall Curve

Figure 7.2 suggests the model predicts mostly negatives or in other words 0 class ‘non- mainte-

nance event’. This further supports the results presented when evaluating other performance

metrics. The Average precision (AP) summarises the plot presented as the weighted

mean of precisions achieved at each threshold, with the increase in recall from the previous

threshold used as the weight. Here, AP=0.46 which suggests a poor average precision. This

result is similar to the baseline model, which achieved an AP of 0.44.
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Figure 7.2: Precision Recall Curve Decision Tree

7.1.4 ROC Curve & AUC Score

To assess the model’s sensitivity (true positive rate) and specificity (true negative rate) a

Receiver Operating Characteristics (ROC) curve is generated to visualise these two

metrics. 7.3 presents the ROC curve for the baseline Decision Tree model. The diagonal

line (coloured orange) represents the random guessing (random classifier). The blue line

represents the ROC for the baseline Decision Tree model. As seen in figure 7.3 the Decision

Tree model is average at classifying the data into the categories. A desirable model would

ideally have a high cut-off for the true positive rate and a low cut off for the false positive

rate . However, the area under the curve is large, which suggests model is able to classify

observations into classes.
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Figure 7.3: ROC baseline Decision Tree

The AUC for this Decision Tree model is 0.747, this suggests that the model has a good

overall fit despite the low recall rate on class 1 occurrence of a maintenance notification event.

In comparison to the baseline Logistic Regression model which achieved a AUC of 0.832, this

model presents a slightly worse fit.

According to Jason (2017), ‘the Decision Tree algorithm is effective for balanced classifi-

cation, although it does not perform well on imbalanced data sets ’. This is due to the splitting

criteria, when both groups are dominated by examples from a single class the model will see

good separation, however, the minority class is ignored. Section 7.3 explores methods for

imbalanced classification.
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7.2 Random Forest Model

The Random Forest classifier is an ensemble algorithm, meaning the model utilises multiple

instances from another algorithm at the same time to achieve a result. Within KNIME, a

Python node is utilised to apply a RandomForestClassifier class from the sklearn.ensemble

module.

‘class sklearn.ensemble.RandomForestClassifier(n estimators=100, *, criterion=’gini’, max depth=None,

min samples split=2, min samples leaf=1, min weight fraction leaf=0.0, max features=’sqrt’,

max leaf nodes=None, min impurity decrease=0.0, bootstrap=True, oob score=False, n jobs=None,

random state= None, verbose=0, warm start=False, class weight= None, ccp alpha=0.0,

max samples=None’.

To fit the data to the model, the .fit() method is applied to take the training features

and labels as inputs. Predictions are then achieved by using the .predict() method to pass

the test features. Initially the model is run with default parameters to create a baseline for

this model class.

There are a number of additional parameters considered within the Random Forest model,

compared to those presented for the Decision Tree model in Table 7.1, additional parameters

are highlighted yellow in Table 7.4:
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Praameter Default Description

n estimators = 100 Number of trees in forest.

criterion= ‘gini’
The function to measure the quality of a split, ei-
ther ‘gini’ or ‘entropy’.

max depth = None
The max depth of a tree, ‘None’ nodes are all ex-
panded until all leaves are pure or contain less than
‘min samples split’.

min samples split = 2 Min number of samples to split a node.

min samples leaf = 1 Min number of samples at leaf node.

min weight fractions leaf= 0
Min fraction of the sum of weights of all the input
samples at a node.

max features= sqrt square root of features.

max leaf nodes= None ‘None’, unlimited number of of nodes.

min\-impurity decrease = 0
Nodes will be split if this split decreases the impu-
rity greater than or equal to this value.

bootstrap= TRUE Bootstrap samples used to build trees.

oob score FALSE
Whether to apply out-of-bag samples to estimate
generalisation score.

n jobs None 1 is default, number of jobs to run in parallel.

random state= None Control for the randomness of the estimator.

verbose= 0 Controls verbostiy when fitting and predicting.

warm start FALSE Fit a new forest.

class weight None Weights associated with different classes.

ccp alpha 0
Complexity parameter used for Minimal Cost-
Complexity Pruning.

max samples None
Number of samples to draw from to train each base
estimator.

Table 7.4: Random Forest Parameters

7.2.1 Classification Report

The classification report function provides a summary of the model. It includes the precision

score, F1 score, recall, and support metric. Observing the classification report, the accuracy
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and performance of the Random Forest baseline model can be interpreted.

precision recall f1-score support

0.00 0.87 0.94 0.90 151

1.00 0.75 0.55 0.64 49

accuracy 0.84 200

macro avg 0.81 0.75 0.777 200

weighted avg 0.84 0.84 0.84 200

Table 7.5: Classification report for the Random Forest (baseline)

Based on the count of each section shown in Table 7.5, the precision and recall for each

label can be reviewed:

� Precision - A high accuracy is achieved for the 0 class, which is as expected as this class

is better represented within the data (more non-maintenance notification events than

maintenance notification events), the result is slightly higher than that of the baseline

Logistic Regression model seen in 6.4. Also, for the 1 class, a value of 0.75 is achieved

which is a significant increase in performance in comparison to the 0.57 achieved by the

Decision Tree and the 0.62 achieved by the Logistic Regression baseline model. Based

on this measure, the Random Forest appears to have a better balance between classes.

� Recall - For the 1 class, a better performance of 0.55 is observed, this is slightly worse

than the 0.65 observed by the Decision Tree model but comparable to the Logistic

Regression model which achieved 0.53. This suggests that the model might be over-

fitting on the 0 class.

� F1 Score - A high F1 score is achieved for the 0 class and a good F1 score is achieved

for the 1 class. This again appears to outperform the Logistic Regression baseline.

� Accuracy - In comparison to the two previously considered models, this model achieves

a higher accuracy. The model classifies correctly 84% of the time.

� Weighted Avg - The average accuracy for the baseline Random Forest is comparable

to that of the baseline logistic regression and Decision Tree, a value of 0.84 is achieved,

which suggests the model is a good fit.
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7.2.2 Confusion Matrix

The array presented in Table 7.6 the confusion matrix for the baseline Random Forest model:

[[142 9]

[22 27]]

Table 7.6: Confusion matrix for the Random Forest (baseline)

In Table 7.6, in row 0 there are 151 points, 127 are correctly allocated to 0 and 9 are

incorrectly assigned to 1. There are therefore 9 false positive cases, which is an decrease

from 24 observed by the Decision Tree model and 16 false positives observed by the baseline

Logistic Regression model in Table 6.5. In row 1 there are 49 points, 22 are incorrectly

allocated to 1 and 27 are correctly apportioned to 0. However, this is an increase from the 17

false negatives observed by the Decision Tree model and comparable to the 23 false negatives

observed in Table 6.5 for the Logistic Regression model. Here, the Random Forest appears

to be more balanced in terms of false positives and false negatives. However, the choice on

desirable model between these depends on the business objective.

7.2.3 Precision Recall Curve

Figure 7.4 suggests the model predicts mostly negatives or in other words 0 class (no-event).

This further supports the results presented when evaluating other performance metrics. The

Average precision (AP) summarises the plot presented as the weighted mean of precisions

achieved at each threshold, with the increase in recall from the previous threshold used as

the weight. Here, AP=0.52 which suggests an ok average precision. This result is better

than the baseline model, which achieved an of AP = 0.44.
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Figure 7.4: Precision Recall Curve Random Forest

7.2.4 ROC Curve & AUC Score

To assess the model’s sensitivity (true positive rate) and specificity (true negative rate) a

Receiver Operating Characteristics (ROC) curve is generated to visualise these two

metrics. 7.5 presents the ROC curve for the baseline Decision Tree model. The diagonal line

(coloured orange) represents the random guessing (random classifier). The blue line repre-

sents the ROC for the baseline Decision Tree model. The ideal decision threshold should

have a high TPR (close to 1) and a low FPR (close to 0). The more that the curve hugs

the top left corner of the plot, the better the model performs at classifying the data into

categories. As seen in figure 7.5, similar to the previous model, the Random Forest model is

average at classifying the data into the two categories.
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Figure 7.5: ROC baseline Random Forest

The AUC for this Random Forest model is 0.884, this suggests that the model has a good

overall fit despite the low recall rate on class 1, the occurrence of a maintenance notification

event. In comparison to the baseline Logistic Regression model which achieved a AUC of

0.832, this model presents a slightly better fit. Breiman (2001) notes that for imbalanced data,

in the learning phase of the Random Forest, there is a high probability that the bootstrap

sample will contain no or very few observations from the minority class. The following

section provides a solution for imbalanced data and attempts to improve the performance of

the classification models presented within this research.

7.3 Imbalanced Data

In many real-world industry problems imbalanced data is a recurrent problem, this issue arises

when the number of observations representing one class are much lower in comparison to the

other class. Examples in the literature include, fraud detection, medical diagnosis, spam
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filtering, fault prediction and many more. Across these applications, an imbalanced ratio

IR can significantly impact the model’s performance. The large majority of classification

algorithms attempt to minimise the error rate rather than prioritising the minority class, this

as a result leads to a biased classification. Google Developers (2021) presents the following

to help identify what is considered as an imbalanced data set.

� Mild - 20% to 40% degree of imbalance.

� Moderate - 1% to 20% degree of imbalance.

� Extreme - less than 1% degree of imbalance.

7.3.1 Imbalanced Maintenance Events

To identify the degree of imbalance, the ratio of maintenance notification events observed

within this research is presented in Figure 7.6. To generate this plot the .value counts()

method is applied to investigate the ratio of the number of observations in each class for the

target variable ‘M1 Or M2 YesNo+-3Hours’.

Based on 1000 entries, the non- maintenance notification events account for 70.2% of the

data and the maintenance notification events account for 29.8% of the data. Hence, there is

a mild imbalance observed within the data.
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Figure 7.6: Frequency of Observations by Class for Target Variable

There are a number of methods that can be applied to deal with imbalanced data, such as

improving the classification algorithm or balancing the classes in the training data as part of

Data Preprocessing. As Model development and improvement is an iterative cycle, this task

requires revisiting the preprocessing stage, applying resampling techniques, with the goal to

either increase the frequency of the minority class or decrease the frequency of the majority

class. According to He and Ma (2013), ‘Sampling methods seem to be the dominate type of

approach in the community as they tackle imbalanced learning in a straightforward manner ’.

There are a number of resampling techniques, these are presented by Fernández et al. (2018):

� Oversampling methods - Duplicate observations from the minority class or generate

synthetic new observations in the minority class.

Random Oversampling (ROS) - Very simple method, from the training data

set observations are randomly duplicates from the minority class.

SMOTE - Jason (2017) notes, this is ‘the most popular and perhaps most suc-

cessful oversampling method’. The Synthetic Minority Oversampling Technique selects
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observations that are close in feature space, creating a line of intersection between

observations and creating a new observation as a sample point along the that line.

Borderline-SMOTE - An extension to SMOTE, observations from the minor-

ity class that are selected are misclassified and only generates synthetic samples of

observations that are ‘hard’ to classify.

� Undersampling methods - Delete or select a subset of observations from the majority

class.

Random Underampling (RUS) - Very simple method, from the training data

set observations are randomly removed from the majority class.

The following sections considers the above re-sampling methods and evaluates their per-

formance for each of the previously presented baseline classifiers. Utilising a Python node

within the KNIME workflow the ‘imbalanced-learn’ package is considered.

7.4 Logistic Regression RUS

The Random Undersampling is applied to the training data, the majority class ‘no mainte-

nance event’ is undersampled by randomly selecting samples.

The class ‘imblearn.under sampling. RandomUnderSampler(*, sampling strategy=’auto’,

random state=None, replacement=False)’ is considered.

The ‘sampling stratergy ’ is set to the default ‘auto’ which is equivalent to ‘not minor-

ity’. The ‘random state’ is also set to the default ‘none’, a random number generators is the

‘RandomState’ instance used by ‘np.random’. The ‘replacement=False’ is also selected, this

is the default to inform whether it is with or without replacement. The ‘fit resample()’ is

applied to resample the data set, the ‘logisitcRegression().fit ’ is applied to fit the classifier to

the resampled data and the ‘.predict()’ method is applied to generate the model predictions.

7.4.1 Classification Report

The classification report function provides a summary of the model. It includes the precision

score, F1 score, recall, and support metric. Observing the classification report, the accuracy

and performance of the Random Undersampling method applied to the Logistic Regression

baseline model can be interpreted.
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precision recall f1-score support

0.00 0.88 0.73 0.80 151

1.00 0.45 0.69 0.55 49

accuracy 0.72 200

macro avg 0.67 0.71 0.67 200

weighted avg 0.78 0.72 0.74 200

Table 7.7: Classification report for the RUS Logistic Regression

Based on the count of each section shown in Table 7.7, the precision and recall for each

label can be calculated:

� Precision - A very high accuracy is achieved for the 0 class, which is as expected

as this class is better represented within the data (more non-maintenance notification

events than maintenance notification events), the result is higher previously considered

models. However, for the 1 class, the result is very poor a value of 0.45 is achieved, a

decrease in performance in comparison to the 0.57 achieved by the Decision Tree and

the 0.62 achieved by the logistic regression baseline model. Based on this measure the

RUS method does not appear to have improved the model.

� Recall - For the 1 class a better performance of 0.69 is observed, this is slightly better

than the 0.65 observed by the Decision tree model but comparable to the Logistic

regression model which achieved 0.53.

� F1 Score - A high F1 score is achieved for the 0 class and a good F1 score is achieved

for the 1 class.

� Accuracy - The model is less accurate that the baseline model classifying accurately

72% of observations, previous models saw an 80+% accuracy.

� Weighted Avg - The average accuracy is the same as the baseline Decision Tree, a

value of 0.74 is achieved, which suggests the model is a good fit.

7.4.2 Confusion Matrix

The array presented in Table 7.8 illustrates the confusion matrix for the baseline Random

Forest model:
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[[110 41]

[15 34]]

Table 7.8: Confusion matrix for the RUS Logistic Regression

In Table 7.8, in row 0 there are 151 points, 110 are correctly allocated to 0 and 41 are

incorrectly assigned to 1. There are therefore 41 false positive cases, which is the largest

number of false positives cases observed in comparison to models considered prior. In row

1 there are 49 points, 15 are incorrectly allocated to 1 and 34 are correctly apportioned

to 0. This is a decrease in the number of false negatives however, this small reduction is

overshadowed by the larger number of false positive cases.

7.4.3 Precision Recall Curve

Figure 7.7: Precision Recall Curve RUS Logistic Regression
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Figure 7.7 suggests the model predicts mostly negatives or in other words 0 class (no-

event). This further supports the results presented when evaluating other performance met-

rics. Similar to previous models, the AP=0.44 suggests a poor average precision.

7.4.4 ROC Curve & AUC Score

To assess the model’s sensitivity (true positive rate) and specificity (true negative rate) a

Receiver Operating Characteristics (ROC) curve is generates to visualise these two

metrics. 7.8 presents the ROC curve for the Random Undersampled Logistic Regression

model.

Figure 7.8: ROC RUS Logistic Regression

The diagonal line (coloured orange) represents the random guessing (random classifier).

The blue line represents the ROC for the Random Undersampled Logistic Regression model.

Figure 7.8 illustrates that the RUS Logistic Regression model is average at classifying the

data into the categories. The AUC for this RUS Logistic Regression model is 0.832, this sug-

gests that the model has a good overall fit despite the low recall rate on class 1 occurrence of a

237



maintenance notification event. In comparison to the baseline Logistic Regression model the

RUS Logistic Regression model achieves an identical model fit. The Undersampling, takes

randomly drawn samples from ‘non-maintenance notification event’ (0) to match the amount

of ‘maintenance notification event’ (1) observations. This method therefore randomly loses

data and information.

Reviewing the evaluation metrics considered, the application of the RUS resampling

method did not yield a higher performance for any classification model previously considered.

Hence, alternative resampling methods are explored in the following sections.

7.5 Logistic Regression ROS

The Random Oversampling is applied to the training data, the minority class ‘maintenance

event’ is oversampled by randomly selecting samples.

The class ‘imblearn.over sampling. RandomOverSampler(*, sampling strategy=’auto’,

random state=None, shrinkage=None)’ is considered.

The ‘sampling stratergy ’ is set to the default ‘auto’ which is equivalent to ‘not majority’.

The ‘random state’ is also set to the default ‘none’, a random number generators is the seed

‘RandomState’ instance used by ‘np.random’. The ‘shrinkage=None’, this indicates that

a normal bootstrap will be generated without perturbation, it is also equivalent to setting

‘shrinkage=0 ’. The ‘fit resample()’ is applied to resample the data set, the ‘logisitcRegres-

sion().fit ’ is applied to fit the classifier to the resampled data and the ‘.predict()’ method is

applied to generate the model predictions.

7.5.1 Classification Report

The classification report function provides a summary of the model. It includes the precision

score, F1 score, recall, and support metric. Observing the classification report, the accuracy

and performance of the Randomly Oversampled Logistic Regression model can be interpreted.
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precision recall f1-score support

0.00 0.91 0.77 0.84 151

1.00 0.52 0.76 0.62 49

accuracy 0.72 200

macro avg 0.71 0.76 0.73 200

weighted avg 0.81 0.77 0.78 200

Table 7.9: Classification report for the RUS Logistic Regression

Based on the count of each section shown in Table 7.9, the precision and recall for each

label can be calculated:

� Precision - A high accuracy is achieved for the 0 class is higher than previously seen

models. However, for the 1 class, a value of 0.52 is achieved, a slight decrease in

performance in comparison to the 0.57 achieved by the Decision Tree and the 0.62

achieved by the Logistic Regression baseline model. Based on this measure the ROS

method does not appears to have significantly improve the model.

� Recall - For the 1 class a better performance of 0.76 is observed, this is considerably

better than the 0.65 observed by the Decision Tree model and the logistic regression

model which achieved 0.53.

� F1 Score - A high F1 score is achieved for the 0 class and a good F1 score is achieved

for the 1 class. This again appears to outperform the logistic regression baseline.

� Accuracy - the ROS method achieved the same accuracy as the RUS method, classi-

fying correctly 72% of the time.

� Weighted Avg - The average accuracy for the is comparable to previous models, a

value of 0.78 is achieved, which suggests the model is a good fit.

7.5.2 Confusion Matrix

The array presented in Table 7.10 illustrates the confusion matrix for the baseline RUS

Logistic Regression model:
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[[117 34]

[12 37]]

Table 7.10: Confusion matrix for the RUS Logistic Regression

In Table 7.10, in row 0 there are 151 points, 117 are correctly allocated to 0 and 34 are

incorrectly assigned to 1. There are therefore 34 false positive cases. In row 1 there are 49

points, only 12 are incorrectly allocated to 1 and 37 are correctly apportioned to 0. This is

the lowest number of false negatives achieved in comparison to prior models.

7.5.3 Precision Recall Curve

Figure 7.9 suggests that the model predicts mostly negatives, or in other words 0 class (no-

event). An AP=0.44 is achieved, this result is similar to models previously seen and suggests

a poor average precision.

Figure 7.9: Precision Recall Curve ROS Logistic Regression
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7.5.4 ROC Curve & AUC Score

Figure 7.10 presents the ROC curve for the ROS Logistic Regression model. The blue line

represents the ROC for the ROS Logistic Regression model. The ROS Logistic Regression

model is average at classifying the data into the two categories.

Figure 7.10: ROC ROS Logistic Regression

The AUC for this RUS Logistic Regression model is 0.815, this suggests that the model

has a good overall fit despite the low recall rate on class 1, the occurrence of a maintenance

notification event. In comparison to the baseline Logistic Regression model and the RUS

Logistic Regression model, the ROS model achieves a similar model fit. The Oversampling

method takes randomly drawn samples from ‘maintenance notification event’ (1) and copies

these observations to increase the amount of ‘maintenance notification event’ (1) samples

in the training data. However, as a result the model is being trained by many duplicates.

To ensure a thorough exploration of sampling methods has been considered, the following

sections will outline the application of synthetic resampling methods.
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7.6 Logistic Regression SMOTE

The SMOTE Synthetic Minority Oversampling Techniques is applied to the training data,

the minority class ‘maintenance event’ is oversampled by synthetic samples.

The class ‘imblearn.SMOTE sampling. RandomOverSampler(*, sampling strategy=’auto’,

random state =None, k neighbours=5, n jobs=None)’ is considered.

The ‘sampling stratergy ’ is set to the default ‘auto’ which is equivalent to ‘not major-

ity’. The ‘random state’ is also set to the default ‘none’, a random number generators is the

‘RandomState’ instance used by ‘np.random’. The ‘k neighbours ’, the default 5 is considered

which is the number of neighbours used to outline the neighbourhood of samples used to gen-

erate the synthetic samples. The ‘n jobs ’ is set to the default ‘None’, this is the number of

CPU cores utilised during the cross-validation loop, ‘None’ indicates 1. The ‘fit resample()’

is applied to resample the data set, the ‘logisitcRegression().fit ’ is applied to fit the classifier

to the resampled data and the ‘.predict()’ method is applied to generate the model predictions.

This method adjusts the data imbalance by oversampling the minority observations ‘main-

tenance notification events’ using nearest neighbours of ‘maintenance notification events’ to

create new synthetic ‘maintenance notification events’ instead of just coping the minority

samples. It is important when resampling to not test the model on the oversampled or un-

dersampled data set. For cross-validation, during the preprocessing stage the data is first

split into training and testing before oversampling or undersampling and then just resampling

is performed on the training part. The pipeline method utilised helps to ensure this.

7.6.1 Classification Report

The classification report function provides a summary of the model. It includes the precision

score, F1 score, recall, and support metric. Observing the classification report, the accuracy

and performance of the Logistic Regression SMOTE model can be interpreted.
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precision recall f1-score support

0.00 0.89 0.77 0.83 151

1.00 0.50 0.71 0.59 49

accuracy 0.76 200

macro avg 0.70 0.74 0.71 200

weighted avg 0.80 0.76 0.77 200

Table 7.11: Classification report for the SMOTE Logistic Regression

Based on the count of each section shown in Table 7.11, the precision and recall for each

label can be interpreted:

� Precision - A high accuracy is achieved for the 0 class however, for the 1 class, a value

of 0.50 is achieved, a slight decrease in performance in comparison to the 0.62 achieved

by the Logistic Regression baseline model.

� Recall - For the 1 class, a better performance of 0.71 is observed, this is considerably

better than the baseline Logistic Regression model which achieved 0.53.

� F1 Score - A high F1 score is achieved for the 0 class and a good F1 score is achieved

for the 1 class.

� Accuracy - A slightly higher accuracy in comparison the the ROS method is achieve,

this however, is still less than the baseline Logistic Regression model.

� Weighted Avg - A value of 0.77 is achieved, which is comparable to other models and

suggests the model is a good fit.

7.6.2 Confusion Matrix

The array presented in Table 7.12 illustrates the confusion matrix for the SMOTE Logistic

Regression model:
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[[116 35]

[14 35]]

Table 7.12: Confusion matrix for the SMOTE Logistic Regression

In Table 7.12, in row 0 there are 151 points, 116 are correctly allocated to 0 and 35 are

incorrectly assigned to 1. There are therefore 35 false positive cases. In row 1 there are 49

points, only 14 are incorrectly allocated to 1 and 35 are correctly apportioned to 0. This is

very similar to the results presented by the ROS method.

7.6.3 Precision Recall Curve

Figure 7.11 suggests the model predicts mostly negatives or in other words 0 class (no-event).

An AP of 0.44 is similar to previously seen models, suggesting a poor average precision.

Figure 7.11: Precision Recall Curve SMOTE Logistic Regression
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7.6.4 ROC Curve & AUC Score

Figure 7.10 presents the ROC curve for the SMOTE Logistic Regression model. The blue

line represents the ROC for the SMOTE Logistic Regression model. The SMOTE Logistic

Regression model is average at classifying the data into the two categories.

Figure 7.12: ROC SMOTE Logistic Regression

The AUC for this SMOTE Logistic Regression model is 0.815, this suggests that the

model has a good overall fit despite the low recall rate on class 1 occurrence of a maintenance

notification event. In comparison to the baseline Logistic Regression model the RUS Logistic

Regression model achieves a similar model fit. The application of the SMOTE resampling

method revealed a similar performance in comparison to RUS model previously considered.
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7.7 Logistic Regression BLSMOTE

The BLSMOTE Borderline Synthetic Minority Oversampling Techniques is a variant of

SMOTE, this method was proposed by Han et al. (2005). The method uses borderline

samples to detect and generate new synthetic samples.

The class ‘imblearn.BorderlineSMOTE sampling. RandomOverSampler(*, sampling strategy

=’auto’, random state =None, k neighbours=5, m neighbors=10, kind=’borderline-1’)’ is

considered.

The ‘sampling stratergy ’ is set to the default ‘auto’ which is equivalent to ‘not major-

ity ’. The ‘random state’ is also set to the default ‘none’, a random number generators is

the seed ‘RandomState’ instance used by ‘np.random’. The ‘k neighbours ’, the default 5 is

considered which is the number of neighbours used to outline the neighbourhood of samples

used to generate the synthetic samples. The ‘m neighbors ’ is set to the default 10, this is the

number used to determine if the nearest neighbour in the minority sample is at risk. The

‘kind=’borderline-1’ ’ is the Type of SMOTE fitted. The ‘fit resample()’ is applied to resam-

ple the data set, the ‘logisitcRegression().fit ’ is applied to fit the classifier to the resampled

data and the ‘.predict()’ method is applied to generate the model predictions.

7.7.1 Classification Report

The classification report function provides a summary of the model. It includes the precision

score, F1 score, recall, and support metric. Observing the classification report, the accuracy

and performance of the Borderline Logistic Regression model can be interpreted.

precision recall f1-score support

0.00 0.91 0.76 0.83 151

1.00 0.51 0.76 0.61 49

accuracy 0.76 200

macro avg 0.71 0.76 0.72 200

weighted avg 0.81 0.76 0.77 200

Table 7.13: Classification report for the Borderline SMOTE Logistic Regression

Based on the count of each section shown in Table 7.13, the precision and recall for each
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label can be reviewed:

� Precision - A high accuracy is achieved for the 0 class, and for the 1 class, a value of

0.51 is achieved, this is similar to previous models.

� Recall - For the 1 class a better performance of 0.76 is observed, this is considerably

better than the 0.53 achieved by the baseline Logistic Regression model.

� F1 Score - A high F1 score is achieved for the 0 class and a good F1 score is achieved

for the 1 class.

� Accuracy - An identical accuracy to the SMOTE Logistic Regression is achieved this

is still less than the baseline Logistic Regression model that achieved 81%.

� Weighted Avg - The average accuracy to the SMOTE Logistic Regression, a value of

0.77 is achieved, which suggests the model is a good fit.

7.7.2 Confusion Matrix

The array presented in Table 7.14 illustrates the confusion matrix for the baseline Random

Forest model:

[[115 36]

[12 37]]

Table 7.14: Confusion matrix for the Borderline SMOTE Logistic Regression

In Table 7.14, in row 0 there are 151 points, 115 are correctly allocated to 0 and 36 are

incorrectly assigned to 1. There are therefore 36 false positive cases. In row 1 there are 49

points, only 12 are incorrectly allocated to 1 and 37 are correctly apportioned to 0. This is

very similar to the results presented by the previously seen SMOTE method.

7.7.3 Precision Recall Curve

Figure 7.13 suggests that the model predicts mostly negatives or in other words 0 class (no-

event). An AP of 0.44 is a similar result to previously seen models, suggesting a poor average

precision.
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Figure 7.13: Precision Recall Curve Borderline SMOTE Logistic Regression

7.7.4 ROC Curve & AUC Score

Figure 7.14 presents the ROC curve for the Borderline SMOTE Logistic Regression model.

The blue line represents the ROC for the Borderline SMOTE Logistic Regression model. The

Borderline SMOTE Logistic Regression model is average at classifying the data into the two

categories.

248



Figure 7.14: ROC Borderline SMOTE Logistic Regression

The AUC for the Borderline SMOTE Logistic Regression model is 0.815, this suggests

that the model has a good overall fit despite the low recall rate on class 1, the occurrence of

a maintenance notification event. In comparison to the baseline Logistic Regression model

and others, the model achieves a similar fit.

The following section considers the application of SMOTE for resampling to compare

the performance metrics for both the Decision Tree model and the Random Forest model.

The SMOTE methods has been further investigated for additional classification algorithms

as noted prior, it is a popular and largely successful technique. Therefore, it is important to

compare the results achieved by different model classes.

7.8 Decision Tree SMOTE

This section focuses on applying the Decision Tree model to the data resampled by the

SMOTE method.
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7.8.1 Classification Report

The classification report function provides a summary of the model. It includes the precision

score, F1 score, recall, and support metric. Observing the classification report, the accuracy

and performance of the Decision Tree SMOTE model can be interpreted.

precision recall f1-score support

0.00 0.90 0.80 0.85 151

1.00 0.54 0.71 0.61 49

accuracy 0.78 200

macro avg 0.71 0.76 0.73 200

weighted avg 0.81 0.78 0.79 200

Table 7.15: Classification report for the SMOTE Decision Tree

Based on the count of each section shown in Table 7.15, the precision and recall for each

label can be evaluated:

� Precision - A high accuracy is achieved for the 0 class, however, for the 1 class, a value

of 0.54 is achieved, this is similar to previous models.

� Recall - For the 1 class a better performance of 0.71 is observed, this is considerably

better than the 0.65 observed by the baseline Decision Tree model.

� F1 Score - A high F1 score is achieved for the 0 class and a good F1 score is achieved

for the 1 class. This appears to outperform slightly the Decision Tree baseline model.

� Accuracy - A lower accuracy is achieved in comparison to the Decision Tree baseline

model, suggesting the model is not as accurate at classifying observations.

� Weighted Avg - The average accuracy to the SMOTE logistic regression, a value of

0.79 is achieved, which suggests the model is a good fit.

7.8.2 Confusion Matrix

The array presented in Table 7.16 illustrates the confusion matrix for the SMOTE Decision

Tree model:
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[[121 30]

[14 35]]

Table 7.16: Confusion matrix for the SMOTE Decision Tree

In Table 7.16, in row 0 there are 151 points, 121 are correctly allocated to 0 and 30 are

incorrectly assigned to 1. There are therefore 30 false positive cases. In row 1 there are 49

points, only 14 are incorrectly allocated to 1 and 35 are correctly apportioned to 0.

7.8.3 Precision Recall Curve

Figure 7.15 suggests that the model predicts mostly negatives or in other words 0 class (no-

event). An AP of 0.52 suggests a poor average precision. However, this result is an increase

from the baseline model, which achieved AP = 0.44.

Figure 7.15: Precision Recall Curve Borderline SMOTE Decision Tree
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7.8.4 ROC Curve & AUC Score

Figure 7.16 resents the ROC curve for the SMOTE Decision Tree model. The blue line

represents the ROC for the SMOTE Decision Tree model. The SMOTE Decision Tree model

is average at classifying the data into the two categories.

Figure 7.16: ROC SMOTE Decision Tree

Overall, there was some improvements achieved when comparing the baseline Decision

Tree to the model that first resampling the data using SMOTE. However, overall there was

no significant difference in overall performance achieved.

7.9 Random Forest SMOTE

This section focuses on applying the Random Forest model to the data resampled by the

SMOTE method.
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7.9.1 Classification Report

The classification report function provides a summary of the model. It includes the precision

score, F1 score, recall, and support metric. Observing the classification report, the accuracy

and performance of the Random Forest SMOTE model can be interpreted.

precision recall f1-score support

0.00 0.91 0.85 0.88 151

1.00 0.63 0.76 0.69 49

accuracy 0.83 200

macro avg 0.77 0.80 0.78 200

weighted avg 0.84 0.83 0.83 200

Table 7.17: Classification report for the SMOTE Random Forest

Based on the count of each section shown in Table 7.17, the precision and recall for each

label can be calculated:

� Precision - A high accuracy is achieved for the 0 class and a average accuracy for the

1 class, a value of 0.54 is achieved. However, compared to the baseline Random forest

that achieved 0.75 the resampling method does not appears to improved the model.

� Recall - For the 1 class, a better performance of 0.76 is observed, this is considerably

better than the 0.55 observed by the baseline Random Forest model.

� F1 Score - A high F1 score is achieved for the 0 class and a good F1 score is achieved

for the 1 class.

� Accuracy - This is comparable to the baseline Random forest which was only 1% more

accurate.

� Weighted Avg - The average accuracy value of 0.79 is achieved, which suggests the

model is a good fit.

7.9.2 Confusion Matrix

The array presented in Table 7.18 illustrates the confusion matrix for the baseline Random

Forest model:
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[[129 22]

[12 37]]

Table 7.18: Confusion matrix for the SMOTE Random Forest

In Table 7.18, in row 0 there are 151 points, 129 are correctly allocated to 0 and 22 are

incorrectly assigned to 1. There are therefore 22 false positive cases. In row 1 there are 49

points, only 12 that are incorrectly allocated to 1 and 37 are correctly apportioned to 0.

7.9.3 Precision Recall Curve

Figure 7.17 suggests that the model predicts mostly negatives or in other words 0 class (no-

event). An AP of 0.43 suggests a poor average precision. This is a slight decrease from the

baseline model, which achieved an AP = 0.52.

Figure 7.17: Precision Recall Curve Borderline SMOTE Random Forest
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7.9.4 ROC Curve & AUC Score

Figure 7.18 presents the ROC curve for the SMOTE Random Forest model. The blue line

represents the ROC for the SMOTE Random Forest model. The SMOTE Random Forest

model is average at classifying the data into the two categories.

Figure 7.18: ROC SMOTE Random Forest

Overall, there was some improvements achieved in comparison to the baseline Random

Forest model by resampling the data using SMOTE. However, overall baseline Random For-

est achieved a more balanced precision-recall, higher accuracy, weighted average, average

precision and AUC. However, the SMOTE Random forest model was better at reducing the

number of false negatives.

Based on models previously considered the Random Forest model will be further investi-

gated to see if any additional measures can help to improve the overall performance.
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7.10 Optimization Parameters - GridSearchCV

Algorithm parameter tuning is important to try to determine the parameters that achieve

the highest model accuracy. A number of models include parameters, these cannot be di-

rectly estimated from the data. Model hyperparameters are different to model parameters,

these are set prior to training, where as model parameters are learnt as part of the training

phase. Grid search sets a grid of hyperparameters containing different values. It can be used

with k-fold cross-validation so that the combinations of hyperparameters on the training and

validation set eliminate issues such as, overfitting. This ensures that the approach trials all

the combination of values passed and evaluates for each combination using cross-validation

method. Ippolito (2022) notes that the combination of hyperparameter either maximise ac-

curacy or minimise loss. The model is trained on the score produced by the validation set

for each individual combination. This outcome of the grid search is an optimal set of hyper-

parameters that provide the best bias-variance trade-off. Feurer and Hutter (2019) note that

whilst this method is very powerful, it can be computationally expensive.

Figure 7.19 provided by Munagala (2021), helps to illustrate how grid search is performed.

Figure 7.19: Grid-Search CV

The grid search is implemented in Python ‘Sklearn’ using the class, ‘GridSearchCV’. First

the parameters to search need to be set, Grid search is applied on ‘RandomForestClassifier ’

and can be used to select the most appropriate value of hyperparameters.

These are set to, params =‘rf class weight’:[0:1,1:4,0:1,1:6,0:1,1:8,0:1,1:10,0:1,1:12], ‘rf n

estimators’:[0,50], ‘rf min samples leaf ’=[1,10], ‘rf max depth’=[1,10], ‘rf random state’=[1,10]

.
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To perform the grid search ‘sklearn. model selection.GridSearchCV( param grid=params

,scoring= score, cv=5)’ is applied, ‘cv=5’ indicates that the k = 5 for cross-validation.

A score of 0.787057792627898 (79%) is achieved and the following parameters identified

by the grid search are applied, ‘bootstrap=True’, ‘class weight = 0:1,1:12 ’, ‘criterion = ’en-

tropy’ ’, ‘n estimators = 30 ’,‘max features = ’auto’ ’,‘min samples leaf = 10’,‘max depth =

8’, ‘n jobs = -1’, ‘random state = 5’ ). The parameter ‘n jobs = -1’, indicates the use of all

processors. The results of the GridSearchCV Random Forest are evaluated in the following

section.

7.10.1 Classification Report

The classification report function provides a summary of the model. It includes the precision

score, F1 score, recall, and support metric. Observing the classification report, the accuracy

and performance of the Random Forest GridSearchCV model can be interpreted.

precision recall f1-score support

0.00 0.95 0.64 0.77 151

1.00 0.45 0.90 0.59 49

accuracy 0.70 200

macro avg 0.70 0.77 0.68 200

weighted avg 0.83 0.70 0.72 200

Table 7.19: Classification report for the Random Forest GridSearchCV

Based on the count of each section shown in Table 7.19, the precision and recall for each

label can be evaluated:

� Precision - A high accuracy is achieved for the 0 class, however, for the 1 class, a very

poor proportion of positive identification were correct a value of only 0.45 is achieved.

This indicates that less than 50% of the time the model predicts the occurrence of a

maintenance event.

� Recall - For the 1 class, a better performance of 0.90 is observed, this is considerably

better than the 0.5 observed by the baseline Random Forest model.

� F1 Score - A high F1 score is achieved for the 0 class and a good F1 score is achieved

for the 1 class.
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� Accuracy - This is the fraction of correct prediction from the total predictions, this

model is accurate 70% of the time.

� Weighted Avg - The average accuracy value of 0.72 is achieved, which suggests the

model is a good fit.

7.10.2 Confusion Matrix

The array presented in Table 7.20 illustrates the confusion matrix for the baseline Random

Forest model:

[[96 55]

[5 44]]

Table 7.20: Confusion matrix for the Random Forest GridSearchCV

In Table 7.20 , in row 0 there are 151 points, 96 are correctly allocated to 0 and 55

are incorrectly assigned to 1. There are therefore 55 false positive cases, this is the highest

observed across all models. However, in row 1 there are 49 points, just 5 are incorrectly

allocated to 1 and 44 are correctly apportioned to 0. This is the lowest false negative rate

observed among models.

7.10.3 Precision Recall Curve

Figure 7.20 suggests that the model predicts mostly negatives or in other words 0 class (no-

event). An AP of 0.42 suggests a poor average precision. This is a slight decrease from the

baseline model, which achieved an AP = 0.52.
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Figure 7.20: Precision Recall Curve for the Random Forest GridSearchCV

7.10.4 ROC Curve & AUC Score

Figure 7.21 presents the ROC curve for the Random Forest GridSearchCV model. The blue

line represents the ROC for Random Forest GridSearchCV model. The Random Forest Grid-

SearchCV model is average at classifying the data into two categories.

Overall, there was some improvements achieved in comparison to the baseline Random

Forest model by tuning the hyperparameters, such as the high recall on the ‘maintenance

events’ class and the very low number of false negatives. However, overall the baseline Ran-

dom Forest achieved a more balanced precision-recall, higher accuracy, weighted average,

average precision and AUC. The following section summarises and reviews the models pre-

sented.
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Figure 7.21: ROC Random Forest GridSearchCV

7.11 Model Comparisons & Selecting the Final Model

Reviewing the results in Table 7.21 there are advantages and disadvantages to many of

the models. To decide on the final model it is import to reflect on the business problem;

to better understand maintenance events associated with the continuous casting of steel.

Furthermore, it is also important to note that the final model will not be deployed as a real-

time model, it will be used as a predictive model to help understand significant variables ‘Key

Performance Indicators ’ that help to inform caster maintenance. Therefore, when reviewing

the performance metrics it is vital that the final model reflects the maintenance objective

when deciding between models, either balance or prioritise false positive or false negatives.

A high false positive classification indicates that the ‘no maintenance events’ are incorrectly

predicted as ‘maintenance events’ leading to unnecessary maintenance. A high false negative

indicates that the ‘maintenance events’ are incorrectly predicted as ‘no maintenance event’,

leading to unaccounted for breakdowns. Taking this into consideration, either the baseline

Random Forest or the SMOTE Random Forest appear to provide the best balance between

precision-recall. Furthermore, the baseline Random Forest and the SMOTE Random Forest

appear to slightly outperform other models across performance metrics.
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Model CM P R F1 Acc W.Avg AP AUC

0 135 16 0.85 0.89 0.87
baseline Logistic Regression

1 23 26 0.62 0.53 0.57
0.81 0.8 0.44 0.832

0 127 24 0.88 0.84 0.86
baseline Decision Tree

1 17 32 0.57 0.65 0.61
0.8 0.74 0.46 0.747

0 142 9 0.87 0.94 0.9
baseline Random Forest

1 22 27 0.75 0.55 0.64
0.84 0.84 0.52 0.884

0 110 41 0.88 0.73 0.8
RUS Logistic Regression

1 15 34 0.45 0.69 0.55
0.72 0.74 0.44 0.832

0 117 34 0.91 0.77 0.84
ROS Logistic Regression

1 12 37 0.52 0.76 0.62
0.72 0.78 0.44 0.815

0 116 35 0.89 0.77 0.83
SMOTE Logistic Regression

1 14 35 0.5 0.71 0.59
0.76 0.77 0.44 0.815

0 117 34 0.91 0.76 0.83
BLSMOTE Logistic Regression

1 12 37 0.51 0.76 0.61
0.76 0.72 0.44 0.815

0 121 30 0.9 0.8 0.85
SMOTE Decision Tree

1 14 35 0.54 0.71 0.61
0.73 0.79 0.52 0.758

0 129 22 0.91 0.85 0.88
SMOTE Random Forest

1 12 37 0.63 0.76 0.69
0.83 0.83 0.43 0.871

0 96 55 0.95 0.64 0.77
Hyperparameters Random Forest

1 5 44 0.45 0.9 0.59
0.7 0.72 0.42 0.857

Table 7.21: Model Comparisons
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7.12 Model Improvements Conclusion

To conclude, this chapter presented a series of model improvements that helped to review

the performance of three classification algorithms, resampling methods and hyperparameter

variations were considered. The final model was identified to be either the baseline Logis-

tic Regression model or the SMOTE variation depending on deciding whether the risk of

unnecessary maintenance or the risk of unplanned breakdowns should be prioritised. The

final chapter discusses how the final model can be utilised to help inform business decision

surrounding caster maintenance planning. The significant variables are identified as ‘Key

Performance Indicators ’. Future work explores the opportunity to transform the knowledge

obtained into real-time actionable insight. Two suggestions for future work a presented, the

development of a real-time dashboard, a digital twin and the development of an online real-

time predictive model.

In addition to the two major suggestions for future work, a series of recommendations

for the company are presented. These outline opportunities to either strengthen or increase

existing data to enable the opportunity to maximise the benefit that can be derived from the

Data Science approach presented by this research. Improvements in relation to the model

specifics are also suggested such as, further model improvements or different model classes.

Chapter 8 reflects on the research questions outline in Chapter 1 and summarises by

presenting the contribution to knowledge achieved.
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Chapter 8

Future Work & Conclusion

This research focuses on historical data captured surrounding the continuous casting process

and the quality of steel produced. The data was considered holistically to understand process

and behavioural patterns. A Data Science approach for casting segment maintenance was

considered. A predictive model was developed to help identify key events and obtain insight

into the functionality of a caster leading up to an event. This insight has helped to discover

which variables ‘Key Performance Indicators ’ are most important for monitoring the perfor-

mance of a continuous caster.

This chapter presents to the reader the knowledge that has been obtained to support the

company in important decision making and caster maintenance planning. Improvements are

also noted for consideration in future work such as, the evaluation of different algorithms,

increasing the data considered, alternative feature selection approaches, bagging and boost-

ing methods. Additional future work, suggests the development of a real-time dashboard to

enable real-time decision making and live monitoring of caster performance. Also, the devel-

opment of a real-time predictive model that can be deployed to detect failure categories/types

online through streaming operational caster data.

Furthermore, a summary of challenges faced are presented, these are accompanied by a

series of recommendations to improve future processes to enable the opportunity to extract

maximum insight from the data captured.

To conclude, an overview of the key findings presented by each chapter are discussed.

These are reviewed in terms of the reaserach aims and objectives outlined in Section 1.6,

each of the eight research questions are addressed. Finally, the closing remark highlights the

contribution to knowledge achieved and the significance of this research.
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8.1 Understanding Casting behaviour - KPI

Key Performance Indicators (KPI) enables business to make informed decisions and keep

track of performance, profitability and efficiency at the same time. It was recognised by Tata

Steel that one of the plant’s biggest expenses were downtime costs associated with machine

maintenance. To determine which metrics will improve performance, a closer look at the

final model is required to determine which features are most important.

8.1.1 Feature Importance

SHAP values can be used to interpret how much each factor has contributed towards the

prediction. Shapley values are a concept taken from game theory and were introduced by

Shapley (1964). Shapley values were used to understand a player’s contribution to the end

result of a game. Shapley values capture the contribution of each player to the end result. In

predictive modelling the features work together to produce a model prediction, the prediction

can be attributed to each of the input features. Figure 8.1 provided by Gopinath (2021) helps

to illustrate the concept of a model and the importance of each feature’s contribution.

Figure 8.1: Example of how features contribute to a model’s score

Algorithms such as, the Random Forest method can be difficult to interpret, the classi-

fication is not as initiative as a Decision Tree. Zhang and Wang (2009) note that Random

Forest models are often referred to as ‘black-box’ models, this is used to describe the rela-

tionship between the inputs and outputs. Black box models are models that mathematically

their behaviour is too complex to directly interpret the individual input feature’s impact on

the model’s output. For example, a model used to describe whether a applicant should be
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granted or denied a mortgage loan, the Random Forest may return that the applicants has

a 70% chance of defaulting, but why? Hence, to use these methods in real-world applied

scenarios, this information has to be contextualised. The shapley value approach helps to

determine which features were important in determining the chance of a default e.g. unable

to make credit card repayments. This example directly related to this research, the Random

Forest model informs that the model can predict the occurrence of a maintenance notification

event with an accuracy of 84% for the baseline Random Forest model. Shapley values will

be calculated to determine the most important features that indicate the occurrence of a

maintenance notification event.

Within KNIME, a Python snippet is used to import the SHAP module, an explainer ob-

ject is then created to evaluate the data set and calculate the SHAP values for the model. To

fit the explainer ‘ explainer = shap.TreeExplainer(random forest)’ is applied and ‘shap values

= explainer.shap values(X test)’ calculate the SHAP values. The ‘shap values ’ variable has

three attributes:

� ‘.values’ - SHAP values for each example.

� ‘.base values’ - Expected value of the target variable ‘Maintenance Event M1 or M2

Y/N +/- 3hrs’.

� ‘.data’ - Copy of input data.

To identify and visualise the feature importance a bar plot is created, ‘shap.summary plot(

shap values, X test, plot type=”bar”)’. The output for the Random Forest model can be seen

in Figure 8.2, these correspond to the contribution of each feature towards pushing the pre-

diction away from the expected value.

In Figure 8.2, the top twenty features are ordered from highest to the lowest effect on

the prediction, the contribution to each class is shown. The Shapley value for each variable

is basically trying to find the correct weight such that the sum of all Shapley values is

the difference between the predictions and average value of the model. It appears that

the most important feature was the segment 7 Bearing flow sensor. This is expected as this

measure contains information about the performance of the individual casting segment. Some

positions may be more significant than others in the model because of the specific historical

data utilised, as there might be a bias towards more types of certain segment failure issues

than others.
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Figure 8.2: Features contribute to a model’s score for baseline Random Forest Model
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8.1.2 Improved Maintenance Decision Making

Taking into consideration the model results presented in Section 7.11 and the identified im-

portant features in Section 8.1.1 the following KPI can be obtained to support more informed

decision making and planning of caster maintenance:

Sensor Out Range % - by Sensor Type refers to the percentage of sensors out of

range grouped by sensor type. Due to the large number of individual sensors it would be

difficult to manage monitoring KPI for each. Therefore the four sensor KPI for type (Bearing

Flow, Roll Flow, WDR AMPS, WDR Speed) can be generated to review the percentage of

segment sensors out of range within each grouping. These are calculated using the tolerances

set by the binary variables (within/outside range) generated in Section 6.1.1. Based on the

insight obtained from the feature importance analysis, this is a key contributor in caster

unplanned maintenance events. Alerting engineers of high percentage deviations from the

bounds set would help to inform decisions surrounding maintenance planning.

Sensor Out Range % - by Segment Position refers to the percentage of sensors

out of range grouped by segment machine position. Similar to the previous KPI, due to the

large number of individual sensors it would be difficult to manage monitoring KPI for each.

Therefore the four sensor KPI for machine position (Bender, Horizontal, Straight, Vertical)

can be generated to review the percentage of segment sensors out of range within each group-

ing. These are calculated using the tolerances set by the binary variables (within/outside

range) generated in Section 6.1.3 . Based on the insight obtained from the feature importance

analysis this key contributor in caster unplanned maintenance events. Alerting engineers of

high percentage deviations from the bounds set would help to inform decisions surrounding

maintenance planning.

Unscheduled Downtime % denoted by Mdowntime% can be used to review the percent-

age of maintenance downtime for a given period of planned operating time t:

Mdowntime% =
Time Caster is Offline for M2 Event

t
× 100 (8.1)

A KPI to illustrate the unscheduled caster downtime would be useful for maintenance

planning as it would provide the information to help to plan time and resources needed im-

pacted by downtime. For example, it could be used to estimate the % of employees required.

Scheduled Maintenance % denoted by Mplanned% can be used to review the percentage

267



of scheduled maintenance for a given period of planned operating time t:

Mplanned% =
Time Caster is Offline for M1 Event

t
× 100 (8.2)

A KPI to illustrate scheduled caster maintenance would be useful for maintenance plan-

ning as it would provide the information to help to plan time and resources needed impacted

by the maintenance requests. For example, it could be used to help to determine the schedul-

ing according to highest priority work orders.

Average Time Between Failures % denoted by Avg.TBF can be used to determine

how reliable the caster and components are.

Avg.TBF =
Total Uptime

Number of M2 Events
(8.3)

Total Uptime refers to the amount of time the system or components were operating

correctly under normal conditions. The number of M2 failures is a count on the number of

times that the caster broke down unexpectedly. This KPI can be used to inform maintenance

planning, for example, to schedule the maximum amount of work with available resources.

Maintenance Work Order Cycle Time denoted by Mtime can be used to determine

the maintenance cycle time for a work order request.

Mtime = Work Order Completion Date−Work Order Start Date (8.4)

This KPI would provide further insight on the maintenance cycle of key events. This

could for example be used by maintenance planning to schedule the maximum number of

preventive maintenance jobs when necessary.

Made to Grade % denoted by SToGrade can be used to determine the percentage of

slabs made to grade.

SToGrade% =
Number of Slabs Made to Grade

Total Number of Slabs Made
× 100 (8.5)

Downgrade % denoted by SDowngrade can be used to determine the percentage of slabs

Downgraded.

SDowngrade% =
Number of Slabs Downgraded

Total Number of Slabs Made
× 100 (8.6)

Upgrade % denoted by Supgrade can be used to determine the percentage of slabs Up-
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graded.

SUpgraded% =
Number of Slabs Upgraded

Total Number of Slabs Made
× 100 (8.7)

These three steel grade KPI will help to monitor slab quality performance, this can also

be used as a secondary indicator to help inform on machine performance.

A range of KPI are presented, these can be used to measure caster performance across

three main areas:

� Casting Segment Health,

� Maintenance Events,

� Steel Slab Quality.

These three areas help to inform caster maintenance decisions such as those associated

with planning and scheduling, they could be reviewed daily weekly or monthly depending on

business goals and objectives. The following section presents opportunity for future work.

8.1.3 Limitations of Research

There are two main limitations to this research:

� Utilisation of historical data,

� The development of an approach which considers a single caster (designed specifically

for the software and hardware supported by the plants Caster 3).

Whilst historical analysis allows us to analyse historical behaviour to inform future be-

haviour there are a number of limitations that arise as a result of models based on historical

assumptions. Unfortunately, the specific models considered within this research have the

potential to become irrelevant if the context of continuous casting if the process or the caster

itself changes. At the time of this research data captured from 2018 presented the most up

to date information, data prior 2018 contained information on processes that were no longer

in service. As technology will continue to become more sophisticated into the future there is

a likelihood that this historical data could also contain information on processes that are no

longer in service. Hence, there is a limitation that data considered could become outdated

and inaccurate. To resolve this limitation the historical model would need to be re-trained

on updated historical data. However, there is a limitation that changes to software and tools
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utilised could become outdated which may cause issues relating to data integration. To re-

solve this limitation a real-time model which provides up to date accurate information would

be required. However, this would need to be regularly maintained and reviewed to ensure

changes to the process and data sources can be integrated.

Similar to historical analysis, there are limitations of real-time analysis. In particular the

system architecture would need to be in place to ensure there is a appropriate tool that can

process data at high speeds. To ensure the tool does not become outdated, the tool would

need to be capable of scaling in the same way data would. A further limitation is the neces-

sity of domain expertise, the system would need to be ready-to-use and present itself as an

automated solution to reduce the burden on technical caster engineers and IT services.

However, despite limitations of historical and real-time analysis they provide the oppor-

tunity to detect and address operation issues to support business decisions. The data science

approach considered still provides a firm foundation for understanding casting behaviour.

Whilst it would require the support of a data scientists, the models considered could be

adapted to address these limitations. The extent of additional analysis required would de-

pend on the extent of the process or caster technology change. Additional data could be

added to the current model, data sources could be removed if no longer relevant, models

considered could be re-trained and feature importance could be re-evaluated. However, if

the data source was replaced with real-time data as opposed to historical data, it is likely

that the models considered within this research would not be optimal for to provide real-time

predictions. Alternative deep learning models such as neural networks would be superior in

terms of prediction capabilities.

Whilst casting is one of the oldest manufacturing processes, over the years it has devel-

oped. Developments to the caster such as changes to hardware and specification have the

ability to directly impact maintenance procedures. This research focused on caster 3 as the

instrumentation was superior to that of caster 1 and 2. If hardware changes occurred e.g

introduction of further instrumentation or if the current approach was to be applied to an

alternative caster, the performance statistics and hardware specifications would need to be

established. These similarities, differences, changes would need to be reviewed to determine

if existing models could be updated to integrate hardware changes that reflect new business

or user needs. If existing models could not be updated, then alternative modelling options

maybe required. Software changes e.g. changes to sensing technology or feature additions,

could introduce bugs when integrated with the existing system. The current system utilises

a pipeline which considered an automated chain of operations. Within the KNIME Analytics
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platform the data process flow aggregates the data from multiple sources. The pipeline allows

tasks to be split into smaller reusable ones. Hence, if one aspect of the pipeline was no longer

fit for purpose, just this aspect could be reviewed which increases the reproducibility of this

research. However, the extent of additional work required to review the existing pipeline

depends on the extent of software change.

8.2 Future Work & Recommendations

Future work covers five key areas:

� Further model improvements and comparisons - Reflecting on the model pre-

sented in Section 7.11 suggestions to further optimise performance are discussed.

� Actionable insight - Reflecting on the KPI presented in Section 8.1.2 the potential

to develop a dashboard to help engineers visualise this information is discussed.

� Identifying Failure Types - Current work considered the identification of any main-

tenance failure event, suggestions for how to classify different failure types such as, a

bearing failure are discussed.

� Real-time model - Current work focused on developing a model that considered

historical data to obtain insight and understanding on key data sources. Suggestions

are made for how the model presented by this reaserach could be used to inform the

development of an online predictive model for identifying casting failures in real-time.

� A Digital Twin - Reflecting on the approach considered, suggestions are made which

discuss how digital twin technology could be used to replicate the continuous casting

process in order to collect data to predict how the caster will perform. This approach

provides a natural extension to the conventional modelling approach considered where

a digital simulation would provide information derived from the physical caster (e.g.

sensors) to inform maintenance decisions.

8.2.1 Further model improvements and comparisons

There are a number of additional areas identified that could help to further optimise the

accuracy of the final predicted model presented in Section 7.11. These include:
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� Increasing data - Adding data that covers a larger time period may lead to more accu-

rate model results by including more maintenance events. This may help to strengthen

the model’s ability to learn and recognise patterns that indicate a failure event.

� Missing value treatment - Consider alternative missing value handling methods

other than case deletion and average imputation. Cihan (2020) presents a range of

further methods for handling missing values, these include Hot Deck imputation, K-

NN imputation, Fuzzy methods, and many more. Alternative methods could be applied

at preprocessing and the models evaluated and compared to determine if alternative

missing value treatments methods are better suited.

� Feature Selection - Recursive Feature Elimination (Wrapper approach presented in

6.6) was considered to refine the number of features considered, alternative feature

selection methods may have yielded better results. Intrinsic methods such as Trees or

Filter methods could have been applied. Future work could look to trial alternative

feature selection methods and compare model performance.

� Different Algorithms - Methods such as, Neural Networks (presented in Section

4.1.3.4) could be considered to see if future improved prediction accuracy is achieved.

8.2.2 Real-time Actionable Insight - Dashboard Development

A data visualisation dashboard can be used to monitor KPI and as a method to generating

reports. Data visualisation include a range of infographics such as, pie charts, bar charts,

maps, word clouds, table previews and many more. A dashboard could provide engineers

with immediate access to key information without sifting through the comprehensive data

sets that are used to generate the outputs presented. A template of a potential dashboard

layout to communicate KPI to caster engineers is presented in Figure 8.3. This would allow

caster engineers to make more informed maintenance decisions with up-to-date data.
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Figure 8.3: KPI Data Visualisation Suggestions - Dashboard Planning Template

8.2.3 Identifying Failure Types - Text Mining

An extension of the final model presented in Section 7.11 would be to enable the detection

and diagnosis of various specific machine faults. However, due to the way information sur-

rounding maintenance events is recorded, substantial textual data preprocessing would have

been required to extract key failure categories. Furthermore, as historical data of a set time

frame was considered there were limited numbers of each failure type observed within the

data, therefore there were not enough instances to train a predictive model. The word cloud

generated with some basic word frequencies helps to capture common key words is presented

in Figure 8.4.
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Figure 8.4: Word Cloud to Present Frequent Event Descriptions

This helps to illustrate some of the issues faced, these include:

� Free text allows multiple abbreviations for the same term to be recorded.

� Human error in recording maintenance information for incorrect caster.

� Incorrect spellings.

� Specific dictionary required for casting terminology.

However, Figure 8.4 identifies at a high-level some potential failure categorises such as

‘disconnect’, ‘leak’, ‘spray’, ‘hydraulics’, ‘discharge’, etc. Future work could consider Topic

Modelling, this method is utilised to summarise large collections of textual data to extract

key topics. The topics could be failure types, this form of Text Mining can be applied to

understand recurring word patterns. Jelodar et al. (2019) discuss applications that consider

Latent Dirichlet Allocation (LDA), this is a widely used topic modelling technique and the

TextRank process.
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8.2.4 Real-time Deployable Model

As streaming data is becoming more popular, there presents the opportunity to take the

insight obtained from the final model presented in Section 7.11 and develop a real-time pre-

dictive model. However, there are a number of data requirements that would need to be in

place to enable this. A refined data set containing the significant features could be considered

as data streaming samples would need to be smaller to ensure efficiency. Ben-Gal (2008) notes

that window techniques can be used to micro-batch the data. A real-time classifier can then

be built through a steaming operational data analytics platform. The benefits of a real-time

model would enable online continuous predictions to be made regarding maintenance events.

8.2.5 Digital Twin For Continuous Casting

A digital twin for continuous casting presents an exciting application for future work. Utili-

sation of digital twin technology presents Tata Steel with the opportunity to create a digital

caster model where variables can be more readily adjusted to consider the effect and potential

implications. This has significant cost benefits as the cost of carrying out such experiments

in real-time may require the loss of production due to machine downtime. In addition, there

are safety benefits in simulating changing in a digital environment without the concerns of

changes within the harsh industrial environment.

The digital twin would include historical caster data relating to the overall casting process,

real-time sensor data that monitor caster behaviour and the data science techniques that

provide predicted insights for engineers. Figure 8.5 outlines the six key stages that would

need to be followed to implement a digital twin for continuous casting at Tata Steel.
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Figure 8.5: Digital Twin Implementation Continuous Casting

� Stage 1- create a digital twin of the physical caster. 3D modelling software is required

to create a representation of the asset such as CAD (Computer -Aided Design) software.

Azure Digital Twins is an IoT platform that helps create a digital representation of

real-world objects.

� Stage 2 - the data identified from the caster life cycle in this research would need to be

structured so that it can be simulated in a virtual copy of the caster. This data could

either be stored locally or on a decentralised cloud.

� Stage 3 - once the data has been received from the simulation, parameters such as

variances and tolerances would need to be set to ensure a precise virtual representation.

� Stage 4 - recalibrate the environment to understand the operational phases involved in

casting to optimise casting performance.

� Stage 5, visualising to obtain actionable insight, scatter plots, heat maps, animations,

etc., could be used.
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� Stage 6 - obtaining business outcomes can be split into three levels:

Level 1 - used inform on caster performance and operation,

Level 2 - used to predict caster performance and failures,

Level 3 - to retrieve sensor data and other parameters in real-time to provide an

online condition monitoring approach to provided live maintenance planning.

8.2.6 Summary of Challenges & Recommendations

Throughout this research there were a number of challenges faced, these are summarised and

recommendations are presented to enable maximum benefit to be achieved by future Data

Science applications:

� Time frame Lag between event occurrence and system log - Difficult to deter-

mine time difference between a maintenance event occurring and the notification being

raised and recorded by casting engineers. Recommendation to overcome this challenge

is to add an additional field that enables the engineer to enter an approximate time

that the failure occurred, not just time that the maintenance notification is created.

� Sensor Data Clarity - Large number of sensors that are not active/recording infor-

mation, difficult to see which sensors are reliable for data analysis. Recommendation

is to disable inactive sensors.

� Grades of Steel - Wide variety of grades of steel produced and these have different

operational parameters for casting, there is no digitised log or reference of these perfor-

mance setting for specific grades. Recommendation is to create a performance log, this

will enable Data Science techniques to be utilised to identify ‘normal’ and ‘abnormal’

behaviour across different operating conditions for different and bespoke grades of steel.

� Limited Segment Sensors - Findings of this research suggest sensors to be significant

at informing caster performance, however, there are only a limited number of sensors

directly linked to the casting segments.There a number of existing advanced sensor

technologies, Tata Steel’s Port Talbot plant currently use BlueVision sensors to monitor

parameters such as temperature, flow, pressure and humidity on casting equipment such

as the mould. Recommendation would be to increase casting segment sensing devices

to improve segment performance visibility.

� Initial analysis explored common casting segment failure types, one of the most common

types of failure was bearing failures. Early detection of bearing damage by monitoring
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fault severity provides an opportunity to optimise maintenance decisions. Recommen-

dation is to install accelerometers to monitor vibration signals for bearing monitoring.

� An additional common segment casting failure was frame displacement. The segment

frame is mainly affected by the reaction force of the slab against the frame. Improperly

gapped roll pairs can lead to quality issues, unscheduled machine downtime and loss

of production. Recommendation is to install a sensor to monitor segment roller gaps.

This will help to monitor the frame to ensure it is evenly distributed cross the rollers.

Sequence Technologies LTD have developed a SEGMENT ROLL GAP SLED ST135,

this technology provides, Precise roll gap measurement of ±0.001” (±0.03mm) , wireless

data transfer. This will enable real time data analysis to optimise production and reduce

steel slab breakouts.

� Feature engineering identified key tolerance bound for segment bearing flow, roll flow,

withdrawal drive speed and withdrawal pressure based on historical data. These bounds

indicate normal operation therefore a recommendation is to monitor these sensors in

real-time and to flag deviations beyond set tolerances. Two important parameters

would be required for the calibration processes, the equipment tolerance and operating

range of that instrument. The calibration tolerance is the maximum allowable deviation

between the identified known accuracy and the set value for the casting segment sensor.

If the segment bearing flow, roll flow, withdrawal drive speed or withdrawal drive

exceeds the specified tolerance inaccuracies and alarm can be raised to inform engineers.

� Automating Data Recordings - Initial analysis revealed a number of human errors,

these are discussed in Section 3.5. Recommendation is to automate data collection

specifically segment removal, installation and tonnage to avoid human error, this would

save on data cleaning for Data Science approaches.

� The sulphur print analysis is not digitised and the printing is not carried out in real-

time. The sulphur print provides the distribution of sulphur and is useful for evaluating

the homogeneity of a steel product. In addition, the sulphur print can reveal indications

of casting segment degradation. Casting engineers at the plant currently inspect these

to assess the quality of steel but these can also inform on segment issues such as roll

gap misalignment based on the types of cracks visible from the print. Recommendation

is to digitally capture the analysis of these prints so that they can be incorporated with

data science solutions to help predict segment failure.

� Tata Steel currently utilise a sarclad strand condition monitor, Sarclad now produce

an in-chain caliper strand condition monitor. Recommendation is to invest in online
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condition monitoring tool to provide continuous casting roll gap measurements without

impacting casting schedule. This provides opportunity to increase casting production

and performance.

� SAP plant maintenance is utilised by engineers to record the condition of the caster

and identify any repairs required to restore caster performance. The free text field

allows engineers to detail the activity undertaken. However, this field is sporadically

populated, and information is not informative for subsequent analysis. Recommen-

dation is to complete the free text field following a machine repair template. This

should include reason for failure, prior failure details, repair details and fault time.

This structure will enable data science solutions to utilised the information recorded

by engineers.

� SAP Function Location field needs to be more specific, the function location is

only as high level as the caster, there needs to be sub locations for the caster, such

as mould, caster segment, caster tundish, etc. This will enable maintenance events to

be filtered to isolated machine components which would provide more specific failure

categories. These failure categories would provide labelled failure events for data science

applications to predict specific failures.

� SAP Notification description does not detail specific categories for engineers to

select from. Notification of maintenance events could be improved by including a subset

of pre-defined notification descriptions for engineers to choose from. For example,

segment lubrication issue, segment replacement required, Segment water nozzle clogged,

etc. This would help to categorise maintenance activity and provided more specific

labelled data for data science applications.

8.3 Conclusion

This research focused on developing a predictive model that holistically utilised industrial Big

Data captured around the continuous casting process to better understand key data sources

and variables that help to provide insight on caster maintenance. This enhances Tata Steel’s

ability to deliver an informed decision about when to take a caster out of production for

maintenance. The outcome of this research is insight on key features presented as KPI that

should be the focus on maintenance planning and scheduling. If this insight is utilised it has

the potential to lead to a reduction in costs and an increase in productivity for the company.
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To conclude, a reflection is made on each research question outline in Section 1.6 and how

it has been addressed:

RQ1. What opportunity exists to gain knowledge from data currently cap-

tured at the Port Talbot plant? - This initial research question is explored in Chapter

1, the initial business and research goals were established and outlined. These business

and research objectives were vital to proceed to investigate what data is recorded and

understanding how this data could provide further knowledge to better inform business

decisions. Each of the data sources and their contribution to this research are presented

in Chapters 3.

RQ2. How can Data Science be used to aid in better understanding data

captured surrounding the continuous casting of steel process? - This research

question focuses on identifying the potential to consider a Data Science approach and

both tools and techniques within the field. A Data Science approach for Casting is in-

troduced to the reader in Section 1.5. However, this is further developed through the

opportunities discussed whilst reviewing literature to evidence the application of Data

Science approaches in Section 2.2 . The findings of Chapter 2 highlighted that the appli-

cation of Data Science to better understand data captured holistically surrounding the

continuous casting of steel is a novel application that does not exist within the research

literature.

RQ3. Which of the data sources are most relevant to this research? - This

research question focuses on refining available data sources and scoping out potential for

how these data sources can be of value. Chapter 3 identified key data sets that were

utilised to better understand caster performance. A holistic Multi-Data Source (MDA)

investigation was applied to identify five fundamental data sources, Steel & Slab QC

Data, Plant Maintenance & Business Operation Data, Maintenance Notification Sup-

porting Report Data, Machine Sensor Data and Strand Condition Monitoring (SCM)

Data. The data requirements that need to be considered to utilise these data sets in

subsequent analysis is outlined in Section 3.5.

RQ4. Is current data captured sufficient? - The available data is assessed to de-

termine whether data currently being captured is sufficient or if additional data needs to

be collected, is considered within Chapter 3 and 5. This research question was vital to

determine whether ultimately, the data recorded is of sufficient quantity and quality to
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better inform caster maintenance. The findings of initial analysis and data preprocessing

identified that sufficient data was available to identify the occurrence of a maintenance

event but due to observations of failure types being limited and the way data is currently

captured and recorded, there was insufficient data to develop a model that identified the

maintenance event by failure type.

RQ5. What data cleansing steps are necessary to prepare the data for sub-

sequent analysis using Data Science techniques? - This research question focused

on the identification of specific techniques required to ensure the data is in the correct

form for subsequent analysis, these are outlined in Chapter 5. The techniques considered

included, data acquisition, data integration, splitting data, cleaning data, data transfor-

mation, data reduction approaches.

RQ6. How can current data be utilised to produce a reliable picture of caster

maintenance? - This research question is explored initially within Chapter 3. How-

ever, further understanding is obtained in Chapter 6, a series of features are engineered

in Section 6.1 to ensure that the data can be represented within a predictive model and

used to identify important KPI to inform the maintenance of a continuous caster.

RQ7. Which predictive modelling techniques are most successful in identify-

ing casting failure? - A range of tools and techniques from the field of Data Science

are considered within this research. To determine which techniques were suitable, a

methodology review was performed. The findings of this review revealed Classification

approaches to be best suited to detecting casting failures, these are outlined in Chapter

4. To determine which Classification algorithm yielded the best results at helping to

better understand important features in identifying casting maintenance events, differ-

ent techniques are applied and comparisons discussed in Chapter 7 . To determine that

the Random Forest method was the most successful at identifying a set of features that

are significant in indicating the occurrence of a casting maintenance event, performance

metrics are reviewed in line with business objectives in Section 7.11 .

RQ8. How can the results of the data analysis be turned into actionable

insight for the casting engineers? - The results of the analysis carried out on the

historical data and the insight obtained are communicated through KPI in Chapter 8,

these transform the important features and presented opportunity to provide further

information to inform decision makers on a caster’s maintenance.
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8.3.1 Impact on Wider Research Field

This research explored a number of challenges that impact not only steel manufacturing

but also the wider manufacturing research field. In particular, this research explored a

data science approach to address challenges such as cost reduction, equipment effective-

ness, safety, asset life cycle which are widely applicable. This research illustrates how

data can be processed to create an informed approach to maintenance of a continuous

caster. This approach could be applied more generally to create a similar data-driven

‘informed culture’ to support decisions across a variety of organisational applications.

This could be achieved by generalising the data mapping piece that was the focus of

this research, to map an asset life-cycle to understand performance through upstream

and downstream operations. By connecting data to key operational stages, a multi-data

approach can be considered to combine sensor, plant operations and historical main-

tenance data to create and understanding of behaviour associated with the occurrence

unplanned maintenance events. Knowledge of this behaviour communicated with ap-

proaches discussed in future work can be used to address maintenance costs associated

with unplanned downtime and provide an opportunity for companies to allocate their

resources by optimising labour.

Beyond industry maintenance applications, the data mapping piece in which this

research is centred around has the opportunity to be applied to a variety of business

analytics cases that extend the manufacturing domain. This could be applied as a

generalised data science solution to create a unified view of operations. For example, a

unified data approach to understanding patient pathways in healthcare. This application

could bring together data capture from tracking appointment attendance, medical issues,

treatment plans, success or failure of individual treatment plans to better understand

the effects and behaviour of patients to optimise the patient pathway of an individual.

8.3.2 A Closing Remark

This final closing remark aims to state the main contribution to knowledge achieved by

this research:

The application of a Data Science approach to perform holistic Multi-Data

Analysis (MDA) of historical caster data to obtain a better understanding of
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caster performance, providing improved insight to inform business decisions

associated with maintenance.

The holistic analysis of data from various aspects of a caster’s life-cycle and the

application of these Data Science techniques and methodologies to the continuous casting

of steel is an original application.
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Tomas Pranckevičius and Virginijus Marcinkevičius. Comparison of naive bayes, random

forest, decision tree, support vector machines, and logistic regression classifiers for text

reviews classification. Baltic Journal of Modern Computing, 5(2):221, 2017.

Foster Provost and Tom Fawcett. Data science and its relationship to big data and data-

driven decision making. Big Data, 1(1), 2013.

Rainer. Data mining as technique to generate planning rules for manufacturing control in a

complex production system. 2013.

Shaoqing Ren, Xudong Cao, Yichen Wei, and Jian Sun. Global refinement of random forest.

In Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition, pages

723–730, 2015.

Piyush Rishabh. Auc-roc curve: Visually explained, 2020. URL https://www.newtechdojo.

com/auc-roc-curve-visually-explained/.

Mathieu Ritou, Farouk Belkadi, Zakaria Yahouni, Catherine Da Cunha, Florent Laroche,

and Benoit Furet. Knowledge-based multi-level aggregation for decision aid in the ma-

chining industry. CIRP Annals, 68(1):475 – 478, 2019. ISSN 0007-8506. doi: doi.org/10.

1016/j.cirp.2019.03.009. URL http://www.sciencedirect.com/science/article/pii/

S0007850619300101.
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Appendix A

Port Talbot Steel Works

Figure A.1, provided by Tata Steel (2017) overviews the several key elements to the

steel-making process and their location specific to Tata Steel’s Port Talbot works. Lo-

cated at the centre of the plant is the concast plant, this plant houses the continuous

casting vessels. Also, located centrally is the Basic Oxygen Steel-making (BOS) Plant;

the blast furnace is responsible for refining the iron to produce steel of desired quality

and composition.
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Figure A.1: Steelmaking Process and Port Talbot Works
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Appendix B

Initial Data Analysis

B.1 Distribution of Days in Use Prior to 2018

Figure B.1: Distribution of Days in Use by Segment Type

B.2 Steel & Slab QC Data Description
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Slab & Segment Tables Table Description

CC3.HEAT MEASUREMENTS CC3 Level 2 process information - Heats

CC3.HEAT SUM CC3 Level 2 production details - Heats

CC3.SLAB MEASUREMENTS CC3 Level 2 process information - Slabs

CC3.SLAB SUM CC3 Level 2 production details - Slabs

CC3.SEGMENT Events CC3 Level 2 process information - Segments

CC3.SLAB DOWNGRADES CC3 Level 2 Slab grade failures - Targets & reasons

CC3.PAR CONFIG CC3 Level 2 process information field descriptions

CCT.cast slab All casters slab production details.

CCT.CCT HEAT LOG All Casters production Log - Heats

CCT.CCT HEAT DATA All Casters Process information - Heats

CCT.cct grade failures All Casters Slab grade failures

Spec.ELEMENT TAG Grade Specifications - Look up table of chemical elements.

Spec.GRADE Grade Specifications Main Index table.

Spec.GRADE ADDITION Grade Specifications - Standard additions

Spec.GRADE ANALYSIS Grade Specifications - Chemical target

Spec.GRADE INSTRUCTIONS Grade Specifications - Process instructions

Spec.GRADE TEMPERATURE Grade Specifications -Temperature Targets

Spec.GRADE TREATMENT Grade Specifications - Standard Treatments

Spec.TREATMENT Grade Specifications - Look up of treatment types

Spec.UNIT Grade Specifications - Look up of unit details

Spec.UNIT TREATMENT Grade Specifications - Relationship between unit and treatment

TP.Additions Through Process - Additions.
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Analysis Tables Table Description

TP.Caster Caster Production Infomation.

TP.DipResult Through Process - Temperature Measurements.

TP.DipTypes Through Process - Look up table of Dip types.

TP.HeatDate Production Date information.

TP.NonMetalAnalysis Slag Analysis

TP.ScrapTypes Scrap addition description look up

TP.Tracking Through Process - Location Tracking Times.

TP.Treatments Through Process - Look up table of treatment types.

TP.TreatmentTracking Through Process -Treatment Tracking Times.

TP.Units Through Process - Look up table of unit descriptions

TP.Vessel Vessel Production information

CCT.CCD HEAT DETAILS Casting Controller Heat Log

CCT.CCD SES CHANGES Casting Controller SES change log

CCT.SPM HEAT DETAILS Shift Technical Heat Log.

TP.TIBDelays Steel and slab delays.
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MAM Tables Table Description

Notification Number Notification ID

Description High-level description Measurements.

Notification Type M1, M2 or M3.

Notification Description Planned, unplanned or activity report maintenance.

Work Centre ID Location

Work Centre Description Location description.

FLoC Function Location.

FLoC Description Function Location description.

Created By Name of engineer notification logged by.

Breakdown Indication if breakdown has occurred.

Long Text Link details to notification ID.

Priority P1, P2, P3, P4 or P5.

Priority Description Urgency of notification.

Is Complete Has notification been resolved and event log closed.

Created Date Date notification raised.

Completed Date Date notification closed.

B.3 Plant Maintenance & Business Operations Data

Description

311



SAP Long Text Table Description

Notification Number Notification ID

Long Text Details on event raised - free text.

Is Complete Has notification been resolved and event log closed.

Created Date Date notification raised.

Completed Date Date notification closed.

B.4 SAP Long Text Data Description
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Sensor Data Table Description

Roll Flow 12 sensor Strand 1 and 12 strand 2 for cooling of segment rollers.

bearing Flow 12 sensor Strand 1 and 12 strand 2 for cooling of segment bearings.

WDR Speed Withdrawal Drive speed 12 sensor Strand 1 and 12 strand 2.

WDR AMPS Withdrawal Drive pressure 12 sensor Strand 1 and 12 strand 2.

Completed Date Date notification closed.

B.5 Machine Sensor Data Description
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B.6 Evidence Of Engagement with Domain Experts

Industry professionals, academics and technical experts from Tata Steel were consulted

and engaged with throughout various stages of this research. Engagement was both in

person and online, a range of methods were used to raise awareness of this research and to

obtain feedback and valuable contribution from key individuals. Focus group meetings,

individual meetings, poster show and tell events, formal presentation delivery, written

reports were used to communicate and obtain feedback. In addition, to the events listed

below quarterly meetings took place between the company and academic supervisory

team every three months throughout the duration of the project to identify key actions

for subsequent stages of the research. In addition to the supervisor team, key individuals

would be invited deepening on the focus of the meeting agenda. For example, if it was

to obtain further process insight Concast manager would be invited, if it was to obtain

data insight the Automation and Technology manger would be invited.
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Figure B.2: Evidence Of Engagement with Academics and Technical Experts 2017
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Figure B.3: Evidence Of Engagement with Academics and Technical Experts 2018
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Figure B.4: Evidence Of Engagement with Academics and Technical Experts 2019

Figure B.5: Evidence Of Engagement with Academics and Technical Experts 2020 to 2021
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Figure B.6: Advised Initial Process & Technology Training
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Figure B.7: Conferences attended 2017
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Figure B.8: Conferences attended 2018
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Figure B.9: Conferences attended 2019
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